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Summary. Ontology Learning greatly facilitates the construction of ontologies by the ontology engineer. The notion of ontology learning that we propose here includes a number of complementary disciplines that feed on different types of unstructured and semi-structured data in
order to support a semi-automatic, cooperative ontology engineering process. Our ontology
learning framework proceeds through ontology import, extraction, pruning, and refinement,
giving the ontology engineer a wealth of coordinated tools for ontology modelling. Besides
of the general architecture, we show in this paper some exemplary techniques in the ontology learning cycle that we have implemented in our ontology learning environment, KAON
Text-To-Onto.

1.1 Introduction
Ontologies constitute a formal conceptualization of a particular domain of interest
that is shared by a group of people. When building ontologies into information systems, it is possible to modularize many software aspects mostly related to the domain
(e.g., taxonomic structures) from ones mostly related to the processing (e.g., querying) and visualization (e.g., layouting) of data.
One could argue that the drawback one encounters there is that such information
systems software cannot be built with an implicit understanding of the domain, but
rather it is necessary to make conceptualizations of the domain explicit — which
may be a difficult task, resulting in a well-known knowledge engineering bottleneck.
While one answer to this argument, also found in software engineering, certainly
is: you should make your structures explicit in order to be able to adapt and extend
them easily, the quest for faster and cheaper ontology engineering remains. Though
ontology engineering tools have matured over the last decade, the manual building
of ontologies still remains a tedious, cumbersome task.
Thus, when using ontologies as a basis for information systems, one has to face
questions about development time, difficulty, confidence and the maintenance of ontologies. Thus, what one ends up with is similar to what knowledge engineers have
dealt with over the last two decades when elaborating methodologies for knowledge acquisition or workbenches for defining knowledge bases. A method which has
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proven to be extremely beneficial for the knowledge acquisition task is the integration of knowledge acquisition with machine learning techniques.
Ontology Learning [22] aims at the integration of a multitude of disciplines in
order to facilitate the construction of ontologies, in particular ontology engineering
[48, 11] and machine learning. Because the fully automatic acquisition of knowledge by machines remains in the distant future, the overall process is considered
to be semi-automatic with human intervention. It relies on the “balanced cooperative modeling” paradigm [32], describing a coordinated interaction between human
modeler and learning algorithm for the construction of ontologies. This objective
in mind, an approach that combines ontology engineering with machine learning is
described here.
Organization
This chapter is organized as following. Section 1.2 introduces a generic architecture
for ontology learning and its relevant components. In Section 1.3 we introduce various complementary basic ontology learning algorithms that may serve as a basis
for ontology learning. Section 1.4 describes how we have implemented our notion
of ontology learning in the form of a concrete system called KAON Text-To-Onto.
Section 1.5 surveys related work.

1.2 An Architecture and Process Model for Ontology Learning
The purpose of this section is to introduce a generic ontology learning architecture
and its four major components, before we continue in detail describing the conceptual model we have developed for our KAON Text-To-Onto system.
Thereby, our process model builds on the principal idea of data mining as a process (e.g., [6]) with the phases of business and data understanding, data preparation, modeling, evaluation and deployment. This implies that our notion of ontology
learning makes all process steps transparent — in contrast to some focused ontology
learning application for which one may decide to configure a concrete processing
pipeline. The latter would have to be configured from the general modules provided
in KAON Text-To-Onto.

 Ontology Management Component: The ontology engineer uses the ontology
management component to manually deal with ontologies. In particular, it allows
for the inclusion of existing ontologies, their browsing, validation [47], modification, versioning, and evolution [28].
 Resource Processing Component: This component contains a wide range of
techniques for discovering, importing, analyzing and transforming relevant input
data. An important sub-component is a natural language processing system. The
general task of the resource processing component is to generate a set of preprocessed data as input for the algorithm library component.
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Fig. 1.1. Ontology Learning Conceptual Architecture

 Algorithm Library Component: This component acts as the algorithmic backbone of the framework. A number of algorithms are provided for the extraction
and maintenance of the ontology parts contained in the ontology model. In order
to be able to combine the extraction results of different learning algorithms, it is
necessary to standardize the output in a common way. Therefore a common result
structure for all learning methods is provided. If several extraction algorithms obtain overlapping or complementary results, they are combined and presented to
the user only once.
 Coordination Component: The ontology engineer uses this component to interact with the ontology learning components for resource processing and for the
algorithm library. Comprehensive user interfaces are provided to the ontology
engineer to help select relevant data, apply processing and transformation techniques or start a specific extraction mechanism. Data processing can also be triggered by the selection of an ontology learning algorithm that requires a specific
representation. Results are merged using the result set structure and presented to
the ontology engineer with different views of the ontology structures.
In the following we provide a detailed overview of the four components.
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1.2.1 Ontology Management
As core to our approach we have built on our ontology management and application
infrastructure called KArlsruhe ONtology and Semantic Web Infrastructure (KAON;
also cf. [38]), allowing easy ontology management and application.
KAON is based on an ontology model as introduced in [36]. Briefly, the ontology language is based on RDF(S), but with clean separation of modeling primitives
from the ontology itself (thus avoiding the pitfalls of self-describing RDFS primitives such as subClassOf), providing means for modelling meta-classes and incorporating several commonly used modelling primitives, such as transitive, symmetric and inverse properties, or cardinalities. All information is organized in so-called
OI-models (ontology-instance models), containing both ontology entities (concepts
and properties) as well as their instances. This allows the grouping of concepts with
their well-known instances into self-contained units. E.g. a geographical information OI-model might contain the concept Continent along with its seven well-known
instances. An OI-model may include another OI-model, thus making all definitions
from the included OI-model automatically available (cf. [23]).

Fig. 1.2. OI-model example

A lexical OI-model extends an OI-model by specific entries that reflect various
lexical properties of ontology entities. For instance, concepts like PLANET- VENUS
(but also relations) have a label (e.g., ‘Venus’), synonyms (e.g., ‘evening star’, ‘morning star’), a lexical stem and textual documentation.
There is an n : m relationship between lexical entries and instances, established
by the property REFERENCES. Thus, the same lexical entry (e.g., ‘his jaguar’) may
be associated with several elements (e.g., an instance representing a Jaguar car or
a jaguar cat). The value, i.e. its literal occurrence, of the lexical entry is given by
the property VALUE, whereas the language of the value is specified through the
IN L ANGUAGE property that refers to the set of all languages as defined by the ISO
standard 639.
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1.2.2 Coordination Component
The ontology engineer uses the coordination component to select input data, i.e. relevant resources such as HTML documents from the Web that are exploited in the
further discovery process. Secondly, using the coordination component, the ontology engineer also chooses among a set of resource processing methods available at
the resource processing component and among a set of algorithms available in the
algorithm library.
1.2.3 Resource processing
As mentioned earlier this component contains a wide range of techniques for discovering, importing, analyzing and transforming relevant input data. An important
sub-component is a natural language processing system. The general task of the resource processing component is to generate a set of pre-processed data as input for
the algorithm library component.
Resource processing strategies differ depending on the type of input data made
available:

 Semi-structured documents, like dictionaries, may be transformed into a predefined relational structure as described in [16]. HTML documents may be indexed
and reduced to free text.
 For processing free text the system accesses language dependent natural language processing systems. E.g., for German we have used SMES (Saarbrücken
Message Extraction System), a shallow text processor [34]. SMES comprises a
tokenizer based on regular expressions, a lexical analysis component including
various word lexicons, a morphological analysis module, a named entity recognizer, a part-of-speech tagger and a chunk parser. For English, one may build on
many available language processing resource, e.g. the GATE system as described
in [7]. In the currently supported implementation that is described in Section 1.4
we just use the well-known Porter stemming algorithm [41] as a very simple
means for normalizing natural language terms.
After preprocessing according to one of these or similar strategies, the resource
processing module transforms given data into an algorithm-specific relational representation.
1.2.4 Algorithm Library
An ontology may be described by sets of concepts, relations, lexical entries, and
links between these entities. An ontology may be built following this specification
using various algorithms working on the preprocessed input data. Thereby, different
algorithms may generate definitions for overlapping as well as complementary ontology parts. For instance, an information extraction module specialized for processing
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appositions3 may find subclass relationships similar to classification with statistical
techniques by kNN (cf., e.g., [39]). Machine learning with association rules, however, may rather be used to detect general binary relationships [24]. Hence, we may
reuse algorithms from the library for acquiring different parts of the ontology definition.
Subsequently, we introduce some of the algorithms available in our implementation. In general, we use a result combination approach, i.e. each algorithm that is
provided by the library generates normalized results that follow the ontology structures sketched above and contributes to a coherent ontology definition. In the future,
more research is needed on how overlapping results may contribute to a common
result in a really multi-strategy learning fashion.

1.3 Ontology Learning Algorithms
Some example learning algorithms are described here. They cover different parts of
the ontology definition — parts that may also be evaluated in isolation of each other
[26].
1.3.1 Lexical Entry & Concept Extraction
A simple technique for extracting relevant lexical entries that may indicate concepts
is counting frequencies of terms in a given set of (linguistically preprocessed) documents, the corpus D. In general this approach is based on the assumption that a
frequent term in a set of domain-specific texts indicates occurrence of a relevant concept. Research in information retrieval has shown that there are more effective methods of term weighting than simple counting of frequencies. A standard information
retrieval approach is pursued for term weighting, based on the following measures.

 The lexical entry frequency lef l;d is the frequency of occurrence of lexical entry
l 2 L in a document d 2 D .
 The document frequency dfl is the number of documents in the corpus D that l
occurs in.
 The corpus frequency cfl is total number of occurrences of l in the overall corpus D.

P

The reader may note that df l  cfl and d lefl;d = cfl . The relevance of terms is
measured based on the information retrieval measure tfidf (term frequency inverted
document frequency).
Definition 1. Let lefd;l be the term frequency of the lexical entry l in a document d.
Let dfl be the overall document frequency of lexical entry l. Then tfidf l;d of the lexical
entry l for the document d is given by:
3

An example for an apposition is given in the following sentence. “Ryokans, a typical
Japanese accomodation, are frequented by Europeans, too”. There accomodation is an apposition to and a superconcept of Ryokan.

tfidfl;d

=

lefl;d  log

 jDj 
dfl
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(1.1)

:

Tfidf weighs the frequency of a lexical entry in a document with a factor that
discounts its importance when it appears in almost all documents. Therefore terms
that appear too rarely or too frequently are ranked lower than terms that hold the
balance. To rank the importance of a term not only for a document, but for a whole
corpus, tfidf values for lexical entries l are computed as follows: 4
Definition 2.

tfidfl

:=

X

2D

tfidfl;d ;

tfidfl 2 IR:

d

The user may define and vary a threshold k 2 IR + that tfidfl has to exceed. This
threshold is then used to explore terms from the corpus for inclusion into the set of
lexical entries and possibly into the concept hierarchy.
1.3.2 Extraction of Taxonomic Relations
The extraction of taxonomic relations may be done in various ways. In our framework we mainly include the following three kinds of approaches:

 Statistics-based extraction using clustering
 Statistics-based extraction using classification
 Lexico-syntactic pattern extraction
In the following we will shortly elaborate on the three approaches.
Clustering
Distributional data about words may be used to build concepts and their embedding
into a hierarchy “from scratch” using clustering mechanisms.
A distributional representation describes a term by the (weighted) frequency of
terms that occur in a delineated context. The delineation may be defined by sequential vicinity of terms (“How many terms appear between the represented and the
representing term?” — which is what we use), by a syntactic delineation (“Which
terms may have a syntactic dependency to the represented term?”) or by some text
structural criterion (“What terms appear in the same paragraph delineated by HTML
tags?”).
Clustering can be defined as the process of organizing objects into groups whose
members are similar in some way based on the distributional representation (see
[15]). In general there are three major styles of clustering:
1. Agglomerative: In the initialization phase, each term is defined to constitute a
cluster of its own. In the growing phase larger clusters are iteratively generated
by merging the most similar/least dissimilar ones until some stopping criterion
is reached.
4

A list of stopwords being excluded.

(1.2)
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2. Partitional: In the initialization phase, the set of all terms is a cluster. In the refinement phase smaller clusters are (iteratively) generated by splitting the largest
cluster or the least homogeneous cluster into several subclusters.
Both, agglomerative and partitional clustering techniques, are used to produce
hierarchical descriptions of terms. Both rely on notions of (dis-)similarity, for
which a range of measures exist (e.g., Jacquard, Kullback-Leibler divergence,
L1-norm, cosine; cf. [21]).
In practice, partitional clustering (like the K-Means clustering technique) is
faster as it can be performed in runtime of O(n) compared to O(n 2 ) for agglomerative techniques, where n is the number of represented terms.
3. Conceptual: Conceptual clustering builds a lattice of terms by investigating the
exact overlap of representing terms between two represented terms. In the worst
case, the complexity of the resulting concept lattice is exponential in n. Thus,
people either just compute a sublattice [46] or use a heuristics.
Either way one may construct a hierarchy of term clusters for detailed inspection
by the ontology engineer.
Classification
When a substantial hierarchy is already given, e.g. by basic level categories from a
general resource like WordNet [31], one may rather decide to refine the taxonomy
by classifying new relevant terms into the given concept hierarchy. The distributional
representation described above is then used to learn a classifier from a training corpus
and the set of predefined concepts with their lexical entries.
Afterwards, one may construct the distributional representations of relevant, unclassified terms and let the learned classifier propose a node on which to subclass the
new term (cf, e.g., [39]). k nearest neighbor (kNN) and support vector machines are
typical learning algorithms exploited for this purpose.
Lexico-Syntactic Patterns
The idea of using lexico-syntactic patterns in the form of regular expressions for the
extraction of semantic relations, in particular taxonomic relationships, has been introduced by [16]. Pattern-based approaches in general are heuristic methods using
regular expressions that originally have been successfully applied in the area of information extraction. In this lexico-syntactic ontology learning approach the text is
scanned for instances of distinguished lexico-syntactic patterns that indicate a relation of interest, e.g. the taxonomy. Thus, the underlying idea is very simple: Define a
regular expression that captures re-occurring expressions and map the results of the
matching expression to a semantic structure, such as taxonomic relations between
concepts.
Example
In [16] the following lexico-syntactic pattern is considered
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When we apply this pattern to a sentence it can be infered that the NP’s referring
to concepts on the left of or other are sub concepts of the NP referring to a concept
on the right. For example from the sentence
Bruises, wounds, broken bones or other injuries are common.
we extract the taxonomic relations (Bruise,Injury), (Wound,Injury) and (BrokenBone,Injury).
Within our ontology learning system we have applied different techniques to dictionary definitions in the context of the insurance and telecommunication domains
as described in [19]. An important aspect in this system and approach is that existing concepts are included in the overall process. In contrast to [16] the extraction
operations have been performed on the concept level. Thus, patterns have been directly matched onto concepts. Hence, besides of extracting taxonomic relations from
scratch, the system can refine existing relationships and refer to existing concepts.
1.3.3 Extraction of General Binary Relationships
Association rules have been established in the area of data mining, thus, finding interesting association relationships among a large set of data items. Many companies
become interested in mining association rules from their databases (e.g. for helping in many business decisions such as customer relationship management, crossmarketing and loss-leader analysis. A typical example of association rule mining
is market basket analysis. This process analyzes customer buying habits by finding
associations between the different items that customers place in their shopping baskets. The information discovered by association rules may help to develop marketing
strategies, e.g. layout optimization in supermarkets (placing milk and bread within
close proximity may further encourage the sale of these items together within single
visits to the store). In [1] concrete examples for extracted associations between items
are given. The examples are based on supermarket products that are included in a set
of transactions collected from customers’ purchases. One classical anectode is that
“diapers are purchased together with beer”.
For the objective of ontology learning, this data mining algorithm may be applied
to syntactic structures and statistical co-occurrences appearing in text. To illustrate
its working, we here show an example. The example is based on actual ontology
learning experiments as described in [24]. A text corpus given by a WWW provider
for tourist information has been processed. The corpus describes actual objects referring to locations, accomodations, furnishings of accomodations, administrative
information, or cultural events, such as given in the following example sentences.
(1) a. “Mecklenburg’s” schönstes “Hotel” liegt in Warnemuende. (“Mecklenburg’s”
most beautiful “hotel” is located in Warnemuende.)
b. Ein besonderer Service für unsere Gäste ist der “Fris örsalon” in unserem
“Hotel”. (A “hairdresser” in our “hotel” is a special service for our guests.)
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c. Das Hotel Mercure hat “Balkone” mit direktem “Strandzugang”. (The hotel
Mercure offers “balconies” with direct “access” to the beach.)
d. Alle “Zimmer” sind mit “TV”, Telefon, Modem und Minibar ausgestattet.
(All “rooms” have “TV”, telephone, modem and minibar.)
Processing the example sentences (1a) and (1b) the dependency relations between the terms are extracted (and some more). In sentences (1c) and (1d) the heuristic for prepositional phrase-attachment (minimal attachment: attach a prepositional
phrase to its nearest noun phrase) and the sentence heuristic 5 relate pairs of lexical
entries, respectively. Thus, four concept pairs – among many others – are derived
with knowledge from the lexicon.
Table 1.1. Examples for Linguistically Related Pairs of Concepts

L1
“Mecklenburgs”
“hairdresser”
“balconies”
“room”

a

i;1
AREA

HAIRDRESSER
BALCONY
ROOM

L2
hotel
hotel
access
TV

a

i;2
HOTEL

HOTEL
ACCESS
TELEVISION

Fig. 1.3. An Example Concept Taxonomy as Background Knowledge for Extracting General
Binary Relationships

The algorithm for learning generalized association rules uses a taxonomy. The
taxonomy may be built with methods such as described in Section 1.3.2. An excerpt
involving the concept pairs from above (among some more) is depicted in Figure 1.3.
In our actual experiments, the algorithm discovered a large number of interesting and
important general binary conceptual relationships. A few of them are listed in Table 1.2. Note that in this table we also list two conceptual pairs, viz. ( AREA , HOTEL )
and ( ROOM , TELEVISION ), that are not presented to the user, but that are pruned. The
5

The sentence heuristic essentially says: if no parse tree can be built, relate concepts represented by nouns that are adjacent to each other – abstracting from terms that do not refer to
concepts or relationships.
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reason is that there are ancestral association rules, viz. ( AREA , ACCOMODATION )
and ( ROOM ,FURNISHING ), respectively with higher confidence and support measures.
Table 1.2. Examples of Discovered General Binary Relationships
Discovered relation
(AREA , ACCOMODATION)
( AREA , HOTEL )
(ROOM , FURNISHING)
( ROOM , TELEVISION )
(ACCOMODATION , ADDRESS)
(RESTAURANT, ACCOMODATION)

Confidence
0.38
0.1
0.39
0.29
0.34
0.33

Support
0.04
0.03
0.03
0.02
0.05
0.02

Other algorithms use verbs as potential indicators for general binary relationships
and acquire selectional restrictions from corpus data [5].
1.3.4 Ontology Pruning
Pruning is needed, if one adopts a (generic) ontology to a given domain. We assume
that the occurrence of specific concepts and conceptual relations in web documents
are vital for the decision whether or not a given concept or relation should remain in
an ontology. We exploit a frequency-based approach determining concept frequencies in a corpus. Entities that are frequent in a given corpus are considered as a
constituent of a given domain. But - in contrast to ontology extraction - the mere
frequency of ontological entities is not sufficient.
To determine domain relevance, ontological entities retrieved from a domain corpus are compared to frequencies obtained from a generic corpus. The user can select
several relevance measures for frequency computation. The ontology pruning algorithm uses the computed frequencies to determine the relative relevancy of each concept contained in the ontology. All existing concepts and relations, which are more
frequent in the domain-specific corpus remain in the ontology. The user can also
control the pruning of concepts which are neither contained in the domain-specific
nor in the generic corpus.

1.4 KAON Text-To-Onto
This section describes the implemented ontology learning system KAON Text-ToOnto that is embedded in KAON, the Karlsruhe Ontology and Semantic web infrastructure (cf. [38]). KAON 6 is an open-source ontology management and application
infrastructure targeted for semantics-driven business applications. It includes a comprehensive tool suite allowing easy ontology management and application.
6

http://kaon.semanticweb.org
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Fig. 1.4. KAON OI-Modeler

Within KAON we have developed KAON OI-modeler, an end-user application
that realizes a graph-based user interface for OI-model creation and evolution [28].
Figure 1.4 shows the graph-based view onto an OI-model.
A specific aspect of KAON OI-modeler is that it supports ontology evolution
at the user level (see right side of the screenshot). The figure shows a modelling
session where the user attempted to remove the concept Person. Before applying this
change to the ontology, the system computed the set of additional changes that must
be applied. The tree of dependent changes is presented to the user, thus allowing the
user to comprehend the effects of the change before it is actually applied. Only when
the user agrees, the changed will be applied to the ontology.
KAON Text-To-Onto 7 builds on the KAON OI-modeler. KAON Text-To-Onto
provides means for defining a corpus as a basis for ontology learning (see right lower
part of Figure 1.5). On top of the corpus various algorithms may be applied. In the
example depicts in Figure 1.5 the user has selected different parameters and executed
a pattern-based extraction and an association rule extraction algorithm in parallel.
KAON Text-To-Onto implements the aforementioned algorithms, though not (yet!)
partitional and conceptual clustering.
Finally, the results are presented to the user (see Figure 1.5) and graphical means
for adding lexical entries, concepts and conceptual relations are provided.
7

KAON Text-To-Onto is open-source and available for download at the KAON Web page.
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Fig. 1.5. KAON Text-To-Onto

1.5 Related Work
Until recently ontology learning per se, i.e. for comprehensive construction of ontologies, has not existed. We here give the reader a comprehensive overview of existing work that has actually researched and practiced techniques for solving parts of
the overall problem of ontology learning.
There are only a few approaches that described the development of frameworks
and workbenches for extracting ontologies from data: Faure & Nedellec [9] present a
cooperative machine learning system, ASIUM, which acquires taxonomic relations
and subcategorization frames of verbs based on syntactic input. The ASIUM system
hierarchically clusters nouns based on the verbs that they are syntactically related
with and vice versa. Thus, they cooperatively extend the lexicon, the set of concepts,
and the concept heterarchy. A more recent approach is described by Missikoff et al.
[35] who combine an ontology engineering environment with focus on consensus
building with sophisticated tools for extracting concepts that have multi-word lables
(e.g. ‘swimming pool’) and for extracting relationships other than taxonomy, e.g.
pertainance.
Hahn and Schnattinger [14] introduced a methodology for the maintenance of
domain-specific taxonomies. An ontology is incrementally updated as new concepts
are acquired from real-world texts. The acquisition process is centered around linguistic and conceptual “quality” of various forms of evidence underlying the generation and refinement of concept hypotheses. Their ontology learning approach is
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embedded in a framework for natural language understanding, named Syndicate [13],
and they have recently extended their framework to a dual learner for grammars and
ontologies [12].
Mikheev & Finch [30] have presented their KAWB Workbench for “Acquisition
of Domain Knowledge form Natural Language”. The workbench comprises a set
of tools for uncovering internal structure in natural language texts. The main idea
behind the workbench is the independence of the text representation and text analysis phases. At the representation phase the text is converted from a sequence of
characters to features of interest by means of the annotation tools. At the analysis
phase those features are used by statistics gathering and inference tools for finding
significant correlations in the texts. The analysis tools are independent of particular assumptions about the nature of the feature-set and work on the abstract level of
feature elements represented as SGML items.
Much work in a number of disciplines — computational linguistics, information retrieval, machine learning, databases, software engineering — has actually researched and practiced techniques for solving part of the overall problem. Hence,
techniques and methods relevant for ontology learning may be found under terms like
the acquisition of selectional restrictions (cf. Resnik [42] and Basili et al. [4]), word
sense disambiguation and learning of word senses (cf. Hastings [50]), the computation of concept lattices from formal contexts (cf. Ganter & Wille [10]) and Reverse
Engineering in software engineering (cf. Mueller et al. [37]).
Ontology Learning puts a number of research activities, which focus on different
types of inputs, but share their target of a common domain conceptualization, into
one perspective. One may recognize that these activities are spread between very
different communities. Further references may in particular be found at the three
ontology learning workshops [44, 27, 3].

1.6 Conclusion
We have introduced ontology learning as an approach that may greatly facilitate
the construction of ontologies by the ontology engineer. The notion of Ontology
Learning introduced in this article aims at the integration of a multitude of disciplines
in order to facilitate the construction of ontologies. The overall process is considered
to be semi-automatic with human intervention. It relies on the “balanced cooperative
modeling” paradigm, describing a coordinated interaction between human modeler
and learning algorithm for the construction of ontologies for the Semantic Web.
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Prime purpose
Extract

Extract

Features used
Syntax

Syntax

Extract

Method
Clustering

Tokens
Relations

Reverse engineering

Syntax, Logic rep- Extract
resentation
Syntax, Tokens
Extract
Syntax
Prune
Extract
Syntax, Semantics Refine
Syntax, Semantics Refine

Relations

Inductive Logic Programming
Association rules
Frequency-based
Pattern-Matching
Classification
Formal
Concept
Analysis
Information extraction
Page rank
Concept Induction,
A-Box mining
Data Correlation
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Domain
Free Text

Dictionary
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Relational
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Kietz et al. [19]
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al. [19]
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Kietz & Morik [20] and Schlobach
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