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Abstract

This paper gives architecture and implementation details of three fingertip trackers and a
drawing gesture recognition system developed as part of a gesture-based music generation
application. The system uses live 24-bit colour video from a common household webcam,
runs in realtime (60 frames per second on a Pentium 3 500 MHz machine). Out of the three
tracking systems developed, two of them require the user to wear a glove (one has coloured
markings and the other uses bright LEDs). Gesture recognition is achieved by comparing
the current unclassified gesture with a series of templates using the Pearson correlation
measure.
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1 Introduction

The theremin was a musical instrument in Russia by Mr. Leon Theremin in 1919. It
introduced a radically new gesture interface that hinted at the revolution that electronics
would start in world of musical instrument design. It used capacitive sensing to measure
the proximity of each hand above a corresponding antenna. One hand controlled the pitch
of a monophonic waveform while the other hand controlled amplitude. The theremin was a
worldwide sensation in the 20's and 30's.

In recent years, more musical devices are being explored that exploit non-contact sensing,
responding to the position and motion of hands, feet, and bodies without requiring any kind
of controller to be held. These instruments cannot be played with the same precision as
traditional, tactile based instruments. However, with a computer interpreting the data
interesting mappings between motion and audio can be achieved. In this way, very
complicated audio events can be triggered and controlled through body motion. These
systems are often used in musical performances that have an element of dance and
choreography, or in public interactive installations.

Although they involve considerably more processor overhead and are generally still
affected by lighting changes and clutter, computer vision techniques are becoming
increasingly common in non-contact musical interfaces and installations. For over a
decade now, many researchers have been designing vision systems for musical
performance, and steady increases in available processing capability have continued to
improve their reliability and speed of response, while enabling recognition of more specific
and detailed features. As well as proposing a series of interesting problems to be solved,
vision systems have become price-competitive as their only ‘sensor’ is a camera.

This is precisely the subject of our study: to use a computer vision gesture recognition
system to drive a computer generated music performance.

1.1 Motivation

Modern versions of the theremin can be bought nowadays, but unfortunately they are
fragile and rather pricy pieces of equipment. Initially, we aimed to simply build a 'virtual'
vision-based theremin, running on a home computer equipped with a simple webcam. We
quickly realized that there was a lot more we could achieve with the processing power of
today, and decided to include a whole array of effects (other than pitch and volume slide)
and a set of gestures to control state changes and various parameters of the effects.

1.2 Problem statement

We aim to produce a system which tracks the position of fingertips and allows the user to
send a series of commands via the motion the hands. These commands are used to drive a
software music synthesizer, so that the user appears to be manipulating a 'virtual' musical
instrument. We will not attempt to track an extensive array of gestures, but rather only
those which are useful in our context.



We therefore strive for:
e Speed: The system must be able to run on an average household PC, with a simple
webcam.
e Simplicity: For the sake of speed, and because we only need our system to be good
enough for our purposes.
e Responsiveness: The 'feel' of the instrument has to be good - it must respond
instantly and robustly.

1.3 Structure

The remainder of this document is organised as follows. The first half of Section 2 is an
overview of the previous work in the field, presenting the reader with the current state of
the art in non-contact music performance, limb tracking and gesture recognition. We
identify problems in the systems, assessing their strengths and weaknesses. In the second
half of section 2 we discuss which of the reviewed techniques best suit our needs, and
briefly introduce our system. At the end of the section we also provide the reader with
some of the underlying technical concepts needed to understand the rest of this document.

In section 3 we introduce and discuss the algorithms used.

At the beginning of Section 4 we give a brief overview of our implementation followed by
a discussion of the optimizations that were necessary to speed up the system.

In Section 5 we introduce our framework and methodology for the testing, and explain why
we chose to approach the testing phase in such a way.

In Section 6 we provide a summarised version of the results. These are an overview of the
results that lead to the conclusions. We discuss the important parameters in the simulation,
specifically how they affected the results. We also describe how the parameters are tuned
for the final running system.

In Section 7 we assess the overall quality of the work. We present what we believe are the
main achievements of this project and discuss areas of improvement and future work.

Section 8 is the biography.
In Section 9 (Appendices) we present a user manual explaining how to use the system. We

also present a system manual, which should allow for another person to continue our work.
We also provide a more detailed set of results and a source code listing.



2 Background

The first half of this section is an overview of the previous work in the field, presenting the
reader with the current state of the art in non-contact music performance, limb tracking and
gesture recognition.

We identify problems in the systems, assessing their strengths and weaknesses, and present
the conclusions we reached after reading the literature. We also briefly introduce our
system. At the end of the section we also provide the reader with some of the underlying
technical concepts needed to understand the rest of this document.

2.1 Preliminaries

2.1.1 A word about notation

Although we did not find it necessary to use mathematical expressions extensively, we feel
it is important to note that:

e Vectors are considered to be column vectors.

e Vectors are printed in bold, lower case font.

e An over-bar (as inX ) denotes a mean value.

e Matrices are printed in upper case font.

2.1.2 Some common definitions

It is important to establish a few basic terms and definitions before starting with the
literature review. We will attempt to unify the vocabulary often used in the literature so we
can make use of it unequivocally.

‘Hand pose’ is defined by the position of all hand segment joints and fingertips in a three-
dimensional space. Hand pose refers exclusively to the internal parameters of the hand,
and is independent of the position of the arms.

Various authors divide hand gestures into ‘static’ and ‘dynamic’. According to our
definition, during the performance of a static hand gesture there can be no perceptible
changes in hand pose and motion of the arms is ignored. In this sense, a static gesture
consists of a single hand pose.

However, in the performance of a dynamic hand gesture there must necessarily be
perceptible temporal changes. These changes may take place in either hand pose or the
position of the arms, or both. In this sense, a dynamic gesture is comprised by a series of
hand and arm poses — it is the motion of all hand segment joints in a 3D space.

To give some simple examples, the ‘pointing’ and ‘stop’ gestures are static, whilst a ‘hello’
gesture is dynamic. For our purposes, we are only interested in dynamic hand gestures.

From this point on we will refer to dynamic hand gestures simply as ‘gestures’ unless
stated otherwise.
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2.2 Previous work

2.2.1 Non-contact music performance

In recent years, more musical devices are being explored that exploit non-contact sensing,
responding to the position and motion of hands, feet, and bodies without requiring any kind
of controller to be held. These instruments cannot be played with the same precision as
traditional, tactile based instruments. However, we can achieve interesting mappings
between motion and audio by having computer interpret the data. In this way, very
complicated audio events can be launched and controlled through body motion. These
systems are often used in musical performances that have an element of dance and
choreography, or in public interactive installations.

The theremin was a musical instrument with a radically new gesture interface that hinted at
the revolution that electronics would start in world of musical instrument design. It used
capacitive sensing to measure the proximity of each hand above a corresponding antenna.
One hand controlled the pitch of a monophonic waveform while the other hand controlled
amplitude. The theremin was a worldwide sensation in the 20's and 30's.

Many musical interfaces that generalize capacitive techniques, such as used in the theremin
have been developed in the MIT media lab. They group these techniques into something
they call ‘Electric Field Sensing’ [33]. These include the Sensor Chair (tracks hands and
feet of a seated participant), the Gesture Wall (tracks body motion in front of a video
projection), and the Sensor Frames (open frame that tracks hand position). Some of these
systems are completely novel instruments based on past experience in other domains
(dance, for example [34]), some build on past practice by building new degrees of freedom
to mature instruments (such as the cello [33]).

Several research labs and commercial products have exploited many other sensing
mechanisms for non-contact detection of musical gesture. Some are based on ultrasound
reflection sonars, such as the ‘Sound=Space’ (Gehlhaar [34]) dance installation, which is
played by one or more persons moving inside a room - the effect is like walking across
imaginary keyboards which are spread around the floor of a room. Another device that
uses similar technology is the EMS SoundBeam [35], a commercial distance-to-MIDI
device which converts physical movements into sound by using information derived from
interruptions of a stream of ultrasonic pulses.

A number of optical tracking devices have been developed. The Videoharp [36]
introduced in 1990 by Dean Rubine and Paul McAvinney at Carnegie-Mellon. This is a flat,
hollow, rectangular frame, which senses the presence and position of fingers inside its
boundary. Fingers placed against the playing surface block light from the light source,
creating a shadow image on the sensor after being focused by a lens system. Scanning
algorithms convert the image into finger positions, velocities, thicknesses, and interfinger
distances. These properties are subsequently converted into midi codes that are sent to an
external device.
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Although they involve considerably more processor overhead and are generally still
affected by lighting changes and clutter, computer vision techniques are becoming
increasingly common in non-contact musical interfaces and installations. For over a
decade now, many researchers have been designing vision systems for musical
performance, and steady increases in available processing capability have continued to
improve their reliability and speed of response, while enabling recognition of more specific
and detailed features. Vision systems have become price-competitive, as their only
‘sensor’ is a camera. With the widespread availability of home computers equipped with
cheap camera hardware (known as webcams), vision based-analysis becomes a very
interesting option.

The Very Nervous System (VNS [37]) developed by D. Rokerby is a computer device
designed to analyze movement within a space using one or two video. Anything moving
within the view can be analyzed. The video image can be mapped onto a user definable
grid, with each square of the grid an active "region." The amount of motion is analyzed for
each region, as well as a total for the entire video field.

In reality, the VNS does not measure motion, it measures changes in light. By comparing
the light in one video frame to previous frames, it determines what part of the video image
has changed, and by how much. The device analyzes black and white images (color video
is converted to black and white) and the gray-scale resolution is 6 bits (64 shades of gray).
Each region is defined by a group of pixels, and the total of the gray-scale values for all of
the pixels in a region are compared frame to frame.

The VNS does not do any gesture analysis, and is more akin to a motion detector. The
relative simplicity of the system comes at a cost: movement is not the only determinant of
reported values. Because it only measures changes in light, background colour, clothing
colour, lighting, and proximity to the camera all have an impact on the analysis.

The ‘BigEye’ system [38] is unique in that it is a commercial application designed for
home use. The user configures the system to track objects of interest based on colour,
brightness and size. Their positions are checked against a series of ‘hot zones’ defined by
the user, triggering events as they enter and leave these zones. These events are mapped
into MIDI events or internal program changes via a simple mode in which the user maps
screen changes to MIDI parameters, or via a complex scripting language (which allows the
mapping of additional parameters).

Paradiso and Sparacino [40] use a vision system to track the tip of a baton with an infrared
LED. The tip is tracked precisely and allows it to be used in the conventional ‘conducting’
role. They also included pressure sensitive strips and accelerometers in the baton which
add further degrees of freedom, measuring the pressure of the fingers together with
velocity changes and beats.

Pfinder [39] goes beyond most other systems, which track only motion or activity in
specific zones; it segments the human body into discrete pieces, and tracks the hands, feet,
head, torso, etc. separately, giving computer applications access to gestural details. The
DanceSpace system [40] uses Pfinder as a music controller for interactive dancers,
attaching specific musical events to the motion of their various limbs and body positions.
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Using Dancespace, one essentially plays a piece of music and generates accompanying
graphics by freely moving through the field of view of the camera.

2.2.2 Limb tracking

Limb tracking is interesting because it would allow our system to respond to physical
gestures rather than simply react to motion or changes in colour. For our purposes, we are
particularly interested in fingertip and hand tracking.

2.2.2.1 Fingertip tracking

2.2.2.1.1 Bare hand tracking

Crowley et al [9] present a very simple, yet effective system. A small image of the tip of a
finger (which they refer to as a 'reference template') is compared against the pixels of the
image within a region of interest. Their system searches for the position that minimizes the
squared difference between the template and the incoming image within a small window.
They then proceed to show the relation between summed squared difference (SSD) and the
cross correlation. They also show how to achieve some resistance to changes in ambient
light, by normalizing the cross correlation by the 'energies' contained in the reference
pattern and the neighbourhood.

They also propose a scheme whereby the reference mask is updated, to account for
rotations in the pointer device. In order to avoid loss of tracking, the value of each SSD is
compared to a threshold. Ifit rises above a relatively high threshold the reference template
is updated using the contents of the image at the previous frame, at the detected position.
The system appears to perform well, but relies on the finger being on top of a white
background (the whiteboard). The authors do not discuss performance with a cluttered
background, and under changing lighting conditions.

O'Hagan et al [10] developed a very similar system except that the number of searched
windows was varied according to the confidence of the tracking. The direction of the
search window distribution can also be altered, such that it was possible to search in a
specific direction. This allows them to localize the search area to the specific direction
where feature is thought to be, while retaining the ability to search in 360 degrees around a
point when the feature is lost. Changes in lighting and background clutter are once again
not discussed.

Y. Sato et al [16] introduce a fast and robust method for tracking positions of the centers
and the fingertips of hands. They make use of infrared cameras for reliable segmentation
of the hands, and employ a template matching strategy for finding the fingertips. They
argue that previous tracking systems based on colour segmentation or background
subtraction simply do not perform well in their type of application (augmented desk
interface) due to shadows on the background and on the hand. Using infrared imaging
alleviates this problem, and the authors found that their system was effective even in such a
demanding situation. The arms/hands are segmented by setting the infrared camera to
acquire a range of temperature approximately matching human body temperature. Then, a
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search window for the fingertips is determined based on the orientation of each arm, which
is in turn determined by the principal axis of the segmented arm region.

Fingertips are detected by template matching with a circular template, which detects the
fingertips but also introduces a certain amount of false positives (points along the fingers,
mostly). A sufficiently large number of candidates is found, such that the initial set
includes all true fingertips. Then a number of heuristics are applied to eliminate the false
matches from the list. To give a simple example, low-scoring matches which are close to a
high-scoring match are eliminated.

Hardenberd and Berard [17] introduce a variation on the template-matching approach
which makes it possible to find the positions of fingertips directly. The system by Y. Sato
et al [16] initially gathered a large number of false positives (amongst which they hoped to
include all the true positives), then relied on a series of heuristics to eliminate as many of
the false positives as possible while also minimizing the number of discarded true positives.
In contrast, the system by Hardenberd and Berard finds the fingertips directly. It is similar
in that it also uses a circular template, but enforces three additional conditions:
e There must be enough filled pixels around the close neighbourhood of position
(x.y)
e There must be the correct number of filled and un-filled pixels along the described
square around (x,y)
e The filled pixels along the square have to be connected in one chain

One can see that these requirements are designed in a way to promote matches at the 'end'
of the finger, rather than on the middle - in contrast with the paper by Y. Sato et al [16], this
system should not detect points along the finger.

This technique has the additional advantage that the direction of the finger can be found,
which can be useful in separating fingertips belonging to different hands and in the gesture
classification stage.

The authors test the system under different lighting conditions and hand moving speeds.
They also developed a number of test applications and concluded that not only is the
tracker capable of running at real-time speeds but is also robust enough for a variety of
applications. However, the system is running on a semi-static, bland background, and
relies on a background subtraction technique to segment the hand. The algorithm for the
fingertip tracking is explained in full in Section 3.1.1.3.

2.2.2.1.2 Tracking using markers

So far, we have established that trying to detect the hand configuration from camera images
is a difficult task. To overcome these difficulties some of the hand gesture recognition
techniques employ a system of markers, usually placed on the fingertips. These markers
are coloured in such a way that they are easy to segment using histogram analysis.

In The paper by Davis et al [11] the positions of the fingertips are calculated by segmenting
the image. The markers are white, so by thresholding the image above a certain greyscale
value we can separate the fingertips (or rather, the markers) from the rest of the image. The
threshold can be calculated by averaging the histogram and finding the intensity value
between the two peaks (one of the peaks corresponding to the background-hand regions
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and the other corresponding to the white markers). Any pixel intensities above this
threshold are treated as belonging to a fingertip region, the rest are discarded. Finally, the
centroid for each marker on the glove is calculated (presumably after performing some sort
of clustering on the segmented pixels, although the authors do not specity).

The thresholding technique relies on there not being white objects in the background. The
authors fail to discuss the effects of lighting changes. For example, having a bright light
shining in front of the camera (say, a lamp or a window) would possibly cause the system
to perform erratically, given that parts of the background could be as bright as the markings
on the hand.

2.2.2.2 Hand tracking

2.2.2.2.1 Colour analysis

In the system by R. Lockton et al [19] segmentation of the hand is achieved by selecting
those pixels within an axis-aligned in RGB space. The simplicity of the segmentation
algorithm introduces an important amount of false negatives due to shading and
self-shadowing of the hand, which the recognition stage deals with afterwards.

T. Mysliwiec [15] presents a probabilistic colour-based segmentation algorithm which
calculates the probability of a pixel belonging to a hand region given its RGB value. To
accomplish this, training images are taken against a simple background to allow for easy
segmentation so that only those pixels belonging to the hand are considered. To build the
RGB histogram each cell in the three-dimensional table is populated with a count
representing the number of hand pixels having that combination of colour components.
The result is a three-dimensional array telling us how many times a given RGB triplet
appears in the image of a hand. We can then proceed to calculate probabilities by
normalizing the histogram by dividing by the largest pixel count. By applying this table as
a look-up from RGB space to probability space, a probability image is produced. In this
probability image, each pixel is assigned a value which represents the probability that it
belongs to a hand. These probabilities can then be used to segment the hand from the
background. The resulting binary image includes only those pixels with a great likelihood
of belonging to the hand. Because the system needs to know the position of the fingertip,
the principal axis for the group of 'hand' pixels is calculated. The intersection of this line
with the topmost boundary of the hand is marked as the fingertip.

However, because the system works in RGB space, it will be prone to errors under lighting
changes. The authors fail to discuss how changes in lighting affect system performance.

2.2.2.2.2 Shape analysis

The snake by Kass et al [5] provides a basic framework for modelling biological shapes. A
snake is a flexible contour (represented by a set of control points) which behaves like an
elastic band with a certain internal physical properties (stiffness, elasticity). It also has a
potential energy term which rises as it deforms away from the rest shape - it is this rest
shape which we are trying to determine by minimizing the potential energy of the snake.
Snakes have no a priori knowledge of the shape. The only way to customise them to a
particular shape is by relaxing or tightening the stiffness constraints at particular nodes,
making them of limited use in hand tracking applications. Since their inception, there have
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been numerous attempts to adapt snakes to more general situations. For example, Curwen
and Blake [24] introduce coupled contours, an improvement on snakes which allows them
to specify a shape for the preferred rest state of the snake. As an additional improvement,
they use a B-Spline curve to represent the contour, which requires less control points while
ensuring a smooth shape.

Much work has been done in techniques based around the idea of defining the model as a
base shape plus a set of linear deformations. The model therefore consists of the base
shape, coded as the (x,y) coordinates of a number of 'landmark’ points along the contour of
the object and a set of linearly independent deformations which can be added to the shape
in various amounts to build all possible valid shapes.

Equation 2-1: Base shape plus a set of deformations

x=X+PFP-b

whereX is the base shape, P =(p,,p,,...,P,) is the matrix holding the deformation vectors

and b =(b,,b,,...,b,)" is a column of vector weights. In this way, a shape can be simply
defined by a set of weights (and a base shape).

An example of this type of approach is the point distribution model (PDM). Statistical
analysis is performed on multiple training examples, producing a mean shape and a set of
deformation vectors which cover the complete set of allowed shapes.

Given a collection of training images of an object, the Cartesian coordinates of N
strategically chosen landmark points are recorded for each image. For a two-dimensional
model, training example ‘¢’ would be represented by the 2N*1 column vector

Xe :(xel’yel"“’xeNﬂyeN)'

The examples are aligned (translated, rotated and scaled) and the mean shape X is
calculated by finding the mean position of each landmark point. The modes of variation
are then found using principal component analysis (PCA) on the deviations of examples
from the mean, and are represented by N orthonormal ‘variation’ vectors(p,,p,,..-,Py) -

Generally, the significant deformations are captured by only a few variation vectors, the
rest represent noise in the training data. By choosing t<<2N in Equation 2-1 we extract
only the important deformations, discarding noise, and can thus compactly capture object
shape and variation.

As introduced by Cootes et al [14], Active Shape Models (ASMs, or smart snakes) take
advantage of this idea. A contour which is roughly the shape of the feature to be located is
placed on the image, close to the feature. The contour is attracted to nearby edges in the
image. In this way it is rotated, translated and the shape weights adjusted (within
constraints) in an iterative process to minimize the pointwise distance between the ASM
and the object in the image.
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ASMs have several problems. Firstly, the adjustment of the model is an iterative process,
and could be quite expensive as we do not know the number of iterations necessary at each
frame. Secondly, it needs a 'good' guess as an initialization, meaning that the tracker could
get lost with rapid hand movement - something totally undesirable in an application. It is
therefore necessary to search across the entire image in order to approximately locate the
feature before the ASM tracking can begin.

Heap and Samaria [8] approach the problem by running a genetic algorithm. The genes in
the population are the guesses as to the object translation, scale, rotation and deformation.
The fitness function gives each guess a score according to how much evidence there is that
there is a hand present at that location. The fitness function is calculated by finding edges
in the direction perpendicular to the model boundary. At each model landmark point, the
closest edge in a direction perpendicular to the boundary is found. The magnitude of the
edge is weighted by this distance. These values are then summed for each landmark point
to give an overall fitness.

Genetic algorithms (GAs) provide a way of finding maxima for the fitness function. At the
beginning of each frame, a population of numerical genes (potential maxima) is created
randomly. For each gene, the fitness value is calculated. In the next generation, genes with
a large fitness value are strong and will survive, the other will die. Processes of crossover
(mating) and mutation are used in an attempt to generate a broad spectrum of genes. The
process is run for a few hundred generations and hopefully by then the fittest genes will
dominate, giving a few good suggestions for the best position of the hand.

The system seems to perform very well, even on a cluttered background, achieving
realtime speeds. The authors do however control the lighting by placing up-lighters on
either side of the monitor, such that diffuse light is cast onto the face of the user, improving
overall picture quality.

As described by Heap [13] the PCA analysis does have some issues with the rotational
motion of the fingers, which introduce non-linearities in the system - due to the
non-linearity of the model, the linear PDM is insufficient for tracking as it encompasses too
much deformation. As a result, the system allows certain shapes which look nothing like a
hand. Heap [13] discusses various solutions to alleviate the problem. For example, he
suggests storing the positions of the landmark points on fingers as polar coordinates, with
the polar coordinate origin set to a point on the base of each finger.

Heap and Hogg [12] have developed a system which works much like the ASM method
explained above, but is capable of tracking a hand in 3D merely from its 2D projections. A
3D PDM is built. However, instead of a collection of 2D points the authors use a 3D
simplex mesh. Simplex meshes have each vertex connected to three other vertices and a
number of other desirable properties (see Delingette [29]). Given this collection of 3D
points of an object, the Cartesian coordinates of N strategically-chosen landmark points are
collected for each mesh. The examples are aligned and scaled to unit size. The pointwise
mean shape is then calculated and the modes of variation are found using PCA.

For the tracking, it is worth noting that previously the dimensionality of the model matched
that of the input image (i.e. a 2D model for 2D image). This time the authors are
attempting to match a 3D PDM to a 2D image under full 6 DOF.
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The key to model-based object location is finding the set of model parameter values which
best align the model to the image data. In this case we have a translation vector, a rotation
matrix, a scale factor and the set of deformation parameters. The model is iteratively
aligned given a fair initial guess at the location of the object. Edge data is extracted from
the image and used to calculate a small change in the model parameters which will improve
the fit. To compare the image, they project the model onto the image using orthographic
projection.

As mentioned above, the idea is to find the values for the transformation parameters which
give the best fit. Much like for the 2D case (see above and Cootes et al [14]) these
parameters are updated iteratively by finding the best local movement for individual model
landmarks. Because the process is iterative it extends naturally to tracking an object over a
time sequence of images, such that the final position of the model in one image is used as
the starting position for the next image.

2.2.3 Gesture modelling, analysis and recognition

Vision-based analysis of hand gestures makes sense because it is based on the most
important way that humans perceive their surroundings (ie. sight). However, limitations in
modern machine vision make it one of the more difficult types of analysis to implement in
a satisfactory manner. Many different approaches have been attempted so far, the most
common being the use of a single camera to acquire footage of a person to detect the
required gestures.

We now present an overview of several static and dynamic gesture recognition systems
that have been developed.

2.2.3.1 3D hand model-based

One approach that has been used in hand gesture recognition is to build a three dimensional
model of the human hand. The model is matched to images of the hand obtained by one or
more cameras, and parameters corresponding to palm orientation and joint angles are
estimated. The parameters are then used to perform gesture classification.

Using a 3D hand model for the purpose of gesture modelling is a direct consequence of our
definition of a gesture: the motion of all hand segment joints in a 3D space. Most of the 3D
hand models are based on a simplified skeleton of the human hand - instead of dealing with
all the parameters of a real hand, approximations are built using a reduced set of joints and
segments. Additionally, a set of rules are included in the model, introducing dependencies
between different joints and imposing bounds on the moving ranges of joints.

Rehg and Kanade [4] present a 3D model-based technique to extract the state of a 27 DOF
hand model from greyscale images in real-time. They employ a kinematic and geometric
model of the hand, approximating it with cylinders, boxes and hemispheres and applying a
set of constraints to restrict their movement to that of a human hand. They perform some
gesture analysis in their test applications, but hardly provide any as to how this is
accomplished. The system is not computationally demanding and seems to work well
albeit in a very controlled environment - the hand is constrained to a plane, and the
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background must be black. Furthermore, the authors had to restrict the system to using
three fingers: the thumb, first and fourth fingers.

2.2.3.2 Appearance-based

The second group of models is based on appearance of hands in the image. The model
themselves do not encompass any information related to hand segment joints. They do not
include any information about hand pose. Instead, they model gestures by relating the
appearance of a gesture to the appearance of the set of predefined, template gestures.

2.2.3.2.1 Rigid template-based

T. Mysliwiec [15] presents “Fingermouse”, a freehand pointing alternative to the mouse. A
camera looking down takes images of the keyboard while a vision system monitors the
video stream, tracking the fingertip of the pointing hand. The user can perform a pointing
gesture above the keyboard with the screen cursor moving accordingly, and then continue
typing normally. The user presses a key on the keyboard to signal mouse button presses.
The system is limited to static gesture recognition (in fact, it can only recognize the
‘pointing’ gesture). Analysis of the hand shape determines if the user is pointing. This is
implemented with a finite-state machine (FSM) that detects different regions of the hand.
The number of corresponding 'hand' pixels on each row of the image is fed into the FSM.
State transitions take place when the pixel count of a row exceeds some threshold,
indicating that the width of the hand has increased.

We feel that the biggest problem with the system for our particular purposes is that it can
only recognize one gesture (the pointing hand). Although it could be modified into
classifying different static gestures, it is unclear how well the system would generalise
should a large vocabulary of gestures exist. We presume it would perform well as long as
there are no gestures in the vocabulary with similar row lengths.

The static gesture recognition algorithm is vulnerable to errors under rotation and scaling
of the hand. Furthermore, it cannot provide any additional information, like number of
fingers extended/number of visible fingertips either.

The paper by R. Lockton et al [19] describes a static gesture recognition system which can
recognize a vocabulary of 46 gestures, including the American Sign Language. Real-time
performance is provided by a combination of exemplar-based classification and a new
'deterministic boosting' algorithm.

The user wears a wristband in order to allow hand orientation and scale to be computed
robustly. The authors first explain the gesture recognition algorithm in terms of template
matching. By finding the local axes of the hand, all template matching operations can be
performed in a canonical frame, ensuring that the results are invariant to scale, orientation
and translation.

To reduce the computational burden, the first strategy is to cluster the training examples. A
subset of the training images has to be found for each gesture such that nearest-neighbour
(NN) classification in the subset produces results as close as possible to the full NN
classifier. The algorithm was applied to a set of 183 exemplars. Each exemplar is assigned
to the cluster whose centre it is most similar to, so a set of images is assigned to each cluster
centre. The coherence map is just the pixelwise mean of each cluster - i.e. the number of
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times that pixel was detected as skin over the training image. This only reduced
performance by 0.5% and increased speed by a factor of 20.

The next speedup comes from substituting the expensive template matching operation for
what the authors call 'per-pixel sensors'. The basic idea is to find the set of pixels which
make it possible to recognize the gesture with the least amount of comparisons. For
example, if we were to find that a pixel in a given position is set to 1 (hand) in half the
exemplars and 0 (background) in the other half one could imagine a tree-like recognition
strategy, in which each examined pixel splits the number of candidates in half and only six
pixels would need to be queried to distinguish 64 gestures. The authors also propose a
scheme to find the best per-pixel sensors (i.e. the most effective ones at classifying the
training set) and how to merge the sensors with the previously explained clustering
technique.

The finished system runs at 5 frames per second, and reported 4 false positives on a test set
of 3000 gesture images. Although the system does not require careful lighting, it does
require that it stays constant through testing and training examples as many gestures are
distinguished by subtle shadow effects.

2.2.3.2.2 Deformable template-based

A large variety of models belong to this group. Some are based on deformable 2D
templates of the human hand. Deformable 2D templates are the sets of points on the
outline of an object that are used as interpolation nodes for the approximation of the object
outline. The template sets and the corresponding variability parameters (that describe
variability of elements within the templates) are usually obtained through principal
component analysis (PCA) of many of the training sets of data (see Section 2.2.2.2.2).

Gesture recognition can then be accomplished using several different classification
techniques. Cootes et al [30] trained a flexible shape model using hands extracted from a
sequence of moving hands. Only 9 shape parameters were needed to explain most of the
variation in the training set. They just use a shape model for static gesture classification, by
establishing the distribution of shape parameters for each gesture during training. They
also employ 5 different models to account for the variability of hand shape. At each frame
in a sequence the hand shape is located and the corresponding gesture is classified
computing the Mahalanobis distance on the shape parameters. The system was tested on a
new hand image sequence containing 811 frames. 480 of those frames were rejected
because they contained transitions between gestures, the rest were classified correctly.

2.2.3.2.3 Image property based

Many gesture recognition systems are based on properties of the images of hand postures.
What is common to this kind of approach is that they do not result in estimation of
parameters related to hand pose, and rely solely on image properties calculated from the
pixel intensities for the purpose of gesture classification. The analyzed properties vary
widely, from basic geometric properties (e.g. analysis of image moments) to ones
involving more complex analysis (e.g. neural networks).
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An example of such systems is the one presented by Freeman et al [20]. They calculate the
static orientation at each pixel (the direction of contrast change) to make the system less
sensitive to changes in lighting. To enforce translational invariance they build a histogram
of the local orientations (i.e. they count how many times each local orientation occurs). By
calculating the histogram of local orientations they achieve translational invariance and
certain robustness to lighting changes. The method works if examples of the same gesture
map to similar orientation histograms and different gestures map to substantially different
histograms. The methods are simple and fast, but the authors identify some problems with
such a simplistic system. The paper shows two distinct gestures with very similar
orientation histograms and two images of the same gesture with very different histograms.
Both these situations would cause the system to misclassify one of the gestures.

2.2.3.2.4 Fingertip-based

The paper by Davis et al [11] describes a system to recognize dynamic generic hand
gestures using markers on the hands. Each gesture the user performs starts with the hand in
the 'hello' position (all fingers upright and extended). Next, the user moves the fingers
and/or the entire hand to the gesture position, and back to the ‘hello’ position. The system
will then wait for the next gesture to occur. Thus, the user is constrained to starting and
ending the gesture in the 'hello' position.

In their system, a gesture is simply described by the starting and ending position of each
fingertip. This seems to be enough to distinguish each gesture from the rest, but there are
only seven gestures in the vocabulary. Matches are determined by comparison between the
stored models and the unknown gesture; a match is made if the vectors for the fingertip
displacements are within some threshold.

The system seems to work under the controlled environment conditions the authors use for
the testing. Given the simplicity of the gesture comparison procedure it would be
interesting to know if the gestures were made naturally or if they were done in such a way
that recognition would be easier. It is unclear how well the system would generalise should
a large vocabulary of gestures exist. Overall, the system is simple, computationally cheap
and seems to perform well under controlled lighting with a limited vocabulary.

2.2.3.2.5 Analysis of drawing gestures

These systems are based around the idea of 'finger painting', where the user issues
commands by drawing shapes on thin air with a single finger. The user makes the
‘pointing’ gesture with his hand, and begins drawing various shapes with his fingertips,
which are recognized and (typically) transformed into a series of commands.

To recognize these shapes, some systems rely on single-stroke character recognition.
Numerous techniques have been developed for this purpose. For example, single-stroke
isolated character recognition systems have been succesfully put to use in personal digital
assistants. In such systems, users 'draw out' the characters on a press-sensitive pad. Users
feel it is more comfortable to write rather than type on a small keyboard.

In the system presented by O. Ozun et al [21] each unistroke character is described by

using a chain code. A chain code can encode a shape as a sequence of numbers between 0
and 7 obtained from the quantized angle as we move along the path. The system uses a
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laser pointer; the user draws the characters onto his or her forearm, a camera mounted on
the forehead detecting the motion of the pointer. The chain code is extracted from the
relative motion of the beam of the laser pointer between consecutive images of the video
and is applied as an input to the recognition system which consists of a series of finite state
machines (FSMs) corresponding to individual characters. The FSM generating the
minimum error indicates the recognized character. In addition, the beginning and end
points of strokes are also considered, as this helps distinguish between certain characters
such as G and Q.

The algorithm is linear with the number of elements in the chain code, and is robust as long
as the user does not move his arm or the camera during the process of writing a letter. The
authors found it possible to achieve a recognition rate of 97%, at a speed of about 10 words
per minute. They also observed that the recognition process is writer independent with
little training. The authors do not mention if the system can recognize the characters under
rotation transforms, and although we suspect it does not, there is no reason why it could not
be done by transforming all the characters into a canonical frame prior to recognition.

As an alternative approach, it would be possible to use ASMs to detect these characters.
Although we have not found a specific system that uses this technique for single stroke
character recognition, it makes perfect sense and should give very good results. As an
added bonus, the system would be insensitive to scale, rotation and position, although it
would be considerably more computationally demanding than the system presented by O.
Ozun et al [21].

GRANDMA (Gesture Recognizers Automated in a Novel Direct Manipulation
Architecture) is a drawing-gesture application tool designed by Rubine [22]. It used the
Sensor Frame as a multifinger input device where, for example, a two finger gesture
automatically rotated, translated and scaled any chosen on-screen object. Rubine designed
another system called GSCORE for musical score editing [23].

Yang, Xu and Chen [24] developed a hidden Markov model based system for recognition

of drawing gestures. They use a computer mouse as the input device and recognize nine
gestures corresponding to nine written digits.
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2.3 Conclusions and introduction to the system

Having reviewed a number of techniques and systems, we reached a number of
conclusions as to which direction we were going to take. Instead of building a single
complicated system we decided it to develop a small number of simpler systems. This not
only less risky but also more interesting, as it allows for a wider variety of techniques to be
implemented, tested and contrasted.

These are the reasons why we decided to steer away from hand tracking and pose
recognition and concentrated on fingertip tracking. For this purpose, we developed three
different systems to track:
e the fingertips of a glove embellished with coloured markers (which we will from
now on refer to simply as ‘marked glove’).
e the fingertips of a glove marked with LED markers (which we will from now on
refer to simply as ‘LED glove’)
o the fingertips of bare hands.

Figure 2-1: Marked glove and LED glove

From this point on we will refer to the marked glove tracker as ‘square tracker’. We will
refer to the LED glove tracker as ‘colour square tracker’. We named the bare hand
fingertip tracker simply ‘bare hand tracker’.

After writing the literature review we decided to make use of analysis of drawing gestures

as an input system. We thought this would be an interesting area of research, and would
allow for a rich gesture vocabulary.
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2.4 Theoretical background

In this section we go in more detail into various aspects of the underlying theory which are
necessary to understand how the system works.

2.4.1 Shafer's dichromatic model

This section a summary of some of the information found in [42] and [32]. Without going
into great detail, the image irradiance (the light coming into the camera) can be expressed
as:

Equation 2-2: Image irradiance

2
Ex,2) =22 1(6,4,X, ) cos* (@)
4f
Where :
L(6,¢9,X, 1) is the scene radiance (the light of wavelength A emitted by the surface

at X in direction (6,¢)).

2
cos (&) is the flux of energy passing through the lens aperture

cos’ ()

-— accounts for the inverse square law for propagation of the light from the

lens to the sensor surface.

We have an equation that defines the colour signal, C, in each of the R,G,B channels in
terms of the sensor spectral sensitivities, f,(4), f;(4), f3(1):

Equation 2-3
C=[EQ) fo(2)-d2

If we include the constants in f.(4) and assume that@ is small then we can combine
Equation 2-3 and Equation 2-2 as:
Equation 2-4

C=[L1(0.4.X.2) £.(A)-dA

Therefore, to relate the colour signal, C, to the scene and objects in view we need to
calculate the scene radiance L(6,¢,X,1).

Shafer’s dichromatic model assumes that the reflectivity of most materials may be
described by considering two processes:
e Light reflected at the surface of the material with reflectivity coefficientc, (4).
This term may include specular and/or diffuse reflections, depending on whether
the surface is smooth or rough.
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e Light reflected deeper in the body of the material often by scattering from particles
embedded in the material. Has coefficientc,(4), and often gives rise to diffuse

reflections.

Given the above model and a surface illuminated by light of intensity /. (1) coming from a
source in direction s, the scene radiance may be rewritten as:

Equation 2-5: Scene radiance

L(Q,X,A)=m,(X,n,s)-c,(1)- I (A)+m (X,n,s,v)-c (A1) -1 (1)

Where
m,(X,n,s)is a geometric factor depending on the surface location X, its normal

n(X) and the direction of the source s(X) as seen from X..
m_(X,n,s, v)is a geometric factor depending also on the view direction v(X).

If we substitute Equation 2-5 into Equation 2-4 we obtain the usual form of Shafer’s
dichromatic model:

Equation 2-6: Shafer’s dichromatic model
C) =m,(X,n,8)-1, - [ fo(2)-¢,(A)-1,(A)-dA+m (Xm8,v) 1, - [ fo(2)-€,(A)-1,(2)-d A

in which we have factored out the overall strength of the source by writing
I (A)=1-i(A).

In this way, the reflected light may be regarded as comprised of two components,
represented by the colours:

Equation 2-7: The two components of reflected light
b, = [ ()¢, (A)-i,(A)-dA
i = [ fo(A)1,(2)-dA

with weights determined by c,_, the strength of the illuminant / and the geometric factors

m, and m_:

Equation 2-8: Colour expressed in terms of its two components

C=1m b+1I -m -c -i
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This implies that C lies on a plane in RGB space, defined by the body (diffuse) and surface
(specular) linesbandi. In fact, since / ,m,,m_c, are all positive, C must lie within a

parallelogram:

Figure 2-2: The planar cluster
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If the material is matte, C lies along the diffuse lineb and the colour components are
given by, from Equation 2-8:

Equation 2-9: Colour components of light reflected by a matte surface

R=1-m,-b,
G=1-m, b,
B=1-m, b,

Thus, in the normalised colour space (1,g,b) we have, upon dividing by the sum of the RGB
components:

Equation 2-10: Chromaticity of light reflected by a matte surface

;= I -my-b, _ by
I -m, by +1 -m, -b.+1 -m, b, b,+b,+b,
bG
8 botb, +h,
— bB
by +b, +b,

Note that r,g and b are independent of the strength of the illuminant /, and the geometrical

factor m,. This implies that the chromaticity of light reflected off a matte surface is
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invariant to changes in the strength of the illuminant and both the viewing and light source
angles.

We also investigated other light intensity-invariant expressions, such as those proposed by
Gevers [32]. These however turned out to be more CPU intensive and do not provide any
significant advantages over this simple expression.

2.4.2 Pearson’s correlation

The correlation between two variables reflects the degree to which the variables are related.
The most common measure of correlation is the Pearson Product Moment Correlation
(called Pearson's correlation for short). When measured in a population the Pearson
Product Moment correlation is designated by the Greek letter rho (r). When computed in a
sample, it is designated by the letter "r" and is sometimes called "Pearson's r." Pearson's
correlation reflects the degree of linear relationship between two variables. It ranges from
+1 to -1. A correlation of +1 means that there is a perfect positive linear relationship
between variables.

Figure 2-3: Plot of variables X,Y with a Pearson correlation value of +1

r=1

A correlation of -1 means that there is a perfect negative linear relationship between
variables.

Figure 2-4 depicts a negative relationship. It is a negative relationship because high scores
on the X-axis are associated with low scores on the Y-axis.

Figure 2-4: Plot of variables X,Y with a Pearson correlation value of -1
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A correlation of 0 means there is no linear relationship between the two variables.

Figure 2-5: Plot of variables X,Y with a Pearson correlation value of 0
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The formula for Pearson's correlation takes on many forms. A commonly used formula is
shown below. The formula looks complicated, but is straightforward to evaluate.

Equation 2-11: Perason’s correlation coefficient

n n
X >Y
n i i
_ =l i=l1
XY,
;= i=1 n
— ST 5]
n n
2 2
n Xi n K
2 i=1 2 i=l1
X — Y  —
I i
i=1 n i=1 n

Pearson’s correlation formula will prove of much use in the analysis of drawing gestures.
As we will see in section 3.1.2, our system uses the Pearson correlation to calculate the
similarity between two gestures.
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2.4.3 The receiver operating characteristic curve

This section is mostly a summary of [25]. In classification tasks it is common to calculate
the certainty of an object to belong to a given class. Although we could assign the object of
interest to the closest class, if there is noise in the image false positives become a
possibility. We could instead only accept a positive decision or match if the distance
measure (whichever is used) is below some threshold. However, once a threshold is
introduced to reject poor matches, the possibility of false negatives arises in which
potential (but poor) matches with actual objects of interest are rejected.

In particular, the lower the threshold is set to reduce the incidence of false positives, the
greater the probability of false negatives becomes. Conversely, raising the threshold to
reduce the incidence of false negatives will inevitably lead to an increase in the probability
of false positives.

What we would like to do is build a system that makes as few errors of either type as
possible and, in particular that minimizes the cost due to errors it does make, and
maximizes the value of the correct decisions it does make.

Receiver Operating Characteristic (ROC) curves originated in electromagnetic detection
theory and will be useful to us in the tuning and assessment of performance of our system.
To calculate the ROC curve we plot the true-positive (TP) probability against the
false-positive (FP) probability for various possible settings of the decision threshold.

Figure 2-6: Generic form of the ROC curve
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The ROC curve can be shown to be monotonic and non-decreasing, and is often convex. A
random system has an ROC lying along the line through the origin at 45 degrees. A system
better than random has its ROC above the line TP=FP. The area under an ROC curve is a
good, overall measure of system performance. In particular, the nearer an ROC curve gets
to the corner FP=0, TP=1 the better.
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If the values of the Bayes loss and gains are known, an optimal operating point may be
chosen as that at which the tangent to the ROC has slope as determined by:

Equation 2-12: Tangent at optimal operating point on an ROC

dTP VN +LP
dFP VP+LN

Where
LP is the cost of a FP decision
LN is the cost of a FN decision
VP is the value of a TP decision
VN is the value of a TN decision

In general, it may be difficult to measure a system’s ROC as we need access to sufficient
ground truth data to make reliable measurements of the true positive and the false positive
rates. Ifthe probability of either type of example is low and the system makes few errors of
either type, obtaining reliable measurements can be difficult, and may require large
samples of ground truth data.

As we will see in section 6.1, ROC curves will be very helpful in the tuning of our system.

2-32



2.4.4 The error-reject curve

Most of the information in this section was originally from [25, 26,27, 28, 29]. It is easy to
confuse ROC and error-reject curves. They are closely related, though the latter are more
useful for systems that will not take a decision when the data does not match sufficiently
well, 1.e. systems in which poor matches are simply rejected. The idea is to postpone a
decision in such cases until other methods can be employed or new data obtained.

The error rate and the reject rate are commonly used to describe the performance level of
pattern recognition systems. A complete description of the recognition performance is
given by the error-reject trade-off, i.e. the relation of the error rate and the reject rate at all
levels of the recognition threshold. An error or misrecognition occurs when a pattern from
one class is identified as that of a different class. A reject occurs when the recognition
system withholds its recognition decision and the pattern is rejected for handling by other
means, such as a rescan or manual inspection.

Figure 2-7: Reject regions in pattern space
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The reject option can be put to use when a multi-class problem is reduced to a two-class
problem of accepting something as say, normal or not, without specifying in which way it
is abnormal. Everything that is not accepted is then regarded as being rejected as there is
insufficient evidence to accept it. The error-reject curve is the performance curve showing
the trade-off between the number of correctly accepted examples and the reject rate.

Because of uncertainties and noise inherent to any pattern recognition task, errors are
generally unavoidable. The option to reject is introduces to safeguard against excessive
misrecognition by converting potential misrecognition into rejection. However, the
trade-off between the errors and rejects is seldom one for one. In other words, whenever
the reject option is put to use, some would-be correct recognitions are also converted into
rejects. We are interested in the best error-reject trade-off.
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Figure 2-8: Generic form of the error-reject curve
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If we assign costs to a reject and an error, CR and CE respectively we aim to minimize:
Equation 2-13
A(t)=CE-E(t)+CR-R(?)

Where E(t) and R(t) are the error rate and the reject rate for a given value of t. We can
minimize A(t) by simply looking through each of the sample points on the error-reject
curve and finding the smallest A(t). Also, we can use the area under the curve as a rough
estimate of system performance.

As we will see in section 6.2, error-reject curves will be very helpful in the evaluation and
tuning of our system.
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3 Analysis and design

3.1 Algorithms

In this section we introduce the main algorithms we used in our project, describing how

and why they work.

3.1.1 Fingertip trackers

3.1.1.1 Square tracker (marked glove)

Conceptually, the algorithm is split in two stages. In the first stage, we compare the
chromaticity of every pixel in the image to the chromaticity of the markers. We store the
squared difference between the two chromaticities in an array of the same dimensions as

the image.

Algorithm 3-1: Segmentation of marker pixels

For all pixels (x,y) in the image

{

intensity = red(x,y) + green(x,y) + blue(x,y)

pixel chroma r =

pixel chroma g
pixel chroma b

red(x,y)/intensity
green (x,y)/intensity
blue (x,y)/intensity

difference = (markings chroma r-pixel chroma r)"2

difference +=
difference +=

(markings chroma g-pixel chroma g) "2
(markings chroma b-pixel chroma b) "2

map (x,y) = difference

Where (markings chroma r, markings chroma g, markings chroma b) contains the
chromaticity values of the markings on the glove. The RGB channels of the image are
stored in three arrays, red, green and blue.

Figure 3-1: Thresholded difference values (small difference values are shown white)
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In the second stage, we extract the fingertip positions by applying a clustering algorithm of
sorts on the difference map. We add together all the difference values in a small window
surrounding each pixel, and keep the centers of the best-scoring windows. Note that as an
added optimization we only search around those pixels which are considered to be good
starting points.

Algorithm 3-2: Using a small search window to find best matches

For all pixels (x,y) in the image
{
acc_difference=0
if map(x,y) < search threshold then
{
For all pixels (i,J) in a small search window centred on (x,Vy)

{

acc _difference += map (i,3)

//if there are four matches and the score for the current
//match is worse than the worst so far, ignore it
if length (matches)==4 and acc difference >=
matches[3].difference then continue

}

}
If acc difference < add threshold then
Add (x,y) to matches

search_threshold only allows good starting positions for the search window, so that we
only search around areas that are already likely candidates. add_threshold ensures that
low-scoring matches are rejected. ‘Matches’ is an array containing the list of best matches
so far.

Instead of this two-stage approach it is possible to loop through the image pixels once,
looking for pixels with the right chromaticity value. Having found one, we run the square
tracker on that position and store the (x,y) position and score if the match is good enough.
Whilst producing similar results, this is faster than the two-stage approach because there
are very few pixels with a similar chromaticity to that of the markers. See Section 4.3.1 for
more implementation details.

The final part of the algorithm involves adding a match to a list of possible matches.
Because there are only four markers on a glove, we would like to keep only the four
best-scoring matches.

For this purpose, matches are kept in a temporary store as (i, j, difference) triplets, where
the first two values indicate the (x,y) coordinates on the image, and the third is the
acc_difference value calculated as in Algorithm 3-2. Matches are sorted in order of
increasing score. When a new match is added into the list, it is inserted into the correct
position according to its score. If there are more than eight matches, the lowest-scoring
one (i.e. the last one in the array) is eliminated. This ensures that we keep only the best
eight scoring matches.
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We included an extra optimization in the algorithm which we have not discussed so far. If
there are already four matches and the accumulated difference value for the current match
is larger than the worst match so far and there are already eight matches, there is no need
continue looking in the rest of the window — it will never make it into the array of matches
anyway. The current pixel can be thus ignored.

We have one final problem to deal with. Sometimes, the best scoring matches are placed
on adjacent pixels. This is a problem especially as the markers get closer to the camera —
the four best matches can be found right next to each other within the same fingertip. We
need to put a restriction in the system such that when two good matches are too close to
each other, one of them is ignored. This ensures that the matches we find will be in
different fingertips and not right next to each other.

Algorithm 3-3: Adding a match to the list

insertAt = 9999

For i=0 to length (matches)

{
dx = new match x-matches (i) .x
dy = new match y-matches (i) .y

//check that its not too close to any other match
if dx*dx+dy*dy < min dist squared return;

//store position to insert the match (but only once)
if insertAt == 9999 and new match score < matches(i).score then
insertAt = 1

}

//insert match in the ordered position
matches.insert (insertAt, new match x, new match y, new match score)

//if theres too many matches get rid of the worst one (always last one)
if length (matches) > 4 matches.setSize(4);

Where the new match we are considering for insertion is the triplet (new match x,
new_match y, new match score). Min_dist squared is the minimum distance between
matches squared.
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3.1.1.2 Colour square tracker (LED glove)

The colour square tracker works in a similar way to the square tracker, but it searches for
matches in RGB space rather than chromaticity space.

In the second stage, Algorithm 3-2 and
Algorithm 3-3 are used to find the best matches as explained in Section 3.1.1.1.

3.1.1.3 Bare hand fingertip tracker

The algorithm is split in two stages. In the first stage, we segment the hands from the rest
of the image, using Algorithm 3-1 in the same way that we segmented the coloured
markers on the glove in section 3.1.1.1. Then we threshold the results, creating a binary
map containing 1s (which we refer to as ‘filled’ pixels) for the hand pixels and Os for the
rest of the image (which we refer to as ‘empty’ pixels). In the second stage, we extract the
fingertip positions from this map.

The fingertip tracking algorithm itself is based on the observations made by C. von
Hardenberg et al [17]. It relies on the overall shape of an extended finger to detect the
fingertip. It is based around two properties of the fingertip:
e The center of the fingertips is surrounded by a disc of filled pixels.
e Along a square outside the disc, fingertips are surrounded by a long chain of
non-filled pixels and a shorter chain of filled pixels.

Figure 3-2 illustrates this situation. The center of the fingertip is surrounded by a disc of

filled pixels (marked in blue). Along the square, there is a long chain of non-filled pixels
(marked in green) and a shorter chain of filled pixels (marked in red).

Figure 3-2: Correct finger detection
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We now present a series of examples to show how this observation extends to other
situations. In Figure 3-3 we see a poor match: even though there is a long chain of
non-filled pixels and a shorter chain of filled pixels, there are not enough filled pixels
inside the blue disc — therefore it would not be a very likely match.

Figure 3-3: True negative detection due to not enough filled pixels within the disc

In

Figure 3-4 we see that there are a large number of pixels along the surrounding square. On
the middle of a fingertip the number of filled pixels on the square roughly equals the width
of the finger (in pixels). If for a given position we find that the number of filled pixels on
the surrounding square does not equal the width of the finger (in pixels) we can discard that
position. Figure 3-5 depicts the same situation but with all the filled pixels in the same run.

Figure 3-4: True negative detection due to too many filled pixels along square

Figure 3-5: True negative detection due to too many filled pixels along square

3-39



In Figure 3-6 we see that the number of filled pixels on the surrounding square is roughly
the same as the width (in pixels) of the finger. However, the longest run of filled pixels on
the square (around 5 pixels) is small compared to the width of the finger (12 pixels in these
examples). If for a given position we find that the longest run of filled pixels on the
surrounding square is sufficiently smaller than the total of filled pixels found along the
square, we can safely discard that position.

Figure 3-6: True negative detection due to short runs of filled pixels along square

Thus, for a match all the following criteria must be met:
e The number of filled pixels on the disc must be equal to the disc area (in pixels).
e The number of filled pixels along a square outside the disc must be equal to the
width of the finger.
e All the filled pixels along a square around the disc must be connected.

However, such situations are hard to encounter with real-life data due to the effect of noise,
segmentation artefacts, etc. We may wish to relax the criteria slightly, and find the ‘likely’
matches:
e The number of filled pixels on the disc must be exactly equal to the disc area (in
pixels).
e The number of filled pixels along a square outside the disc must be roughly equal to
the width of the finger.
e The longest run of filled pixels along a square around the disc must roughly equal
the total number of filled pixels found along the square.
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Algorithm 3-4: Bare hand fingertip detection

For all pixels (x,y) within the region of interest:
{
filled disc = 0
For all pixels (i,]j) within a window around (x,y) of width dl
{
If the pixels(i,j)==1 and (i,Jj) is inside the disc with center (x,yVy)
and diameter dl then
filled disc++
}

If filled disc < disc_area then continue
filled square=0

For all pixels (i,J) on the edge of the search square
If the pixels(i,J)==1 then filled square++

Calculate the length of the longest run of filled pixels along the search
square. Call that longest run square.

If filled square < min filled square or filled square >
max filled square then continue

If longest run square < filled pixel square -
filled pixel square error margin then continue

Add (x,y) to matches

Where:

min_filled square is the minimum amount allowed of filled pixels along a square.
max_filled square is the maximum amount allowed of filled pixels along a square.
filled pixel square error margin is the error margin allowed in the length of the longest
run.

Finding the longest run of filled pixels along a closed path (in this case, a square) is a
simple task, which is the likely reason why the authors of the original paper [17] do not
specify how it is done. The obvious way to do it is to start at the beginning of a run of filled
pixels, going in a circle round the square until we end up on the same place we started.

Figure 3-7: Order of traversal around surrounding square.
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At each position, if the pixel is filled we increment the counter of filled pixels and
increment the length of the current run of filled pixels. If the pixel is empty, we update the
maximum run length if it is smaller than the current run length and set the current
maximum run length to 0. We end up with the number of filled pixels and the maximum
run length.

Algorithm 3-5: Search for the longest run around a square

found empty = false

//look for the starting position, store it in start position
For each pixel (i,]j) along the square
{
If pixels(i,J)==0 then found empty=true
If pixels(i,J)==1 and found empty==true then start position = (i,])
}

|
o

current run length =
maximum run length = 0
filled square = 0

//search for the longest run around the square
For each pixel 1i,Jj) along the square edge, starting at start position
If pixels (i, j)==1 then
{
filled square++
current run length++
}
else
{
//update the longest run so far if we find a longer one
If current run length > maximum run length then

{

maximum run_ length
current run length

current run_ length
0

In the final stage, Algorithm 3-2 and

Algorithm 3-3 are used to find the best matches as explained in Section 3.1.1.1.
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3.1.2 Drawing gesture recognition

After trying various types of shape descriptor, the possibility was suggested to simply use a
statistical correlation to compute the similarity between two gestures. We can store a
template for every gesture in the vocabulary, where a template is simply an array holding a
list of (x,y) positions which the fingertip typically follows as the gesture is ‘drawn out’ in
front of the camera. To compute the similarity between a gesture and a template, we
simply compute the statistical correlation between the two arrays of positions.

This approach works well as long as the shapes are consistently of the same size and
roughly occupy the same region on the image, which requires a certain level of dexterity.
We can improve on this by introducing scale and translation invariance. This can be
achieved by computing Pearson's correlation coefficient instead of a simple correlation.

Algorithm 3-6: 1D Pearson correlation (modified from [43])

If length(x)!= length(y) return
n = length (x)
ax=ay=sxx=sxy=syy=0

//calculate the centroid of the positions
for =0 to n
{

ax += x[n]

ay += x[n]

—

for j=0 to n

xt = x[j] - ax
yt = y[J] - ay

sSxXxX += Xt * xt

syy += yt * yt

sxy += xt * yt
}

r = sxy / sqrt ( sxx * syy )

Where the two arrays of values are stored in x and y, and the result is stored inr. This is the
one-dimensional case. To adapt it to pairs of coordinates, we calculate the correlations on
one coordinate at a time using this one-dimensional case, and add the results together.

All gesture templates are stored as arrays of (X,y) positions of equal length. These arrays

are generated during the training phase of the system. Any gestures to be classified are also
shrunk or stretched on the fly, using linear interpolation between neighbouring (x,y) pairs.
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Once we have all the gesture templates stored as arrays of (x,y) pairs, we would wish to be
able to match any incoming shapes to one in the vocabulary, or discard it if there are no
good matches. When only one fingertip is visible, we start tracking it, generating an array
of (x,y) positions as it moves in front of the camera. When the number of visible fingertips
changes from one single visible fingertip to none, two, or more the array is sent to the
drawing gesture recognition system for analysis.

The drawing gesture recognition system first resizes any incoming gestures to the same
size as the templates, as described above. To calculate a match score between a template
and the incoming gesture the system calculates the Pearson correlation value for the x and
y coordinates of the two arrays separately, then adds the two computed values together to
calculate the final score between the incoming gesture and the template. The process is
repeated for every gesture template in the vocabulary, and the one with the highest score is
our match. If the highest score is too low, the gesture is rejected as no decision can be
taken with confidence.

Algorithm 3-7: Drawing gesture recognition

i best so far=score best so far=0

For i=0 to length(gesture templates)

{
//add the two correlation values for x and y together
score = correlate (gesture templates[i].x, incoming shape.x)
score += correlate (gesture templates[i].y, incoming shape.y)

//make it independent of array size
score /= length (gesture templates[i])

//keep the one with the higuest score
if score > score best so far then

{
score best so far = score
i best so far =1

}

if score best so far > reject thresh then return i best so far
else return NULL

Where the gesture templates are stored in ‘gesture templates’ as ‘x’ and ‘y’ arrays. The
shape the system is trying to match is stored in ‘incoming_shape’. The ‘correlate’ function
is the 1D correlation function as in Algorithm 3-6. The reject threshold is ‘reject thresh’.

It is important to point out that the system only works if characters are drawn the same way

every time. For example the letter ‘0’ has to be drawn starting at the topmost point and
proceeding clockwise. Otherwise the system simply does not work.
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4 Implementation

We have so far presented some background information and a series of algorithms, up to
the point where the reader should now be able to implement a system similar to ours. This
section is concerned precisely with the implementation details of our system.

4.1 System

The system was developed using Microsoft Visual Studio. To stream the live video we
made use of the DirectShow API. To generate the sound, we made use of the DirectSound
APIL.

We were already very familiar with various aspects of Windows programming (general
application design, graphical user interfaces, etc). Although we had already used other
DirectX APIs for other projects, we had never used DirectShow or DirectSound before.
DirectShow was particularly hard to get to grips with. It is quite complex and
documentation is lacking in some areas. Luckily we could modify one of the sample
applications for our purposes — learning DirectShow from scratch would have taken a lot
longer.

The system was developed and tested on a Pentium 3 machine running at 500 MHz. The
camera used is a common household webcam, a Phillips ToUCam, providing a 320 by 240
pixel picture. Although we did not perform serious benchmark tests, the marked and LED
gloves trackers run at a rate of sixty frames per second, taking from 60% to 90% of the
CPU time. The bare hand fingertip tracker runs at around 10-15 frames per second and
takes up 100% of the CPU time.

4.2 Gloves

We developed two types of glove. One uses green coloured markers placed on the
fingertips. These were constructed by simply sticking pieces of green cardboard onto
common household rubber gloves. The second type uses four high-brightness LEDs
placed on the fingertips of common household gloves. The LEDs are connected in parallel
and powered by two AA batteries, as suggested in [41].

4.3 Fingertip trackers

Although the algorithms in section 3.1.1 are simple, there are a few issues regarding their
implementation which are worth noting. Some of the image-processing techniques we
presented in section 3.1.1 can be quite CPU-intensive, particularly when dealing with
colour, high-resolution images at a high refresh rate as is our case.

Because we aim to have the system running adequately on cheap PC hardware, some time

had to be spent optimizing and tuning the algorithms. In this section we discuss the
changes that were necessary.
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4.3.1 Square tracker

The obvious way to implement the algorithm would be in two stages:
1. Segment the image
2. Run the square tracker

After segmenting the image we would have a binary map holding 1s for the pixels on the
markers on the glove, and Os everywhere else. We could then run the square tracker on this
map. The problem with this approach is that not only do we have to loop through all the
image pixels twice (one for the segmentation and one for the square tracker) but we also
have to store the segmentation map, requiring costly extra (write-to) memory accesses.

Instead, it is possible to loop through the image pixels once, looking for pixels with the
right chromaticity value. Having found one, we run the square tracker on that position and
store the (x,y) position and score if necessary. Whilst producing identical results, this is
faster than the two-stage approach because there are very few pixels with a similar
chromaticity to that of the markers.

Algorithm 4-1: Optimized square tracker

For all pixels (x,y) in the image
{
acc_difference=0
diff = (chromaticity(pixels(x,y)) - chromaticity(markings)) "2

//only allow a ‘good’ starting position
if diff < search threshold then
{
For all pixels (i,J) in a small search window centred on (x,Vy)
{
diff = (chromaticity(pixels(i,j)) - chromaticity (markings)) "2
acc _difference += diff

//if there are four matches and the score for the current
//match is worse than the worst so far, ignore it
if length(matches)==4 and acc_difference >=
matches[3].difference then continue
}
}
If acc difference < add threshold then
Add (x,y) to matches

search_threshold only allows good starting positions for the search window, so that we
only search around areas that are already likely candidates. add threshold ensures that
low-scoring matches are rejected. ‘Matches’ is an array containing the list of best matches
so far. Chromaticity() returns the chromaticity for an RGB value.

Note that we also applied the same optimization to the LED glove tracker.

4-46




4.3.2 Bare hand fingertip tracker

The first stage of the algorithm counts the number of filled pixels on a disc surrounding a
given position on-screen. We first tried a template-matching approach. We calculated a
small window with ones in the disc and zeroes outside. By placing the center of the
window on a pixel, we have an easy way to determine which of the surrounding pixels are
in the disc and which ones are not. We loop through the whole window, incrementing a
counter when the value for the pixel and its corresponding template position are both one.

However, we found this approach to be a little slow, possibly due to the large amount of
accesses to the template. Instead of accessing template to see if a pixel is on the disc we
just calculate the distance (squared), and see if it is smaller than the radius (squared). In
pseudo code:

Algorithm 4-2: Number of filled points on a disc

Set filled disc to O //number of pixels on the disc

For each pixel (x,V)
For each pixel (i,J) in the search region around (x,YVy)
distance squared = (x-1i)*(x-1i) + (y-3)*(y-3)
If distance squared < radius_ squared then
If Image[x,y] equals 1 then increment filled disc

For the second stage of the algorithm we need to find the number of filled pixels and the
longest run of filled pixels on the surrounding square. We found it made the algorithm a lot
simpler of we stored in an array the indices into the edges of the square relative to the
center of the square. This list of indices will allow us to traverse the pixels along the square
as depicted in Figure 3-7. After having calculated the array of indices, implementation of
Algorithm 3-5 is trivial, and is not worth discussing any further.

Storing the indices in an array makes for a simpler implementation, but is somewhat
slowed down by the continuous memory accesses. Implementation without the array
would be however much more complicated, and given the time constraints we could not
justify spending more time optimizing the algorithm and/or code.

We are not entirely certain as to why these memory accesses to the template and the image
data were so slow. It could be because the video data is stored as 24-bit RTB values, which
can be slow to access on the Intel platform. Indeed, technical manuals suggest that
sometimes two 32-bit reads are required to access a single badly-aligned 24 bit word.

We can explain the drop in speed in using the template matcher in terms of cache misses. It
is possible that the template was too large or badly aligned and continually caused cache
misses when trying to access it.
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4.4 Drawing gesture recognition

So far we have discussed how to recognize hand-drawn gestures. In Section 3.1.2 we
presented a straightforward algorithm to classify gestures. However, so far we have not
discussed how the gesture recognition system was integrated into the musical aspect of the
project in our particular implementation.

The performance of a gesture always follows these steps:

1. The user shows a single fingertip to the camera
2. The user draws a shape by moving his/her finger
3. The user hides the fingertip from the camera

When a single finger is detected, the system goes into ‘draw’ mode, and tracks the fingertip
storing fingertip positions as it moves. When the system can no longer detect the fingertip,
it sends the array of accumulated fingertip positions to the shape classifier, which in turn
tries to match the shape to one in the database. If a match is found, a series of appropriate
commands are issued to the music generator.

The series of gestures needed to control the sound output can be quite involved. We
provide a detailed explanation of how to use the system in the user manual in Section 9.1.
We refer the reader to this section (particularly sections 9.1.3 to 9.1.6) for an in-depth
discussion of how the gestures can be used to control the music.
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5 Testing

Testing was carried out in three major stages. Firstly, the three fingertip trackers were
tested individually. Secondly, the drawing gesture recognition system was tested
separately from the fingertip trackers. It is important to emphasize that it was tested
separately, as we used a ‘perfect’ fingertip tracker for this purpose (the LED tracker with
very dark lighting). Thirdly, the complete system was tested, using the drawing gesture
system and the different fingertip trackers.

We decided to split the testing this way because we felt it would be interesting to know
how the major components in the system perform individually and as a whole. This will
allow us to understand what is really happening inside the system and find its strengths and
weaknesses.  Splitting the system testing in this way also allowed us to tune each
component individually and achieve higher performance levels.

The system was also tested as a whole to be able to quantitatively assess the performance of
the complete system.

5.1 Fingertip tracking

In its normal operation mode the system usually runs from a stream of live video captured
via the webcam. We modified the system such that it would stream all video data from a
file stored on the local hard drive instead of the webcam. We also included a feature
whereby the system would generate a log file with all the positions of the fingertips found
at each frame.

We then went through all the frames of the video, marking by hand the center of each
fingertip with a single red pixel. We then ran this new stream through a new tracker which
would search for these red pixels. The log file generated by this tracker provides our
ground truth data. These logs provide the baseline by which all the other trackers are
measured.

A third application was developed to compare log files generated by the system. One being
held as ground truth, the application would compare the two sets of results frame by frame.
Frames are compared by finding correspondences between the computed fingertip
positions and the ground truth data, the condition being that the two matches need be less
than ten pixels away from each other. The algorithm to compare two frames follows.
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Algorithm 5-1: Comparing matches from a log file

For each match ml in found matches
{
Look for a match m2 in ground matches which is less than 10 pixels away
If one was found then
{
remove ml and m2

}

false positives = length(found matches)
false negatives = length(ground matches)

Where ground matches contains our ground truth data and found matches contains the
positions for the matches found using one of the trackers.

This functionality allows us to create ‘standard’ inputs which we can run the system on
time after time, and evaluate its performance in a completely automated fashion. This was
particularly useful when tuning the system, as it allowed us to change parameters of the
trackers and find the best operating points (see section 6.1).

Much care was taken to ensure that the testing data covered a wide range of meaningful
situations. We experimented with different type of lighting, background clutter and hand
motion speed. Testing data was specifically designed to gage the strengths and weaknesses
of each tracker - some of the images are purposely chosen to make the trackers fail. For
example, those at high speed or at very small or large scales will produce poor results for
all trackers. This is necessary because we are trying to see how far we can push the
trackers.

There are however some issues with our testing framework - there are different input data
for each tracker. This is necessary because different trackers use different gloves, meaning
that we have to make a series of input images with the marked glove, another series with
the LED glove and another one with no gloves on. This is undesirable because the gesture
performance changes at every run, meaning that we cannot reliably draw comparison
between different runs.

A possible solution would be to have a mechanical arm perform the gestures. This way we
ensure that the gesture performance remains constant, and only environments variables can
change from one run to the next.

However, in actual practice we found our current approach to be useful. We can see how
the trackers are affected by different environment variables and gain new insight into the
system.

For the marked glove tracker we took care to creating test data which would investigate the

effect of lighting and background clutter (particularly with objects with a similar colour to
the markers). We also took care to place the hand at different distances from the camera
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and at different angles, as this seemed to make the tracker behave in various undesirable
ways.

The LED glove is designed to function in environments where there is not much
environment light. During the testing we took special care to determine how well the
system performed in brighter environments with various amounts of background clutter.

5.2 Drawing gesture recognition

We ran some tests solely on the drawing gesture recognition system by using the LED
glove in complete darkness. This guarantees excellent (if not perfect) tracking data. - in
this sense we are only testing the drawing gesture recognition part of the system.

We also briefly investigated the usefulness of re-training the system rather than train the
users to learn to use the default gesture vocabulary. We also ran some simple tests to
monitor progress as the users became more skilled at drawing the gestures.

In each experiment we asked the subjects to perform gestures for numbers zero to nine, ten

times each, for a total of one hundred gestures in each run.

5.3 Complete system

To test the complete system we ran another set of tests with all three trackers, under various
lighting conditions, with different backgrounds and different test subjects.
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6 Results and discussion

6.1 Fingertip trackers

For each of the stream of input, we found a semi-optimal set of parameters for the tracker.
They are semi-optimal because only one parameter is modified from one run to the next — it
is a one-dimensional search. In reality it should have been a k-dimensional search, where k
is the number of parameters for the tracker. However we found that many parameters
produced very good results without needing to update them very often.

For example we did not need to search for an optimal value for the scale parameter in the
square tracker. Its value indicates roughly how far away the hands are located from the
camera — as long as we find a distance where a certain scale value works well we do not
need to include it in the search space.

We felt that writing a complete n-dimensional parameter optimal parameter finder would
take too long. We think that although the parameter set produced may not be optimal,
restricting the search to one dimension was justifiable given the time constraints. With the
the ROC curve we can determine the optimum operating point for our single parameter by
choosing the point on the curve which minimizes sum of the FP and FN rates.

In this section we give the false negative and false positive rates of each tracker calculated
at their optimal operating point. These results are organised in tables: The first column is
the number of frames found with errors. The second column is the false-negative rate and
the third is the false-positive rate. It is worth emphasizing that the optimal operation point
is calculated by using the ROC curve as explained above, and is re-calculated for each run.

The full ROC curves are given in section 9.3, we will not include them in this section for
brevity.
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6.1.1 Marked glove tracking

For the glove tracker we took special care to control background clutter, lighting and hand
orientation and speed. We set up a special background which we called ‘adverse’ in which

we placed objects as the same colour as the markers on the glove.

Table 6-1: Summarised marked glove results

Background | Lighting Frames w/ errors | FN FP

Low clutter | Diffuse daylight 2/52=3.8% 3/131=2.2% 1/131=0.7%
Directed halogen 16/36=44.4% 29/82=35.3% | 3/82=3.6%

High clutter | Diffuse daylight 3/46=6.5% 3/123=2.4% 2/123=1.6%
Directed halogen 14/31=45.1% 15/82=18.29% | 12/82=14.63%

Adverse Diffuse daylight 15/18=83% 0/48=0% 40/48=83%
Directed halogen 17/20=85% 0/47=0% 45/47=95.7%

At this point we ask ourselves which parameters had an important effect on the simulation
and in ways they affected the results. The single most important parameter is the decision
threshold, which is the accumulated error allowed for the square region. It is how ‘far’ a
match is allowed to be from a uniform region of the exact chromaticity of the markings on
the glove.

Having a small value means that we will get very few false positives (for all the matches
are very certain) but many false negatives (as most regions are considered not a good
enough match). Conversely, a high value means no false negatives but many false
positives. There is a best operating point somewhere in between, which we find by running
the system on the same input data multiple times with different threshold values.

Figure 6-1: High FN rate, high FP rate, best operating point.

Looking at Figure 6-1 (left image) we see that too low a decision threshold means that we
miss some fingertips. Too high a decision threshold (center image) means that we do not
miss any real fingertips, but we mark some extra positions in the background. In the right
image the system is working at the best operating point that was found. FP and FN rates
are minimized, and although some errors are inevitable the system is working to the best of
its abilities.

The scale parameter is the width in pixels of the tracked square search region. For a large
value, the hand needs to be close up to the camera, otherwise no matches will be considered
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‘good enough’, as the system is looking for large areas of pixels with the right chromaticity.
If we place the hand too close to the camera when using a small scale value the same
marker on the glove will be detected more than one time, as it occupies a comparatively
large portion of the screen pixels. It is not possible to get accurate results for a scale value
of less than four pixels as most cameras are too noisy to produce accurate noise-free images
at this scale.

Figure 6-2: Working at different scales: Too close, too far, correct scale.

In we see the effects of working at different scales with the same scale parameter. If the
hand is too close the tracker finds four large regions of pixels of the right chromaticity
within the same marker on the glove. 1f it is too far, we get no matches as there are no large
regions of pixels of the right chromaticity.

It is also important to note the effects that rotation of the hand has on the system. Rotation
in the camera plane has no serious impact, but rotation in any of the other two axes has
adverse effects. If the rotation angle of the hand is too great the markings cannot be
reliably detected. This is because when the hand rotates the shape of the glove markings
become slanted due to perspective, taking up less pixels on the image and hence becoming
a much weaker match.

Figure 6-3: Working with different hand orientations

Figure 6-3 shows the effects of hand rotation. When the hand becomes slanted glove
markers are harder to detect. Rotation of the hand in the camera plane has no adverse
effects however (not shown).

Speed of hand movement has a serious impact on performance. As the hand moves faster
images become increasingly more blurry, making it impossible for the glove markings to
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be detected reliably. There is not much that can be done to solve this problem other than
perhaps controlling the shutter speed. When the hand is moving at high speed the markings
are typically not detected, generating a higher FN rate. At medium to high speeds,
markings are found but the detected positions will be typically very inaccurate, sometimes
generating FPs.

Figure 6-4: Working at different motion speeds: Fast and very fast.

The system performs best with little background clutter and under diffuse daylight lighting
conditions. With little background clutter but under directed halogen lighting performance
levels decrease significantly. This is because of the colour model we used - we found that
under directed light, chromaticity values of the glove markings varied significantly when
moving the hand, making the fingertips very hard to detect.

With high background clutter performance levels go down but not significantly - the
system is quite robust in this sense. The same observations about the directed lighting still

apply.

With adverse background clutter performance drops dramatically. The system cannot tell
between the green coloured fingertips and all the other green objects in the background.
Performance is so poor that there seems to be little difference between diffuse and directed
lighting. In both cases, the false-positive rate is very high and the false-negative rate very
low. This suggests that although the system is finding all the correct fingertips (low FN), it
is also marking additional points in the background (high FP).
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6.1.2 LED glove tracking

Background | Lighting Frames w/ errors | FN FP

Low clutter | Daylight 17/20=85% 0/49=0% 45/49=91.8%
Dim 3/35=8.57% 1/125=0.8% 5/125=4%

High clutter | Daylight 15/18=83% 0/50=0% 40/50=80%
Dim 2/35=5.7% 4/160=2.5% 5/160=3.1%

As one would expect, the LED glove tracker performs very well in dark and even dim
environments. Not only that, but the LED glove tracker is less sensitive to orientation,
scale and background clutter than the marked glove, even in lit rooms and with large
amounts of background clutter. At high speeds, it is inaccurate but can still track the

fingertips.

Figure 6-5: LED glove working with different hand orientations. High clutter, dim lighting.

Figure 6-6: LED glove working with high speed motion and small scale. High clutter, dim lighting.
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In daylight conditions performance drops dramatically regardless of background clutter.
In both cases, the false-positive rate is very high and the false-negative rate very low. This
suggests that although the system is finding all the correct fingertips (low FN), it is also
marking additional points in the background (high FP).

The table above fails to convey exactly how much more stable the LED glove tracker is
than the marked glove tracker. As noted earlier, the problem with the way the testing was
set up is that there are separate input data for each tracker — this is necessary because
different trackers use different gloves. It is likely that one input will be more favourable,
hence we cannot really draw comparison between different trackers in this way.
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6.1.3 Bare hand tracking

Background | Lighting Frames w/ errors | FN FP

Low clutter | Diffuse daylight 5/14=35.7% 13/65=20% 10/65=15.6%
Directed halogen 7/13=53% 26/75=34.6% | 27/75=36%

High clutter | Diffuse daylight 5/12=41% 12/60=20% 11/60=18.3%
Directed halogen 7/12=58% 28/70=38.8% | 25/70=35.5%

The bare hand tracker is not incredibly resistant to background clutter and lighting changes.
Furthermore, care must be taken to not superimpose the fingertips on top of any
skin-coloured objects, otherwise the tracking does not work. This will be a problem

particularly in environments with people or brown objects in the background.

Figure 6-7: Poor segmentation — marked pixels overlap

However, even when the segmentation produces poor results the tracker behaves very
solidly as long as the hands are not overlapping with skin pixels. In the following image
the ‘skin’ pixels are shown in blue. Note that there are many pixels in the background that
have been mistakenly marked as skin, which the tracker can deal with.

Figure 6-8: Poor segmentation — marked pixels do not overlap significantly
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The bare hand tracker is the most sensitive to rotation of the hand. It can cope very well
with rotation in the screen plane, but rotating the hand slightly in another axis and it will
lose the fingertips. It also has trouble working at different scales. Most of the problems
with this tracker stem from poor hand segmentation rather than from the tracker itself.

6.1.4 Discussion

The marked glove tracker works well under diffuse lighting conditions. By working in
chromaticity space, we achieved some invariance to changes in lighting intensity.
However, directed lighting still has an adverse effect, and if a light is shined onto the glove
performance drops dramatically. Under diffuse lighting the marked glove tracker is quite
resistant to various degrees of background clutter — unless there are objects of the same
chromaticity of the markings on the glove. This is quite unlikely as the markings are of a
quite unique bright green colour.

The marked glove tracker has slight trouble detecting fingertips when the hand is at an
angle to the camera or moving at high speeds. It cannot operate at a wide range of scales.
The marked glove should be used in bright, diffuse lighting conditions with any amount of
background clutter as long as there are no objects in the background with a similar
chromaticity to that of the markers on the glove.

The LED glove works remarkably well under dim light conditions regardless of
background clutter. Under normal daylight conditions it can work well if we use a very
bland background, otherwise the recognition rate is poor. It is less sensitive to hand
orientation and pose than the marked glove, but still has trouble detecting the fingertips
accurately when the hand is moving at high speeds. This tracker cannot operate at a wide
range of scales, but performs well as long as the hand stays roughly the same size
throughout the session. The LED glove should be used in dim lighting conditions.

The bare hand fingertip tracker can work well under diffuse lighting conditions.
Unexpectedly it can cope with high levels of background clutter (particularly under diffuse
lighting). However, if any fingertips overlap with another skin region on the image the
system will not be able to detect them. It is quite sensitive to changes in the orientation of
the hand and has trouble detecting the fingertips accurately when the hand is moving at
high speeds. It cannot detect fingertips at a wide range of scales, but can perform well as
long as the hand stays roughly of the same size throughout the session. The bare hand
tracker should be used under diffuse lighting conditions and performs well as long as there
are no skin pixels in the background.
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6.2 Drawing gesture recognition

Using the LED glove, we asked an experienced user to draw the strokes for numbers zero
to nine ten times each, resulting in the following error-reject curve:

Figure 6-9: Error-reject for an experienced user
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At the optimal operating point, there are three errors and one reject out of a total of one
hundred gestures performed (96% recognition rate). We find this optimal operation point
by minimising:
Equation 6-1

A(t)=CE*E(t)+ CR*R(¢)

As explained in section 2.4.4, we assign CE a value of 10 and CR a value of 2. In our
system, rejections take place frequently, as the user often moves his hand in front of the
camera without making a gesture. Rejections can therefore be favourable, whilst an error
is completely undesirable. This is what led us to setting these costs.

The following plot illustrates the progress of another subject. He was asked to try the
system, his progress measured at intervals of twenty minutes. After an hour he had
achieved a recognition rate of 95%. Another subject was asked to repeat the process, but
she achieved a recognition rate only slightly over 80% after an hour. Although this is not
the subject of our study, it seems there is an element of natural ability to using the system.
However, this would not be a major issue as recognition rates are consistently over 80%.
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Figure 6-10: Progress of test subject 1
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We also briefly investigated machine training, since the gesture vocabulary can be
redefined to suit particular needs. This was not such a good idea with novice users, who
were not particularly adept at drawing the gestures and would draw the gestures differently
every time. A better option is to give the novice users a reasonable gesture vocabulary and
train the user, not the machine.

Experienced users however did benefit from re-doing the gesture set in certain situations.
For example, when the camera was moved or placed at an angle, perspective distortions
make all the shapes appear slanted from the new point of view. In these situations we can
achieve a higher recognition rate by re-drawing all the gestures with the new camera
configuration.
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6.3 Complete system

The following figure shows the error-reject curve for the marked glove, both under diffuse
daylight (series 2) and under directed halogen lighting (series 1) both with a cluttered

background.

Figure 6-11: Marked glove with diffuse and directed lighting
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We can see how the error rate is much larger for the directed lighting case. We already saw
in section 6.1.1 that the marked glove tracker had trouble with directed lighting, hence the
performance drop. The optimal recognition rate for the marked glove tracker is just

slightly over 60% in the directed lighting case and 73% in the diffuse lighting case.

We repeated the same experiment with the bare hand tracker. The bare hand tracker is a lot
less reliable than any of the other three, and shows the worst performance. The figures in
section 6.1.3 do not show very well how sensitive the tracker is, but the following table
does. Error rates are much higher, bringing recognition down to 20% and 30% for diffuse
and directed lighting respectively.
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Figure 6-12: Bare hand tracker with diffuse and directed lighting
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Executing drawing gestures with the bare hand tracker is very frustrating. The system
often loses track of the fingertip and gestures have to be repeated up to three or four times.
Furthermore, the frame rate drops to around 15 frames per second, making the system feel
sluggish and unresponsive.

6.3.1 Conclusion

The system performs well with the marked glove and the LED trackers. Recognition rates
of 60 to 90% are typically obtained, depending mostly on the lighting and ability of the
user. Users need to be trained to achieve these recognition rates. Although the system can
be trained itself, this feature has proved to be useful mostly for experienced users, as it
tends to hamper the progress of those who are new to the system.

The bare hand tracker feels sluggish and unresponsive. Gestures have to be repeated
several times, and performance is generally poor.
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7 Conclusion

Previous chapters have dealt with the output of each individual component as well as the
final output of the software as a whole. We have performed a series of extensive tests on
various types of data to help us evaluate the performance of our system. In contrast, in this
final chapter the quality of the overall work is assessed.

The system has indeed got the potential for further development in several directions. This
will also be discussed in this chapter.

7.1 Achievements

We have developed a system that detects simple hand gestures and maps them into
commands which allow the creation of music. We have developed three individual
trackers. The first one makes use of a glove with coloured markings to detect the fingertips.
The second one makes use of a glove adorned with coloured LEDs. The third one is a bare
hand fingertip tracker.

We performed a series of tests to evaluate the performance of each individual tracker. We
considered changes in lighting, background clutter and hand motion. For our results, we
used figures resulting from choosing an optimal set of parameters for the input data. We
found this optimal operating point by minimizing the sum of the false-positive and
false-negative rates. Both glove trackers are quite reliable (particularly the LED glove in
dark environments).

We used a single-stroke recognition system to detect gestures. The user ‘draws out’ shapes
with a single finger. By tracking a single fingertip as it moves in image space we can
match these shapes to an arbitrary vocabulary. With a little user training recognition rates
are very high, typically around 60-90%. To evaluate the drawing gesture recognition
system we made use of error-reject curves, which also allowed us to find the optimum
reject threshold. The system can also be re-trained, a feature which proved to be useful
amongst experienced users. Considering how simple the gesture analysis was to
implement (see section 3.1.2), we feel very encouraged by these results.

We have put these ideas together and built a solid and fully useable ‘toy’ application with
the idea of gesture-driven music generation in mind. The user has a direct control over the
melody and background of the music, and with some practice interesting sounds can be
produced.

7-64



7.2 Further work

There are a number of improvements that we would have liked to build into the system.
We would have liked to implement scale invariance. As was noted in Section 6.1.4, all
three trackers work at a single scale. We need to replace Algorithm 3-2 for a more robust
clustering. A possible way to do this would be to place windows around the best matches
we found during segmentation. We could then ‘grow’ these windows, changing their size
in both axes and re-adjusting their positions iteratively. At each iteration, we grow the
window in a different axis, we stop if there are no more new filled pixels inside the window.
This, we feel, would work well and could have been easily implemented given a little more
time.

We would have also liked to spend more time investigating better segmentation techniques
and related topics such as lighting invariance. The marked glove tracker is sensitive to
changes in light intensity and position. We investigated the light intensity-invariant
expressions proposed by Gevers [32], but found they are more costly to evaluate and are
not significantly better. We also briefly investigated background subtraction as an
additional means for segmentation, and would like to take this idea further in the future.

It would have been interesting to take advantage of temporal and spatial coherency in the
fingertip tracking. Using a simple set of heuristics, it is possible to process the data
generated by a tracker, detecting and eliminating a large number of false positives and
making the system more reliable.

We could for example exploit temporal coherency by restricting the distance that a finger
can move from one frame to the next — if the speed is too high, we probably have a false
positive.

We exploited spatial coherence by setting a minimum and maximum distance between two
matches (see Section 3.1.1.1), but there are a number of other more elaborate techniques
we could have made use of. For example, it is possible to group fingertips into two
different hand objects by taking into account the direction of the finger (see [17]). This
would have been a lot more elegant than forcing the user to keep each hand on a different
half of the image.

We would have liked to investigate using more elaborate gestures. For example, we could
classify static gestures according by taking into account the relative positions of fingertips
from the center of the palm (see [11]). Regarding the hand-drawn gestures, it would have
been interesting to try out a number of simple ideas. For example, we could extract
information from various shape parameters (e.g. hand speed) and use them as additional
input for the music generator.

It would have been very useful to incorporate Kalman filtering into the trackers. This
would allow us to establish a region of interest on the image within which all the fingertips
are likely to be contained. This would make the system less CPU-intensive as there would
be fewer pixels inside the search region.
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We would have liked to investigate shape-based hand tracking. ASMs have been
extensively used in the past for this purpose (see [14]), but we did not have the opportunity
to implement them. In the future we would also like to investigate stereo camera
configurations and three-dimensional tracking in general.

Hand tracking and gesture-driven music generation are active areas of research. There are
many different improvements we could make to the system but we feel that we pointed out
the most immediate, realistic changes we would implement given a few more time. There
is much room for improvement and many other techniques left to investigate, but we feel
that we have covered enough for the purpose of this document.
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7.3 Final conclusion

As it turns out, the work carried out on fingertip tracking and drawing gesture recognition
has proved to be quite successful from a learning and also practical point of view.
Personally, we are satisfied with the outcome of the project. We developed and evaluated
three different fingertip trackers, implemented a simple but effective gesture system and
developed a ‘toy’ application around the idea of gesture-driven music generation, meeting
all the goals we set ourselves at the beginning of the project.

The glove fingertip trackers turned out to work well (not so much the bare hand fingertip
tracker). However, we are particularly satisfied with the gesture system. The single-stroke
character classifier is conceptually simple and works very well in practice.

We have identified various improvements that we could have built into the system, but we
have done all we could given the time frame.

We hope that in the near future someone will benefit from the results of our research, and
extend the work carried out by the author to investigate the use of more complex gestures
in human-computer interfaces, particularly in the area of gesture-driven music generation.
The author will be very interested to hear about the outcome of any such endeavours.
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9 Appendices

9.1 User manual

9.1.1 Introduction

The theremin is an old musical instrument invented in Russia by Mr. Leon Theremin in
1919. It is an interesting instrument because the musician does not have to touch it to make
any sound. To play the theremin, the musician must move his or her hands near its
antennas. There are two antennas on the theremin, one is for making the pitch of the sound
change (pitch slide) and the other is for making the volume of the sound softer or louder
(volume slide). The player makes music by carefully moving his or her hands to and from
the antennae. Modern versions of the theremin can be bought nowadays, but unfortunately
they are expensive and fragile. Initially, we wished to simply build a 'virtual' vision-based
theremin, running on a home computer equipped with a simple webcam. We quickly
realized that there was a lot more we could achieve with the processing power of today, and
decided to include a whole array of effects (other than pitch and volume slide) and a set of
gestures to control state changes and various parameters of the effects.

Here is a view of the main application window. In the next few sections we will explain the
use of each one of these panes with detail.

Figure 9-1: Main application view
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9.1.2 Choosing a tracking system

The system works by tracking the movement of your hands (specifically, your fingertips)
and changes parameters of the music accordingly. We provide three different fingertip
tracking systems. The first one requires wearing a glove with coloured fingertips. The
second one requires wearing a glove with LEDs. The third one tracks bare hands.

Figure 9-2: Marked glove and LED glove

Each tracking system is best suited to a particular environment. Depending on the lighting
and background clutter some systems will perform better than the rest.

The following table summarizes the strengths and weaknesses of each of the tracking
systems. The number of stars is indicative of how well a system performs under the
conditions specified at the top of each column. One star means that performance is poor,
while four stars means high performance levels were achieved.

Table 9-1: Summary of tracker performance

High Diffuse | Directed | Fast Variety of hand | Variety  of
clutter | lighting | lighting | motion orientations hand scales
Marked | *** sokodok * * k% *
glove
glove
B are % % % k % %
hands

Generally speaking, the marked glove tracker works best in environments with diffuse
lighting (eg. daylight, but for example not a desktop lamp) as long as the background is free
of green objects. The LED glove works best in dim lighting conditions. With the bare
hand tracker care must be taken not to place the fingertips over skin-coloured objects, such
as your face or another person standing in the background, as this confuses the system.
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Figure 9-3: Tracker pane
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To choose a tracker, simply click on one of the three radio buttons at any time.

As an added option, it is also possible to change the colour of the objects being tracked.
For example, if you wanted to use the system in an environment with a predominantly
green background, it would be a good idea to build a different glove, with say blue
markings instead of green. Similarly, the LEDs in our glove could be replaced for different
coloured ones. In this case, simply type in the new RGB values (range from 0 to 255) into
the three boxes and click on the “‘update RGB’ button for the changes to take effect.
However, note that upon choosing a different tracker the RGB values switch back to the
default for that tracker.

If the tracker has been correctly set up, the debug window will display bright yellow
squares superimposed on each visible fingertip:

Figure 9-4: Working tracker — debug output

Live Wideo Frewview Debug output

9.1.3 First sounds

If you had your loudspeakers on, you will have probably heard some strings sounding in
the background. What you would have probably not noticed is that you have direct control
over the pitch, volume and panning of the strings, simply by moving one finger in front of
the camera.

The image is divided in two halves. Looking at the camera, your left hand controls volume
(up and down) and panning (left and right), and your right hand controls pitch (up and
down). Whilst performing these gestures it is important to only show one finger to the
camera, otherwise nothing will happen. It is also important to restrict each hand to its half
of the screen.
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To change the pitch:
1. Put your right hand up, with only one finger showing to the camera.
2. Slide the fingertip up and down, you will hear the pitch of the note slide.

To change the volume:
1. Put your left hand up, with only one finger showing to the camera.
2. Slide the fingertip up and down, you will hear the volume slide (normal volume at
the top, no volume at the bottom).

To change the panning:
1. Put your left hand up, with only one finger showing to the camera.
2. Slide the fingertip left and right, you will hear the sound pan from one side to the
other (make sure you keep the finger in the right half of the image, otherwise you
will also change the pitch).

After much practice, theremin players can combine these hand movements to make
beautiful melodies. By showing one finger of each hand to the camera and moving your
hands up and down, you can create simple melodies. Note that the real theremin is a very
hard instrument to play —and our theremin is not any easier. You will probably need many
hours of practice to create anything interesting. Like its real counterpart, playing our
‘software’ theremin can be very frustrating at first.

The following figure summarises how the screen is mapped to the sound of a base
instrument.

Figure 9-5: Sound mapping of a base instrument
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9.1.4 Base vs. background instruments

There are two types of instrument: base instruments and background instruments. So far
we have only considered the ‘base’ instrument. As its name indicates, the ‘base’
instrument allows you to create the base of the song — i.e. simple melodies, and works in a
similar way to the real theremin.

The ‘background’ instruments work in a slightly different way. These instruments are
provided to add extra layers of complexity to the basic melody. The purpose of these
instruments is not to create melodies. Instead, there are a variety of effects you can apply
to these instruments, which will make the performance sound more rich and interesting.

You select an effect by showing two to four fingers to the camera with your left hand, and
select the intensity of the effect by showing a single finger to the camera with your right
hand and sliding it up and down (the higher the fingertip, the higher the value — similar to a
Windows slider button).

To change the distortion:
1. Show three fingers with your left hand.
2. Show one finger with your right hand, and slide it up and down.

The number of fingers you show with your left hand determines the effect. The position of
the fingertip shown with your right hand controls the intensity of the effect.

Figure 9-6: Sound mapping of a background instrument

intensity

effect selection

At one time there are three effects available by default:
e Flange (two fingertips)
e Distortion (three fingertips)
e Compressor (four fingertips)

In fact, there are more effects available (chorus, echo, gargle and reverb) but only a choice
of three at a time. But are these extra background instruments accessed?
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9.1.5 Gestures — switching between instruments

In each performance there is one base instrument (number zero) and two background
instruments (numbers one and two). You switch from one to another by a simple hand
gesture system. These gestures are issued by drawing shapes with a single finger. The
process is the following:

1. Hide all fingers from the camera for half a second

2. Show one finger to the camera and begin drawing out the shape

3. When the shape is done, hide your finger from the camera. This means that the

gesture is finished. The system will now switch to the indicated instrument.

The base instrument occupies slot number 0, whilst the background instruments occupy
slots 1 to 2. To switch from one instrument to another simply ‘draw out’ the number of the
instrument you wish to switch to.

Numbers have to be drawn in a specific way. We must always start drawing the shape at
the same point. In other words, if we start drawing a ‘one’ but instead of starting at the top
end we start at the bottom, the system will fail to recognize it. In the following diagrams
we show the gestures for numbers zero, one and two. The point at which the drawing of the
shape should begin is marked with a circle.

Figure 9-7: Correct strokes for characters zero, one and two

C 1 2

It is important to point out that although the shapes themselves have to be drawn in this
way, you can draw them of any size you like and anywhere within the bounds of the picture.
For ease of use, when you are drawing a shape you will notice that the shape is also being
drawn out in the debug window for you.

Figure 9-8: Gesture as it is being drawn
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9.1.6 Continuous gestures

As an additional feature, it is possible to issue commands that keep automatically running
in the background. If we are modifying a parameter of a background instrument, it is
possible to issue a single command that automatically updates the value of that parameter
in the background. We draw a ‘wave’ gesture (from a choice of three — sinusoid, triangular
and square) to launch these automatic updates and a ‘dash’ sign to stop them:

Figure 9-9: Strokes for continuous gestures

S VAVZE N

As an added feature, the height of the wave determines the amplitude of the oscillation, and
the width determines the speed. In this way it is possible to achieve a variety of effects
using a single gesture depending on how you draw it.

To make parameter number two of instrument number one update itself using a sinewave
we would:

First, switch to instrument one:
1. Hide all fingers
2. Show one finger
3. Draw a ‘one’
4. Hide all fingers

Then, switch to parameter two:
1. Show two fingers from our left hand to the camera for half a second

Finally, to issue the command:
1. Hide all fingers
2. Show a single fingertip to the camera
3. Draw out a sinewave

You will now notice that parameter number two of instrument one constantly updates itself
without having to do anything. To stop it, you can:

First, switch to instrument one:
1. Hide all fingers
2. Show one finger
3. Draw a ‘one’
4. Hide all fingers
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Then, switch to parameter two:
1. Show two fingers from our left hand to the camera for half a second

Finally, to issue the ‘stop’ command:

1. Hide all fingers
2. Show a single fingertip to the camera
3. Draw out a dash sign

9.1.7 The Gesture system pane

This pane displays information about the results returned by the gesture system. The
‘found shape’ box changes to the number of the last gesture that was recognized by the
system (the ‘zero’ gesture is 0, one is 1, etc.). If no gesture was recognized it changes to
(-1). The ‘State’ box displays status information about the gesture system. It switches to
‘Drawing’ when a shape is being drawn out, and remains in ‘Idle’ mode otherwise.

Figure 9-10: The Gesture system pane
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The ‘Load shapes’ button loads the default gesture set. The ‘Save shapes’ button saves the
current gesture set to disk. It is possible to expand or replace the default gesture set by
means of the ‘Record shape’ tick box. Any gestures performed when this option is
activated are automatically added to the gesture set. The status box changes to show when
the system is in recording mode.

9.1.8 Additional panes

The rest of the GUI is not useful from the user point of view, except for the ‘Fingertips’ and
‘Instrument’ panes, which display useful additional information about the system.

The ‘Fingertips’ pane displays information about the detected fingertips. The data is split
in two rows, one for the left hand and one for the right hand. The ‘Found’ boxes display the

number of fingertips found at any point in time. The other boxes are not worth getting into.

The ‘Instruments’ pane displays useful information about the three instruments — what
parameters are changing, etc. All the messages are self-explanatory.
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9.1.9 Recording new gestures

By clicking on the ‘record’ checkbox in the Gesture system pane, we activate record mode.
All the gestures performed from this point on are added into the gesture database. If you
wish to store the new database, remember to click on “store shapes” before closing down
the application, otherwise the changes will be lost.
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9.2 System manual

In this section we aim to provide technical details that would enable another student to
continue our project, to be able to amend our code and extend it.

You will need a Microsoft Visual Studio 6 and the DirectX 8 SDK to compile the
application. To compile and run the project, simply load the project file into Visual Studio
and press CTRL-FS5.

The code of the main application is based on the StillCap sample included in the DirectX
SDK, which can be found in \DXSDK\samples\Multimedia\DirectShow\Editing\StillCap.
All the DirectShow code is kept in StillCapDlg.cpp. Modifications were made to allow
processing of the live video stream, by placing a Capture filter in the DirectShow graph.
Whenever a new image frame arrives at the Capture filter, the image is copied to a
temporary bufferand a WM_CAPTURE BITMAP message is sent to the main application.
The image buffer is processed when the main application receives this message, which in
turn issues the appropriate commands to modify the sound output according to hand
motion.

All the image processing code is contained in three classes: CSquareMatcher (in
SquareMatcher.cpp and SquareMatcher.h), CColourSquareMatcher and CFingerTipFinder.
The CShapeClassifier class is responsible for all the shape recognition tasks. It is kept in
ShapeClassifier.h and ShapeClassifier.cpp. The details of these classes have been already
discussed extensively in sections 3.1.1 and 4.3.

The Clnstrument class provides a simple abstraction over DirectSound. It is responsible
for all the sound generation. The code is based on the DirectSound code sample available at
\DXSDK\samples\Multimedia\DirectSound\SoundFX. What we did was to move all the
DirectSound initialisation from the SoundFX sample to Clnstrument. Clnstrument makes
use of the CSoundFXManager class, which takes care of effects for one DirectSound
buffer. The key difference is that the SoundFX sample uses input from the GUI to change
effect parameters, whilst in our application the effect parameters are derived from the
processing of live imagery.

Adding new fingertip trackers is simply a question of deriving a new class from the
FilterTemplate class (an interface class for all image processing classes) and writing a new
ProcessBitmap member function. However if you wanted to implement say an
ASM-based hand tracker, some changes would be needed, as the ProcessBitmap class only
allows output via an array of possible fingertip matches.

A number of smaller applications were developed to test the system. The main testing
application is a modified version of the SampGrabCB code sample available as part of the
DirectX SDK (DXSDK\samples\Multimedia\DirectShow\Editing\SampGrabCB). This
allowed us to run the system on pre-recorded video imagery. Only minor modifications
were needed. The fingertip tracker classes were imported into the SampGrabCB and extra
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functionality was added to generate a log file with the extracted fingertip information for
every frame. A small application (TrackerLogCompare) was written to compare two of
these logs, so as to be able to compare tracker results with the logs generated by our ground
truth (see section 5.1 for more information).
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9.3 Detailed results

9.3.1 Marked glove tracker

Figure 9-11: Low clutter, diffuse light
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Figure 9-12: Low clutter, directed light
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Figure 9-13: High clutter, Diffuse light

Figure 9-14: High clutter, directed light
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Figure 9-15: Adverse background, diffuse light
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Figure 9-16: Adverse background, directed light
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9.3.2 LED glove tracker

Figure 9-17: Low clutter, dim lighting
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Figure 9-18: Low clutter, daylight
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Figure 9-19: High clutter, daylight
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Figure 9-20: High clutter, dim lighting
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9.3.3 Bare hand tracker

Figure 9-21: Directed halogen, high clutter
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Figure 9-22: Diffuse daylight, high clutter
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Figure 9-23: Diffuse daylight, low clutter

Figure 9-24: Directed halogen, low clutter
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9.4 Code listing

9.4.1 CFilterTemplate class

// FilterTemplate.h: interface for the CFilterTemplate class.
I
T g

#if 1defined(AFX_FILTERTEMPLATE H_ 697DD46F C309 44A8 9CFD 4DOF8D304BC1_INCLUDED )
#define AFX_FILTERTEMPLATE H 697DD46F C309 44A8 9CFD 4D0F8D304BC1 INCLUDED

#if _MSC_VER > 1000
#pragma once
#endif // _MSC_VER > 1000

#include "IgArray.h"

//a match triplet

struct SMatch {
DWORD x;
DWORD y;
float score;

|5
class CFilterTemplate
{
public:
CFilterTemplate();
virtual ~CFilterTemplate();

//sets the dimensions of the image
virtual void SetBitmapDimensions (DWORD width, DWORD height);

//sets the colour (for segmentation)
virtual void SetColour (float R, float G, float B)=0;

//processes the image and returns matches
virtual void ProcessBitmap (BYTE *pBitmap, BYTE *pBitmapTemp)=0;

ClIgArray <SMatch, SMatch> m_ Matches;
protected:

//bitmap dimensions
DWORD m_Height, m_Width;

//colour we are looking for
bool m_ColSet;

//inserts a match into priority list
void InsertOrdered (float x, float y, float score);

b

#endif // |defined(AFX_FILTERTEMPLATE H_ 697DD46F C309 44A8 9CFD 4DOF8D304BC1 INCLUDED )
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// FilterTemplate.cpp: implementation of the CFilterTemplate class.
1
T

#include "stdafx.h"
#include "FilterTemplate.h"

T T T ]
// Construction/Destruction
s

CFilterTemplate::CFilterTemplate()

{

m_ColSet = false;
}
CFilterTemplate::~CFilterTemplate()
{
}

void CFilterTemplate::SetBitmapDimensions (DWORD width, DWORD height)
{

m_Height=height;

m_Width=width;

//inserts a match into priority list
void CFilterTemplate::InsertOrdered (float x, float y, float score)

{

SMatch tMatch;
DWORD insertAt = 50,

float dx, dy;

//go through all the matches

//if its too close to another match, ignore it
/lotherwise insert it in the right place

for (DWORD i=0; i<m_Matches.GetSize(); i++)

{
dx = x-(float)(m_Matches[i].x);
dy = y-(float)(m_Matches[i].y);
if ((dx*dx+dy*dy)<100) return;
if (insertAt==50 && score<m_Matches[i].score)
{

insertAt=i;

}

)

//ordered from small to big

tMatch.x=x;

tMatch.y=y;
tMatch.score=score;

m_Matches.InsertAt(i, tMatch);

//if too many matches, get rid of the worst one
if (m_Matches.GetSize()>4) m_Matches.SetSize(4);
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9.4.2 CColourSquareMatcher class

// ColourSquareMatcher.h: interface for the CColourSquareMatcher class.
1
T

#if |defined(AFX_COLOURSQUAREMATCHER H_ 6424BB47 7AD7 4213 81BB_67548490EEF3 INCLUDED )
#define AFX_COLOURSQUAREMATCHER H_6424BB47 7AD7 4213 81BB_67548490EEF3_ INCLUDED

#f MSC_VER > 1000
#pragma once
#endif // _MSC_VER > 1000

/f#include "SBasicTypes.h"
#include "FilterTemplate.h"

//this class searches for square areas of a certain colour
class CColourSquareMatcher : public CFilterTemplate

{
public:
CColourSquareMatcher();
virtual ~CColourSquareMatcher();
void ProcessBitmap (BYTE *pBitmap, BYTE *pBitmapTemp);
void SetColour (float R, float G, float B);
private:
//Icolour we are looking for
DWORD m_ChromaRightPoint[3];
void FindChromaMatches (BYTE *pBitmap, BYTE *pBitmapTemp, DWORD width, DWORD height);
1

#endif // |defined(AFX_COLOURSQUAREMATCHER_H_ 6424BB47_7AD7_4213_81BB_67548490EEF3__ INCLUDED )
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// ColourSquareMatcher.cpp: implementation of the CColourSquareMatcher class.

/I
T T T

#include "stdafx.h"
#include "ColourSquareMatcher.h"
#include <math.h>

T
// Construction/Destruction
T T

CColourSquareMatcher::CColourSquareMatcher()
{

}

CColourSquareMatcher::~CColourSquareMatcher()
{

}

void CColourSquareMatcher::SetColour (float R, float G, float B)
{

m_ChromaRightPoint[0]=R;
m_ChromaRightPoint[1]= G;
m_ChromaRightPoint[2]= B;

m_ColSet=true;

}
void CColourSquareMatcher::ProcessBitmap (BYTE *pBitmap, BYTE *pBitmapTemp)
{ if (!m_ColSet) return;
FindChromaMatches (pBitmap, pBitmapTemp, m Width, m_Height);
}

void CColourSquareMatcher::FindChromaMatches (BYTE *pBitmap, BYTE *pBitmapTemp, DWORD width, DWORD height)

{
float thresh = 25;

BYTE *p;
int squareWidth=3;

m_Matches.SetSize(0);

memcpy(pBitmapTemp, pBitmap, width*height*3);
if (!m_ColSet) return;

float accDiff;

float B,G,R;

//for all pixels in the image
for (int i=square Width+1; i<width-square Width-1; i+=1)

for (int j=squareWidth+1; j<height-squareWidth-1; j+=1)
p = pBitmap + (i+j*width)*3;
B =*(p+0);
G =*(p+l);
R=*(p+2);

/[calculate squared summed difference

accDiff = (R-m_ChromaRightPoint[0])*(R-m_ChromaRightPoint[0]);
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accDiff += (G-m_ChromaRightPoint[1])*(G-m_ChromaRightPoint[1]);
accDiff += (B-m_ChromaRightPoint[2])*(B-m_ChromaRightPoint[2]);

//only consider good starting points
if (accDiff>((thresh+20)*3%(thresh+20)*3)) continue;

accDiff = 0;

//for a small search window
for (int i1=-squareWidth; i1<squareWidth; il1++)
{
for (int j1=-squareWidth; jl<squareWidth; j1++)

p = pBitmap + (i+i1+(+j1)*width)*3;

B=%*@p+0);
G=*p+1)
R=*(p+2);

//calculate squared summed difference

accDiff += (R-m_ChromaRightPoint[0])*(R-m_ChromaRightPoint[0]);
accDiff += (G-m_ChromaRightPoint[1])*(G-m_ChromaRightPoint[1]);
accDiff += (B-m_ChromaRightPoint[2])*(B-m_ChromaRightPoint[2]);

//if it is a poor match and we have enough matches, ignore it
if (m_Matches.GetSize()==4)
if (accDiff >=m_Matches[3].score)

continue;

if (((m_Matches.GetSize()==0) || ( accDiff <m Matches[m Matches.GetSize()-1].score)) &&

(accDiff<(thresh*3*square Width*2*squareWidth*2 * thresh*3*squareWidth*2*squareWidth*2)) )

{
}

InsertOrdered (i,j,accDiff);

//draw the matches as squares
for (DWORD iMatch=0; iMatch<m_Matches.GetSize(); iMatch++)

{ for (int il=-squareWidth; il<squareWidth; i1++)
{ for (int j1=-squareWidth; j1<squareWidth; j1++)
*(pBitmapTemp + (m_Matches[iMatch].x+il+(m_Matches[iMatch].y+j1)*width)*3 + 0)
*(pBitmapTemp + (m_Matches[iMatch].x+il+(m_Matches[iMatch].y+j1)*width)*3 + 1)
*(pBitmapTemp + (m_Matches[iMatch].x+il+(m_Matches[iMatch].y+j1)*width)*3 + 2)
}
)
)
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9.4.3 CFingertipFinder class

// FingerTipFinder.h: interface for the CFingerTipFinder class.
I
T

#if |defined(AFX_FINGERTIPFINDER H B4357427 02C9 47DE_AB83 81BC90F39586 INCLUDED )
#define AFX_FINGERTIPFINDER H_B4357427 02C9 47DE_AB83 81BC90F39586 INCLUDED

#f MSC_VER > 1000
#pragma once
#endif // _MSC_VER > 1000
#include "FilterTemplate.h"
class CFingerTipFinder : public CFilterTemplate
public:
CFingerTipFinder();
virtual ~CFingerTipFinder();

void ProcessBitmap (BYTE *pBitmap, BYTE *pBitmapTemp);
void SetColour (float R, float G, float B);

private:
//chromaticity we are looking for
float m_ChromaSkin[3];
void FindChromaMatches (BYTE *pBitmap, BYTE *pBitmapTemp, DWORD width, DWORD height);
int m_TemplateWidth;
int *m_Square;
int m_nSquare;
int m_inCircle;

void DrawTemplate (int *pTemplate, float width, float radius);
void CalculateSquarelndices (int* pSquare, int square Width, int screen Width);

b

#endif // |defined(AFX_FINGERTIPFINDER H B4357427_02C9_47DE_ABS83_81BC90F39586_ INCLUDED )
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// FingerTipFinder.cpp: implementation of the CFingerTipFinder class.
1
T

#include "stdafx.h"

#include "FingerTipFinder.h"

#include <math.h>
T
// Construction/Destruction
M
CFingerTipFinder::CFingerTipFinder()

m_Square =new int [m_ TemplateWidth*2*4];

}

//sets the skin chromaticity
void CFingerTipFinder::SetColour (float R, float G, float B)

{
float Rs=R;
float Gs=G;
float Bs=B;
float invls = 1.0f/(Rs+Gs+Bs);
m_ChromaSkin[0] = Rs*invIs;
m_ChromaSkin[1] = Gs*invIs;
m_ChromaSkin[2] = Bs*invls;
m_ColSet = true;
}
CFingerTipFinder::~CFingerTipFinder()
{
}

//calculates the indices into the edges of a square region relative to the square center
void CFingerTipFinder::CalculateSquareIndices (int* pSquare, int squareWidth, int screenWidth)
{

int pcount=0, il, j1;

//top row

jl=squareWidth-1;

{

for (int i1=-squareWidth+1; il<=squareWidth-1; i14++)

m_Square[pcount++]=(i1+(j1)*screenWidth);

)

¥

//right row

il=squareWidth;

{
for (int jI=squarcWidth-1; j1>=-squareWidth+1; j1--)

m_Square[pcount++]=(i1+(j1)*screen Width);

¥

)

//bottom row
jl=-squareWidth;
{

for (int il=square Width; i1>-squareWidth+1; i1--)
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m_Square[pcount++]=(i1+(j1)*screenWidth);

}

)

/Neft row

il=-squareWidth+1;

{
for (int jI=-squareWidth; jI<squareWidth-1; j14++)

m_Square[pcount++]=(il+(j 1 )*screenWidth);

)

}

m_nSquare=pcount;

}
void CFingerTipFinder::ProcessBitmap (BYTE *pBitmap, BYTE *pBitmapTemp)
if (Im_ColSet) return;

CalculateSquareIndices (m_Square, m_TemplateWidth, m_ Width);
FindChromaMatches (pBitmap, pBitmapTemp, m Width, m Height);
¥

void CFingerTipFinder::FindChromaMatches (BYTE *pBitmap, BYTE *pBitmapTemp, DWORD width, DWORD height)
{

BYTE *p;
int squareWidth=4;

//m_BestMatch=999999.0f;
m_Matches.SetSize(0);

//memcpy(pBitmapTemp, pBitmap, width*height*3);
memset(pBitmapTemp, 0, width*height*3);

float accDiff;

float B,G,R;
float invI;
float Rchroma, Gchroma, Bechroma;

float Rdiff, Gdiff, Bdiff;
DWORD tScore;

float thresh = 0.02f;

//segment the hand
for (int i=0; i<width; i+=1)
{
for (int j=0; j<height; j+=1)

//calculate chromaticity of pixel
p = pBitmap + (i+j*width)*3;

B=*(p+0);
G =*@p+1);
R=*(p+2);

invI=1.0f/(R+G+B);
Rchroma = R*invl;
Gchroma = G*invl;
Bchroma = B*invl;

//calculate squared difference

accDiff = (Rchroma-m_ChromaSkin[0])*(Rchroma-m_ChromaSkin[0]);
accDiff+= (Gchroma-m_ChromaSkin[1])*(Gchroma-m_ChromaSkin[1]);
accDifft= (Bchroma-m_ChromaSkin[2])*(Bchroma-m_ChromaSkin[2]);

9-95



//threshold
if ((accDiff<((thresh+0.02f)*3*(thresh+0.02f)*3)) && (R+G+B>150) && (R+G+B<220%*3))

{ *(pBitmapTemp + (i+j*width)*3 + 0) = 255;
}
else
{
*(pBitmapTemp + (i+j*width)*3 + 0) = 0;
}
}
}
float dist;

//apply the set of rules for fingertip tracking
//go through all pixels
for (i=30; i<width-30; i+=1)
for (int j=50; j<height-50; j+=1)
{
bool match=false;
if (*(pBitmapTemp + (i+j*width)*3)==255)
{

int inCircle=0;

//count filled pixels inside circle
for (int j1=-m_TemplateWidth; jl<m_TemplateWidth; j1++)

for (int il1=-m_TemplateWidth; il<m_TemplateWidth; i1++)

{
dist=11*i1+j1*j1;
if (dist>5*5) continue;
//if (val==0) continue;
if (*(pBitmapTemp + (i+i1+(j+j1)*width)*3)==255))
inCircle++;
}
}

if (inCircle<m_inCircle-15) continue;

int maxConnectedOnSquare=0;
int curMaxConnectedOnSquare=0;
int onSquare=0;

int starti, startj;

//look for start of run of filled pixels, store it in iSquareStart
int iSquareStart=-1;

bool foundEmpty=false;

for (int iSquare=0; iSquare<m_nSquare; iSquare++)

if (*(pBitmapTemp + (i+j*width+m_ Square[iSquare])*3 +0)!=255)

foundEmpty=true;

}

if (foundEmpty && *(pBitmapTemp + (i+j*width+m_Square[iSquare])*3
+0)==255)
{
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iSquareStart=iSquare;
break;

}

//discard if no filled pixels were found
if (iSquareStart==(-1)) continue;

iSquare=iSquareStart;

//loop around the square, starting at iSquareStart
do

{

iSquare%=m_nSquare;

//if the pixel is filled
if (*(pBitmapTemp + (i+j*width+m_Square[iSquare])*3)==255)

//increment current run

onSquare++;
curMaxConnectedOnSquare++;

}
//if the pixel is empty
else
//end current run, and update length if longer than previous
if (curMaxConnectedOnSquare>maxConnectedOnSquare)
maxConnectedOnSquare=curMaxConnectedOnSquare;
curMaxConnectedOnSquare=0;

iSquare = (iSquare+1)%m_nSquare;
} while (iSquare!=iSquareStart);
//check for connectivity and number of filled pixels along the square edge
if (onSquare<7 ) continue;
if (onSquare>12 ) continue;
if (maxConnectedOnSquare < (onSquare/2)) continue;

*(pBitmapTemp + (i+j*width)*3 + 1) = 255;

)
squareWidth = m_TemplateWidth/2;

//cluster the results, keeping only the best matches
for (i=squareWidth+1; i<width-squareWidth-1; i+=1)

for (int j=squareWidth+1; j<height-squareWidth-1; j+=1)

p =pBitmapTemp + (i+j*width)*3 + 1;

if (¥p!=255) continue;

accDiff = 0;

for (int i1=-squareWidth; i1<squareWidth; i1++)

{ for (int jI=-squareWidth; jl<squareWidth; j1++)
p =pBitmapTemp + (i+il+(+j1)*width)*3 + 1,
if (¥p!=255) accDiff++;
if (m Matches.GetSize()==4)

if (accDiff >= m_Matches[3].score)
continue;
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1

if (accDiff<(squareWidth*square Width*2*2*0.951))
InsertOrdered (i,j,accDiff);

//draw yellow squares on each match
for (DWORD iMatch=0; iMatch<m_ Matches.GetSize(); iMatch++)
{

for (int i1=-squareWidth; il<squareWidth; i1++)
for (int jI=-squareWidth; jI<square Width; j1++)
{ *(pBitmapTemp + (m_Matches[iMatch].x+il+(m_Matches[iMatch].y+j1)*width)*3 + 0)
*(pBitmapTemp + (m_Matches[iMatch].x+il+(m_Matches[iMatch].y+j1)*width)*3 + 1)

*(pBitmapTemp + (m_Matches[iMatch].x+il+(m_Matches[iMatch].y+j1)*width)*3 + 2)

void CFingerTipFinder::DrawTemplate (int *pTemplate, float width, float radius)

{ m_inCircle=0;
for (int j=0; j<width*2; j++)
for (int i=0; i<width*2; i++)
{ float x = i-width+1.0f;
float y = j-width+1.0f;
if (sqrtf(x*x+y*y)<radius)

pTemplate[i+((DWORD)width)*2*j]=1;
m_inCircle++;

else
pTemplate[i+((DWORD)width)*2*1=0;
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9.4.4 ClgArray class

/***************************************************************************************\

FILENAME: IGARRAY.H
PURPOSE: Array template (based on MFC's CIgArray code)

\***************************************************************************************/

#ifndef IGARRAY H
#define IGARRAY_H

#include <assert.h>

//for memcpy
#include <string.h>

#ifdef DEBUG

# define IG_ ASSERT_VALID(x) assert(x !=NULL)
# define IG_ASSERT(x) assert(x)

#else

# define IG_ ASSERT VALID(x)

# define IG_ASSERT(x)

#endif

#ifdef new

#undef new

#define REDEF_NEW
#endif

#ifndef INC NEW
#include <new.h>
#endif

inline BOOL IglsValidAddress( const void* Ip, UINT nBytes, BOOL bReadWrite = TRUE )

{
}

template<class TYPE>
inline void ConstructElements(TYPE* pElements, int nCount)

{

return (Ip '=NULL);

IG_ASSERT(nCount==0 ||
IglsValidAddress(pElements, nCount * sizeof(TYPE)));

// first do bit-wise zero initialization
memset((void*)pElements, 0, nCount * sizeof(TYPE));

// then call the constructor(s)
for (; nCount--; pElements++)
:new((void*)pElements) TYPE;
}

template<class TYPE>
inline void DestructElements(TYPE* pElements, int nCount)
{
IG_ASSERT(nCount==0 ||
IglsValidAddress(pElements, nCount * sizeof(TYPE)));

// call the destructor(s)
for (; nCount--; pElements++)
pElements->~TYPE();

}

template<class TYPE>
inline void CopyElements(TYPE* pDest, const TYPE* pSrc, int nCount)
{
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IG_ASSERT(nCount ==0 ||

IglsValidAddress(pDest, nCount * sizeof(TYPE)));
IG_ASSERT(nCount ==0 ||

IglsValidAddress(pSrc, nCount * sizeof(TYPE)));

// default is element-copy using assignment
while (nCount--)
*pDest++ = *pSrc++;

}

template<class TYPE, class ARG_TYPE>

BOOL CompareElements(const TYPE* pElement!l, const ARG_TYPE* pElement2)

{
IG_ASSERT(IgIsValidAddress(pElementl, sizeof(TYPE), FALSE));
IG_ASSERT(IglsValidAddress(pElement2, sizeof(ARG_TYPE), FALSE));

return *pElement] == *pElement2;

}

template<class ARG_KEY>
inline UINT HashKey(ARG_KEY key)

// default identity hash - works for most primitive values
return ((UINT)(void*)(DWORD)key) >> 4;
}

s
// ClgArray<TYPE, ARG_TYPE>

template<class TYPE, class ARG_TYPE>
class ClgArray

public:
// Construction
ClgArray();

ClgArray(ClgArray<TYPE, ARG_TYPE>& copy)
{

m_pData=NULL;
m_nSize = m_nMaxSize = m_nGrowBy = 0;
SetSize(copy.GetSize());
for (int i=0; i<copy.GetSize(); i++)
(*this)[i] = copy[i];
)

// Attributes
int GetSize() const;
int GetUpperBound() const;
void SetSize(int nNewSize, int nGrowBy = -1);

// Operations
// Clean up
void FreeExtra();
void RemoveAll();

// Accessing elements

TYPE GetAt(int nIndex) const;

void SetAt(int nindex, ARG_TYPE newElement);
TYPE& ElementAt(int nlndex);

// Direct Access to the element data (may return NULL)
const TYPE* GetData() const;
TYPE* GetData();

// Potentially growing the array

void SetAtGrow(int nindex, ARG_TYPE newElement);
int Add(ARG_TYPE newElement);

int Append(const CIgArray& src);

void Copy(const CIgArray& src);

9-100



// overloaded operator helpers

TYPE operator[](int nIndex) const;

TYPE& operator[](int nIndex);

ClIgArray<TYPE, ARG_TYPE>& operator=(CIgArray<TYPE, ARG_TYPE>&copy)

{
SetSize(copy.GetSize());
for (int i=0; i<copy.GetSize(); it++)
(*this)[i] = copy[i];
return *this;
}

// Operations that move elements around

void InsertAt(int nindex, ARG_TYPE newElement, int nCount = 1);
void RemoveAt(int nlndex, int nCount = 1);

void InsertAt(int nStartindex, CIgArray* pNewArray);

// Implementation
protected:
TYPE* m pData; // the actual array of data
int m nSize; //# of elements (upperBound - 1)
int m nMaxSize; // max allocated
int m_nGrowBy; // grow amount

public:
~ClgArray();

/*

#ifdef DEBUG
void Dump(CDumpContext&) const;
void AssertValid() const;

#endif
*/

35

T i
/I ClgArray<TYPE, ARG_TYPE> inline functions

template<class TYPE, class ARG_TYPE>
inline int CIgArray<TYPE, ARG_TYPE>::GetSize() const
{ return m_nSize; }
template<class TYPE, class ARG_TYPE>
inline int CIgArray<TYPE, ARG _TYPE>::GetUpperBound() const
{ return m nSize-1; }
template<class TYPE, class ARG_TYPE>
inline void CIgArray<TYPE, ARG_TYPE>::RemoveAll()
{ SetSize(0, -1); }
template<class TYPE, class ARG_TYPE>
inline TYPE CIgArray<TYPE, ARG_TYPE>::GetAt(int nlndex) const
{ IG_ASSERT(nlndex >= 0 && nlndex <m_nSize);
return m_pData[nIndex]; }
template<class TYPE, class ARG_TYPE>
inline void CIgArray<TYPE, ARG _TYPE>::SetAt(int nindex, ARG_TYPE newElement)
{ IG_ASSERT(nIndex >= 0 && nlndex <m_nSize);
m_pData[nIndex] = newElement; }
template<class TYPE, class ARG_TYPE>
inline TYPE& CIgArray<TYPE, ARG_TYPE>::ElementAt(int nIndex)
{ IG_ASSERT(nlndex >= 0 && nlndex <m_nSize);
return m_pData[nIndex]; }
template<class TYPE, class ARG_TYPE>
inline const TYPE* CIgArray<TYPE, ARG_TYPE>::GetData() const
{ return (const TYPE*)m pData; }
template<class TYPE, class ARG_TYPE>
inline TYPE* CIgArray<TYPE, ARG_TYPE>::GetData()
{ return (TYPE*)m pData; }
template<class TYPE, class ARG_TYPE>
inline int CIgArray<TYPE, ARG_TYPE>::Add(ARG_TYPE newElement)
{ int nIndex = m_nSize;
SetAtGrow(nIndex, newElement);
return nlndex; }
template<class TYPE, class ARG_TYPE>
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inline TYPE CIgArray<TYPE, ARG _TYPE>::operator[](int nIndex) const
{ return GetAt(nIndex); }

template<class TYPE, class ARG_TYPE>

inline TYPE& CIgArray<TYPE, ARG_TYPE>::operator[](int nindex)
{ return ElementAt(nIndex); }

T i
// ClgArray<TYPE, ARG_TYPE> out-of-line functions

template<class TYPE, class ARG_TYPE>
CIgArray<TYPE, ARG_TYPE>::ClgArray()

m_pData=NULL;
m_nSize = m_nMaxSize = m_nGrowBy = 0;

}

template<class TYPE, class ARG_TYPE>
CIgArray<TYPE, ARG TYPE>::~CIgArray()

IG_ASSERT VALID(this);
if (m_pData !=NULL)
{

DestructElements<TYPE>(m_pData, m_nSize);
delete[] (BYTE*)m pData;

}

template<class TYPE, class ARG_TYPE>
void CIgArray<TYPE, ARG_TYPE>::SetSize(int nNewSize, int nGrowBy)

IG_ASSERT VALID(this);
IG_ASSERT(nNewSize >= 0);

if (nGrowBy !=-1)
m_nGrowBy =nGrowBy; // set new size

if (NNewSize == 0)

{
// shrink to nothing
if (m_pData 1= NULL)
{

DestructElements<TYPE>(m_pData, m_nSize);
delete[] (BYTE*)m pData;
m_pData=NULL;

}

m_nSize = m_nMaxSize = 0;
)
else if (m pData==NULL)

// create one with exact size
#ifdef SIZE T MAX

IG_ASSERT(nNewSize <= SIZE T _MAX/sizeof(TYPE)); //no overflow
#endif

m pData = (TYPE*) new BYTE[nNewSize * sizeof(TYPE)];

ConstructElements<TYPE>(m_pData, nNewSize);
m_nSize = m_nMaxSize = nNewSize;

else if (nNewSize <= m nMaxSize)

{
/1 it fits

if ("\NewSize > m_nSize)

// initialize the new elements
ConstructElements<TYPE>(&m_pData[m_nSize], nNewSize-m_nSize);

else if (m_nSize > nNewSize)

// destroy the old elements
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DestructElements<TYPE>(&m_pData[nNewSize], m_nSize-nNewSize);

¥

m_nSize =nNewSize;
)
else
{

// otherwise, grow array
int nGrowBy = m_nGrowBy;
if (nGrowBy == 0)
{
// heuristically determine growth when nGrowBy == 0
// (this avoids heap fragmentation in many situations)
nGrowBy = m_nSize/ §;
nGrowBy = (nGrowBy <4) ? 4 : (nGrowBy > 1024) ? 1024 : nGrowBy);

int nNewMax;
if (nNewSize < m_nMaxSize + nGrowBy)

nNewMax = m nMaxSize + nGrowBy; // granularity
else

nNewMax = nNewSize; // no slush

IG_ASSERT(nNewMax >=m_nMaxSize); // no wrap around
#ifdef SIZE_ T MAX

IG_ASSERT(nNewMax <= SIZE T _MAX/sizeof(TYPE)); // no overflow
#endif

TYPE* pNewData = (TYPE*) new BY TE[nNewMax * sizeof(TYPE)];

// copy new data from old
memcpy(pNewData, m_pData, m_nSize * sizeof(TYPE));

// construct remaining elements
IG_ASSERT(nNewSize > m_nSize);
ConstructElements<TYPE>(&pNewData[m_nSize], nNewSize-m_nSize);

// get rid of old stuff (note: no destructors called)
delete[] (BYTE*)m pData;

m_pData = pNewData;

m_nSize = nNewSize;

m_nMaxSize = nNewMax;

}

template<class TYPE, class ARG_TYPE>
int CIgArray<TYPE, ARG_TYPE>::Append(const CIgArray& src)

IG_ASSERT VALID(this);
IG_ASSERT(this != &src); // cannot append to itself

int nOldSize = m_nSize;

SetSize(m nSize + src.m_nSize);

CopyElements<TYPE>(m_pData + nOldSize, src.m_pData, src.m_nSize);
return nOldSize;

}

template<class TYPE, class ARG_TYPE>
void CIgArray<TYPE, ARG_TYPE>::Copy(const CIgArray& src)

IG_ASSERT_VALID(this);
IG_ASSERT(this != &src); // cannot append to itself

SetSize(src.m_nSize);

CopyElements<TYPE>(m_pData, src.m_pData, src.m_nSize);

}

template<class TYPE, class ARG_TYPE>
void CIgArray<TYPE, ARG_TYPE>::FreeExtra()

IG_ASSERT VALID(this);

if (m_nSize != m_nMaxSize)

9-103



// shrink to desired size
#ifdef SIZE_ T MAX
IG_ASSERT(m nSize <= SIZE T MAX/sizeof(TYPE)); // no overflow
#endif
TYPE* pNewData = NULL;
if (m_nSize 1=0)
{
pNewData = (TYPE*) new BYTE[m_nSize * sizeof(TYPE)];
// copy new data from old
memcpy(pNewData, m pData, m nSize * sizeof(TYPE));

}

// get rid of old stuff (note: no destructors called)
delete[] (BYTE*)m pData;

m_pData = pNewData;

m_nMaxSize = m_nSize;

}

template<class TYPE, class ARG_TYPE>
void CIgArray<TYPE, ARG_TYPE>::SetAtGrow(int nIndex, ARG_TYPE newElement)

{
IG_ASSERT VALID(this);
IG_ASSERT(nIndex >= 0);
if (nIndex >=m_nSize)
SetSize(nIndex+1, -1);
m_pData[nIndex] = newElement;
}

template<class TYPE, class ARG_TYPE>
void CIgArray<TYPE, ARG_TYPE>::InsertAt(int nIndex, ARG_TYPE newElement, int nCount /*=1%/)
{

IG_ASSERT VALID(this);

IG_ASSERT(nIndex >=0); // will expand to meet need

IG_ASSERT(nCount > 0); // zero or negative size not allowed

if (nIndex >= m_nSize)

// adding after the end of the array
SetSize(nIndex + nCount, -1); // grow so nIndex is valid

else

// inserting in the middle of the array

int nOldSize = m_nSize;

SetSize(m nSize + nCount, -1); // grow it to new size

// destroy intial data before copying over it

DestructElements<TYPE>(&m_pData[nOldSize], nCount);

// shift old data up to fill gap

memmove(&m pData[nIndex+nCount], &m pData[nIndex],
(nOldSize-nIndex) * sizeof(TYPE));

// re-init slots we copied from
ConstructElements<TYPE>(&m_pData[nIndex], nCount);

)

// insert new value in the gap
IG_ASSERT(nIndex + nCount <= m_nSize);
while (nCount--)

m_pData[nIndex++] = newElement;

}

template<class TYPE, class ARG_TYPE>
void CIgArray<TYPE, ARG_TYPE>::RemoveAt(int nlndex, int nCount)

IG_ASSERT VALID(this);

IG_ASSERT(nIndex >= 0);
IG_ASSERT(nCount >= 0);
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}

IG_ASSERT(nIndex + nCount <= m_nSize);

// just remove a range
int nMoveCount = m_nSize - (nIndex + nCount);
DestructElements<TYPE>(&m_pData[nIndex], nCount);
if (nMoveCount)
memmove(&m pData[nIndex], &m pData[nIndex + nCount],
nMoveCount * sizeof(TYPE));
m_nSize -=nCount;

template<class TYPE, class ARG_TYPE>
void CIgArray<TYPE, ARG_TYPE>::InsertAt(int nStartIndex, CIgArray* pNewArray)

}

IG_ASSERT VALID(this);
IG_ASSERT(pNewArray != NULL);
IG_ASSERT_VALID(pNewArray);
IG_ASSERT(nStartIndex >= 0);

if (pNewArray->GetSize() > 0)
InsertAt(nStartIndex, pNewArray->GetAt(0), pNewArray->GetSize());

for (int i = 0; i < pNewArray->GetSize(); i++)
SetAt(nStartindex + i, pPNewArray->GetAt(1));

#endif // IGARRAY_H
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9.4.5 Cinstrument class

// Instrument.h: interface for the CInstrument class.
1/
T

#if Idefined(AFX_INSTRUMENT H_ 7D77DAB8 971A 4528 A749 6C2BC4B9D491 INCLUDED )
#define AFX_INSTRUMENT H__7D77DABS 971A 4528 A749 6C2BC4B9D491 INCLUDED

#if _MSC_VER > 1000
#pragma once
#endif // _MSC_VER > 1000

#include <windows.h>
//#include <basetsd.h>
/f#include <mmsystem.h>
/M#include <mmreg.h>
#include <dxerr8.h>
#include <dsound.h>
#include <dmusici.h>

/f#include <cguid.h>
/M#include <commetrl.h>
/f#include <commdlg.h>

#include "..\..\common\include\DSUtilL.h"
#include "..\..\common\include\DXUtil.h"

/]
// Name: enum ESFXType
// Desc: each is a unique identifier mapped to a DirectSoundFX
/]
enum ESFXType
{
eSFX_ chorus =0,
eSFX_compressor,
eSFX_distortion,
eSFX echo,
eSFX flanger,
eSFX_gargle,
eSFX parameq,
eSFX reverb,

// number of enumerated effects
eNUM_SFX,

eSFX volume,
eSFX_pan,
eSFX_frequency

b

1/

// Name: class CSoundFXManager

// Desc: Takes care of effects for one DirectSoundBuffer

1/

class CSoundFXManager

{

public:
CSoundFXManager( );
~CSoundFXManager( );

public: // interface
HRESULT Initialize ( LPDIRECTSOUNDBUFFER IpDSB, BOOL bLoadDefaultParamValues );
HRESULT Unlnitialize ( );

HRESULT SetFXEnable( DWORD esfxType );

HRESULT ActivateFX();
HRESULT DisableAlIFX( );
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HRESULT LoadCurrentFXParameters( );

public: / members

LPDIRECTSOUNDFXCHORUS8  m_IpChorus;
LPDIRECTSOUNDFXCOMPRESSORS m_IpCompressor;
LPDIRECTSOUNDFXDISTORTIONS8 m_IpDistortion;
LPDIRECTSOUNDFXECHOS m_IpEcho;
LPDIRECTSOUNDFXFLANGER8 m IpFlanger;
LPDIRECTSOUNDFXGARGLES  m_IpGargle;
LPDIRECTSOUNDFXPARAMEQ8 m_IpParamEq;
LPDIRECTSOUNDFXWAVESREVERBS8 m_IpReverb;

DSFXChorus m_paramsChorus;
DSFXCompressor m_paramsCompressor;
DSFXDistortion m_paramsDistortion;
DSFXEcho m_paramsEcho;
DSFXFlanger m_paramsFlanger;
DSFXGargle m_paramsGargle;
DSFXParamEq m_paramsParamEq;
DSFXWavesReverb m_paramsReverb;

LPDIRECTSOUNDBUFFERS m_IpDSBS;

BOOL m_rgloaded[eNUM_SFX];
protected:
DSEFFECTDESC m_rgFxDesc[eNUM_SFX];
const GUID * m_rgRefGuids[eNUM_SFX];
LPVOID * m_rgPtrs[eNUM_SFX];
DWORD m_dwNumFX;

b

HRESULT EnableGenericFX( GUID guidSFXClass, REFGUID rguidinterface, LPVOID * ppObj );

HRESULT LoadDefaultParamValues( );

class Clnstrument

public:

Clnstrument();
virtual ~CInstrument();

void Initialize (HWND hDlg, DWORD dwCreationFlags);
HRESULT StartPlaying (void);

//set an effect parameter
void SetEffect (ESFXType fxtype, float f);

HRESULT DisableAIIFX( );
HRESULT SetFXEnable( DWORD esfxType );
HRESULT SetFXDisable( DWORD esfxType );

private:

b

#endif // |defined(AFX_INSTRUMENT H_ 7D77DABS8 971A 4528 A749 6C2BC4B9ID491 INCLUDED )

CSoundManager * m IpSoundManager;
CSound * m_IpSound;
CSoundFXManager * m_IpFXManager;

DWORD m_dwCreationFlags;
DWORD m_Type;

boolean m_ActiveEffects [eNUM_SFX];
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9.4.6 CShapeClassifier

// ShapeClassifier.h: interface for the CShapeClassifier class.
I
T

#if defined(AFX_SHAPECLASSIFIER H F3A21436 8DGE 4803 9686 B84F23BICDDA INCLUDED )
#define AFX_SHAPECLASSIFIER H_F3A21436 8DGE 4803 9686 B84F23B1CDDA_ INCLUDED

#f MSC_VER > 1000
#pragma once

#endif / _MSC_VER > 1000

#include "Shape.h"

class CShapeClassifier

{
public:
CShapeClassifier();
virtual ~CShapeClassifier();

void AddShape (CShape &shape);
DWORD ClassifyShape (CShape &shape);

void WriteShapes (FILE *{p);
void ReadShapes (FILE *fp);

ClgArray <CShape, CShape> m_Shapes;
void SetRejectThreshold (float f);
private:
CShape  MakeShapeOfLength (CShape &shape, DWORD length);

float m RejectThresh;

b

#endif // \defined(AFX_SHAPECLASSIFIER_H_ F3A21436_SDGE_4803_9686_B84F23B1CDDA__INCLUDED )
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// ShapeClassifier.cpp: implementation of the CShapeClassifier class.
/l
T i

#include "stdafx.h"

#include "ShapeClassifier.h"
#include "math.h"

#include "stdlib.h"

s
// Construction/Destruction

T

CShapeClassifier::CShapeClassifier()

{ m_RejectThresh = 0.03f;

}

CShapeClassifier::~CShapeClassifier()

{

}

void CShapeClassifier::SetRejectThreshold (float f)
{ m_RejectThresh = f;

}

//shrinks or stretches a shape to fit in an array
CShape  CShapeClassifier::MakeShapeOfLength (CShape &shape, DWORD length)

{
float nSamples=length;
CShape newShape;
if (shape.m_Vertices.GetSize()<5) return newShape;
float i=0;
for (float iSample=0; iSample<nSamples; iSample++)
{
S2dCoords c,c2,c3;
c.pos[0]=shape.m_Vertices[i].pos[0];
c.pos[1]=shape.m_Vertices[i].pos[1];
/*
c2.pos[0]=shape.m_Vertices[i+1].pos[0];
c2.pos[1]=shape.m_Vertices[i+1].pos[1];
float lerp = i-(DWORD)j);
c3.pos[0] = c.pos[0]*(1.0f-lerp) + c.pos[0]*1erp;
c3.pos[1] = c.pos[1]*(1.0f-lerp) + c.pos[1]*lerp;
*/
newShape.m_Vertices.Add(c);
i+=((float)shape.m Vertices.GetSize())/nSamples;
}
return newShape;
}
void CShapeClassifier::AddShape (CShape &shape)
{
m_Shapes.Add(MakeShapeOfLength(shape, 50));
}
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/****************************************************************/

/* This function computes the Pearson correlation value between two distributions */
/* it has been taken from numerical recipies and modified slightly for my purposes*/

float correlate (CShape &x, CShape &y, int n, int iPos)

{

}

/* NOTE: You may want to change the word 'long' below to 'double' if
you have a floating point processor. It should speed things up. */

long yt, xt, syy=0, sxy=0, sxx=0, ay=0, ax=0;

for (j=0; j <n; j++)

ax +=x.m_Vertices[j].pos[iPos];
ay +=y.m_Vertices[j].pos[iPos];

for (j=0; j <n; j++)

xt=x.m_Vertices[j].pos[iPos] - ax;
yt=y.m_Vertices[j].pos[iPos] - ay;
SXX += Xt * xt;
syy +=yt* yt;
sXy += xt * yt;

r = (double) sxy / sqrt( (double) ((double) sxx * (double) syy) );
return (float) r;

//returns an index to match or -1 if rejected
DWORD CShapeClassifier::ClassifyShape (CShape &shape)

{

if (shape.m_Vertices.GetSize()<5) return -1;
CShape normShape=MakeShapeOfLength (shape, 50);

float bestScore=0.0f;
DWORD iBest=0;

for (DWORD iShape=0; iShape<m_Shapes.GetSize(); iShape++)
{

float mean compare = 0.0;

//add correlation for x and y
mean_compare += correlate ( normShape,

m_Shapes[iShape].m_Vertices.GetSize(), 0);

mean_compare += correlate ( normShape,

m_Shapes[iShape].m_Vertices.GetSize(), 1);

//make independent of array size
mean_compare /= ((floatym_Shapes[0].m Vertices.GetSize());

//keep the best score

if (mean_compare>bestScore)

{
bestScore=mean_compare;
iBest=iShape;

m_Shapes[iShape],

m_Shapes[iShape],
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}

/Iconsider rejection case
if (bestScore>m_RejectThresh) return iBest;
else return -1;

}

//writes the shapes to file

void CShapeClassifier:: WriteShapes (FILE *{p)
{

fprintf (fp, "Number of shapes: %i\n", m Shapes.GetSize());
fprintf (fp, "{\n");

for (DWORD i=0; i<m_Shapes.GetSize(); i++)
{
fprintf (fp, " Name: %i\n", 1);
fprintf (fp, " Number of vertices: %i\n", m_Shapes[i].m_Vertices.GetSize());
fprintf (fp, " {\n");
for (DWORD iVert=0; iVert<m_Shapes[i].m_Vertices.GetSize(); 1Vert++)

{
fprintf (fp, " %f,%f\n",
m_Shapes[i].m_Vertices[iVert].pos[0],m_Shapes[i].m_Vertices[iVert].pos[1]);

}
fprintf (fp, " }\n");

fprintf (p, "}\n");
}

//misc file functions
void skipUntil (FILE *fp, char c) {

char readIn="7";
do {
fread (&readln, 1, 1, fp);

} while (readIn!=c);

¥

DWORD readUntil (FILE *fp, char ¢, char *in) {
char readIn="7";

DWORD i;

for (i=0; readIn!=c; i++) {
fread (&readln, 1, 1, fp);
in[i]=readln;

}

if (i>0) in[i-1]="\0";

return i;

}

void readFloatPair (FILE *fp, float *pf) {
char t[100];

readUntil (fp, ',\,t);
pf[0] = atof(t);
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readUntil (fp, \n',t);
pf[1] = atof(t);

}

//reads the shapes from a file

void CShapeClassifier::ReadShapes (FILE *1p)
{

m_Shapes.RemoveAll();
char t[100];

skipUntil(fp, "");
readUntil (fp, "\n',t);
DWORD nShape=atoi(t);

for (DWORD iShape=0; iShape<nShape; iShape++)
{

CShape tShape;

//read the name

skipUntil(fp, :");

//read the number of vertices
skipUntil(fp, :");

readUntil (fp, "\n',t);
DWORD nVert=atoi(t);

skipUntil (fp, "n");
S2dCoords tc;
for (DWORD iVert=0; iVert<nVert; iVert++)

{
readFloatPair(fp, tc.pos);

tShape.m_Vertices.Add(tc);
)

//m_Shapes.Add(tShape);
AddShape (tShape);
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