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ast.1 Introdu
tionWe 
onsider the problem of supporting high-bandwidth, s
alable appli
ation-level multi
ast. This problemis well motivated by the in
reasing popularity of Internet-wide information sharing fa
ilities, e.g., 
ontentdistribution networks su
h as KaZaA, of multimedia multi
ast servi
es, and 
hat groups of various sorts.Ideally, multi
ast would be supported at the network level. This would allow optimal routing and avoiddupli
ity, two measures of multi
ast eÆ
ien
y that were identi�ed in [6℄ (and 
alled there relative delaypenalty and physi
al link stress). However, there are 
urrently no existing, deployed proto
ols that o�er afull solution. For example, while IP Multi
ast provides standard infrastru
ture for one-to-many dissemination,it o�ers no reliability. SRM [8℄ enhan
es IP-multi
ast with 
ontrolled and randomized retransmissions. Still,SRM has s
alability problems, and in addition, leaves open the issue of maintaining meta information, su
has membership views for IP-multi
ast groups.This has led to a vast amount of work that ta
kles appli
ation-level multi
ast by building overlay networksover whi
h messages are multi
ast. Several works are based on a tree topology for data dissemination from asour
e to its destinations. The main advantage of tree-based multi
ast is an exponential dissemination: Whilethe root is busy sending 
opies of a �le to its 
hildren, the �rst ones to re
eive the 
ontent start pushing it totheir des
endents, simultaneously with the root. Re
ursively, the 
ontent is being pushed down the tree inparallel. So a tree solution fully distributes 
ontent to all parti
ipants in logarithmi
 time. Multi
ast systemsbased on trees in
lude the Bayeux network [16℄ whi
h is built over Tapestry [15℄, and others like [6℄. Theses
hemes vary in their 
hoi
e of links, and the maintenan
e of their data. However, a 
ommon problem in all ofthese s
hemes is that inner nodes in a tree have higher importan
e, and 
onsequently, failures in inner nodesmay 
ut a large fra
tion of the system from its input. In addition, inner nodes su�er higher 
ommuni
ationload than the leaves.More re
ent solutions address both of these problems via striping. The 
ontent is split into pie
es (quitepossibly with some redundan
y through error 
orre
ting 
odes). The sour
e pushes the pie
es of the �le toan initial group of nodes, ea
h of whi
h be
omes a sour
e of a distribution tree for its pie
e, and pushes itto all other nodes. SplitStream [4℄ employs the Pastry routing overlay in order to 
onstru
t multiple trees,su
h that ea
h parti
ipating node is an inner node in only one tree. It then supports parallel download ofstripes within all trees. Bullet [10℄ takes a less stru
tured approa
h, and one whi
h attempts to maximize thedownload bandwidth available for ea
h re
ipient. It a
hieves this by letting ea
h node sele
t on the 
y nodesfrom whi
h to download stripes. The sele
tion by ea
h node is done from among a uniformly drawn partialview of the system, as provided by an underlying view-gossip proto
ol 
alled RanSub [9℄. FastRepli
a [5℄
reates a full graph between the parti
ipating servers. These works demonstrate 
learly the advantages of



data striping, i.e., of simultaneously ex
hanging stripes of data, over a tree-based dissemination of the full
ontent.Taking this su

essful approa
h a step further, the �rst 
ontribution of our work is a 
lean and formalproblem statement, that allows us to assess the eÆ
ien
y of di�erent solutions in sterile settings.The 
ommon problem model for all of the above s
hemes is as follows. There are n nodes that 
onta
t asingle sour
e and request a �le Foo from it. The �le Foo has jFooj bits. During this initial 
onta
t, the sour
emay inform the parti
ipants about the identities of all other parti
ipants. The parti
ipants then engage in adownload proto
ol.The network provides full 
onne
tivity between nodes. We assume that in one time unit, ea
h node 
antransmit one bit to one other node; and a node may re
eive (and pro
ess) any bits sent to it. We do takeinto a

ount the distan
e that bits travel. To this end, we assume that there is an asso
iated distan
e metri
between pairs of nodes.This problem model is naturally somewhat over-simplisti
, in several respe
ts. First, it assumes that allparti
ipants arrive simultaneously to ask for the �le. In pra
ti
e, any algorithm developed for this modelwill be applied gradually, i.e., ea
h node will arrive at a di�erent time and will learn from the sour
e aboutexisting parti
ipants. Nevertheless, we emphasize that having a 
lean problem statement allows us to formallyreason about solutions, and have a good basis from whi
h deployment is derived. It should also be stressedthat the sour
e is not a priori determined, i.e., we strive for solutions that provide all-to-all multi
ast, butthe analysis fo
uses on a single �le's dissemination.The timing model ignores asyn
hrony, s
heduling delays, and variability in bandwidth. This is donefor simpli
ity, and it should be 
lear that all of the algorithms we analyze work 
orre
tly in asyn
hronoussettings. The timing model is used purely for analysis purposes, in order to 
ompare di�erent solutions.Distan
es (or laten
ies) are taken into a

ount when 
onsidering edge-weights, but not in the time unit. Thissimpli�
ation does not impair the analysis signi�
antly, sin
e large messages in
ur a single additive laten
yover their entire 
ontent.Under this syntheti
 problem statement, we de�ne the following measures of eÆ
ien
y for the 
ontentdistribution problem.1. Time: The total time until all of the nodes re
eive the �le Foo.2. Work: The sum over all messages employed in the proto
ol of <message-size> � <distan
e>.3. Conne
tivity: The number of 
onne
tions per-node needed for performing the download, maximizedover all n nodes (ex
ept for the sour
e).4. Fair-Sharing: The ratio between the number of bits transmitted by a node to the number of bitsre
eived by it, maximized over all n nodes (ex
ept for the sour
e).We analyze several known algorithms a

ording to these measures, in
luding a naive multi
ast tree,SplitStream [4℄ and FastRepli
a [5℄. To the best of our knowledge, ours is the �rst formal treatment of the
ontent distribution problem using pre
ise measures that takes into a

ount network distan
es, as well astiming. We view having a pre
ise and 
lear problem statement as an important step in the design of realsystems. Without it, it is hard to 
ompare di�erent approa
hes, and it is diÆ
ult to extrapolate from oneexperimental settings to another.Moreover, our analysis reveals surprising results. In parti
ular, we show that tree-based dissemination,taking logarithmi
 duration, this is not optimal: Constant Time suÆ
es for a full n-way 
ontent distribution.Regarding Work, the situation is even worse. We demonstrate realisti
 network geometries under whi
hall of the above algorithms su�er Work load that is almost linear in n. In general, the optimum is topology-dependent, but for the networks we 
onsider, it is logarithmi
. This is quite far from the Work a
hieved bythese s
hemes.Our se
ond 
ontribution is a novel proto
ol, Julia, that improves on previous work in both Time andWork. Julia uses �le striping, and ex
hanges �le pie
es in a Time-aware and Work-aware manner. The ideaof Julia is a `divide-and-
onquer' method. We view the network as being built hierar
hi
ally. Intuitively,think of the network as divided into `
ontinents', ea
h one 
omprising of `
ountries', then `distri
ts', andso on. Initially, we arrange to have a single 
opy of ea
h �le-pie
e delivered into ea
h one of the 
ontinents(though no single node in the 
ontinent need have all pie
es). In the next stage, we arrange an ex
hangeindependently within ea
h 
ontinent, so that ea
h 
ountry obtains 
opies of all �le pie
es. And so on in a



re
ursive manner. In the end, ea
h parti
ipant obtains all �le pie
es, i.e., the �le. The Time of our algorithmis optimal, 2jFooj. The Work is logarithmi
, whi
h is optimal for 
ertain realisti
 network models. Both ofthese are substantial improvements over previous methods. All of this is done while preserving fair-sharingand using low (logarithmi
) 
onne
tivity.Our formulation of the problem and its solution are only the �rst step. In reality, adaptations to theformal algorithm need to be made. This stems from the fa
t that the overlay network stru
ture needs to bedeployed in
rementally, without 
entral 
oordination. Therefore, the information held by ea
h node is neither
omplete, nor a

urate. Furthermore, proto
ols must have suÆ
ient 
exibility to 
ope with high 
hurn.Our deployment approa
h is highly 
exible and fault tolerant. More 
on
retely, whereas our proto
olrequires a node to sele
t links of 
ertain exa
t distan
es and identities, in pra
ti
e we plan for ea
h node tohave only rough information about a few nodes in its vi
inity; about a few nodes in the medium distan
e;and about very far nodes. Among these, the node 
hooses its partners for ex
hanging data in the 
ontentdelivery proto
ol. Work is underway to evaluate our proto
ol in realisti
 wide-area network s
enarios, usingthe Planet-lab infrastru
ture [7℄ and the Evergrow proje
t's test-bed [1℄.2 Problem StatementWe begin with a pre
ise statement of our network assumptions, and the goals we aim at.The network 
ontains n nodes, one of them being the sour
e node. Nodes 
ommuni
ate via a dire
ted,weighted full graph. The weight of an edge indi
ates the distan
e between two nodes. The s
hemes studied inthe paper operate 
orre
tly over any set of weights. For the purpose of analysis, we study a simple dire
tedring. The ring diameter is D, and it has n uniform grid points at positions D=n, 2D=n, : : :, (n� 1)D=n, D.The distan
e between two points is their 
lo
kwise distan
e, i.e., ea
h node has neighbors at distan
es D=n,2D=n, : : :, (n� 1)D=n, D.Time is measured using a logi
al time unit. During one unit, every node sends one bit to one other nodeit sele
ts, and every node re
eives and pro
esses all the bits sent to it. This model ignores the distan
e (oredge weight) over whi
h the bit is sent. The reason we 
hoose to model time this way is that in real internets,the bandwidths are more or less uniform (though laten
ies are not). Sin
e we envision sending large amountsof data, the initial laten
ies of messages would be negligible in the 
omputation, and so we treat all bits asif they 
ow at the same rate.The time measurement starts simultaneously at all nodes. At the time the proto
ol starts, every nodere
ognizes all other n � 1 nodes and knows the edge-distan
es to them. The nodes 
onta
t a single sour
eand request a �le Foo from it. The �le Foo has jFooj bits.The simultaneous start, and the global knowledge assumption, are of 
ourse both unrealisti
. Theyare used in order to form intuition about the behavior of di�erent proto
ols and are utilized for analysispurposes only. In pra
ti
e, all of the algorithms may work asyn
hronously, and utilize partial knowledge of thenetwork. Part of our on-going work on Julia's deployment addresses these issues, and 
ontains me
hanismsfor propagation of 
on�guration information, routing tables maintenan
e, and distan
e assessment.Measures: All previous appli
ation-level multi
ast proto
ols did not 
onsider distan
e but only the sequentialtime it takes to disseminate 
ontent among a set of nodes. Thus, they may unne
essarily load the networkby sending the same 
ontent over long-haul links. As a simple example, 
onsider a multi
ast-tree. It mayappear to distribute 
ontent is optimal time (though poor load balan
ing and fault toleran
e, but these arebesides the point). However, it may perform poorly in real network settings be
ause the same 
ontent travelsfrom one 
ontinent to another and ba
k again due to its ignoran
e of distan
es.Clearly, 
oming out of a sour
e and rea
hing n destinations, ea
h bit must travel n times. But the questionis, to what distan
e does ea
h bit travel? We de�ne a measure of multi
ast lo
ality,Work. The Work measureis de�ned as the total amount of bits sent over the network, ea
h multiplied by the edge-weight it transfersover.Coupled with Work are several additional measures of eÆ
ien
y. Time measures the total distributiontime-units from beginning and until the last node re
eives the 
ontent in full.For pra
ti
al reasons, it is desirable to have ea
h node maintain 
onne
tions to a reasonable number ofother nodes. This is 
aptured by the Conne
tivity measure, de�ned as the maximum number of 
onne
tionsany node has during the proto
ol, ex
ept the sour
e.



Finally, we de�ne a measure of load balan
e 
alled Fair-Share. This measures the ratio between howmu
h data a node serves and how mu
h it obtains from the proto
ol, maximized over all nodes ex
ept forthe sour
e.3 Referen
e AlgorithmsIn this se
tion, we brie
y des
ribe the 
ontent distribution algorithms we sele
ted for analysis.The �rst algorithm is a naive appli
ation-level multi
ast tree of degree k. In this s
heme, the sour
enode whi
h has the 
omplete �le to distribute is the tree root. Ea
h non-leaf node has k 
hildren. Ea
hnode transfers the 
omplete �le to all its 
hildren one by one. The depth of an n-node tree of degree k isd = logk(n).Bayuex [16℄ relies on Tapestry [15℄ for lo
ation and routing servi
es. In order to publish a �le, the sour
eadvertises using 
ooding a tuple whi
h 
ontains the semanti
 name of a multi
ast session and a unique id.This tuple is hashed to obtain a node identi�er whi
h be
omes the session root node. Ea
h node 
an join thismulti
ast session by sending a message to the root. Nodes along the way maintain membership information,so that a multi
ast tree is formed in the reverse dire
tion. The �le 
ontent (and any updates) are 
oodeddown the tree. Bayuex leverages the lo
ality properties of Tapestry to sending the �le from the root tomembers with per-member 
ost that is proportional to the a
tual network distan
e. Nevertheless, as we shallsee below, the simultaneous dissemination to multiple members is not ne
essarily Work optimal.SplitStream [4℄, built over the Pastry overlay [14℄ strives to obtain load balan
ing between multi
astnodes. It a
hieves that by splitting the published 
ontent to several parts, 
alled stripes, and publishingea
h part separately. Ea
h stripe is published using a tree-based multi
ast. The workload is divided betweenthe parti
ipating nodes by sending ea
h stripe using a di�erent multi
ast tree. Load balan
e is a
hieved by
arefully 
hoosing the multi
ast trees so that ea
h node serves as an interior node in at most one tree. Thisredu
es the number of \free riders" who only re
eive data. Like Bayuex, SplitStream enjoys the lo
ality ofthe underlying Pastry overlay, so that ea
h individual route between a pair of nodes is proportional to theirnetwork distan
e. This again does not yield Work optimality.FastRepli
a [5℄ is based on a full graph topology. The algorithm 
onsists of two phases. In the �rst phase,the sour
e node partitions the �le into k distin
t pie
es, and sends ea
h node one pie
e. In the se
ond phase,the nodes ex
hange their pie
es using an all-to-all ex
hange. This 
onstru
tion 
an be nested re
ursively, bybuilding a tree of several levels of full graphs. When the �rst level 
ompletes those two stages, ea
h of thenodes be
omes a root and distributes the �le re
ursively to k full graphs 
ontaining k2 nodes and so on.4 The Julia Proto
olOur proto
ol is designed to simultaneously a
hieve several 
hallenging goals. First, it strives to minimizedownload Time. The se
ond goal is to minimize Work. This should be done by exploiting lo
ality anddistributing 
ontent along short 
ommuni
ation paths.In addition to minimizing Time and Work, an underlying goal of our design is to balan
e the load betweenparti
ipating nodes, i.e., have Fare-Sharing as 
lose to 1 as possible. This is done so as to prevent free riding,whi
h was identi�ed in [3℄ is a key problem of unbalan
ed 
ontent ex
hange networks. They show thatalmost 70% of the peers in the Gnutella network are users who share no �les.Just as in SplitStream [4℄ and Bullet [10℄, the basi
 idea of our proto
ol is to divide the �le Foo betweenthe set of n parti
ipants, and then utilize a mesh of links in order to simultaneously ex
hange pie
es of Fooamong them. Unlike previous proto
ols, our design emphasizes lo
ality awareness during the ex
hange phase,in order to minimize Work.The ex
hange topology we require 
an be 
onstru
ted over several existing lo
ality-aware overlays, in-
luding the s
heme by Plaxton et al. [12℄, Pastry [14℄, Tapestry [15℄ and LAND [2℄. More 
on
retely, werequire the following property. Let u be some node. Node u should have a level-1 link to a node that isfarther away from u than at least half of the nodes. For the proto
ol to be balan
ed, no other node shouldhave the same node as its level-1 target. Likewise, we need a unique level-2 link to distan
e larger than aquarter of the network. And so on, until we rea
h a link to the 
losest node. Thus, there are log(n) links.



In the lo
ality aware networks 
ited above [12, 14, 15, 2℄, this property is roughly maintained using nodeidenti�ers. This works as follows. Node identi�ers are sele
ted at random, hen
e, by assumption, identi�ersare uniformly dispersed in the network. The level-1 link of a node with a 
ertain identi�er x is the link of xthat mat
hes x in all bits ex
ept the least signi�
ant bit (LSB). There is only one su
h target node in thenetwork, and by uniformity, this node is expe
ted to be found farther away from x than at least half of thenodes. The level-2 link of x is the 
losest node that mat
hes x in all but the last two LSBs. Sin
e there arefour su
h nodes in the network, and they are s
attered uniformly, the distan
e of this link is expe
ted to begreater than one fourth of the network. And so on. The level-(log(n)) link goes to the 
losest node.It is worth noting that although we 
ould build our proto
ols over the existing infrastru
ture of the abovesystems, our implementation of lo
ality-aware links is planned to be signi�
antly less stru
tured, and mu
hmore 
exible. Our links will be 
hosen based on distan
e estimation, whi
h is the subje
t of intensive 
urrentexperimental work. Within ea
h distan
e-
lass, we randomly sele
t a target, and maintain information aboutseveral potential repla
ements. As messages keep 
owing in the network, nodes may learn of more suitabletarget nodes and repla
e 
ertain links, or may learn of link failures and reassign them. Due to the approximatenature of the deployment, several nodes might 
hoose the same target node for a parti
ular link. Nevertheless,we expe
t not to have high dupli
ity and will deal with it in an ad ho
 manner. In this way, there is suÆ
ient
exibility and redundan
y so that maintaining the network in s
alable settings is manageable, and 
opingwith 
hurn is simple.The 
ontent dissemination proto
ol works over the ex
hange overlay as follows. Re
all that as a �rst step,the sour
e of Foo sends pie
es of Foo to all parti
ipants. Ea
h pie
e has size jFoojn . 1. The remainder of theproto
ol 
onsists of log(n) logi
al rounds. In round i, ea
h node ex
hanges all the pie
es is holds with itslevel-i link partner. In this way, round 1 
onsists of ex
hanges of single pie
es, ea
h of size jFooj=n, sent overhalf the network away. And generally, round i 
onsists of ex
hanges of 2i pie
es, totaling in size jFooj2i=n,over a distan
e of 1=2i. In the last round, nodes ex
hange with their 
losest neighbors data of size jFooj=2.Figure 1 depi
ts the log(n) ex
hange-rounds of our proto
ol.
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Fig. 1. Rounds 1:: log(n) of the 
ontent distribution proto
ol, n = 8. The numbers inside ea
h node denote the �lepie
es it holds at the beginning of the round.
4.1 Proto
ol PropertiesIn ea
h round of the proto
ol, every pair of nodes that ex
hange data holds disjoint pie
es of Foo. Thus,the pair of nodes ex
hange all the information they a

umulated up to this round. As a result, the proto
ol1 A straight-forward extension of our s
heme is to employ an erasure 
ode su
h as IDA [13℄ to transform Foo inton parts, su
h that n� t parts, for some parameter t, suÆ
e to re
onstru
t Foo.



enjoys both simpli
ity and 
omplete symmetry. In parti
ular, all nodes experien
e the same load, and nonode 
an be a free rider.Another important feature is lo
ality awareness. This is manifested in the fa
t that the size of an ex
hangeis reversely related to its distan
e. In fa
t, along the longest edges, going half the network away, only singlepie
es are sent; edges going a distan
e fourth of the network su�er a transfer of a pair of pie
es ea
h; and soon. The largest data ex
hange, of size jFooj=2, is 
arried between 
lose neighbors. In this way, most of thedownload is done lo
ally.Finally, all the nodes are busy downloading all the time, and no nodes are idle waiting for internalbottlene
ks to 
omplete. Thus, the time for the download of the full �le is optimized, and is equal among allnodes.5 Performan
e Analysis of the Proto
olsIn this se
tion, we provide a formal analysis of all of the above 
ontent delivery proto
ols a

ording to ourperforman
e measures, Work, Time Conne
tivity and Fair-Sharing. We begin with the Julia proto
ol, and
ontinue with the referen
e algorithms.For Time, in Julia the total download time is 
al
ulated as follows. The �rst jFooj time units are neededfor transferring the �le from the sour
e to all nodes, ea
h node getting one pie
e of the �le. Then, in logi
alround i, all pairs simultaneously ex
hange 2(i�1) pie
es of size jFoojn ea
h. The time (in
luding initialization)is: jFooj+Pi=1:: log(n) 2(i�1) jFoojn = 2jFooj :For Conne
tivity, the number of edges in our ex
hange overlay network is n log(n).The Fair-Sharing ratio of Julia is pre
isely 1 by design.The Work in our proto
ol is 
al
ulated as follows: At the initial phase, ea
h node re
eives from the sour
eone pie
e of size jFoojn over links of average length D2 . Thus over n nodes, we get a total of jFoojD2 . Regardingthe algorithm, we sum up log(n) proto
ol rounds. In round i, ex
hanges are 
arried over a distan
e of D2i .Ea
h data ex
hange between a pair of nodes 
arries 2(i�1) pie
es of size jFoojn ea
h. The total ex
hanged datain the network in round i is n 2(i�1)jFoojn . The resulting Work is:jFoojD2 + log(n)Xi=0 nD2i 2(i�1)jFoojn = jFoojD2 (log(n) + 1) :Appli
ation multi
ast tree. An appli
ation multi
ast tree is an n-node tree of degree k, whose depth isd = logk(n). Multi
ast is done by forwarding Foo in its entirety to inner tree nodes, ea
h of them pushingFoo to its 
hildren one after the other.The Conne
tivity of a tree is n� 1. The Fair-Sharing ratio is k, sin
e inner tree nodes have in-degree 1and out-degree k.For Time, the worst download 
ompletion time is jFoojkd sin
e the last leaf node has to wait until all ofits parents obtain the 
omplete �le. The Work in the tree is divided into two 
ases. If the tree is randomly
onstru
ted, then ea
h edge has an average length of D2 , and the total Work is jFooj(n � 1)D2 . However, itis more interesting to analyze a 
onstru
tion of tree over one of the lo
ality aware multi
ast networks likeS
ribe [11℄. Sin
e the number of tree edges in ea
h level is exponential in k, the best Work is a
hieved whenwe sele
t the edges at level i of the tree to have weight D=2i. Thus, the leaf edges are the shortest edges, ofdistan
e D2logk(n) . The Work in this 
ase is 
al
ulated as follows: For ea
h level i of the tree, for i = 1::d, wehave k(i�1) tree nodes, and ki outgoing edges, ea
h of length D2i . Ea
h node sends jFooj bits of data to its k
hildren. The Work is given by the following sum:dXi=1 ki(D2i )jFooj = jFoojD dXi=1(k2 )i (1)= jFoojDk2 �k2�(logk(n)) � 1k2 � 1 (2)



= jFoojDk(n�1� 1logk(n)� � 2(k � 2) (3)� jFoojDn(1� 1d )2 (4)SplitStream. The SplitStream 
onstru
tion 
onsists of k multi
ast trees, ea
h of whi
h disseminates a pie
e(
alled a sli
e in SplitStream) of size jFoojk to all n nodes. The tree depth is d = logk(n): The worst downloadtime is 
onstru
ted of jFooj time units needed to transfer the �le from the sour
e into the k subtrees andanother jFoojk kd = jFooj logk(n) needed for the a
tual proto
ol. The total is jFooj(logk(n) + 1).For Conne
tivity, the number of edges is (n � 1)k edges sin
e ea
h node has one parent node at ea
htree, and there are k su
h trees. (The 
hoi
e of k re
ommended in [4℄ is 16.) The worst Fair-Sharing ratio is1 sin
e the k trees 
ompletely balan
e the load.The Work in the SplitStream proto
ol is 
al
ulated as follows: For initialization of the k tree roots withdistin
t pie
es, we have Work of transferring parts of size jFoojk a
ross links of average length of D2 . We havek su
h tress, so the total is jFoojk kD2 = jFoojD2 . Next, we have k trees, ea
h 
omposed of d levels. In ea
htree, level i, for i = 1::d, has k(i�1) nodes and ki edges, ea
h of distan
e D2i .k dXi=1 D2i ki jFoojk = jFoojD dXi=1 �k2�i (5)= jFoojDk2 �k2 �(logk(n)) � 1k2 � 1 (6)= jFoojDk(n�1� 1logk(n)� � 2k � 2 (7)� jFoojDkn(1� 1d )2 (8)Adding the initialization phase Work we get:jFoojD(kn(1� 1d) + 1)2FastRepli
a. In the FastRepli
a proto
ol (using the suggested re
ursive 
onstru
tion), ea
h parent has k
hildren. There are d = logk(n) levels. Ea
h set of siblings is 
onne
ted among itself in a full graph topology.The worst download time is 
al
ulated as follows: jFooj logk(n) is the initial distribution phase time. Therepli
ation phase takes another logk(n)(k � 1) jFoojk , so in total the Time is (2� 1k )jFooj logk(n).The number of edges required is (n � 1) + (n � 1)k�12 = (n � 1)k+12 . The worst Fair-Sharing ratio is 1sin
e in the distribution phase the sour
e transfers the �le only on
e, and in the repli
ation phase ea
h nodessends the same amount of data it re
eives. The total Work is 
al
ulated by the two proto
ol phases: In thedistribution phase, the sour
e node sends a part of size jFoojk to all its 
hildren. At level i there are ki�1su
h sour
e nodes, ea
h one of them transfers a part of size jFoojk to its k 
hildren. We assume that as inthe lo
ality-aware multi
ast tree, the edges at level i are of distan
e D=2i. We also assume that the all-to-alllinks at level i have distan
e D2(i+1) . Work is 
al
ulated as follows:dXi=1 kiD2i jFoojk = jFoojDk dXi=1(k2 )i :Thus, we have exa
tly 1k 'th of the Work in the SplitStream proto
ol. In the repli
ation phase, the 
hildrenex
hange the information they get in the distribution phase among themselves, using the all-to-all links. TheWork is:



dXi=1(k � 1)ki D2(i+1) jFoojk = jFoojD(k � 1)2k dXi=1(k2 )i ;and that is k�12k times the SplitStream work. The total Work is bounded below by � 1k + k�12k � jFoojDkn(1� 1d )2 �jFoojDkn(1� 1d )4 :The results are presented in Table 1 below.Time Conne
tivity Work Fair-SharingAppli
ation multi
ast tree kjFooj logk(n) n� 1 jFoojD2 (n� 1) kMulti
ast tree over S
ribe kjFooj logk(n) n� 1 
(jFoojDn1��) kSplitStream Proto
ol jFooj(logk(n) + 1) (n� 1)k 
(jFoojDn1��) 1FastRepli
a Proto
ol (2� 1k )jFooj logk(n) (n� 1) k+12 
(jFoojDn1��) 1Our proto
ol 2jFooj n log(n) �(jFoojD log(n)) 1Table 1. Comparison of various proto
ols. n is the total number of nodes, D is the network diameter, jFooj is thedownloaded �le size. In the multi
ast tree, k is the outgoing degree of the interior nodes, in the SplitStream proto
ol,k is the number of sli
es and in FastRepli
a k is the mesh size. In all 
ases � = 1log2(k) .As evident from the table, our proto
ol a
hieves the best download time, independent of n. All otherproto
ols have a logarithmi
 download time. Our proto
ol is also the most e
onomi
 in terms of the totalWork. All of this is a
hieved while preserving Fair-Sharing 1 of SplitStream and FastRepli
a. We pay in alogarithmi
 fa
tor in the Conne
tivity relative to the other proto
ols.We believe that in pra
ti
e, the logarithmi
 in
rease in 
onne
tivity is quite manageable. In fa
t, Con-ne
tivity n log(n) is 
omparable to kn for reasonable sizes of n, e.g., when k = 16.6 Future WorkWe are 
urrently in the pro
ess of building a prototype implementation of our proposed proto
ol. Our 
urrentimplementation runs over the Planetlab test-bed for worldwide experiments [7℄. In the near future, we plan toalso use for our tests the Evergrow infrastru
ture [1℄, that will 
ontain several 
lusters of 
omputers residingin di�erent geographi
 lo
ations. Our deployment will ta
kle several 
hallenging pra
ti
al issues.First, our simplisti
 analysis has assumed a uniform node dispersal. However, in the real world nodes arenot perfe
tly distributed. Our experiments should provide insight as to how 
ontent distribution proto
olsperform in real settings, and feed ba
k guidan
e as to how to improve their design.Se
ond, nodes in the network do not know the a
tual network distan
es. Our ongoing e�ort aims toapproximately learn the network metri
s in a dynami
 and adaptable manner. We 
urrently measure severaldistan
e measures, 
omposed of the following parameters: Round-trip message transmission time, numberof router hops to destination, link in
oming and outgoing bandwidth, , IP address bit di�eren
e and DNSlongest 
ommon suÆx.We will use these approximate distan
e data to form several layers of 
lustering that will be used informing our multi-level links. Our main goal is to prove that using lo
ality improves the pra
ti
al downloadtime of large 
ontent distributed to a large number of nodes. We further want to show that the a
tual workdone by the parti
ipating nodes is well balan
ed.Finally, we will test the behavior of our algorithm in fa
e of faults and dynami
 joins and departures,and �ne tune it a

ordingly.
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