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Abstract

Users assess the “appropriateness” of web documents
in many ways. Traditionally, appropriateness has been
solely a matter of relevance to a particular topic. But
users are concerned with other aspects of document
“genre”, such as the level of expertise assumed by the
author, or the amount of detail. In previous work, we
have used machine learning to automatically classify
documents along a variety of genre dimensions, and we
have developed a graphical interface that depicts
documents visually along orthogonal genre dimensions.
In order to validate the design of our interface, we have
performed two experiments — a brainstorming session and
a web-based survey - which have shown that users
perceive genre dimensions as independent. In the present
paper we elaborate in more detail the idea behind the
classifier and draw upon the possibility of user “first-
glance” biases in assessment of web documents.
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1. Introduction

Many factors influence the “appropriateness” of web
documents that complement the topic relevance
dimension, such as degree of expertise, level of details,
positive/negative review and others. We call these
dimensions “genre” [e.g. 1]. Traditional search/retrieval
focuses mainly on topic relevance. Novel graphical search
interfaces like [2] also emphasize relevance. Our research
goal has been twofold — to try and automatically assess
document’s position on other than topic relevance
dimensions, and to visualize this information in a
perceptually meaningful way to help users find the needed
document.

In previous work we have proposed to visually display
“subjective” genre characteristics in »n dimensions [1,3].
Figures 2a and b illustrate the visualization idea in two
dimensions — document’s expertise and detail. We have
shown that these dimensions in web context (i.e. web-
based survey) are perceived as independent [4]. Also in a
“brainstorming” session the participants articulated first-
come-to-mind descriptors of four kinds of web documents
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— brief-technical, brief popular, extended-technical and
extended-popular. These document features do not
overlap, which supports the independence assumption.

Genre has traditionally been subject of stylometric
studies [5,6]. For example, document authorship can be
captured if automatic text classification techniques are
applied [5]. “Web genre”, however, involves dimensions
of utility, style and web context. We propose and have
implemented new genre features for automatic web
document classification. For example, “subjectivity” is a
“genre” dimension (i.e. opinion vs. fact), which is well
captured by a part-of-speech classifier and has shown
good domain transfer [7,8]. Another currently
investigated ideas are the dimensions of level of expertise
and level of detail of the requested document.

Expert level and amount of detail have not been fully
automatically dealt with to our knowledge yet. For
example the new graphical metasearch engine KartOO
visualizes mainly the link structure than the style of the
documents [2]. It has recently introduced a feature — base
level or expert level of the query. We have implemented a
simple classifier to plot documents along two dimensions
— expert level and amount of detail. The present paper
describes the intuition behind the proposed classifier and
some ideas gained from user ratings of the used document
corpus.

2. The Proposed Visual Interface
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Figure 1. The interface to the classifier



The interface to the classifier is a wrapper to a search
engine (fig. 1). The classifier is implemented in two forms
— offline and online. The offline version is at
http://www.smi.ucd.ie/ misty/IR50 and the online version
is at http:// www.smi.ucd.ie/misty/IROnline. Figures 2a
and 2b give examples of the work of the online version of
the classifier. Let us assume that the user queries the web
with “discriminant analysis”. The interface is a wrapper to
an existing search engine — in response it plots in the left-
upper quadrant the encountered brief-technical
documents, in the right-upper quadrant — the detailed-
technical, or expert, documents, in the lower-left quadrant
the brief-popular and in the lower-right quadrant the
detailed-popular documents.
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Figure 2a. The found Urls, plotted to the left, are brief
documents, containing technical vs. popular descriptions
of the topic of the query
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Figure 2b. The found Urls, plotted to the right, are
extended documents, containing technical vs. popular
descriptions of the topic of the query

In this way, the retrieved documents that describe the
concept of “discriminant analysis” in different ways for
various users — from mathematicians and practitioners to

novices who need general or attractive explanation of the
concept - are presented in a perceptually salient way.

3. Genre Classification

The classifier is based on two simple formulas based
on the ratio of the number of high-to-low word
frequencies of long English words gathered from the
“Brown corpus” (Kucera & Francis, 1968), indices of
“technical elements” (HTML tags like <SUB>, <SUP>,
etc.), and the ratio of long words to the encountered by
the classifier tokens. The experimental corpus consists of
430 words equal to or longer than 9 characters of natural
language frequency higher than 49 per million [9]. The X
dimension is computed as:

P(D)=P(L)+P(W)+P(G), (1)
where P(D) is the detail dimension, P(L) is an index of
document length, P(W) is the ratio of long words to
HTML tokens, and P(G) is an index of the presence of
images. The Y dimension is computed as:

P(E)=P(F)+P(T), )
where P(E) is the expert dimension, P(F) is an index of
high-to-low word frequency ratio, and P(T) is an index of
technical HTML elements.

The motivation for the classifier has come from studies
both in cognitive science and information retrieval
[10,11]. The expert level of the document is represented
in its larger part by the relative ratio of high-to-low
frequency long words present in the text of a given
document. The intuition/assumption is that long words of
low frequency can be descriptive of expert level scientific
texts, whereas the abundance of high frequency long
words are more descriptive of popular texts intended for
more general audience. The combination of the index of
high-to-low frequency long words in the text plus some
heuristics for technical elements from shallow natural
language processing is set to represent the expert level
dimension of the classifier. The detail dimension is based
on document length plus the ratio words-to-tokens and an
index of presence of gif files. The resulting values are
normalized and plotted along the expert and detail
dimensions. In the future we plan to test user satisfaction
with the graphical interface more explicitly. For the
moment the test of the idea for the classifier is done
indirectly, which explains to a certain extent some of the
deviation of user estimates to theory.

4. Results and Discussion

Web-based Survey. In the web-based survey
participated 21 users — students, staff and volunteers from
the web. They had to rate 7 documents given on 8§
successive pages, which were randomly generated from
the experimental corpus. The instruction to rate either the
amount of detail or the expert level of the document was



randomly generated, too. The survey interface is at
http://www.smi.ucd.ie/misty/IR.html] .

The results of the study reveal independence of the
proposed dimensions — near zero correlation between the
detail and expert dimensions (r = .113, p = .531). The
detail dimension is better fitted with the user ratings than
the expert dimension. The positive correlation is
significant at .01 level (r =.512). This is to be expected as
it is based to a large extent on document length and at the
same time validates the attentiveness of the participants in
the study. The correlation between user ratings of
document level of expertise on the full set of documents is
insignificant. Although the correlation is lacking, there is
a proportion of documents that positively correlate with
mean user ratings. Subsequent analysis suggested that
these are “textual” documents, i.e. with much higher
contribution of equation 1 relatively to equation 2. The
used corpus of web documents can be split into three
perceptually salient groups — textually dominated, web-
layout dominated and technically (e.g. formulae)
dominated. This observation suggests that users apply
least-effort strategy to fast assessment of web documents
— first length, then technicality, then lexical features.
Additional support comes from the fact that a neural
network can be trained up to 70 % on the three indexes of
the “textual” documents — frequency, technicality and
their sum, which however fails to generalize on the rest
on the corpus. The network can be trained on the rest of
the corpus up to 50% with slight increase of
generalization to the “textual” documents [12].
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Figure 4a. Correlations between users’ ratings and
equation 1 on the “textual” documents (r = .754, p<.01)

We have asked an expert on web design to look at the
documents and classify them into three groups -
“textually dominated”, “web-layout dominated” and
“formulae dominated”.
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Figure 4b. Correlations between users’ ratings and
equation 2 on the “textual” documents (r = .652, p<.01)

The respective correlations of the “textually dominated”
documents reached significance level (fig. 4a and b). Our
assumption is that the classifier reflects some rational
intuition and if enhanced and tested in a more explicit
way, will give satisfactory results. This is set a next
research step.

User feedback. Some ideas can be gained from user
feedback on the current study. One feedback is the effect
of learning, i.e. documents that seem of higher expert
level at the beginning of the survey may seem more
popular towards the end. Another feedback is the design
influence — users may rate the overall HTML design of
the document, not just the text itself. The expectation of
the volunteering participation is also for some kind of
final reward, like some result or feedback on how they
performed, rather than just “thank you for participating”.
Users generally seek interaction with intelligent interface,
which responds one way or other to user participation.
Adaptive features have to be implemented early in system
design even when the interface is generally assumed as
simple as possible.

5. Analysis and Future Work

The following conclusions can be drawn from the
overall analysis of the state of the present study:
e The proposed classifier of web genres and their
visualization interface reflect some implicit rationale of
user assessment of web documents.
e Technicality of summaries based on the proposed
classifier meets user agreement for abstracts of scientific
papers and texts from social sciences. In domains like
statistics or programming technicality of summaries may
be based as well as on assumptions like — brief sentences,
simple words, specific punctuation, and phrases like the
“formula is given by:”, technical elements like source
code, etc. [e.g. 13]. It may also be useful to distinguish



between brief-technical, explained “in a simple way”, and
brief-technical, explained in a “complicated way” (as
suggested by users’ ratings - rated high maybe because
there’s a formula or low maybe because it is explained in
simple words).

e Multiple modes are observed in the statistical analysis
of the results, which suggests that users employ individual
criteria for assessing the level of expertise of the
document, returned in response to a query. This may
imply some aspect of personalization to user-specific
view of level of expertise of the document.

e The proposed automatic web genre classifier works
better for long documents than in retrieving short
summaries. One way to deal with the problem can be to
implement automatic summarisation as in CLAIR, for
example, because the demand for summaries of various
web documents seems to be of increasing importance [e.g.
14].

e [t seems feasible that the proposed classifier works
fine for fragments of texts inside the web document,
which can be employed for highlighting certain parts of it
as more expert or popular.

e  The next steps for empirical test are: explicit tests of
the classifier on a collection of documents from the four
proposed groups, comparison with other classifiers on
features of these documents [e.g. 15], adjustment” to
individual expert level and style, and usability tests of the
genre visualization interface.

6. Conclusions

The paper discusses the intuition behind an automatic
classifier of web genres and the proposal for its
visualization. User assessment of a corpus of web
documents justifies the proposal that web genre features
are perceived as independent and can be plotted along
independent dimensions. Their ratings meet the overall
expectation to a certain extent, i.e. on a selection of
documents. The next steps will be towards enhancement
of the classifier, its generalization to a wider corpus of
documents, and more explicit user assessment of the
graphical interface in real life situations like web support
to medical diagnosis and learning from the web.
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