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tAn important resour
e management issue in multimedia servers is to balan
ethe load on the available hard disks. Using random redundant storage strategieswe 
an balan
e blo
k requests over the disks by exploiting the freedom to servi
ethem by di�erent disks. This indu
es a so-
alled retrieval problem in whi
hto de
ide for ea
h blo
k whi
h disk to use for its retrieval. We formulate thisproblem as an MILP problem, prove that it is NP-
omplete, and show that theproblem 
an be seen as a multipro
essor s
heduling problem. Next, we des
ribea heuristi
 with a performan
e guarantee based on an LP-relaxation.1 Introdu
tionA multimedia server o�ers 
ontinuous streams of multimedia data to multiple users.In a multimedia server one 
an often distinguish three parts: an array of hard disks tostore the data, an internal network, and a fast memory from whi
h the users 
onsume,whi
h is usually implemented in ram. The multimedia data is stored on the harddisks in blo
ks, su
h that a data stream is realized by a series of blo
ks. The totalram is split up in a number of bu�ers, one for ea
h user. A user 
onsumes, possiblyat a variable bitrate, from his/her bu�er and the bu�er is re�lled with blo
ks from thehard disks. A bu�er generates a request for a new blo
k as soon as the amount of datain the bu�er be
omes smaller than a 
ertain threshold. We assume that the requestsare handled periodi
ally in bat
hes in su
h a way that the requests that arrive duringone period are servi
ed in the next one. In the server we need a 
ost-eÆ
ient storageand retrieval strategy, that guarantees, either deterministi
ally or statisti
ally, that thebu�ers do not under
ow or over
ow.The 
ost of a multimedia server mainly 
onsists of the 
osts of hard disks and ram.The number of hard disks needed for a given number of users depends on the diskstorage and disk transfer rate requirements of the entire system. Our analysis fo
useson appli
ations for whi
h the transfer rate requirements form the bottlene
k, as in somevideo on demand appli
ations. This means that it is important to use the availablebandwidth of the disk array as eÆ
iently as possible and for that we have to (1) useea
h single disk eÆ
iently, i.e., to optimize the e�e
tive reading time, and (2) balan
ethe workloads of the disks. To optimize the e�e
tive reading time we should make thedata blo
ks as large as possible, but this is in 
ontrast with the bu�er 
osts, as theamount of ram per user grows linearly in the blo
ksize. In this paper we do not dis
uss1



this trade-o� any further; we fo
us on the load balan
ing performan
e of redundantstorage strategies.The load balan
ing performan
e of a storage strategy is an important fa
tor in thedisk 
osts, as an eÆ
ient usage of the available bandwidth of the disk array in
reasesthe maximum number of allowed users. In this paper we analyze the load balan
ingperforman
e of random redundant storage strategies: ea
h data blo
k of a stream isstored on a randomly 
hosen subset of the disks. Redundan
y gives the freedom toobtain a balan
ed load. To exploit this freedom we have to solve in ea
h period aretrieval problem, i.e., to de
ide for ea
h data blo
k whi
h of the disks to use for itsretrieval. Prior work [1, 3, 5℄ shows that redundant storage strategies have a goodload balan
ing performan
e. A drawba
k of the redundant storage strategies is thedisk storage overhead, but in 
ase the disk transfer rate forms the bottlene
k insteadof the disk storage 
apa
ity this need not be a serious drawba
k. In this paper wedes
ribe a general model for the retrieval problem, des
ribe the problem in terms ofmultipro
essor s
heduling, analyze its 
omplexity, and give approximation algorithmsand their performan
e.2 Problem formulationWe 
onsider a multimedia data server that handles requests periodi
ally in su
h a waythat in ea
h period the data blo
ks are fet
hed that were requested in the pre
edingperiod. Ea
h data blo
k is stored on a given subset of disks. As we 
onsider multi-zoned disks, the read time for a blo
k depends on the zone in whi
h the blo
k is stored.For ea
h data blo
k we have to de
ide from whi
h disk(s) to retrieve it. We allow thatdi�erent parts of one blo
k are retrieved from di�erent disks with the advantage thatwe have more load balan
ing freedom. The drawba
k of splitting up a blo
k a

ess isthat the total number of a

esses in
reases, whi
h generally results in a larger totalswit
h time. We approximate the swit
h time per disk using a linear fun
tion in thenumber n of blo
ks to retrieve from that disk, i.e., s(n) = s � n + 
. The problem isto �nd for ea
h period an assignment of the data blo
ks to the disks that results in aminimal period length, where the period length is de�ned as the maximum over thedisks of the sum of the swit
h time and the read time. More formally, the problem 
anbe de�ned as follows.Problem 1 [Retrieval Problem℄.Given are a set M of disks and a set J of data blo
ks. For ea
h blo
k j 2 J and diskm 2 M a 0/1-parameter ujm indi
ates whether blo
k j is stored on disk m and pjmgives the transfer time to read blo
k j from disk m. Furthermore the parameters sand 
 of the swit
h time fun
tion are given. We introdu
e for all j 2 J and m 2 Ma de
ision variable xjm, indi
ating the fra
tion of blo
k j to retrieve from disk m, anda 
orresponding 0=1-variable yjm that indi
ates whether or not disk m is a

essed for(a part of) blo
k j. Note that xjm > 0 implies that yjm = 1. The problem is to �ndvalues for xjm and yjm su
h that 2



maxm2M Xj2J xjmpjm + sXj2J yjm + 
! (2.1)is minimized, subje
t to 8j2J;m2M 0 � xjm � ujm; (2.2)yjm 2 f0; 1g; (2.3)xjm � yjm; (2.4)8j2J Xm2M xjm = 1: (2.5)The retrieval problem 
an be seen as a multipro
essor s
heduling problem, by viewingthe disks as ma
hines and the blo
k requests as jobs. In the well-known three-�eld
lassi�
ation the ma
hine environment of our problem is given by unrelated parallelma
hines, the spe
ial 
onstraints on the jobs are ma
hine eligibility and preemptionwith set-up 
ost, and the optimization 
riterion is the makespan. The result is thatthe retrieval problem 
an be denoted by R j Mj ;pmtn + set-up j Cmax. A di�eren
ebetween the retrieval problem and a standard multipro
essor s
heduling problem isthat it is allowed that two disks work on the same blo
k at the same time in 
aseof preemption. This means that in 
ontrast to multipro
essor s
heduling a preemtedassignment of the blo
ks to the disks is automati
ally a feasible s
hedule for retrieval.3 Complexity and solution approa
hWe 
an prove that the feasibility variant of the retrieval problem is NP-
omplete inthe strong sense by a redu
tion from 3-partition, whi
h is NP-
omplete in the strongsense [2℄.Theorem 1 NP-
ompleteness The feasibility variant of the retrieval problem is NP-
omplete in the strong sense.Proof (sket
h). Considering an instan
e of 3-partition with items a1; : : : ; a3n and abinsize B = 1nP ai, we 
onstru
t an instan
e of the retrieval problem in the followingway. For ea
h aj of the 3-partition instan
e we de�ne a blo
k j whi
h is stored on alldisks, i.e., ujm = 1 for all m 2 M , and has a transfer time pjm = pj = aj on all disks.Furthermore we de�ne the value s in the obje
tive fun
tion as s = B, the makespanbound T of the retrieval problem as T = 4B, and the 
onstant 
 of the swit
h timefun
tion as 0. With this transformation we 
an 
on
lude that 3-partition is a spe
ial
ase of the retrieval problem. 2In the full paper we show that the retrieval problem remains NP-
omplete in thestrong sense in 
ase of random dupli
ate storage, i.e., ea
h blo
k is stored on exa
tlytwo randomly 
hosen disks. 3



A straightforward way to derive a heuristi
 for the retrieval problem is by solving itsLP-relaxation and rounding up the y-variables. In the solution of the LP-relaxationea
h y-variable will have the same value as the 
orresponding x-variable, as we wantto minimize the period length and s > 0. This means that we 
an omit the y-variablesfrom the formulation. We use an LP-solver to solve the resulting LP-problem, in whi
hwe minimize T subje
t to: 8m2M Xj2J xjm(pjm + s) + 
 � T; (3.1)8j2J;m2M 0 � xjm � ujm; (3.2)8j2J Xm2M xjm = 1: (3.3)We 
onstru
t an algorithm ALG1 for the retrieval problem as follows. ALG1 solvesthe LP-relaxation, rounds up the y-variables and 
omputes the the a
tual 
ost usingequation (2.1).Theorem 2 Performan
e ratio of ALG1 The absolute performan
e ratio of ALG1 isbounded by 1 + jM j2�sjJj�(pmin+s) in whi
h pmin is the minimum transfer time.In pra
ti
e, the ratio between jJ j and jM j depends on the ratio between disk transferrate and 
onsumption rate, su
h that it gives an indi
ation for the number of users that
an be servi
ed by one disk. For a given set of system parameters this ratio is more orless 
onstant, and 
onsequently, the other jM j fa
tor in the numerator of the formulain Theorem 2 makes that the performan
e guarantee grows in the size of the system.To improve on this, we des
ribe in the full paper a se
ond algorithm based on thework of Lenstra, Shmoys, and Tardos [4℄ for the non-preemptive s
heduling problemR j j Cmax, whi
h results in a performan
e ratio of 1 + minfjM js;pmax+sgjJjjM j (pmin+s) .Referen
es[1℄ J. Aerts, J. Korst, and S. Egner, Random dupli
ate storage strategies for loadbalan
ing in multimedia servers, submitted to Information Pro
essing Letters.[2℄ M.R. Garey and D.S. Johnson, (1979) Computers and Intra
tability: A Guide tothe Theory of NP-Completeness, W.H. Freeman and Company, San Fransis
o.[3℄ J. Korst, (1997) Random dupli
ated assignment: An alternative to striping inmultimedia servers, Pro
eedings ACM Multimedia '97, 219-226.[4℄ J.K. Lenstra, D.B. Shmoys, and E. Tardos, (1990) Approximation algorithms fors
heduling unrelated parallel ma
hines, Mathemati
al Programming 46, 259-270.[5℄ P. Sanders, S. Egner, and J. Korst, (2000) Fast 
on
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ess to parallel disks,to appear in Pro
eedings SODA 2000.4


