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Abstract

Performing certain optimizations on whole pro-
grams offers huge potential for code improvement.
To exploit this possibility, we implemented a frame-
work that allows sophisticated analysis and transfor-
mation of machine code, during or after linkage. This
paper presents one of the many applications of our
framework: the allocation of global scalar variables
into registers. We present the algorithms that select
the variables and remove the load and store instruc-
tions associated with them. The simulations of the
unscheduled code of our benchmarks show that up to
10% of the execution cycles is saved by applying this
technique.

1 Introduction

A traditional compilation path is split into three
phases: compilation proper (front-end plus back-
end), assembly and linkage. To support the many,
complex code transformations performed during
compilation, a rich internal intermediate representa-
tion, which usually is machine-independent and pre-
serves most of the source-level information, is used.
In the second phase, the assembler parses the assem-
bly file and translates the code into a binary format of
the target machine. Finally, the linkage phase merges
one or more object files and libraries into an exe-
cutable binary file. During linkage, symbolic refer-
ences to data objects or instructions are resolved, i.e.,
replaced with the actual physical address of the refer-
enced symbol.

This well-established code generation path (see
Fig.1) offers three advantages for general purpose tar-
get processors. First, it is efficient: the binary format
is a compact representation; linking modules and li-
braries does not require expensive code transforma-

tions. Second, it becomes possible to distribute li-
brary code without the source files. Third, since as-
sembly syntax and binary format are standardized
with respect to a target architecture and an operat-
ing system, it promotes interchangeability of the tools
that perform assembly and linkage, provided that they
comply to these standard formats.

However, this approach to compilation presents
also severe drawbacks. During the translation of the
compiler’s intermediate format into assembly code,
most of the source-level information is lost. This
information is essential for state-of-the-art, machine-
dependent code optimization. In particular, optimiza-
tions applied to whole programs, after linkage, have
a great potential for code improvement. The bi-
nary formats commonly used at link time are awk-
ward for applying sophisticated code transformations.
Also, this approach is hardly acceptable in the con-
text of automatic architecture exploration, common
for hardware-software co-design. As we showed in
[1], the traditional approach requires to compile a ver-
sion of the library code for each point of the target
space being explored.

These drawbacks lead us to revisit the traditional
compilation trajectory. In this paper we present one
of the many potential optimizations that are enable by
this new trajectory: the assignment of global scalar
variables to registers.

Other potential optimizations, like inter-
procedural register allocation and automatic floating-
to fixed-point conversion of library code at link-time,
are being researched as well.

The rest of this paper is organized as follows. Sec-
tion 2 presents a general description of our compila-
tion system and states the problem. Section 3 details
the algorithms that select the global scalar variables
that are candidates for register allocation. In Sec.4
we estimate the potential performance improvement
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Figure 1: The traditional code generation trajectory.

given by our optimization on two benchmarks. Sec-
tion 5 reviews related work. Finally, Sec.6 concludes
this paper.

2 TheCompilation Trajectory

Figure 2 shows our code generation system. It
generates code for a templated architecture for Ap-
plication Specific Instruction-Set Processors called
Move. This architecture offers explicitly programmed
instruction-level parallelism, in a fashion similar to
that of VLIW architectures [2]. The code generation
is coarsely split in two phases: (1) compilation to a
generic-machine instruction set and (2) target-specific
instruction scheduler, which integrates also register
allocation [3].

Notice that our approach to register allocation of
global variables, as described in Sec.3, can be applied
to any general-purpose target processor, although the
traditional binary format complicates code transfor-
mation.

2.1 The SUIF Representation

The intermediate representation used in the first
phase of code generation is SUIF, the Stanford Uni-
versity Intermediate Format [4]. The SUIF infras-
tructure includes a suite of optimizations. All code
optimization and analysis passes are implemented as
SUIF-to-SUIF transformations.

Instead of generating the traditional assembly tex-
tual output, the compiler generates and maintains
a structured representation of the machine code in
MachSUIF [5], a format derived from SUIF. Mach-
SUIF maintains all source-level information, as well
as any other piece of information gathered during
SUIF analysis passes. This information is essential
for our code optimization: disambiguation of global
scalar variables and allocation to registers thereof.
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Figure 2: The new code generation trajectory.

2.2 Motivation for Allocation of Global
Variablesinto Registers

Which is more convenient to assign to a register:
a rarely accessed local variable of a leaf procedure
or a global variable v that is frequently accessed in
many points of the program? It is this question that
motivates this work. Under some conditions, e.g. v is
not aliased in any of the program modules, allocating
v to a register and spilling a local value may vyield
faster code.

Since a compiler handles one translation unit (or
module) at a time, even if a global variable is not
aliased in a module, the compiler must conservatively
assume that the variable is aliased in other modules. A
global variable can be guaranteed not to be accessed
through pointers only after all program modules have
been linked together. This means that only after link-
age we can assign a global variable to a register and
remove all load and store instructions that are associ-
ated with it.

2.3 Interaction with Register Allocation

In the Move framework, register allocation is per-
formed during scheduling. The integrated register al-
locator, called Register on Demand (RoD) analyzes
all the live ranges of the unscheduled code. These
live ranges are represented by virtual registers; a vir-
tual register number uniquely identifies a live range.

The purpose of our Global Register Allocation op-
timization is to replace memory references to a global
variable with a single virtual register that can be ac-
cessed in the whole program. This replacement does
not imply that the variable will be certainly allocated
in a register; it simply presents more live ranges, and
thus more candidates for register allocation, to RoD.

Currently, RoD works on one procedure at a time
and does not handle inter-procedural live ranges. The
introduction of global live ranges requires some adap-
tations to register allocation. The decision whether to
spill or assign to a register a global live range is taken
“on demand”, locally to a procedure. Nevertheless,



this decision can greatly influence the rest of the pro-
gram. This means that the heuristics used to direct a
decision must take into account its global cost.

The cost terms themselves require adaptations. For
example, the cost of spilling a register that holds a
global variable v is lower than normal spilling [3]:

> C(id)f(use) +

uses of v

+ Y C(st)f(def)

defs of v

Cspin(v) =

where C(i) is a cost estimate for performing instruc-
tion ¢ and f(-) is the frequency of an operation.
Spilling is cheaper because global variables should
be spilled to a static address shared among all pro-
cedures, while local variables are spilled to the stack,
and this requires also an explicit address computation
(an add operation).

3 Implementing Register Allocation for
Global Variables

The SUIF format includes a flag for each variable
which answers the question: “could the address of
this variable be taken?”. This indicates whether the
variable might be aliased or not. We can build on this
information to decide which scalar variables are safe
candidates to be allocated to registers. The final se-
lection of candidates is performed after linkage, and
the code is modified accordingly.

3.1 Global AliasAnalysis

The SUIF front-end does not perform alias anal-
ysis of global variables: it simply assumes that all
global variables have their address taken, therefore
they cannot be allocated in registers. Before being
linked together, the global variables in each module
must be analyzed to check for possible uses through
aliases. This analysis answer a more useful question:
“is the address of this variable taken in this module?”.
During linkage, the flags of a variable used in sev-
eral modules are combined; the variable is aliased if
its address is taken in at least one of the modules. In
this way we obtain accurate global alias information
on all scalar variables and we are enabled to allocate
unaliased global variables to registers.

3.2 Variable Sdection and Code Trans-
formation

The algorithm selects the global variables that are
legal candidates for register allocation and removes
load and store instructions associated with them. This
transformation is applied after linkage and comprises
two steps.

Procedur e Select(symtab)
beginproc
1=10
foreach variable v in symtab do
if not address_taken(v) and is_scalar(v)
add anew entry e in {
place v in e, assign a new register r to e
endif
if v isinitialized
let 7 be the initialization value of v

dse
let:i = 0
initialize v with 0
endif

if type(v) is integral
place instruction ‘mov r, i’ ine
dsaf type(v) is f | oat
place instruction ‘1 ds r, addr (v) "ine
elseif type(v) is doubl e
place instruction ‘1 dd », addr (v) "ine
endif
end
return!
endproc

Figure 3: Algorithm for selecting candidate variables for
register allocation out of a symbol table.

First, the global and the file symbol tables are
scanned and scalar variables are selected. The global
symbol table contains symbols with external linkage,
while the file symbol table contains static symbols
with internal linkage. Figure 3 presents the procedure
Select, that detects the candidates for register alloca-
tion and records them in a list. A global list of candi-
date variables, L, is maintained. For each variable, a
virtual register associated with the live range and the
instruction needed for its initialization are recorded in
L.

Initialization needs special treatment. A global or
static variable gets a defined initial value from the
DATA or BSS sections of the program. Since se-
lected variables live in (virtual) registers, we must
ensure that these registers are initialized prior to any
use. To accomplish this, we create a reserved initial-
ization function __i ni t _scal ar, to be invoked by
the startup-code before calling mai n. This function
acts as a container for all instructions that initialize
the registers.

The second part of the algorithm scans the pro-
cedure symbol tables and adds candidate static vari-
ables to L, then it replaces load and store instructions
of variables recorded in L with uses and definitions
of the associated registers, respectively. During this
process, the section offsets of procedures and labels
are updated to account for the instructions removed.
The instructions for initialization, maintained in L,



Procedur e Transform(file)

beginproc

install_proc(initproc," _i nit _scal ar")

foreach procedure p in file do
L = L U Select(symtab(p))
Transform(p)

end

foreach instruction 4 in L do
append(z, initproc)

end

endproc

Procedur e Transform(proc)
beginproc
foreach instruction 7 in proc do
if 4 does not access memory continue
let v be the variable addressed by ¢
r = lookup(L, v)
if r
replace(z, r)
endif
end
endproc

Figure4: Algorithm for selecting local candidates to regis-
ter allocation and for modifying the code.

are added to __i ni t _scal ar . Figure 4 presents this
algorithm in detail.

4 Performance Potentials

We performed our measurements, in a semi-
manual fashion, on a Unix benchmark, conpr ess,
and on dj peg, a standard jpeg decoder. We manu-
ally performed alias analysis of global exported vari-
ables, while file-global variables were automatically
detected by a portotype implementation of our algo-
rithm. The results show that 22 global scalar variables
are used in conpr ess and 49 in dj peg. Interest-
ingly, all these variables are not aliased and could be
selected as candidates for register allocation.® In ad-
dition, we searched for global scalar variables within
library code linked to the benchmarks. Actually, very
few global library variables are scalars. We found
9 scalar library variables in conpr ess and 11 in
dj peg. However, in this case 3 of these variables
are aliased, in both benchmarks.

Next, we simulated the execution of the bench-
marks. The library variables were not considered,
as their influence on the execution cycles is negligi-
ble. Then, we scanned the profiled code obtained and
searched for occurrences of load/store instructions re-
ferring to the previously selected variables. For each

1As global variables are accessible from any procedure, they
need not be passed as reference (i.e. through their pointer) to func-
tions, hence their address is usualy not taken.

Variable Cycles Percentage
i n_count 79318 3.1%
maxbits 39666 1.5%
of f set 37476 1.5%
free_ent 35963 1.4%
n_bits 23988 0.9%
out _count 23977 0.9%
maxcode 11994 0.5%
clear flg 11989 0.5%
maxmaxcode 11988 0.5%
total 279384 10.9%

Figure5: Load/store operation executed for the 9 most fre-
quently accessed global variables in conpr ess.

Variable Cycles Percentage
bits.left 57890 1.6%
get buffer 31703 0.9%
dcinfo 3754 0.1%
dcinfo 3754 0.1%
row.buf f er 251 0.0%
total 3496919 2.8%

Figure 6: Load/store operation executed for the 5 most fre-
quently accessed global variables in dj peg while decoding
an input image into ppm format. Note dci nf o, declared in
different source files with the same name.

occurrence found we summed its execution frequency
to the total of cycles that could be saved by allocating
that variable in a register.

The results show that in conpr ess 9 global vari-
ables cover more than 98% of the load/store opera-
tions involving selected global variables. Up to 10.9%
of the total dynamic cycle count could be avoided by
allocating these variables in registers. Figure 5 gives a
more detailed picture of the results. The first column
contains the names of the global variables; the second
column contains the number of cycles spent loading
or storing each variable; the third column translates
these figures into percentage of the total dynamic cy-
cle count.

In dj peg, only 4 global variables are sufficient
to cover over 99% of the load/store operations in-
volving global scalar variables when the output for-
mat selected is ppm. However, for gif output format
the profile of global references is very different, as
can be seen by comparing Figg.6 and 7: the 10 most-
referenced variables cover only 86% of the load/store
operations.

In both simulations the potential for improvement
is scarce; load/store operations on global scalar vari-
ables contribute to only 2.8% (ppm) and 2.3% (gif) of
the dynamic execution count.

These benchmarks were compiled with optimiza-
tion level “-O2’; the results for the version obtained
with ‘~O1” are almost identical. This is easily ex-



Variable Cycles Percentage

wai ti ng_code 62645 0.3%
bitsleft 57890 0.3%
cur_bits 50986 0.2%
cur _accum 50985 0.2%
byt esi npkt 44859 0.2%
hi st ogr am 37111 0.2%
free_code 31848 0.1%
get _buffer 31703 0.1%
hash_code 31638 0.1%
hash_prefi x 25166 0.1%
total 21848134 2.3%

Figure 7: Load/store operation executed for the 10 most
frequently accessed global variables in dj peg while de-
coding an input image into gif format.

plained by the fact that the compiler does not perform
any inter-procedural optimization even with ‘-02’.

The average number of registers that are live in
a procedure is 7.3 in conpr ess and 20.8 to 32 in
dj peg. This suggests that for modern processors
with 32 registers or more, many registers may be left
unused most of the time and would be available for
global live ranges. For conpr ess, 9 registers are
sufficient to achieve nearly all the potential improve-
ment.

These results are conservative in some sense. The
variable selection and the code transformation were
applied to the benchmark code only and do not con-
sider the library code, while the simulation results in-
clude the cycles spent in library functions. However,
this effect is negligible, as demonstrated by a later
analysis of library code performed by our program.

The simulations were performed on unscheduled
code, which is comparable to code of a very simple
RISC instruction set. The simulation assumes that all
unscheduled instructions take one cycle. Only after
scheduling, the simulator uses a realistic model of the
target machine, which includes the actual latency of
the instructions. We expect that instruction schedul-
ing and the realistic model used by the simulator will
result in an increase of the performance gain delivered
by our technique for two reasons:

o the latency of load operations? is typically longer
than the average CPI, and

e loads tend to represent a scheduling bottle-
neck, therefore by removing load instructions we
shorten the dependency chain.

5 Reated work

Wall [6] developed a global register allocation
scheme split in two phases. During local register al-
location, the compiler assigns registers for expression

2The dominant type of reference to a global scalar object.

temporaries using an algorithm based on graph color-
ing. Immediately before linkage, register allocation
is completed with the allocation of global variables
and function arguments passed by register. This re-
moves most of the caller/callee save and restore code.
An essential drawback of this approach is that the ar-
chitectural registers are partitioned in two sets: one
is reserved to temporary live ranges managed by the
compiler, and one to function arguments and global
variables, managed at link time. In contrast, our ap-
proach does not impose any presumptive partition on
the register set, and has thus chances to perform bet-
ter.

In his work, Wall remarks the large potential of
code optimizations applied to whole programs at link
time or thereupon. The need for an effective transfor-
mation engine that enable code transformations after
linkage is also stressed. In [7] the authors propose
OM, a system that enables code analysis and transfor-
mation at link-time. A significant drawback of this
approach is its cost: OM must undo the work per-
formed by the assembler and redo analyses that were
already performed by the compiler. More importantly,
a substantial part of source-level information has been
irretrievably lost when the binary code was generated.
In contrast, in our compilation system nearly no infor-
mation is lost. The compiler’s intermediate represen-
tation is augmented to represent the specifics of the
machine instruction set. Thanks to this, we can take
advantage of information gathered during early com-
pilation stages, like alias analysis, for transformations
on machine code.

6 Conclusionsand Future Work

We have developed a compilation system that
maintains a rich intermediate representation of the
program down to the machine level. This represen-
tation enables many whole-program optimizations at
link-time or immediately thereafter. In this paper we
presented one of these optimization. As the whole
program is available, no conservative assumption is
needed for variables used across modules and register
allocation of global scalar variables is possible.

The preliminary results show a large potential for
improving the code. Moreover, since these tests were
performed on unscheduled, RISC-like code, the val-
ues obtained represent an interesting indication for
many current processors, based on a RISC core.

In our work we considered only global scalar vari-
able and ignored allocation of registers across func-
tion calls. More improvement is possible if inter-
procedural allocation based on call-graph is consid-
ered. Another promising optimization based on call-
graph is the allocation of local, stack-living objects
into static areas, to save stack address computation.
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