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Abstract

In traditional n-gram language modeling, we collect the statistics for all n-grams observed in the
training set up to a certain order. The model can then be pruned down to a more compact size
with some loss in modeling accuracy. One of the more principled methods for pruning the model is
the entropy-based pruning proposed by Stolcke (1998). In this paper, we present an algorithm for
incrementally constructing an n-gram model. During the model construction, our method uses less
memory than the pruning-based algorithms, since we never have to handle the full unpruned model.
When carefully implemented, the algorithm achieves a reasonable speed. We compare our models
to the entropy-pruned models in both cross-entropy and speech recognition experiments in Finnish.
The entropy experiments show that neither of the methods is optimal and that the entropy-based
pruning is quite sensitive to the choice of the initial model. The proposed method seems better
suitable for creating complex models. Nevertheless, even the small models created by our method
perform along with the best of the small entropy-pruned models in speech recognition experiments.
The more complex models created by the proposed method outperform the corresponding entropy-
pruned models in our experiments.

Keywords: variable length n-grams, speech recognition, sub-word units, language model pruning

1. Introduction

The most common way of modeling language for speech recognition is to build an n-
gram model. Traditionally, all n-gram counts up to a certainordern are collected and
smoothed probability estimates for words are based on thesecounts. There exist several
heuristic methods for pruning the n-gram model to a smaller size. One can for example
set cut-off values, so that the n-grams that have occurred less thanm times are not used
for constructing the model. A more principled approach is presented by Stolcke (1998),
where the n-grams, which reduce the training set likelihoodthe least are pruned from the
model. The algorithm seems to be effective in compressing the models with reasonable
reductions in the modeling accuracy.

In this paper, an incremental method for building n-gram models is presented. We
start adding new n-grams to the model until we reach the desired complexity. When de-
ciding if a new n-gram should be added, we weight the trainingset likelihood increase
against the resulting growth in model complexity. The approach is based on the Mini-
mum Description Length principle (Rissanen 1989). The algorithm presented here has



some nice properties: we do not need to decide the highest possible order of an n-gram.
The construction of the model takes less memory than with theentropy based pruning
algorithm, since we are not pruning an existing large model to a smaller size, but extend-
ing an existing small model to a bigger size. On the downside,the algorithm has to be
carefully implemented to make it reasonably fast.

All experiments are conducted on Finnish data. We have foundthat usingmorphs,
that is statistically learned morpheme like units (Creutz and Lagus 2002) as a basis for an
n-gram model is more effective, than using a word-based model. The first experiments
(Siivola et al. 2003) were confirmed by later experiments with a wider variety of models
and the morphs were found to consistently outperform other units. Consequently, we will
be using the morph-based n-gram models also in the experiments of this paper. We com-
pare the proposed model to an entropy-pruned model in both cross-entropy and speech
recognition experiments.

2. Description of the method

The algorithm is formulated loosely based on the Minimum Description Length criterion
(Rissanen 1989), where the object is to send given data with as few bits as possible. The
more structure is contained in the data, the more useful it isto send a detailed model of
the data, since the actual data can be then described with fewer bits. The coding length of
the data is thus the sum of the model code length and the data log likelihood.

2.1. Data likelihood
Assume that we have an existing modelMo and we are trying to add n-grams of order
n into the model. We start by drawing aprefix gram, that is an(n − 1)-gramgn−1 from
some distribution. Next, we try adding all observed n-gramsgn starting with the prefix
gn−1 to the model to create a new modelMn. The change of the log likelihoodLM of
the training dataT between the models is

Λ(Mn,Mo) = LMn
(T ) − LMo

(T ) (1)

Adding the n-gramsgn increases the complexity of the model. We want to weight the
gain in likelihood against the increase in the model complexity.

2.2. Model coding length
We are actually only interested in the change of the model complexity. Thus, if we assume
our vocabulary to be constant, we need not to think about coding it. For each n-gramgn,
we need to store the probability of the n-gram. The interpolation (or back-off) coefficient
is common to all n-gramsgn starting with the same prefixgn−1. As n-gram models tend
to be sparse, they can be efficiently stored in a tree structure (Whittaker and Raj 2001).
We can claim, that adding n-gram of any order into the tree demans an equal increase in
model size, if we make the approximation that all n-grams areprefixes to other n-grams.
This means that all n-grams need to store an interpolation coefficient correspondig to the
n-grams they are the prefix to. Also, all n-grams also need to store what Whittaker and
Raj call child node index, that is the range of child nodes of a particular n-gram prefix.
Accordingly, if the n-gram prefix needed for storing interpolation coefficient or child node
index is not in the model, we need to add the corresponding n-gram.

The approximated costΩ for updating the model is

Ω(Mn,Mo) = n · (2 log
2
(W ) + 2θ) = nC, (2)



whereW is the size of the lexicon,n is the number of new n-grams in modelMn, the cost
of 2 log

2
(W ) comes from storing the word and child node indices. The cost2θ comes

from storing the log probability and the interpolation coefficient with the precision ofθ
bits.

2.3. N-gram model construction
The n-gram model is constructed by sampling the prefixesgn−1 and adding all n-grams
gn starting with the prefix, if the change∆ in data coding lengthΨ is negative.

∆ = Ψ(Mn) − Ψ(Mo) = Ω(Mn,Mo) − αΛ(Mn,Mo) (3)

We have added the coefficientα to scale the relative importance of the training set data.
We are not trying to encode a certain data set, but we are trying to build an optimal n-gram
model of certain complexity. Withα, we can control the size of the resulting model.

There is also a fixed threshold, which the improvement of the data log likelihood
Λ(Mn,Mo) has to exceed, before the new n-grams are even considered forinclusion to
the model. Originally this was to speed up the model construction, but it seems that the
resulting models are also somewhat better.

For sampling the prefixes we used a simple greedy search. We gothrough the ex-
isting model, order by order, n-gram by n-gram and use these n-grams as the prefix grams.
For the n-gram probability estimate, we have used modified Kneser-Ney smoothing (Chen
and Goodman 1999). Instead of using estimates for optimal discounts, we decided use
Powell search (Press et al. 1997) to find the optimal parameter values, since the n-gram
distribution of the model was quite different from a model, where all n-grams of a given
order from the training set are present. The discount parameters are re-estimated each
time when10000 new prefixes have been added to a new n-gram order.

2.4. Morphs
For splitting words into morpheme-like units, we use slightly modified version of the
algorithm presented by Creutz and Lagus (2002). The word list given to the algorithm
was filtered so, that all words with frequency less than 3 wereremoved from the list.
Word counts were ignored, all words were assumed to have occurred once. This resulted
in a lexicon of 26 000 morphs.

2.5. Details of the implementation
It is important to consider the implementation of the algorithm carefully. A naive imple-
mentation will be too slow for any practical use. In all places of the algorithm, where
there is calculation of differences, we only modify and recalculate the parameters, which
affect the difference.

When we have sampled a prefix, we have to find the correspondingn-gram counts
from the training data. For effective search, we have a word table, where each entry
contains an ordered list of locations, where the word has been seen in the training set. We
use a slightly modified binary search, starting from the rarest word of the n-gram to find
all the occurrences of the n-gram.

We initialized our model to unigram model. It would be possible to start the model
construction from 0-grams instead of unigrams. This is maybe a theoretically nicer solu-
tion, but in practice we suspect that all words will have at least their unigram probabilities
estimated anyway.
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Figure 1: Experimental results. The model sizes are expressed on a logarithmic scale. a)
Cross-entropies against the number of the n-grams in the model. The measured points
on each curve correspond to different pruning or growing parameter values. b) Phoneme
errors and model sizes. Corresponding word error rates range from 25.5% to 39.6%.

3. Experiments

3.1. Data
We used some data from the Finnish Language Bank (CSC 2004) augmented by an almost
equal amount of short newswires, resulting in corpus of 36M words (100M morphs). 50k
words were set aside as a test set.

The audio data was 5 hours of short news stories read by one female reader. 3.5
hours were used for training, the LM scaling factor was set based on a development set of
33 minutes and finally 49 minutes of the material were left as the test set.

3.2. Cross-entropy
We trained an unpruned baseline 3-gram and 5-gram model fromthe data to serve as ref-
erence models. We used the SRILM–toolkit (Stolcke 2002) to train the entropy-pruned
models and compared these against our models. Both the proposed and entropy based
pruning method were run with different parameter values forpruning or growing the
model. For testing the models, we calculated the cross-entropy of the modelM and
the test set textT :

HM (T ) = −
1

WT

log
2
P (T |M) (4)

whereWT is the number of the words in the test set.
The cross-entropy is directly related to perplexity, but seems to reflect the changes

in word error rates better, which is why we used it. The results for the models are plotted
in Figure 1a. From Figure 1a we see that the proposed model is consistently better than
the pruned 5-gram model from the SRILM toolkit. The pruned 3-gram model from the
SRILM toolkit is more effective in creating small models than the proposed model. It
seems that both the SRILM pruning and the proposed algorithms are suboptimal, since
the results should be at least as good as from any pruned 3-gram model.

In Figure 2 we have plotted the distribution of n-grams in pruned SRILM models
and in the proposed models. We see that the n-gram distribution in our model is more
weighted towards the lower order n-grams.
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Figure 2: N-gram distributions of pruned SRILM models and the proposed models. The
plot shows the number of n-grams of each order in a model. The points belonging to the
same model are connected with a line.

3.3. Speech recognition system
Our acoustic features were 12 Mel-Cepstral coefficients andpower. The feature vector
was concatenated with corresponding first order delta features. The acoustic models were
monophone HMMs with Gaussian Mixture Models. The acoustic models had explicit du-
ration modeling, the post-processor approach presented byPylkkönen and Kurimo (2004).
Our decoder is a so-called stack decoder (Hirsimäki and Kurimo 2004).

3.4. Speech recognition experiments
The speech recognition experiments were run on the same models as the cross-entropy
experiments. The phoneme error rate of the models has been shown in Figure 1b. The
recognition speeds ranged from1.5 to3 times real time on an AMD Opteron 248 machine.
Tightening the pruning to faster than real time recognitionleads to a very similar figure,
with phoneme error rates ranging from6.2% to 8.4%.

The proposed model seems to do relatively better in the speech recognition exper-
iments than in the cross-entropy experiments. This is probably because the n-gram dis-
tribution of the proposed model is more weighted towards thelower order n-grams. This
way, the speech recognition errors affect a smaller number of utilized language model
histories. It seems likely, that the decoder prunings also play some role.

4. Discussion and conclusions

We presented an incremental method for building n-gram language models. The method
seems well suitable for building all but the smallest models. The method does not use a
fixed n for building n-gram statistics, instead it incrementally expands the model. The
model uses less memory when creating the model than the comparable pruning methods.
The experiments show, that the proposed method robustly gets similar results as the ex-
isting entropy-based pruning method (Stolcke 1998), wherea good choice of the initial
n-gram order is required.

It seems that both the proposed and entropy based pruning method are suboptimal.
In theory, an optimal pruning started from a 5-gram model should always be better than or
equal to an optimal pruning started from a trigram model. When creating small models,



the entropy based pruning from trigrams gives better results than either the proposed
method or entropy based pruning from 5-grams.

One possible reason for the suboptimal behavior is that bothmethods use greedy
search for finding the best model. The search is not guaranteed to find the optimal model.
Also, neither of the models takes into account that the lowerorder n-grams will probably
be proportionally more used in new data than the higher ordern-grams. In our model we
made some crude approximations when estimating the cost of adding new n-grams to the
model. More accurate modeling of the cost of inserting an n-gram to the model would
penalize the higher order n-grams somewhat and possibly lead to improved models.

The models should be further tested with a wide range of different training set sizes
and word error rates to get a more accurate view how the modelsperform compared to
each other in more varying circumstances. We chose to use morphs as our base modeling
units, but the presented method should also work on word-based models. Experiments
should be run on languages where word-based models work better, such as English.
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