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INTRODUCTIONIn this 
hapter we 
onsider the following problem: given a set P of points in ahigh-dimensional spa
e, 
onstru
t a data stru
ture whi
h given any query point q�nds the point in P 
losest to q. This problem, 
alled nearest neighbor sear
h1,is of signi�
ant importan
e to several areas of 
omputer s
ien
e, in
luding patternre
ognition, sear
hing in multimedial data, ve
tor 
ompression [GG91℄, 
omputa-tional statisti
s [DW82℄, and data mining. Many of these appli
ations involve datasets whi
h are very large (e.g., a database 
ontaining Web do
uments 
ould 
ontainover one billion do
uments). Moreover, the dimensionality of the points is usuallylarge as well (e.g., in the order of a few hundred). Therefore, it is 
ru
ial to designalgorithms whi
h s
ale well with the database size as well as with the dimension.The nearest-neighbor problem is an example of a large 
lass of proximity prob-lems, whi
h, roughly speaking, are problems whose de�nitions involve the notion ofdistan
e between the input points. Apart from nearest-neighbor sear
h, the 
lass
ontains problems like 
losest pair, diameter, minimum spanning tree and variantsof 
lustering problems.Many of these problems were among the �rst investigated in the �eld of 
ompu-tational geometry. As a result of this resear
h e�ort, many eÆ
ient solutions havebeen dis
overed for the 
ase when the points lie in a spa
e of 
onstant dimension.For example, if the points lie in the plane, the nearest-neighbor problem 
an besolved with O(logn) time per query, using only O(n) storage [SH75, LT80℄. Similarresults 
an be obtained for other problems as well. Unfortunately, as the dimen-sion grows, the algorithms be
ome less and less eÆ
ient. More spe
i�
ally, theirspa
e or time requirements grow exponentially in the dimension. In parti
ular, thenearest-neighbor problem has a solution with O(dO(1) logn) query time, but usingroughly nO(d) spa
e [Cla88, Mei93℄. Alternatively, if one insists on linear or near-linear storage, the best known running time bound for random input is of the formmin(2O(d); dn), whi
h is essentially linear in n even for moderate d. Worse still, theexponential dependen
e of spa
e and/or time on the dimension (
alled the \
urseof dimensionality") has been observed in applied settings as well. Spe
i�
ally, it isknown that many popular data stru
tures (using linear or near-linear storage), ex-hibit query time linear in n when the dimension ex
eeds 
ertain threshold (usually10-20, depending on the number of points). See e.g., [WSB98℄ for more information.The la
k of su

ess in removing the exponential dependen
e on the dimensionled many resear
hers to 
onje
ture that no eÆ
ient solutions exists for these prob-lems when the dimension is suÆ
iently large (e.g., see [MP69℄). At the same time,1Many other names o

ur in literature, in
luding best mat
h, post oÆ
e problem and nearestneighbor.



2 Piotr Indykit raised the question: Is it possible to remove the exponential dependen
e on d,if we allow the answers to be approximate. The notion of approximation is bestexplained for nearest-neighbor sear
h: instead of reporting a point p 
losest to q,the algorithm is allowed to report any point within distan
e (1 + �) times the dis-tan
e from q to p. Similar de�nitions 
an be naturally applied to other problems.Note that this approa
h is similar to designing eÆ
ient approximation algorithmsfor NP-hard problems.During re
ent years, several resear
hers have shown that indeed in many 
asesapproximation enables redu
tion of the dependen
e on dimension from exponentialto polynomial. In this 
hapter we will survey these results. In addition, we willdis
uss the issue of proving that the 
urse of dimensionality is inevitable if oneinsists on exa
t answers, and survey the known results in this dire
tion.Although this 
hapter is devoted almost entirely to approximation algorithmswith running times polynomial in the dimension, the notion of approximate nearestneighbor was �rst formulated in the 
ontext of algorithms with exponential querytimes. Chapter 51, se
tion 7 of this handbook 
overs those results in more detail.Before pro
eeding further, we mention that our treatment of the topi
 is pri-marly theoreti
al. For experimental evaluations and appli
ations of the algorithmsdes
ribed in this 
hapter, see e.g., [GIM99, CDF+00, HGI00, Shi00, Buh01, BT01,Ya01, Buh02, OMST02, GSM03℄. In addition, we fo
us on algorithms operatingin main memory. For external memory algorithms, see e.g., re
ent pro
eedings ofSIGMOD and VLDB 
onferen
es.39.1 APPROXIMATE NEAR NEIGHBORAlmost all algorithms for proximity problems in high-dimensional spa
es pro
eedby redu
ing the problem to the problem of �nding an approximate near neighbors,whi
h is the de
ision version of the approximate nearest neighbor problem. Thus,we start from des
ribing the results for the former problem.For the de�nitions of metri
 spa
es and normed spa
es, see Chapter 8.GLOSSARYApproximate Near Neighbor, or (r; 
)-NN: Given a set P on n points in ametri
 spa
e M = (X;D), design a data stru
ture that supports the followingoperation: For any query q 2 X , if there exists p 2 P su
h that D(p; q) � r, �nda point p0 2 P su
h that D(q; p0) � 
rDynami
 problems: Problems whi
h involve designing a data stru
ture for a setof points (e.g., approximate near neighbor) and support insertions and deletionsof points. We distinguish dynami
 problems from their stati
 versions by addingthe word \Dynami
" (or letter \D") in front of their names (or a
ronyms). E.g.,the dynami
 version of the approximate near-neighbor problem is denoted by(r; 
)-DNN.Hamming metri
: A metri
 (�d; D) where � is a set of symbols, and for anyp; q 2 �d, D(p; q) is equal to the number of i 2 f1 : : : dg su
h that pi 6= qi.



Chapter 39: Nearest Neighbors in High-Dimensional Spa
es 3TABLE 39.1.1 Approximate Near Neighbors.# APPROX. QUERY TIME SPACE UPDATE TIME1a Sour
e: [KOR00℄ (
f. [HIM03℄); Randomness: Monte Carlo1 + � d log n=min(�2; 1) nO(1=�2+log(1+�)=(1+�)) nO(1=�2+log(1+�)=(1+�))1b Sour
e: [Ind01℄; Randomness: Monte Carlo1 + � nO( 1+log(1+�)1+� ) dn d logO(1) n2 Sour
e: [HIM03℄; Randomness: Monte Carlo1 + � dn1=(1+�) n1+1=(1+�) + dn dn1=(1+�)3 Sour
e: [Ind00℄; Randomness: Las Vegas1 + � (d log n=�)O(1) n1=�O(1) stati
4 Sour
e: [Ind00℄; Randomness: Deterministi
3 + � (d log n=�)O(1) n1=�O(1) stati
RANDOM PROJECTION APPROACHThe �rst algorithms for (r; 
)-NN in high dimensions were obtained by using thete
hnique of random proje
tions. This te
hnique is appli
able if the underlyingmetri
 D is indu
ed by an lp norm, for p 2 [0; 2℄. We �rst fo
us on the 
ase whereall input and query points are binary ve
tors from f0; 1gd, and D is the Hammingdistan
e (or equivalently, the metri
 is indu
ed by the l1 norm). The parametersof the algorithms dis
overed for this 
ase are presented in the following table.We mention that the idea of using random proje
tions for high-dimensionalapproximate nearest neighbor �rst appeared in the paper by Kleinberg [Kle97℄.Although his algorithms still su�ered from the 
urse of dimensionality (i.e., usedexponential storage or had 
(n) query time), his ideas provided inspiration fordesigning improved algorithms.Dimensionality redu
tion. The key te
hnique used to obtain results (1a),(1b), (3), and (4) is dimensionality redu
tion i.e., a randomized pro
edure whi
hredu
es the dimension of Hamming spa
e from d to k = O(logn=�2), while preserv-ing a 
ertain range of distan
es between the input points and the query up to afa
tor of 1 + � This notion has been introdu
ed earlier in Chapter 8 in the 
ontextof Eu
lidean spa
e. In 
ase of Hamming spa
e, [KOR00℄ showed the following.THEOREM 39.1.1For any given r 2 f1 : : : dg, � 2 (0; 1℄ and P 2 (0; 1), one 
an 
onstru
t a distri-bution over mappings A : f0; 1gd ! f0; 1gk, k = O(log(1=P )=�2), and a \s
alingfa
tor" S, so that for any p; q 2 f0; 1gd, if D(p; q) 2 [r; 10r℄, then D(A(p); A(q)) =S �D(p; q)(1� �) with probability at least 1� P .The fa
tor 10 
an be repla
ed by any 
onstant. As in the 
ase of Eu
lideannorm, the mapping A is linear. However, unlike in the Eu
lidean 
ase where themapping was de�ned over the set of reals R, the mapping A is de�ned over GF (2)(i.e., over the set f0; 1g with addition and multipli
ation taken modulo 2). Thek � n matrix A is obtained by 
hoosing ea
h entry of A independently at random



4 Piotr Indykfrom the set f0; 1g. The probability that an entry is equal to 1 is roughly r=d.A di�erent method of generating mapping A was proposed in [Ind00℄. Themapping is nonlinear, but somewhat easier to analyze (and derandomize). It isbased on \Lo
ality-Sensitive Hashing," des
ribed later in this se
tion.Algorithm (1a) is an immediate appli
ation of Theorem 39.1.1. Spe
i�
ally,it allows us to redu
e the (r; 
 + �)-NN problem in d-dimensional spa
e to (r; 
)-NN problem in k-dimensional spa
e. Sin
e the exa
t nearest-neighbor problem ink-dimensional spa
e 
an be solved by storing the answers to all 2k queries q, thebound follows. Algorithm (1b) is follows by using a variation of this approa
h.Algorithms (3) and (4) are obtained by using a deterministi
 version of Theo-rem 39.1.1 [Ind00℄.We note that one 
an apply the same approa
h to solve the near-neighbor prob-lem in the Eu
lidean spa
e. In parti
ular, it is fairly easy to solve the (r; 1+ �)-NNproblem in ld2 using n(1=�)O(d) spa
e [HIM03℄. Applying the Johnson-Lindenstrausslemma leads to an algorithm with storage bound similar (although slightly worse)to the bound of algorithm (1a) [HIM03℄.Lo
ality-Sensitive Hashing. As may have been noti
ed, the storage boundsfor algorithms (1a), (3) and (4) are quite high. On the other hand, the query timeof algorithm (1b) is low only for fairly large values of � [Ind01℄. In this 
ontext,algorithm (2) provides an attra
tive tradeo�, sin
e even for small values of � (e.g.,� = 1:0) its running time is fairly low (e.g., dpn). The algorithm is based on the
on
ept of Lo
ality-Sensitive Hashing, or LSH [HIM03℄ (see also [KWZ95, Bro98℄).A family of hash fun
tions h : f0; 1gd ! U is 
alled (r1; r2; P1; P2)-sensitive (forr1 < r2 and P1 > P2) if for any q; p 2 f0; 1gd� If D(p; q) � r1 then Pr[h(q) = h(p)℄ � P1,� If D(p; q) > r2 then Pr[h(q) = h(p)℄ � P2where Pr[�℄ is de�ned over the random 
hoi
e of h. We note that the notion oflo
ality-sensitive hashing 
an be de�ned for any metri
 spa
e D in a natural way(see [Cha02℄ for suÆ
ient and ne
essary 
onditions for existen
e of LSH for D).However, for Hamming spa
e, LSH families are parti
ularly easy: it is suÆ
ientto take all fun
tions hi, i = 1 : : : d, su
h that hi(p) = pi, p 2 f0; 1gd. Be
ausePr[h(p) = h(q)℄ = 1�D(p; q)=d, it is immediate that this family is sensitive.If we are provided with an LSH family with a \large" gap between P1 and P2,the (r2=r1; r1)-NN problem 
an solved in the following way. During prepro
essing,all input points p are hashed to the bu
ket h(p). In order to answer the query q,the algorithm retrieves the points in the bu
ket h(q) and 
he
ks if any one of themis 
lose to q. If the gap between P1 and P2 is suÆ
iently large, this approa
h 
an beshown to result in sublinear query time. Unfortunately, the P1=P2 gap guaranteedby the above LSH family is not large enough. However, the gap 
an be ampli�ed by
on
atenating several independently 
hosen hash fun
tions h1 : : : hl (i.e., hashingthe points using fun
tions h0 su
h that h0(p) = (h1(p); : : : ; hl(p)). Details 
an befound in [HIM03℄.A somewhat similar hashing-based algorithm (for the 
losest-pair problem)was earlier proposed in [KWZ95℄, and also in [Bro98℄. Due to di�erent problemformulation and analysis, 
omparing their performan
e with the guarantees of theLSH approa
h seems diÆ
ult.We also mention that the above algorithm 
an be modi�ed to solve the ap-



Chapter 39: Nearest Neighbors in High-Dimensional Spa
es 5proximate nearest-neighbor problem, within the same time bounds (i.e., withoutin
urring any additional overhead, as is the 
ase for the redu
tions presented in thenext se
tion). Details 
an be found in [Cha02℄.Extensions to lp norms. The approximate near-neighbor problem under lpnorms, for p 2 [1; 2℄, 
an redu
ed to the same problem in Hamming spa
e. The re-du
tion is parti
ularly easy for the ld1 norm. If we assume that all points of interest phave 
oordinates in the range f1 : : :Mg, then if we de�ne U(p) = (U(p1); : : : ; U(pd))where U(x) is a string of x ones followed by M � x zeros, we get kp � qk1 =D(U(p); U(q)). In general, M 
ould be quite large, but 
an be redu
ed to dO(1) inthe 
ontext of approximate near neighbor [HIM03℄. Thus we 
an redu
e (r; 
)-NNunder l1 to (r; 
)-NN in Hamming spa
e.In order to obtain algorithms for lp norm where p 2 (1; 2℄, we use the fa
t that ldp
an be embedded into lO(d)1 with bounded distortion (see Chapter 8). Alternatively,for p = 2, one 
an solve the problem dire
tly in Eu
lidean spa
e [HIM03℄, asdes
ribed earlier.DIVIDE-AND-CONQUER APPROACHThe dimensionality redu
tion and lo
ality-sensitive hashing te
hniques have natu-ral limitations. In parti
ular, they 
annot be used for solving the near-neighborproblem under the l1 norm. Fortunately, this norm has other ni
e properties whi
hmakes designing approximate nearest-neighbor data stru
tures possible.The only algorithm known for solving (r; 
)-NN under the ld1 norm [Ind98℄ hasthe following parameters, for any � > 0:� Approximation fa
tor: 
 = O(4blog1+� log 4d
); if � = log d then 
 = 3� Spa
e: dn1+�� Query time: O(d logn) for the stati
, or (d+ logn)O(1) for the dynami
 
ase� Update time: dO(1)n� (des
ribed in [Ind01℄)The basi
 idea of the algorithm is to use a divide and 
onquer approa
h. Inparti
ular, 
onsider hyperplanes H 
onsisting of all points with one (say the ith)
oordinate equal to the same value. The algorithm tries to �nd a hyperplane Hhaving the property that the set of points PL � P whi
h are on the left side of Hand within distan
e � r from H , is not \mu
h smaller" than the set PM of pointswithin distan
e r from H . Moreover, a similar 
ondition has to be satis�ed for ananalogously de�ned set PR of points on the right side of H . If su
h H exists, wedivide P into P1 = PL [ PM and set P2 = P n PL and build the data stru
turere
ursively on P1 and P2. It is easy to see that while pro
essing a query q, it suÆ
esto re
urse on either P1 or P2, depending on the side of H the query q lies on. Also,one 
an prove that the in
rease in storage 
aused by dupli
ating PM is moderate.On the other hand, if H does not exist, one 
an prove that a large subset C of P hasO(r) diameter. In su
h a 
ase we 
an pi
k any point from C as its representative,and apply the algorithm re
ursively on P n C.GLOSSARY



6 Piotr IndykProdu
t metri
s: An f -produ
t of metri
s M1; : : :Mk with distan
e fun
tionsD1; : : : Dk is a metri
 over M1 � : : : �Mk with distan
e fun
tion D su
h thatD((p1; : : : ; pk); (q1; : : : ; qk)) = f(D1(p1; q1); : : : ; Dk(pk; qk)).Although the l1 data stru
ture seems to rely on the geometry of the l1 norm,it turns out that it 
an be used in a mu
h more general setting. In parti
ular,assume that we are given k metri
s M1 : : :Mk su
h that for ea
h metri
 Mi wehave a data stru
ture for (a variant of) (r; 
)-NN in metri
 Mi, with Q(n) querytime and S(n) spa
e. In this setting, it is possible to 
onstru
t a data stru
turesolving (r; O(
 log logn))-NN in the max-produ
t metri
 M of M1; : : : ;Mk (i.e., anf -produ
t with f 
omputing the maximum of its arguments) [Ind02℄. The datastru
ture for M a
hieves query time roughly O(Q(n) logn + k logn) and spa
eO(kS(n)n1+Æ), for any 
onstant Æ > 0. The data stru
ture 
ould be viewed as anabstra
t version of the data stru
ture for the l1 norm (note that the ld1 norm isa max-produ
t of l1p norms). For the parti
ular 
ase of the ld1 norm, it is easy toverify that the result of [Ind02℄ provides a O(log logn)-approximate algorithm usingspa
e polynomial in n. At the same time, the algorithm of [Ind98℄ has O(log log d)-approximation guarantee when using the same amount of spa
e. Interestingly, theformer data stru
ture gives an approximation bound 
omparable to the latter one,while being appli
able in mu
h more general setting.EXTENSIONS VIA EMBEDDINGSMost of the algorithms des
ribed so far work only for lp norms. However, they 
anbe used for other metri
 spa
es M , by using low-distortion embeddings of M intolp norms. See Chapter 8 for more information.AVERAGE-CASE ALGORITHMSThe approximate algorithms des
ribed so far are designed to work for any (i.e.,worst-
ase) input. However, resear
hers have also investigated exa
t algorithmsfor the NN problem, whi
h a
hieve fast query times for average input. Below wedes
ribe three su
h results.Near-neighbor in Hamming spa
e. Consider the point set P where ea
hpoint is 
hosen independently and uniformly at random from the set f0; 1gd. Inaddition, assume that the nearest neighbor p of the query point q is lo
ated withindistan
e r from q. In this setting, it was shown in [GPY94℄ that q 
an be retrievedin O(dnr=d) time, using a data stru
ture whi
h requires O(dn1+r=d) spa
e. Thebasi
 idea of their approa
h is similar to the lo
ality-sensitive hashing approa
hof [HIM03℄; however, the set of proje
ted 
oordinates is 
hosen in a deterministi
fashion, to optimize 
ertain parameters.Nearest neighbor in the ld2 norm Consider the \
ontinuous" version of theHamming distan
e s
enario, su
h that ea
h point in P is 
hosen independently anduniformly at random from the set [�1; 1℄d. In addition, assume that the nearestneighbor p of the query point q is lo
ated within distan
e r = 2bpd for some (small)
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es 7
onstant b. The value of b is always small enough so that r does not ex
eed theaverage distan
e between two random points.Under these assumptions, it was shown in [Yia00℄ that the k-d-tree data stru
-ture (augmented in a proper way) enjoys O(dn�) query time, where � is a fun
tionof b. The analysis in the paper is idealized (i.e., uses approximations not shown tobe rigorous).We note that if d is large enough, then the distan
e between the query point andany data point is sharply 
on
entrated around its mean (say 2tpd). In this 
ase, ifr = 2btpd, b 2 (0; 1), then by using lo
ality-sensitive hashing with approximationfa
tor 1=b, one obtains an algorithm with query time dnb. It appears that thisbound outperforms the 
omputational bound given in [Yia00℄. However, the k-d-tree data stru
ture used in [Yia00℄ uses only linear spa
e, unlike the LSH-basedapproa
h.Nearest neighbor in the ld1 norm. Consider a point set generated as before,but with the query point generated from the same distribution as the input points(and independently from the latter). In this setting, it was shown [AHL01, HL02℄that there is a nearest-neighbor data stru
ture using O(dn) spa
e, with query timeO(n log d). Note that a naive algorithm would su�er from query time of O(nd).The algorithm uses a 
lever prunning approa
h to qui
kly eliminate points that
annot be nearest neighbors of the query point.39.2 REDUCTIONS TO APPROXIMATE NEARNEIGHBORGLOSSARYWe de�ne the following problems, for a given set of points P in a metri
 spa
eM = (X;D):Approximate Closest Pair, or 
-CP: Find a pair of points p0; q0 2 P su
h thatD(p0; q0) � 
minp;q2P;p6=q D(p; q)Approximate Close Pair, or (r; 
)-CP: If there exists p; q 2 P; p 6= q, su
h thatD(p; q) � r, �nd a pair p0; q0 2 P; p0 6= q0, su
h that D(q0; p0) � 
r.Approximate Chromati
 Closest Pair, or 
-CCP: Assume that ea
h pointp 2 P is labeled with a 
olor 
(p). The goal is to �nd a pair of points p; q su
hthat 
(p) 6= 
(q) and D(p; q) is approximately minimal (as in the de�nition of
-CP).Approximate Bi
hromati
 Closest Pair, or 
-BCP: As above, but 
(p) as-sumes only two values.Approximate Chromati
/Bi
hromati
 Close Pair, or (r; 
)-CCP/(r; 
)-BCP: De
ision versions of 
-CCP or 
-BCP (as in the de�nition of (r; 
)-CP).Approximate Furthest Pair, or Diameter, or 
-FP: Find p; q 2 P su
h thatD(p; q) � maxp0;q02P D(p0; q0)=
. The de
ision problem, 
alled ApproximateFar Pair, or (r; 
)-FP, is de�ned in the natural way.Approximate Furthest Neighbor, or 
-FN: A maximization version of theApproximate Near Neighbor. The de
ision problem, 
alled Approximate FarNeighbor or (r; 
)-FN, is de�ned in a natural way.



8 Piotr IndykApproximate Minimum Spanning Tree, or 
-MST: Find a tree T spanningall points in P whose weight w(T ) =P(p;q)2T D(p; q) is at most 
 times largerthan the weight of any tree spanning P .Approximate Bottlene
k Mat
hing, or 
-BM: Assuming jP j is even, �nd aset of jP j=2 non-in
ident edges E joining points in P (i.e., a mat
hing), su
hthat the following fun
tion is minimized (up to fa
tor of 
)maxfp;qg2ED(p; q)Approximate Fa
ility Lo
ation, or 
-FL: Find a set F � P su
h that thefollowing fun
tion is minimized (up to fa
tor of 
), given the 
ost fun
tion 
 :P ! R+ Xp2F 
(p) +Xp2P minf2F D(p; f)In general, we 
ould have two sets: P
 of 
ities and Pf of fa
ilities; in this 
asewe require that F � Pf and we are only interested in the 
ost of P
.Spread (of a point set): The ratio between the diameter of the set to the distan
ebetween its 
losest pair of points.In this se
tion we show that the problems de�ned above 
an be eÆ
iently re-du
ed to the approximate near-neighbor problem dis
ussed in the previous se
tion.First, we observe that any problem from the above list, say 
(1+ Æ)-P for someÆ > 0, 
an be easily redu
ed to its de
ision version (say (r; 
)-P), if we assume thatthe spread of P[fqg is always bounded by some value, say �. For simpli
ity, assumethat the minimum distan
e between the points in P is 1. The redu
tion pro
eedsby building (or maintaining) O(log1+Æ �) data stru
tures for (r; 
)-P, where r takesvalues (1 + Æ)i=2 for i = 0; 1 : : :. It is not diÆ
ult to see that a query to 
(1 + Æ)-P
an be answered by O(log log1+Æ�) 
alls to these stru
tures for (r; 
)-P, via binarysear
h.In general, the spread of P 
ould be unbounded. However, in many 
ases itis easy to ensure that � � nO(1). This 
an be a

omplished, for example, by\dis
retizing" the input to 
-MST or 
-FL. In those 
ases, the above redu
tion isvery eÆ
ient.Redu
tions from other problems are spe
i�ed in the following table. Thebounds for the time and spa
e used by the algorithm in the \To" 
olumn aredenoted by T (n) and S(n), respe
tively.We mention that a few other redu
tions have been given in [KOR00, BOR99b℄.For the problems dis
ussed in this se
tion, they are less eÆ
ient than the redu
tionsin the above table. Additionally, [BOR99b℄ redu
es the problems of 
omputingapproximate agglomerative 
lustering and sparse partitions to O(n logO(1) n) 
allsto a dynami
 approximate nearest neighbor data stru
ture. See [BOR99b℄ for thede�nitions and algorithms.Also, we mention that a redu
tion from (1 + �)-approximate furthest neighborto (1+ �)-approximate nearest neighbor (for the stati
 
ase and under the l2 norm)has been given in [GIV01℄. However, a dire
t (and dynami
) algorithm for theapproximate furthest neighbor in ld2 , a
hieving a better query and update times ofdn1=(1+�)2 , has been re
ently given in [Ind03℄. The former paper also presents analgorithm for 
omputing a p2 + �-approximate diameter (for any � > 0) of a givenpointset in dn logO(1) n time.



Chapter 39: Nearest Neighbors in High-Dimensional Spa
es 9TABLE 39.2.1 Redu
tions to Approximate Near Neighbors.# FROM TO TIME SPACE1 Sour
e: [HIM03℄.
(1 + Æ)-NN (r; 
)-NN T (n) logO(1) n S(n) logO(1) n2 Sour
e: [Epp95℄; amortized time.
-DBCP 
-DNN T (n) logO(1) n S(n) logO(1) n(r; 
)-DBCP (r; 
)-DNN T (n) logO(1) n S(n) logO(1) n3 Sour
e: [HIM03℄; via Kruskal alg.
(1 + Æ)-MST (r; 
)-DBCP nT (n) logO(1) n4 Sour
e: [GIV01, Ind01℄; via Primal-Dual3
3(1 + Æ)-FL (r; 
)-DBCP nT (n) logO(1) n5 Sour
e: [GIV01, Ind01℄.2
-BM 
-DBCP nT (n) logO(1) nWe now des
ribe brie
y the main te
hniques used to a
hieve the above results.Nearest neighbor. We start from the redu
tion of 
-NN to (r; 
)-NN. As wehave seen already, the redu
tion is easy if the spread of P is small. Otherwise, it isshown that data set 
an be 
lustered into n=2 
lusters, in su
h a way that:� If the query point q is \
lose" to one of the 
lusters, it must be far away froma 
onstant fra
tion of points in P ; thus, we 
an ignore these points in thesear
h for an approximate nearest neighbor.� If the query point q is \far" from a 
luster, then all points in the 
lusters areequally good 
andidates for the approximate nearest neighbor; thus we 
anrepla
e the 
luster by its representative point.These ideas were originally introdu
ed in [IM98℄, but their data stru
ture wasquite 
omplex and ineÆ
ient. In [HP01℄ Har-Peled presented a 
onsiderably simplerdata stru
ture, a
hieving better time and spa
e bounds.Bi
hromati
 
losest pair. A very powerful redu
tion from various variantsof 
-DBCP to 
-DNN was given in [Epp95℄. His algorithm was originally designedfor the 
ase 
 = 1, but it 
an be veri�ed to work also for general 
 � 1 [Epp99℄.Moreover, as mentioned in the original paper, the redu
tion does not require thedistan
e fun
tion D() be a metri
.The basi
 idea of the algorithm is to try to maintain a graph that 
ontains anedge 
onne
ting the two 
losest bi
hromati
 points. A natural 
andidate for su
h agraph is the graph formed by 
onne
ting ea
h point to its nearest neighbor. This,however, does not work, be
ause a vertex in su
h a graph 
an have very high degree,leading to high update 
ost. Another option would be to maintain a single path,su
h that the ith vertex points to its nearest neighbor of the opposite 
olor, 
hosenfrom points not yet in
luded in the path. This graph has low degree, but its rigidstru
ture makes it diÆ
ult to update it at ea
h step. So the a
tual data stru
ture isbased on the path idea but allows its stru
ture to degrade in a 
ontrolled way, and



10 Piotr Indykonly rebuilds it when it gets too far degraded, so that the rebuilding work is spreadover many updates. Then, however, one needs to keep tra
k of the informationfrom the degraded parts of the path, whi
h 
an be done using a se
ond shorterpath, and so on. The 
onstant fa
tor redu
tion in the lengths of ea
h su

essivepath means the total number of paths is only logarithmi
.Minimum spanning tree. Many existing algorithms for 
omputing MST (e.g.,Kruskal's algorithm) 
an be expressed as a sequen
e of operations on a CCP datastru
ture. For example, Kruskal's algorithm repetitively seeks the lightest edgewhose endpoints belong to di�erent 
omponents, and then merges the 
omponents.These operations 
an be easily expressed as operations on a CCP data stru
ture,where ea
h 
omponent has a di�erent 
olor. The 
ontribution of [HIM03℄ wasto show that in 
ase of Kruskal's algorithm, using an approximate 
-CCP datastru
ture enables one to 
ompute an approximate 
-MST. Also, note that 
-CCP
an be implemented by logn 
-BCP data stru
tures [HIM03℄. Other redu
tionsfrom 
-MST to 
-BCP are given in [BOR99b, IST99℄.Minimum bottlene
k mat
hing. The main observation behind this algorithmis that a mat
hing is also a spanning forest with the property that any 
onne
ted
omponent has even 
ardinality (
all it an even forest). At the same time, it ispossible to 
onvert any even forest to a mat
hing, in a way that in
reases thelength of the longest edge by at most a fa
tor of 2. Thus, it suÆ
es to �nd an evenforest with minimum edge length. This 
an be done by in
luding longer and longeredges to the graph, and stopping at the moment when all 
omponents have even
ardinality. It is not diÆ
ult to implement this pro
edure as a sequen
e of 
-CCP(or 
-BCP) 
alls.Other algorithms. The algorithm for the remaining problem (
-FL) is obtainedby implementing the primal-dual approximation algorithm [JV99℄. Intuitively, thealgorithm pro
eeds by maintaining a set of balls of in
reasing radii. The latterpro
ess 
an be implemented by resorting to 
-CCP. The approximation fa
tor followfrom the analysis of the original algorithm.39.3 LOWER BOUNDSIn the previous se
tions we presented many algorithms solving approximate ver-sions of proximity problems. The main motivation for designing approximationalgorithms was the \
urse of dimensionality" 
onje
ture, i.e., the 
onje
ture that�nding exa
t solutions to those problems requires either superpolynomial (in d)query time, or superpolynomial (in n) spa
e. In this se
tion we state the 
onje
-ture more rigorously, and des
ribe the progress toward proving it.We start from the exa
t near-neighbor problem. For this problem, the 
urseof dimensionality 
an be formalized as follows. Assume that d = no(1), but d =!(logn).Conje
ture 1 Any data stru
ture for (r; 1)-NN in Hamming spa
e over f0; 1gd,with dO(1) query time, must use n!(1) spa
e.The 
onje
ture as stated above is probably the weakest version of the \
urse
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es 11of dimensionality" phenomenon for the near-neighbor problem. It is plausible thatother (stronger) versions of the 
onje
ture 
ould hold. In parti
ular, at present, wedo not know any data stru
ture whi
h simultanously a
hieves o(dn) query time and2o(d) spa
e for the above range of d. At the same time, a
hieving O(dn) query timewith spa
e dn, or O(d) query time with spa
e 2d is quite simple (via linear s
an orusing exhaustive storage).Also note that if d = O(logn), a
hieving 2o(d) = o(n) spa
e is impossible via asimple in
ompressiblity argument.Below we des
ribe the work toward proving the 
onje
ture. The �rst resultaddresses the 
omplexity of a simpler problem, namely the partial mat
h problem.This problem is of importan
e in databases and other areas and has been long inves-tigated (e.g., see [Riv74℄). Thus, the lower bounds for this problem are interestingin their own right.GLOSSARYPartial mat
h: Given a set P of n ve
tors from f0; 1gd, design a data stru
turethat supports the following operation: For any query q 2 f0; 1; �gd, 
he
k if thereexists p 2 P su
h that for all i = 1 : : : d, if qi 6= � then pi = qi.It is not diÆ
ult to see that any data stru
ture solving (r; 1)-NN in the Ham-ming metri
 f0; 1gd, 
an be used to solve the partial mat
h problem using essentiallythe same spa
e and query time. Thus, any lower bound for partial mat
h problemimplies a 
orresponding lower bound for the near neighbor problem. The best 
ur-rently known lower bound for the partial mat
h has been established in [BOR99a℄,following earlier work of [MNSW94℄. Their lower bound holds in the 
ell-probemodel, a very general model of 
omputation, 
apturing e.g., the standard RandomA

ess Ma
hine model. Spe
i�
ally, they show that any (possibly randomized) 
ell-probe algorithm for the partial mat
h problem, in whi
h the algorithm is allowedto retrieve at most O(n1��) bits from any memory 
ell in one step for � > 0, musteither have 
(log d) query time or use n
(log d) memory 
ells.For the exa
t near-neighbor problem, an exponentially larger bound was givenin [BR00℄. They showed that any (possibly randomized) 
ell-probe algorithm for(r; 1)-NN in d-dimensional Hamming spa
e, with 
ell size restri
tion as above, musteither have query time > t, or use 2
(d=t) spa
e. Thus, if t = o(d= logn), the spa
eused must be superpolynomial in n.The two aforementioned lower bounds are proved in a very general model, usingthe tools of 
ommuni
ation 
omplexity. As a result, they 
annot yield lower boundsof !(d= logn) for the required query time, assuming n�(1) spa
e, as we now explain.The 
ommuni
ation 
omplexity approa
h interprets the data stru
ture as a
ommuni
ation 
hannel between Ali
e (holding the query point q) and Bob (hold-ing the database P ). The goal of the 
ommuni
ation (for Ali
e) is to learn thenearest neighbor of q. Sin
e the data stru
ture has polynomial size, ea
h a

ess toone of its memory 
ell is equivalent to Ali
e sending O(logn) bits of information toBob. If we show that Ali
e needs to send at least b bits to Bob to solve the prob-lem, we obtain 
(b= logn) lower bound for the query time. However, b � d, sin
eAli
e 
an always 
hoose to transmit the whole input ve
tor q. Thus, 
(d= logn)lower bound is the best result one 
an a
hieve using the 
ommuni
ation 
omplexityapproa
h. A partial step toward removing this obsta
le was made in [BV02℄, em-ploying the bran
hing programs model of 
omputation. In parti
ular, they fo
used



12 Piotr Indykon randomized algorithms that have very small (inversly polynomial in n) proba-bility of error. They showed that any algorithm for the (r; 1)-NN problem in theHamming metri
 over f1 : : : d6gd, has either 
(d log(d log d=S)) query time or uses
(S) spa
e. This holds for n = 
(d6). Thus, if the query time is o(d log d), thenthe data stru
ture must use 2d
(1) spa
e.This 
ompletes the survey of lower bounds for the exa
t near-neighbor sear
h.For the approximate version of this problem a 
ell-probe-based lower bound wasshown in [CCGL99℄. Spe
i�
ally, the authors show that any deterministi
 datastru
ture for the 
-approximate nearest neighbor f0; 1gd requires either
(log log d= log log log d) query time, or use n!(1) spa
e. They assume that a mem-ory 
ell 
an 
ontain up to dO(1) bits a

essible in one step. Moreover, the approxi-mation fa
tor 
 
an be as high as 2(log d)1�� for any � > 0.For 
omparison, if randomization is allowed, then by using Theorem 39.1.1
ombined with binary sear
h one 
an get a data stru
ture for the same problem(for any �xed 
 > 1), with polynomial size and query time O(log log
 d). Note thatthe assumption 
 > 1 is 
ru
ial for those algorithms to a
hieve polynomial spa
ebound.REDUCTIONSDespite the re
ent progress toward resolving the \
urse of dimensionality" 
onje
-ture and the widespread belief in its validity, proving it seems 
urrently beyondrea
h. Nevertheless, it is natural to assume the validity of the 
onje
ture (or itsvariants), and see what 
on
lusions 
an be derived from this assumption. Below wesurvey a few results of this type.In order to des
ribe the results, we need to state another 
onje
ture.Conje
ture 2 Let d = no(1) but d = log!(1) n. Any data stru
ture for the partialmat
h problem with parameters d and n whi
h provides dO(1) query time must use2d
(1) spa
e.Note that, for the same ranges2 of d, Conje
ture 2 is analogous to Conje
ture 1,but mu
h stronger: it 
onsiders an easier problem, and states stronger bounds.However, sin
e the partial mat
h problem was extensively investigated on its own,and no algorithm with bounds remotely resembling the above have been dis
overed(
f. [CIP02℄ for a survey), Conje
ture 2 is believed to be true.Assuming Conje
ture 2, it is possible to show lower bounds for some of theapproximate nearest-neighbor problems dis
ussed in Se
tion 39.1. In parti
ular, itwas shown [Ind98℄ that any data stru
ture for (r; 
)-NN under ld1 for 
 < 3 
anbe used to solve the partial mat
h problem with parameter d, using essentially thesame query time and storage (the number of points in the database is the same inboth 
ases). Thus, unless Conje
ture 2 is false, the 3-approximation algorithm fromSe
tion 39.1 is optimal, in the sense that it provides the smallest approximationfa
tor possible while preserving polynomial (in d) query time and subexponential(in d) storage. Note that this result resembles the non-approximability results basedon the P 6= NP 
onje
ture.On the other hand, it was shown [CIP02℄ that the exa
t near-neighbor problem2For d = logO(1) n, Conje
ture 2 is true by a simple in
ompressibility argument. At the sametime, the status of Conje
ture 1 for d 2 [!(log n); logO(1) n℄ is still unresolved.



Chapter 39: Nearest Neighbors in High-Dimensional Spa
es 13under the lk1 norm 
an be redu
ed to solving the partial mat
h problem withthe parameter d = (k + logn)O(1); the number of points n is the same for bothproblems. In fa
t, the same holds for a more general problem of orthogonal rangequeries. Thus, Conje
ture 2, and its variant for the (r; 1)-NN under ld1 (or fororthogonal range queries), are equivalent. This strengthens the belief in validity ofConje
ture 2, sin
e the exa
t nearest neighbor under l1 norm and the orthogonalrange query problem re
eived additional attention in the Computational Geometry
ommunity.39.4 LOW VS. HIGH DIMENSIONS INCOMPUTATIONAL GEOMETRYIt is apparent that nearest neighbors and related problems in high dimensions enjoyproperties quite di�erent from their low-dimensional 
ounterparts (see Chapter 51).Among the main di�eren
es are:� Exa
t 
omputation seems (and is 
onje
tured to be) intra
table in high dimen-sions; on the other hand, very eÆ
ient algorithms exists in low-dimensional
ases.� The 
ore problem that seems to 
apture the 
omputational diÆ
ulty is thenear-neighbor problem in Hamming spa
e f0; 1gd, a problem trivial for 
on-stant dimension.� Unlike the low-dimenional 
ase, the tools of 
ombinatorial geometry are rarelyused to design or analyse algorithms in high dimensions. This phenomenonseems to re
e
t the fa
t that the typi
al tools (su
h as 
omplexity of ar-rangements, or pa
king bounds) lead to exponential algorithmi
 
omplexity.Instead, tools from fun
tional analysis (most notably embeddings) are used.Nevertheless, there seems to be interesting 
onne
tions between low and highdimensional s
enarios. For example, the key 
omponenent of several redu
tionsgiven in Se
tion 39.2 is the result of Eppstein [Epp95℄. His algorithm was originallydeveloped with low-dimensional appli
ations in mind; however, its framework wassuÆ
iently general to be useful in high-dimensional 
ase as well.As an example of impa
t in the other dire
tion, one 
ould mention the nearest-to-near neighbor redu
tion of [IM98℄. When applied in the low-dimensional 
ase,their result gave the �rst algorithm for (1 + �)-approximate nearest neighbor, withpolynomial spa
e and polylogarithmi
 query time, for dimension d up to O(logn)(earlier results 
ould provide that bound only for d = O(log logn), due to exponen-tial dependen
e of the query time on the dimension). These results were furtherre�ned in the low-dimensional 
ontext in [HP01, AM02℄, yielding an eÆ
ient ap-proximate nearest-neighbor data stru
ture for low dimensions.Finally, we mention an example of a fruitful marriage between low- and high-dimensional te
hniques. Consider the following problem. For a 
onstant d, assumewe are given n (d�1)-dimensional 
ats H1 : : : Hn living in Rd , as well as a set Pof n points P in Rd . The goal is to 
ompute a tree spanning the points in P , su
hthat the total number of times a tree edge 
rosses a 
at is as small as possible.In [HPI00℄, the authors provided a 
-approximate algorithm for this problem,with running time O(n2d=(d+1)+Æ + n1+1=
 logO(1) n), for any Æ > 0 (the fa
tors
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� 1) are omitted). Note that this time is subquadrati
 for any
onstant d and 
 > 1. The main idea of the algorithm is to observe that the numberof 
ats 
rossed on the way from point p to p0 is a metri
, and moreover, this metri

an be isometri
ally embedded into n-dimensional Hamming spa
e. This allows oneto use the high-dimensional approximate MST algorithms from Se
tion 39.2. Tomake that algorithm run fast, one needs to perform the dimensionality redu
tionbefore 
omputing MST (essentially as in Theorem 39.1.1). However, just 
omputingthe n-dimensional representation of ea
h of n points in P requires 
(n2) time.To avoid this bottlene
k, the dimensionality redu
tion performed on \impli
it" n-dimensional representations of the points in P , by using partition trees of Matou�sek.RELATED CHAPTERSChapter 8: Low-distortion embeddings of dis
rete metri
 spa
esChapter 24: ArrangementsChapter 36: Range sear
hingChapter 51: Pattern Re
ognitionREFERENCES[AHL01℄ H. Alt and L. Heinri
h-Litan. Exa
t l1-nearest neighbor sear
h in high dimensions.Pro
. 17th Annu. ACM Sympos. Comput. Geom., pages 157{163, 2001.[AM02℄ S. Arya and T. Malamatos. Linear-size approximate voronoi diagrams. Pro
. ACM-SIAM Sympos. Dis
rete Algorithms, pages 147{155, 2002.[BOR99a℄ A. Borodin, R. Ostrovsky, and Y. Rabani. Lower bounds for high dimensional near-est neighbor sear
h and related problems. Pro
. 31st Annu. ACM Sympos. TheoryComput., 1999.[BOR99b℄ A. Borodin, R. Ostrovsky, and Y. Rabani. Subquadrati
 approximation algorithmsfor 
lustering problems in high dimensional spa
es. Pro
. 31st Annu. ACM Sympos.Theory Comput., 1999.[BR00℄ O. Barkol and Y. Rabani. Tighter bounds for nearest neighbor sear
h and relatedproblems in the 
ell probe model. Pro
. 32nd Annu. ACM Sympos. Theory Comput.,2000.[Bro98℄ A. Broder. Filtering near-dupli
ate do
uments. Pro
. FUN, 1998.[BT01℄ J. Buhler and M. Tompa. Finding motifs using random proje
tions. Pro
. Annu.Internat. Conf. Computational Mole
ular Biology (RECOMB01), 2001.[Buh01℄ J. Buhler. EÆ
ient large-s
ale sequen
e 
omparison by lo
ality-sensitive hashing.Bioinformati
s, 17:419{428, 2001.[Buh02℄ J. Buhler. Provably sensitive indexing strategies for biosequen
e similarity sear
h.Pro
. Annu. Internat. Conf. Computational Mole
ular Biology (RECOMB02), 2002.[BV02℄ P. Beame and E. Vee. Time-spa
e tradeo�s, multiparty 
ommuni
ation 
omplexity,and nearest-neighbor problems. Pro
. 34th Annu. ACM Sympos. Theory Comput.,2002.[CCGL99℄ Amit Chakrabarti, B. Chazelle, Benjamin Gum, and Alexey Lvov. A lower boundon the 
omplexity of approximate nearest-neighbor sear
hing on the hamming 
ube.Pro
. 31st Annu. ACM Sympos. Theory Comput., 1999.



Chapter 39: Nearest Neighbors in High-Dimensional Spa
es 15[CDF+00℄ E. Cohen, M. Datar, S. Fujiwara, A. Gionis, P. Indyk, R. Motwani, J. Ullman, andC. Yang. Finding interesting asso
iations without support prunning. Pro
. 16thInternat. Conf. Data Engineering (ICDE), 2000.[Cha02℄ M. Charikar. Similarity estimation te
hniques from rounding. Pro
. 34th Annu. ACMSympos. Theory Comput., 2002.[CIP02℄ Moses Charikar, Piotr Indyk, and Rina Panigrahy. New algorithms for subset query,partial mat
h, orthogonal range sear
hing and related problems. Internat. Colloquiumon Automata,Languages, and Programming, 2002.[Cla88℄ K. Clarkson. A randomized algorithm for 
losest-point queries. SIAM J. Comput.,17:830{847, 1988.[DW82℄ L. Devroye and T.J. Wagner. Nearest neighbor methods in dis
rimination. Handbookof Statisti
s, volume 2, P.R. Krishnaiah and L.N. Kanal, editors, North-Holland,1982.[Epp95℄ D. Eppstein. Dynami
 eu
lidean minimum spanning trees and extrema of binaryfun
tions. Dis
rete Comput. Geom., 13:111{122, 1995.[Epp99℄ D. Eppstein. Personal 
ommuni
ation. 1999.[GG91℄ A. Gersho and R.M. Gray. Ve
tor Quantization and Data Compression. Kluwer, 1991.[GIM99℄ A. Gionis, P. Indyk, and R. Motwani. Similarity sear
h in high dimensions via hashing.Pro
. 25th Internat. Conf. Very Large Data Bases (VLDB), 1999.[GIV01℄ A. Goel, P. Indyk, and K. Varadarajan. Redu
tions among high-dimensional geomet-ri
 problems. Pro
. ACM-SIAM Sympos. Dis
rete Algorithms, 2001.[GPY94℄ D. Greene, M. Parnas, and F. Yao. Multi-index hashing for information retrieval.Pro
. 35th Annu. IEEE Sympos. Foundations of Computer S
ien
e, pages 722{731,1994.[GSM03℄ B. Georges
u, I. Shimshoni, and P. Meer. Mean shift based 
lustering in high di-mensions: A texture 
lassi�
ation example. Pro
. 9th International Conferen
e onComputer Vision, 2003.[GW97℄ M.X. Goemans and D.P. Williamson. The primal-dual method for approximationalgorithms and its appli
ation to network design problems. Approximation Algorithms,1997.[HGI00℄ T. Haveliwala, A. Gionis, and P. Indyk. S
alable te
hniques for 
lustering the web.WebDB Workshop, 2000.[HIM03℄ S. Har-Peled, P. Indyk, and R. Motwani. Approximate nearest neighbors: towardsremoving the 
urse of dimensionality. Submitted, 2003. Merges [IM98℄ and [HP01℄.[HL02℄ L. Heinri
h-Litan. Exa
t l1-nearest neighbor sear
h in high dimensions. Pro
. 18thEuropean Workshop on Computational Geometry, 2002.[HP01℄ S. Har-Peled. A repla
ement for voronoi diagrams of near linear size. Pro
. Sympos.Foundations of Computer S
ien
e, 2001.[HPI00℄ S. Har-Peled and P. Indyk. When 
rossings 
ount - approximating the minimumspanning tree. Pro
. Annu. ACM Sympos. Computational Geometry, 2000.[IM98℄ P. Indyk and R. Motwani. Approximate nearest neighbor: towards removing the 
urseof dimensionality. Pro
. 30th Annu. ACM Sympos. Theory Comput., 1998.[Ind98℄ P. Indyk. On approximate nearest neighbors in l1 norm. J. Comput. Syst. S
i.,to appear. Preliminary version appeared in Pro
. Sympos. Foundations of ComputerS
ien
e, 1998.



16 Piotr Indyk[Ind00℄ P. Indyk. Dimensionality redu
tion te
hniques for proximity problems. Pro
. 9thACM-SIAM Sympos. Dis
rete Algorithms, 2000.[Ind01℄ P. Indyk. High-dimensional 
omputational geometry. Dept. of Comput. S
i., StanfordUniv., 2001.[Ind02℄ P. Indyk. Approximate nearest neighbor algorithms for fre
het metri
 via produ
tmetri
s. Pro
. Sympos. Comput. Geom., 2002.[Ind03℄ P. Indyk. Better algorithms for high-dimensional proximity problems via asymmetri
embeddings. Pro
. ACM-SIAM Sympos. Dis
rete Algorithms, 2003.[IST99℄ P. Indyk, S.E. S
hmidt, and M. Thorup. On redu
ing approximate mst to 
losest pairproblems in high dimensions. Manus
ript, 1999.[JV99℄ K. Jain and V. Vazirani. Primal-dual approximation algorithms for metri
 fa
ilitylo
ation and k-median problems. Pro
. Sympos. Foundations of Computer S
ien
e,1999.[Kle97℄ J. Kleinberg. Two algorithms for nearest-neighbor sear
h in high dimensions. Pro
.Twenty-Ninth Annu. ACM Sympos. Theory of Computing, 1997.[KOR00℄ E. Kushilevitz, R. Ostrovsky, and Y. Rabani. EÆ
ient sear
h for approximate nearestneighbor in high dimensional spa
es. SIAM J. Comput., 30(2):457-474, 2000.[KWZ95℄ R.M. Karp, O. Waarts, and G. Zweig. The bit ve
tor interse
tion problem. Pro
.36th Annu. IEEE Sympos. Foundations of Computer S
ien
e, pages 621{630, 1995.[LT80℄ R. Lipton and R. Tarjan. Appli
ations of a planar separator theorem. SIAM J.Comput., 9:615{627, 1980.[Mei93℄ S. Meiser. Point lo
ation in arrangements of hyperplanes. Information and Compu-tation, 106:286{303, 1993.[MNSW94℄ P.B. Miltersen, N. Nisan, S. Safra, and A. Wigderson. Data stru
tures and asymmetri

ommuni
ation 
omplexity. Pro
. 26th Annu. ACM Sympos. Theory Comput., 1994.[MP69℄ M. Minsky and S. Papert. Per
eptrons. MIT Press, Cambridge, 1969.[OMST02℄ Z. Ouyang, N. Memon, T. Suel, and D. Trenda�lov. Cluster-Based Delta Compressionof Colle
tions of Files. Pro
. International Conferen
e on Web Information SystemsEngineering (WISE), 2002.[Riv74℄ R.L. Rivest. Analysis of Asso
iative Retrieval Algorithms. Ph.D. thesis, StanfordUniv., 1974.[SH75℄ M.I. Shamos and D. Hoey. Closest point problems. Pro
. 16th Annu. IEEE Sympos.Found. Comput. S
i., pages 152{162, 1975.[Shi00℄ N. Shivakumar. Dete
ting digital 
opyright violations on the Internet (Ph.D. thesis).Dept. of Comput. S
i., Stanford Univ., 2000.[WSB98℄ Roger Weber, H.J. S
hek, and Stephen Blott. A quantitative analysis and performan
estudy for similarity-sear
h methods in high-dimensional spa
es. Pro
. 24th Int. Conf.Very Large Data Bases (VLDB), 1998.[Ya01℄ C. Yang. MACS: Musi
 Audio Chara
teristi
 Sequen
e Indexing for Similarity Re-trieval. Pro
. Workshop on Appli
ations of Signal Pro
essing to Audio and A
ousti
s,2001.[Yia00℄ P.N. Yiannilos. Lo
ally lifting the 
urse of dimensionality for nearest neighbor sear
h.Pro
. ACM-SIAM Sympos. Dis
rete Algorithms, 2000.


