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Recently, Lutzoni (1997) used a test de-
scribed by Rodrigo et al. (1993; hereinafter
referred to as the RKB3 test) to compare
phylogenies constructed by using ribosomal
RNA gene sequences (rDNA) and intergenic
transcribed spacer sequences (ITS) from a
group of related basidiomycete species. Lut-
zoni discussed the relationships amongst
the species, but he also commented exten-
sively on the RKB3 tests, particularly on a
presumptive bias in the method and a pro-
posed workaround. Here, I confine myself
to a discussion of Lutzoni’s assessment of
the RKB3 test. In particular, I suggest that
(1) the bias described by Lutzoni is an arti-
fact of inadequate bootstrap sampling and
(2) Lutzoni’s proposed workaround may re-
sult in misleading inferences.

The RKB3 procedure is designed to test
whether two (or more) cladograms, each de-
rived from different data, are sample esti-
mates of the same parametric tree. In other
words, the RKB3 test is a test of whether the
true (or parametric) phylogenies are iden-
tical, not just similar. Lutzoni (1997) and
also Cunningham (1997) have evaluated the
RKB3 procedure on the basis of whether it
will allow us to decide whether data can be
combined to produce a better estimate of
phylogeny. Although there is nothing objec-
tionable about this, thatisnotwhat the RKB3
procedure was designed to do. In the same
way, for instance, the classical Student’s
t test was not designed to test whether and
how data should be pooled to obtain an
overall estimate of the population mean.
With the RKB3 test, the sample phylogenies
may be constructed from different types of
data (e.g., sequences, morphological char-
acters, restriction fragment length polymor-
phisms, behavioral and quantitative traits)
and using very different tree-reconstruction
methods. Pooling different data types can
easily present problems, but for each type of
data one should be able to compare the es-

timated (or sample) trees to test the hypoth-
esis of parametric tree identity. The RKB3
test does this by constructing a set of boot-
strapped trees from each data set and com-
paring these bootstrap profiles with each
other. The bootstrap profiles are equivalent
to confidence limits or envelopes (Felsen-
stein, 1985), in that they map in tree-space
the variability of our phylogenetic sample
estimates. Rodrigo et al. (1993) argued that
if the confidence envelopes of two data sets
do not overlap (i.e., no trees are common to
both bootstrap profiles), then the data fail
to support the hypothesis that the different
sample trees are estimates of the same true
tree. The same argument can be applied to
classical univariate tests of the equality of
population means: If the (1 — a)% confidence
intervals of two sample means do not over-
lap, then one can reject the null hypothesis
thatthe populations from which the samples
are drawn have the same mean at a signifi-
cance level of a%.

In the event that shared trees are found
in both bootstrap profiles, Rodrigo et al.
(1993) proposed that the distance between
the sample trees from each of the two data
sets be computed by using any suitable tree-
comparison metric and that this distance be
compared against a null distribution of dis-
tances. The null distribution is generated
by comparing all pairs of trees within each
bootstrap profile and pooling the resulting
frequencies across profiles. The 5% critical
value for the test is taken to be the value
of the 95th percentile of the cumulative dis-
tribution. If the observed distance between
the sample trees is greater than the critical
value, then the null hypothesis of identical
parametric trees is rejected.

Lutzoni used the second and third parts
(i.e., the profile-overlap test and the tree-
distance test, respectively) of the RKB3 pro-
cedure on partial 255 rDNA, ITS1, and
ITS2 sequences from 30 taxa. Because of
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alignment ambiguities, Lutzoni removed
poorly aligned regions from the sequence
alignments of each set and compared the
most-parsimonious (MP) trees from these
“pruned” data sets with the trees generated
by using the entire data sets. Using the sec-
ond part of the RKB3 procedure (ie., the
test for profile overlap; the first part of the
RKB3 procedure is simply a test of whether
two trees are more similar than expected by
chance), Lutzoni found that only bootstrap
profiles constructed by using the pruned
and unpruned 255 rDNA data sets had trees
in common. All other pruned and unpruned
pairs of data sets failed to retrieve trees that
were common to both bootstrap profiles.
Lutzoni hypothesized that the overlap test
may be biased towards rejecting the iden-
tity of parametric trees and, to test this hy-
pothesis, he compared the bootstrap profiles
of the pruned 255 rDNA data and “a sub-
set in which half of the characters were ran-
domly deleted” (Lutzoni, 1997:380). Lutzoni
reported that for trials of 100 and 500 boot-
strap samples, 10 random data sets were cre-
ated. When only 100 bootstraps were used
for both the pruned and the deleted data
sets, no trees were found in common, even
when the numbers of trees saved in both
data sets were > 50,000 and 1,000, respec-
tively. When 500 bootstrap replicates were
generated, bootstrap profiles of all 10 ran-
dom data sets shared trees in common with
the bootstrap profile of the pruned data.
Lutzoni (1997:393) stated that

this test is biased, especially when comparing one
data set with high resolving power with another data
set with low resolving power. ... For such cases, the
null hypothesis that the two data sets are samples of
the same phylogenetic history was consistently re-
jected when only 100 bootstrap replicates were used.
With 500 bootstrap replicates, very few trees were
found in common even though this is an ideal case
where we know that both data sets are indeed sam-
pling the same phylogenetic history. . . . Using a high
number of bootstrap replicates to perform this part
of the Rodrigo et al. (1993) test involves generating
large tree files that are awkward to manipulate and
require considerable CPU time to compare.

Not surprisingly, perhaps, the “bias” Lut-
zoni identifies is related to the number of
bootstrap replicates that are drawn. In gen-
eral, for the construction of confidence inter-

vals, the bootstrap is known to be effective
only if large numbers of replicates are used
to ensure adequate coverage (Efron and Tib-
shirani, 1993). This can be illustrated with
a simple example constructed with use of
Lutzoni’s 255 rDNA data. I used the first
half of the “pruned” 255 rDNA data (632
bp of the full 1264 bp) and constructed two
sets of bootstrap profiles, each generated by
using 100 pseudoreplicate data sets. Phylo-
genetic trees were built by using maximum
parsimony as implemented in PAUP* 4.0d64
(provided by D. Swofford), with the MUL-
PARS option in effect. The total numbers of
trees obtained in the firstand second profiles
were 2,820 and 3,852, respectively. When
duplicate trees were removed from each
set, these totals changed to 2,819 and 3,846.
When both of these bootstrap profiles (com-
prising uniquely represented trees) were
combined and condensed, only one tree was
found in common. Note that since the repli-
cates for both bootstrap profiles are drawn
from the same data set, both should provide
coverage of an identical confidence enve-
lope. If this coverage had been adequate, one
might reasonably expect a far greater num-
ber of overlapping trees between the two
profiles. The fact that only a single tree was
found in common between the two profiles
implies thateach covers a very small propor-
tion of the confidence envelope; for this rea-
son, the probability of getting the same tree
in both profiles is small. If the probability of
overlap is small when bootstrap profiles are
generated from the same data set, the proba-
bility of overlap becomes even smaller when
each set of bootstrap replicates is drawn
from different data. This is why the RKB3
test appears biased when low-resolution
data sets are used—the confidence en-
velopes for these are likely to be large, and if
insufficient numbers of bootstrap replicates
are taken, the envelopes will be poorly char-
acterized and the probability of overlap be-
tween bootstrap profiles will be small.
Lutzoni’s point and the previous exam-
ple are very important in that both illustrate
the need to generate sufficiently high num-
bers of bootstrap replicates to obtain ade-
quate coverage of the confidence envelope.
How many replicates should be taken? It
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seems thata reasonable strategy would be to
take as many bootstrap replicates as is nec-
essary to sample (1 — a)% of the total num-
ber of unique trees in the confidence enve-
lope. Obviously, this requires that we first
estimate this total, which we can do by us-
ing a simple method based on the mark-
capture-recapture strategy that ecologists
use to estimate animal abundances. To ap-
ply this method, we begin by taking a single
set of n1; bootstrap replicates and condense
the trees so that only unique trees are rep-
resented in the bootstrap profile. Let m; be
the number of unique trees in the first boot-
strap profile. These represent the “marked”
trees. Now, take a second set of bootstrap
replicates, #n,, and condense the trees to
obtainm, unique trees. These latter trees rep-
resent the “captured” trees. Count the num-
ber of trees, r, in the second condensed boot-
strap profile that are also found in the first.
These represent the “recaptured” trees. The
total number of unique trees in the confi-
dence envelope, 1, is estimated by using the
simple Lincoln Index (Lincoln, 1930; South-
wood, 1978):

mym,
N —

1)
r

In the right-hand term of Eq. 1, both m; and
m, are in the numerator, so it does not re-
ally matter which set of condensed boot-
strap profiles is chosen as the “marked” or
“captured” set.

If there are N unique trees, the probability
of not sampling a given tree in b bootstrap

replicates is:
1 Pb
(%)
N

where P is the probability that a bootstrap
replicate will generate a unique tree, which
can be estimated by (n,m; + nym,)/ (2nn,).
Setting Expression 2 to «, where a is ex-
pressed as a proportion, and solving for the
number of bootstrap replicates, b, we obtain:

(2)

log(a)

1
Plog(1-—
s(1-5)

To illustrate the method here with Lut-
zoni’s “pruned” 255 rDNA data set, I used

b= 3)

PAUP* to construct neighbor-joining trees,
estimating maximum-likelihood distances
by assuming unequal base frequencies but
identical rates for all pairs of substitutions.
I generated several pairs of bootstrap pro-
files, always setting n, = n,, for values of n
ranging from 100 to 4,000. Table 1 gives the
results of these analyses. Notethatwhen two
consecutivesets of 1,000 bootstrapreplicates
are drawn, only a single tree is common to
both; no trees are in common when n = 500
or 100. Using the method described above,
N is estimated to be just under 500,000 (I ig-
nore the estimate of N whenn = 1,000, given
the large standard error on this estimate
when only a single tree is “recaptured”; see
Southwood, 1978:97), and > 1.35 x 10° boot-
strap replicates are required to adequately
sample 95% of the unique trees in the con-
fidence envelope. Speculatively, assuming
that the confidence envelopes generated by
using neighbor-joining and maximum par-
simony are similar in size and contain the
same trees, then the > 50,000 maximum par-
simony trees that Lutzoni obtained with 100
bootstrap replicates drawn from the same
data would cover only ~10% of the con-
fidence envelope if each of the trees were
unique. If this were true, it is not surpris-
ing that Lutzoni failed to find any overlap
between the 100-replicate bootstrap profile
constructed from the “pruned” 255 rDNA
data set and that constructed from only half
the “pruned” data, since the latter would
most likely have an even larger confidence
envelope and poorer coverage.

TaBLE 1. The estimated number of unique trees in
the confidence envelope of the sample tree generated
by using Lutzoni’s (1997) “pruned” 255 rDNA data.

No. of Estimated
No. of condensed no. of
No. of condensed trees No. of unique
replicates trees in in the unique trees
in each the first second over- in the
bootstrap ~ bootstrap  bootstrap  lapping confidence
set set set trees envelope
(m) (m) (m2) Q) (N)
100 100 100 — —
500 500 500 — —
1,000 1,000 1,000 1 1,000,000
2,000 1,999 1,997 8 499,000
3,000 2,996 2,995 20 448,651
4,000 3,988 3,991 35 454,746
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Returning to the estimated number of
bootstrap replicates required, 1.35 x 10° is
certainly a very large number of bootstrap
replicates, certainly much larger than the
numbers researchers typically use. How-
ever, the following points must be noted:

1. The bootstrap is generally used to ob-
tain a measure of support for an internal
branch on a phylogenetic tree. When this
is the desired goal, there is often very little
difference when 1,000 or 10,000 bootstrap
replicates are drawn. This was certainly
true with Lutzoni’s “pruned” 255 rDNA
data set, which showed insubstantial dif-
ferences between the levels of bootstrap
support with 1,000 and 10,000 replicates,
the largest percentage difference being
3% (a change at one branch from 52% to
55% support, respectively). Large boot-
strap samples may be required only if ad-
equate coverage of the confidence enve-
lopeis necessary, as it is for the RKB3 test.

2. The size of the bootstrap confidence en-
velope varies, depending on the quality
of the data and the number of taxa.Ihave
found bootstrap confidence envelopes,
generated from data sets with > 10 taxa,
that have <500 unique trees (unpub-
lished data). It is by no means certain that
one would need to take very large num-
bers of bootstrap replicates to adequately
describe the variability of sample trees.

3. To carry out the second part of the
RKB3 procedure, sampling 95% of all the
unique trees may be unnecessary, since
we need to demonstrate only that two
bootstrap confidence envelopes have at
least one tree in common. Instead, it may
be more efficient to use an incremental
procedure in which both bootstrap pro-
files are generated with initially small
numbers of trees and then compared;
if there is no overlap, one can add in-
crements of more trees until either an
overlap is detected or the predetermined
number of replicates is reached.

4. The computational restrictions of time
and memory that Lutzoni mentioned are
certainly significant if trees are recon-
structed by using maximum parsimony,
but are not insurmountable if algorith-
mic tree-reconstruction methods (e.g.,

neighbor-joining) are used. For instance,
with Lutzoni’s 255 rDNA data, generat-
ing 1.35 x 10° bootstrap trees would take
just under 1 week by using neighbor-
joining as implemented in PAUP* and
running on a dedicated 250 MHz 6500
PowerMac (extrapolated from a run of
10,000 bootstrap replicates, which took
~1.2 hours). If researchers must use max-
imum parsimony, it would pay to de-
termine how many bootstrap replicates
are required to adequately map the con-
fidence envelope. If this number is too
large to be feasible, then perhaps alterna-
tive statistical procedures should be ex-
plored.

This discussion indicates that the poten-
tial problem of inadequate confidence enve-
lope coverage can be overcomeby construct-
ing adequate numbers of bootstrap trees,
commensurate with the quality of the data.
Lutzoni’s suggestion, based on his conclu-
sion thatthe overlap testis biased, was to do
away with it and use only the tree-distance
test of the RKB3 procedure. However, this
proposal has the potential to mislead since,
as the following example shows, the tree-
distance test can fail to reject the null hy-
pothesis of identical parametric trees even
when there is not a single tree in the space
of all possible trees that can be supported by
both data sets.

Consider the hypothetical data sets
shown in Figure 1: Each data set consists
of 10 ingroup taxa, A-J, and one outgroup
taxon, O. Although only 11 characters are
shown, each character is weighted differ-
ently, with each weight signifying the num-

ber of times that character is repeated; there- ¢

fore, the hypothetical data sets really have
48 characters, equal to the sum of all the
weights in each data set. The data sets dif-
fer only with respect to the first column. In
data set 1, the binary character represented
in the first column partitions the taxa such
that A and B are monophyletic, whereas in
data set 2, A and C are monophyletic. The
resulting MP trees for data sets 1 and 2 are
shown in Figures 2a and 2b, respectively.
The symmetric difference index between
the two MP trees from data sets 1 and 2
is 2, because of the different placement of
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20 3 3 3 33 33322 2 is =70% (Figure 2c). We would there-
A1 11 00011110 fore conclude that the two trees are sam-
B1 1100011110 ple estimates of the same parametric tree.
c0 1100011100 However, there is no overlap of the boot-
strap confidence envelopes from both data

E0C 01060011100 sets, precisely because of the incompatible
FOOO0O1001 1110 placement of A, B, and C. In fact, the only
G0 0 0 1 0 01 1 1 1 0  way the confidence envelopes would over-
G0 0001 00110 1 lap would be if the bootstrap procedure re-
HO 0 0 01 00110 1 sulted in trees in which the clades ((A,B), C)
I0 000010010 1 (for data set 1) and ((A,C),B) (for data set
2) dissolved to (A,B,C). This, in turn, would

g0 0000100101 occur only if none of the first 20 characters
00 0000O0O0OO0O0O0O is sampled; the probability of this happen-
ing is (1 —20/48)* = 5.8 x 10"2. Conse-

. uently, the probability of overlap between

Hypothetical Dataset 1 fc]wo bo};tstraI;) profiles }éonstructeg with use

of the data sets is vanishingly small. Since

the RKB3 test is concerned with the identity

of parametric trees, it is perfectly reasonable

that, with the dataathand, the testshould re-

20 3333333322 ject the hypothesis that the sample trees are
A1 1100011110 estimates of the same parametric tree. How-
BO 11 0001111 0 everiftheoverlaptestisnotperformed and
c11100011100 only the tree-distance test is used, as Lut-
DO 01 0 0 0 1 1 1 00 zoni suggests, the null hypothesis of iden-
EO 0010011110 tity would not be rejected. This problem is a
FO 00 10011110 manifestation of a broader problem, i.e., the
characterization of the space of trees by the

G0 0001001101 distribution of a univariate statistic such as
HO O 001001101 the symmetric difference index. The over-
I0 000 01 001 0 1 Ilap testreduces the severity of the prob-
JO 0O 00 0O 1 0 D010 1 lem somewhat: If we can show that the con-
00 0 0 0 O 0 OO0 OO0 O fidence envelopes overlap, then we have

Hypothetical Dataset 2

FiGURe 1. Two hypothetical data sets comprising 10
ingroup taxa (A-J) and an outgroup taxon, O. The 11
columns of binary characters represent 48 characters.
The number in italics at the top of each column is the
weight assigned to that column, signifying the number
of characters that column represents. The difference be-
tween data sets 1 and 2 is in the character-state parti-
tions of taxa A, B, and C, a difference thatis represented
in the first column of each data set.

A, B, and C. A pairwise comparison of tree-
to-tree distances within each bootstrapped
profile (comprising 1,000 trees each) shows
that the relative frequency of pairs of trees
that have a symmetric difference index of

some evidence that at least some fraction of
the trees is supported by both data sets.
Lutzoni’s discussion of the RKB3 test is
important because it raises some of the is-
sues that other users of the test may find
disturbing or problematical. Here, I have
attempted to address these issues, particu-
larly the importance of the overlap testwhen
comparing trees from different data sets. I
have also described a method for estimat-
ing the size of the bootstrap confidence en-
velope and the number of replicates nec-
essary for adequate coverage. My results
indicate that, in at least some instances, a
large number of bootstrap replicates may
need to be taken to cover a particularly ex-
pansive confidence envelope. As Lutzoni
points out, taking large numbers of boot-
strap replicates can be impractical and may
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FIGURE 2.

The MP trees derived by using data set 1 (a) and data set 2 (b) from Figure 1, and the cumulative

probability of obtaining an observed symmetric difference index =s, based on empirical null distributions (c).
The empirical null distributions are estimated by comparing all pairs of trees from bootstrap profiles of 1,000
pseudoreplicates generated from either data set 1 (solid line) or data set 2 (dashed line). The observed symmet-
ric difference index between the two sample trees is 2 (indicated by the placement of the vertical arrow). The
proportion of pairwise tree comparisons that have a symmetric difference index of =2 is =70%.

require researchers to use other statistical
methods that are less computationally in-
tensive. Nonetheless, knowing how large a
confidence envelope really is should still be
of interest, as a measure of the variability

of the estimate. However, to put all this in
perspective, even a confidence envelope en-
closing 500,000 trees represents a mere speck
in the space of 8.6 x 10°* possible unrooted
trees for 30 taxa.
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Reverse Successive Weighting
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Farris (1969) and Carpenter (1988) intro-
duced and developed the a posteriori suc-
cessive weighting technique as a means
for improving parsimony tree estimates by
reducing the effect of homoplasious char-
acters, or for choosing among equally par-
simonious trees. Successive weighting as-
sumes a tree estimation process in which a
single hierarchic signal is partially obscured
by random noise. Under this model the data
support at most one treelike pattern and ho-
moplastic changes are uncorrelated:

‘Characters that are reliable for cladistic inference are
those that are consistent with the true phylogenetic
relationships, thatis, those thathavelittle homoplasy.
...Cladistically unreliable characters can be hierar-
chically correlated only by chance’ (Farris 1969:374).

A different but related problem occurs
when the data contain more than one sig-
nal which could be interpreted as a hier-
archy. This may happen for any of several
reasons and with either molecular or mor-
phological data (see Maddison, 1997; Faith,
1989). Hybridization, introgression, gene

recombination, lineage sorting, and gene
duplication/extinction events can produce
conflict in hierarchies. Convergences and
parallelisms will cause concerted homo-
plasy whenever several characters together
track a variable other than the phylogeny.
Multiple hierarchic signals alsomay occur as
an artifact of the tree-estimation process: for
example, through an insufficient correction
for differences in base composition (Lock-
hart et al., 1994).

Successive weighting should not be used
torefinea tree estimatewhen the datacarrya
mixed hierarchic signal, because the refine-
ment process then will be circular. Down-
weighting characters which are homopla-
sious on the first estimate of the tree will
suppress the alternate signal but the final
tree will depend entirely on which rival hi-
erarchy is supported in the initial analysis.
For example, the matrix

A 00000
B 00011
C 11100
D 11111
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