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1 Introdu
tionMany methods for real-time multi-person dete
tion and tra
king with video
ameras have been des
ribed in the literature. Unfortunately, few of these, ifany, produ
e reliable results for long periods of time in un
onstrained environ-ments. This poor performan
e stems from the many diÆ
ult 
hallenges that
ommonly beset the problem, among the most signi�
ant of whi
h are:� Segmenting the novel or dynami
 obje
ts (\foreground") in the video fromthe rest of the s
ene (\ba
kground")� Distinguishing people from other foreground obje
ts su
h as 
ars, shopping
arts, or 
urtains blowing in the wind� Avoiding distra
tion and 
onfusion due to lighting-related s
ene appearan
e
hanges su
h as shadows, inter-re
e
tions, and global illumination variation� Tra
king people through temporary o

lusions, either in part or in full, byother people or by stati
 obje
ts in the s
ene� Maintaining tra
k integrity when people engage in 
lose intera
tions, a

el-erate rapidly, or qui
kly 
hange their body pose or appearan
ePer-pixel depth or disparity imagery from stereo 
ameras o�ers mu
h promisefor dealing with these issues. For example, the distan
e information inherentin these images allows for straightforward assessment, in 
omparison withte
hniques based on mono
ular video, of the 3D lo
ations of tra
ked obje
ts.In addition, depth data� Is a powerful 
ue for foreground segmentation� Is relatively insensitive to lighting e�e
ts su
h as shadows and global illumi-nation 
hanges� Provides shape and metri
 size information that 
an be used to distinguishpeople from other foreground obje
ts� Allows o

lusions of people by ea
h other or by ba
kground obje
ts to bedete
ted and handled more expli
itly� Permits the qui
k 
omputation of new types of features for mat
hing persondes
riptions a
ross time� Provides a third, disambiguating dimension of predi
tion in tra
kingIn re
ent years, as hardware and software for 
omputing depth imagery fromstereo 
ameras has be
ome in
reasingly fast and 
heap [2{4,1,5℄, several per-son dete
tion and tra
king methods that make use of real-time depth datahave been presented. Most of these analyze and tra
k features, gradients, andsmoothly 
onne
ted regions dire
tly in the depth images themselves [6{9℄.When the depth images are a

ompanied by a spatially- and temporally-registered 
olor or grays
ale video stream, the results of the depth-based analy-sis are easily integrated with those extra
ted from the 
olor or luminan
e data.2



Fig. 1. Example of 
olor-with-depth video input, obtained using the Point GreyTri
lops 
amera [1℄. In the depth image, brighter pixels indi
ate greater distan
efrom the 
amera, and invalid (unreliable) depth data is shown in bla
k.Many of the traditional frameworks for tra
king in mono
ular views may thenbe applied, but to the mu
h ri
her per-pixel feature spa
e of appearan
e (
oloror luminan
e) plus shape (depth).This methodology is not as fruitful as one might hope, however, be
ause to-day's stereo 
ameras produ
e depth images whose statisti
s are far less 
leanthan those of standard 
olor or mono
hrome video. For multi-
amera stereoimplementations, whi
h 
ompute depth by �nding small area 
orresponden
esbetween image pairs, unreliable measurements often o

ur in image regionsof little visual texture, as is often the 
ase for walls, 
oors, or people wearinguniformly-
olored 
lothing. This usually 
auses mu
h of a depth image to beunusable. Also, it is not possible to �nd the 
orre
t 
orresponden
es in regions,usually near depth dis
ontinuities in the s
ene, that are visible in one stereoinput image but not the other. This results in additional regions of unreliabledata, and 
auses the edges of an obje
t in a depth image to be noisy andpoorly aligned with the obje
t's 
olor image edges. All of these problems areevident in the typi
al 
olor and depth image pair of Figure 1.Even at s
ene lo
ations where depth measurements are informative, the sen-sitivity of the stereo 
orresponden
e 
omputation to very low levels of imagernoise, lighting 
u
tuation, and s
ene motion leads to substantial depth noise.For apparently stati
 s
enes, the standard deviation of the depth value at apixel over time is 
ommonly on the order of 10% of the mean - mu
h greaterthan for 
olor values produ
ed by standard imaging hardware. This noisemakes it diÆ
ult to apply typi
al image analysis and tra
king methods todepth data with the same 
on�den
e to whi
h we are a

ustomed for 
oloror mono
hrome video. For instan
e, a single person in a depth image is 
om-monly split into multiple image regions not just by partial o

lusions, but alsoby pat
hes of unreliable depth data. In addition, the depth image gradients3



dividing 
losely-spa
ed people are not unlike those that o

ur, for instan
e,between a person's hand and his own body when he dire
ts his arm toward the
amera. Methods that attempt to segment people based on depth gradientstherefore often have trouble separating one person from another without alsosplitting individuals into pie
es.To 
ombat all these problems, some very re
ent person tra
king methods havebeen based not on analysis of the raw depth images, but instead on imagesof depth statisti
s that are more 
ondu
ive to the tra
king task. Spe
i�
ally,these methods have used the metri
 shape and lo
ation information inherent inthe original \
amera-view" depth images to 
ompute statisti
s of the s
ene asif it were observed by an overhead, orthographi
 
amera. In these \plan-view"images, the representations of people are highly amenable to a

urate spatiallo
alization and tra
king under diverse and 
hallenging 
onditions. Se
tion 2des
ribes the 
omputation of plan-view statisti
s from depth data in greaterdetail, motivates their use in person dete
tion and tra
king, and outlines the
ontext of previous work in this area.In this paper, we introdu
e a new 
ombination of plan-view statisti
s that bet-ter preserves obje
t shape information than prior approa
hes, and thereforeprovides superior features for tra
king. We also present a person dete
tion andtra
king method that has not previously been applied to plan-view images ofany kind. The method uses Kalman predi
tion on adaptive statisti
al tem-plates, whi
h provide a more detailed des
ription of tra
ked people than themodels used by prior plan-view methods. The improved person models allowfor better tra
king through 
omplex inter-person o

lusions and 
lose intera
-tions, among other bene�ts. We also illustrate how the typi
al problems withadaptive template tra
king in 
amera-view images are easily avoided in ourplan-view framework. Our method enables high-quality, multi-person tra
k-ing with a single, 
ompa
t, stati
 stereo 
amera unit that may be mountedon walls, 
eilings, furniture, or desktop 
omputers. However, the method isalso well-suited for in
orporation into a multi-unit system that tra
ks peoplethroughout arbitrarily large, 
omplex spa
es. The method operates in an on-line mode, rather than as a bat
h pro
ess, and therefore is appropriate forreal-time appli
ations.The remainder of the paper pro
eeds as follows. Se
tion 2 leads up to theintrodu
tion of our plan-view statisti
al substrate, whose 
omputation is de-s
ribed in Se
tion 3. Se
tion 4 details an approa
h for dete
ting and tra
kingpeople in this substrate, using Kalman �ltering on adaptive statisti
al tem-plates. In Se
tion 5, we highlight a means of dealing with 
ommon adaptivetemplate issues su
h as drift and 
hoi
e of template size. Se
tion 6 dis
ussesthe high-quality tra
king results obtained by our method, and 
ompares theseresults to those obtained when more limited statisti
s or person models areused. 4



Fig. 2. To make a plan-view map, we proje
t foreground into a point 
loud inthe 3D 
amera body 
oordinate system, and then rotate our view of this point
loud to a virtual, overhead 
amera position. The spa
e is then divided into verti
albins aligned with an axis pointed toward the sky, and one plan-view pixel value is
omputed for ea
h verti
al bin.2 Plan-View Statisti
sThe motivation behind using plan-view statisti
s for person tra
king beginswith the observation that, in general, people tend to not overlap mu
h in thedimension normal to the ground. That is, in most 
ontexts in whi
h person-tra
king might be used, people typi
ally do not have signi�
ant portions oftheir bodies above or below those of other people. We might therefore expe
tto separate people more easily, and to redu
e o

lusion problems, by mountingour 
ameras overhead and pointing them toward the ground. Several persontra
king systems that rely on mono
ular video exploit this idea and are de-signed to operate with 
ameras mounted in this way [10,11℄. However, su
hmethods usually either must 
ontinue to deal with signi�
ant o

lusion prob-lems in all but the 
entral portion of the image (parti
ularly if wide-anglelenses are used), or must a

ept a somewhat limited �eld of view (parti
ularlyif the 
eiling is relatively low). Furthermore, when mounted overhead, the
ameras used for tra
king are not suitable for extra
ting images of people'sfa
es, whi
h are desired in many appli
ations that employ vision-based persontra
king. When tra
king is required in an outdoor environment, an overhead
amera mount may not even be feasible.With a stereo 
amera, we 
an produ
e orthographi
ally proje
ted, overheadviews of the s
ene that better separate people than the perspe
tive imagesprodu
ed by a mono
ular overhead 
amera. In addition, we 
an produ
e these5



\plan-view" images even when the stereo 
amera is not mounted overhead,but instead at an oblique angle that maximizes viewing volume and preservesour ability to see fa
es. All of this is possible be
ause the depth data produ
edby a stereo 
amera allows for the partial 3D re
onstru
tion of the s
ene, fromwhi
h new images of s
ene statisti
s, using di�erent viewing angles and 
ameraproje
tion models, 
an be 
omputed. Plan-view images are just one possible
lass of images that may be 
onstru
ted, but are among those with the greatestutility for person tra
king.Figure 2 illustrates the basi
 prin
iples and 
oordinate systems underlying thetransformation of 
amera-view depth images into plan-view statisti
al images.Every reliable measurement in a depth image 
an be ba
k-proje
ted, using
amera 
alibration information and a perspe
tive proje
tion model, to the3D s
ene point responsible for it. By ba
k-proje
ting all of the depth imagepixels, we 
reate a 3D point 
loud, in the X
amY
amZ
am-
oordinate frame ofthe stereo 
amera, representing the portion of the s
ene visible to the 
amera.We would like to analyze the 3D point 
loud in terms of a world XWYWZW -
oordinate system in whi
h the ZW -axis is aligned with the \verti
al" axisof the world - that is, the axis from the 
enter of the Earth toward the sky,normal to the XWYW -ground-level-plane in whi
h we expe
t people to bewell-separated. (For simpli
ity, one may assume in this dis
ussion that thetrue s
ene ground is planar, but in Se
tion 3 we dis
uss a simple modi�
ationof our method that 
ompensates for s
enes in whi
h it is not.) We thereforesele
t su
h a 
oordinate system (whi
h involves 
hoosing a ground level plane,a world origin in the plane, and the dire
tions of the XW - and YW -axes in theplane), and then measure the stereo 
amera's lo
ation and orientation withinit. This e�e
tively tells us how to move the real, physi
al stereo 
amera intoa virtual, overhead, downwardly-dire
ted 
on�guration, thereby aligning the3D point 
loud in the frame of the stereo 
amera with the world 
oordinateframe.Although one might implement a person tra
king algorithm that operatesdire
tly on this point 
loud, we prefer to redu
e the data dimensionality by�nding 2D views or proje
tions of it that are well-suited for person tra
king.We therefore dis
retize the 3D world spa
e into verti
al bins extending alongthe ZW -axis and interse
ting the XWYW -plane in a regular grid. A plan-viewimage 
ontains one pixel for ea
h of these verti
al bins, with the value at thepixel being some statisti
 of the 3D points within the 
orresponding bin.Plan-view proje
tion of per-pixel depth from stereo has been applied to persondete
tion and tra
king by Beymer [12℄, Darrell et. al. [13℄, and by resear
hersat Interval Resear
h Corp. [14℄. All of these methods 
hose to image the samestatisti
 of the 3D points within the verti
ally oriented bins, namely the 
ountof points in ea
h bin. In the resulting images, referred to as plan-view \o
-
upan
y" or \density" maps, people appear as \piles of pixels" that 
an be6



tra
ked as they move around the ground plane. Although powerful, this repre-sentation dis
ards virtually all obje
t shape information in the verti
al (ZW )dimension. In addition, the o

upan
y map representation of a person willshow a sharp de
rease in salien
y when the person is partially o

luded byanother person or obje
t, as far fewer 3D points 
orresponding to the personwill be visible to the 
amera.To address these short
omings, we image a se
ond plan-view statisti
, namelythe height above the ground-level plane of the highest point within ea
h ver-ti
al bin. This image, whi
h we refer to as a \plan-view height map", is ef-fe
tively a simple orthographi
 rendering of the shape of the 3D point 
loudwhen viewed from overhead. The notion of applying plan-view height maps toperson tra
king has been explored preliminarily by Interval resear
hers [14℄,and plan-view height maps from stereo have been used in other 
ontexts su
has automati
 military target re
ognition [15℄ and path-planning for the Marsrover [16℄. Height maps preserve about as mu
h 3D shape information as ispossible in a 2D image, and therefore seem better suited than o

upan
y mapsfor distinguishing people from ea
h other and from other obje
ts. This shapedata also provides ri
her features than o

upan
y for a

urately tra
king peo-ple through 
lose intera
tions and partial o

lusions. Furthermore, when thestereo 
amera is mounted in a high position at an oblique angle, the headsand upper bodies of people often remain largely visible during inter-persono

lusion events, so that a person's height map representation is usually morerobust to partial o

lusions than his o

upan
y map statisti
s.Like o

upan
y maps, however, height maps are sus
eptible to some problems.For instan
e, the movement of relatively small obje
ts at heights similar tothose of people's heads, su
h as when a person pla
es a book on an eye-levelshelf, 
an appear similar to person motion in a height map. Also, use of thehighest point within ea
h verti
al bin, rather than height-rank-�ltering forthe point at perhaps the 90th-per
entile, allows for fast 
omputation of heightmaps, but makes these maps very sensitive to depth noise. The e�e
ts ofdepth noise are often severe enough to 
ountera
t any bene�ts of 
onstru
tingplan-view height maps.We largely over
ome both of these problems, as well as those asso
iated witho

upan
y maps, through the novel strategy of 1) using o

upan
y statisti
sto re�ne the height map, and 2) using o

upan
y and height statisti
s togetherfor tra
king. This approa
h, des
ribed in Se
tion 3, 
reates a ri
h and robustplan-view basis for tra
king. Se
tions 4 and 5 go on to des
ribe a tra
kingmethod, based on Kalman predi
tion on adaptive statisti
al templates, thatseeks to leverage as mu
h of the detail in our plan-view maps as possible foruse as features in tra
king. 7
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Fig. 3. Overview of person tra
king algorithm.3 Building Maps of Plan-View Statisti
sAn overview of our full person tra
king method is shown in Figure 3. In thisse
tion, we des
ribe all the steps prior to the rightmost blo
k. These stepstransform and re�ne 
amera-view 
olor and depth data to 
reate the plan-view image input upon whi
h the tra
king methods of Se
tions 4 and 5 arebased.3.1 Camera Setup and Video InputThe input to the method is a video stream of \
olor-with-depth"; that is, thedata for ea
h pixel in the video stream 
ontains three 
olor 
omponents andone depth 
omponent. Color and depth from one frame of su
h a stream isshown in Figures 4a and 4b. We use depth instead of disparity for two reasons.First, operations 
arried out in a metri
 depth spa
e are usually easier tounderstand, are more dire
tly related to physi
ally determinable parameters,and are often simpler to 
ompute than equivalent operations in a disparitydata spa
e. This should be
ome 
learer as we explain our method. Se
ond, wewould like our method to be appli
able in systems that 
ompute depth notonly by image area-mat
hing te
hniques, but also by methods based on othermeans, su
h as lidar, that do not produ
e disparities.When multi-
amera stereo is used to provide 
olor and depth, 
alibrationsmust be performed to determine three mappings between 
oordinate systemsthat will be used in 
onstru
ting plan-view images:1. Calibration of ea
h individual 
amera's intrinsi
 parameters and lens dis-tortion fun
tion is needed to map ea
h 
amera's raw, distorted input toimages that are suitable for stereo mat
hing.2. Stereo 
alibration and determination of the 
ameras' epipolar geometry isrequired so that the set of individual 
ameras may be treated as a singlevirtual 
amera head produ
ing 
olor-with-depth video. More spe
i�
ally, wemust �nd the parameters for mapping disparity image values (u; v; disp),using perspe
tive ba
k-proje
tion, to 3D 
oordinates (X
am; Y
am; Z
am) in8



Fig. 4. Example 
amera-view input. From left to right, (a) Current 
olor, (b) Currentdepth, (
) Foreground 
olor. Unreliable (low 
on�den
e) depth data is shown inbla
k.the frame of the 
amera body. The perspe
tive equations relating these
oordinate systems are given in Se
tion 3.3, but we note here that theparameters required from this 
alibration step are the 
amera baseline sep-aration b, the virtual 
amera horizontal and verti
al fo
al lengths fu and fv(for the general 
ase of non-square pixels), and the image lo
ation (uo; vo)where the virtual 
amera's 
entral axis of proje
tion interse
ts the imageplane.3. The rigid transformation relating the X
amY
amZ
am 
amera body 
oordi-nate system to the XWYWZW world spa
e must be determined so that we
an align the 3D point 
loud properly with the verti
ally-oriented bins andthe ground level plane. We spe
i�
ally seek the rotation matrix R
am andtranslation ve
tor ~t
am required to move the real stereo 
amera into align-ment with an imaginary stereo 
amera lo
ated at the world origin and withX
am-, Y
am-, and Z
am-axes aligned with the world 
oordinate axes.Many standard methods exist for a

omplishing these 
alibration steps, andany two or more of the above steps 
an be 
ombined into a single parame-ter optimization pro
ess. Sin
e 
alibration methods are not our fo
us here,we do not des
ribe parti
ular te
hniques, but instead set forth the require-ments that, whatever methods are used, they result in the produ
tion ofdistortion-
orre
ted 
olor-with-depth imagery, and they determine the param-eters b; fu; fv; (uo; vo) ;R
am; and ~t
am.To maximize the volume of viewable spa
e without making the system overlysus
eptible to o

lusions, we prefer to mount the stereo 
amera at a relativelyhigh lo
ation, with the 
entral axis of proje
tion roughly midway betweenparallel and normal to the XWYW -plane. Although our stereo 
amera typi-
ally 
onsists of a planar array of imagers with a stereo baseline on the orderof 10-20
m, our method is appli
able for any positioning and orientation ofthe mono
ular 
ameras, provided that the above 
alibration steps 
an be per-formed a

urately. We use lenses with as wide a �eld of view as possible,provided that the lens distortion 
an be well-
orre
ted.9



3.2 Foreground SegmentationRather than use all of the image pixels in building plan-view statisti
al maps,we restri
t our attention to obje
ts in the s
ene that are novel or that move inways that are atypi
al for them. These obje
ts are segmented in the 
amera-view spa
e via a relatively sophisti
ated te
hnique for ba
kground estimationand removal, as detailed in [17,18℄. In this method, the re
ent history of ob-servations is modeled independently at ea
h pixel, using Time-Adaptive, Per-Pixel Mixtures Of Gaussians (TAPPMOGs) in a four-dimensional pixel ob-servation spa
e of depth, luminan
e, and two 
hroma 
omponents. An onlineapproximation to Expe
tation-Maximization is used to adapt the Gaussianmixture parameters as new image observations arrive, with observations 
or-responding to older images re
eiving less weight in the modeling pro
ess. Asubset of the Gaussians in ea
h pixel's mixture model is sele
ted at ea
h timestep to represent the ba
kground. At ea
h pixel where the 
urrent 
olor anddepth are well-des
ribed by that pixel's ba
kground model, the 
urrent videodata is labeled as ba
kground. Otherwise, it is labeled as foreground.Conne
ted 
omponents analysis is used to remove small, isolated foregroundregions and to �ll small foreground holes, but we have found in pra
ti
e thatthis is not 
riti
al to the su

ess of our person tra
king method. Figure 4
shows an example result of foreground extra
tion. The impre
ision in theforeground edges is due to depth noise, but does not signi�
antly a�e
t persontra
king performan
e.\High-level" feedba
k is also used to further re�ne and guide the pixel-levelsegmentation. The ba
kground model is not updated where the person tra
kerbelieves that people are present, so that people who remain relatively stati
for long time periods are not slowly in
orporated into the ba
kground model.Most of the remaining foreground is assumed to not 
orrespond to people,and is regarded as foreground segmentation \errors". Rapid lighting 
hangesare also dete
ted, and the foreground asso
iated with these 
hanges are alsoregarded as errors. The distribution of all su
h errors over time are, like the ob-servation history, modeled using a TAPPMOG s
heme. The error TAPPMOGand observation history TAPPMOG are periodi
ally merged, as des
ribed in[17℄, so that the ba
kground model better re
e
ts these errors, thereby de-
reasing the likelihood that they will be segmented as foreground again in thefuture. This error-
orre
tion via high-level feedba
k allows for rapid re
overy(in less than 2 se
onds) from rapid lighting 
hanges, and allows qui
k adap-tation of the ba
kground model to uninteresting s
ene 
hanges (su
h as themoving of the 
hair), so that few of these types of events provide substantialdistra
tion to the person tra
king system.10



3.3 Plan-View Map Constru
tionAll 
amera-view image foreground pixels with reliable depth measurementsare used in building our plan-view statisti
al maps. This pro
ess begins with
onstru
tion of a 3D point 
loud representing the foreground in the s
ene.For a bino
ular stereo pair, two 
oordinate transforms are needed to 
onvertdisparity image data to a point 
loud aligned with our XWYWZW world 
oor-dinate system. First, we proje
t the disparity disp at 
amera-view pixel (u; v)to a 3D lo
ation (X
am; Y
am; Z
am) in the 
amera body 
oordinate frame:Z
am = bfudisp; X
am = Z
am(u� uo)fu ; Y
am = Z
am(v � vo)fv (1)These equations assume a disparity image 
oordinate system in whi
h theu- and v-axes are oriented left-to-right along image rows and top-to-bottomalong image 
olumns, respe
tively. The mono
ular 
ameras are assumed to beseparated along the image u-axis. In the 
amera body 
oordinate frame, theorigin is at the 
amera prin
ipal point, the X
am- and Y
am-axes are 
oin
identwith the disparity image u- and v-axes, and the Z
am-axis points toward thes
ene imaged by the 
amera.Next, we transform these 
amera frame 
oordinates into the (XW ; YW ; ZW )world spa
e by applying the rotation R
am and translation ~t
am relating thetwo 
oordinate systems:�XW YW ZW �T = �R
am �X
am Y
am Z
am �T � ~t
am (2)Before building plan-view maps from the 3D point 
loud, we must 
hoose aresolution at whi
h to quantize the world spa
e into verti
al bins. We wouldlike this resolution to be small enough to represent the shapes of people indetail, but we must also 
onsider the limitations imposed by the noise and res-olution properties of our depth measurement system. In pra
ti
e, we typi
allyuse verti
al bins that interse
t the XWYW -ground-level-plane so as to divideit into a square grid with resolution Æground of 2-4
m/pixel.We must also 
hoose the bounds (Xmin; Xmax; Ymin; Ymax) of the ground levelarea within whi
h we will restri
t our attention. This 
an be done by �rstinterse
ting the stereo 
amera's �eld of view with the full volume of spa
ewithin whi
h portions of people might be present, and then proje
ting thisinterse
tion volume onto the XWYW -plane. The volume in whi
h people mayexist is restri
ted by the 
oor and walls of the environment, as well as by thesurfa
e at height Hmax above the ground, where Hmax is an estimate of themaximum height at whi
h we might expe
t to see human body parts (e.g. how11



high a very tall person might rea
h with his hands if he stands on his toes).The ground plane dis
retization and bounds determine the size of our plan-view images, and allow us to map 3D point 
loud 
oordinates to their 
orre-sponding plan-view image pixel lo
ations (xplan; yplan) as follows:xplan = b(XW �Xmin)=Æground + 0:5
 (3)yplan = b(YW � Ymin)=Æground + 0:5
We 
an now des
ribe how to 
ompute plan-view height and o

upan
y maps,denoted as H and O respe
tively, in a single pass through the 
amera-viewforeground data. Spe
i�
ally, after setting all pixels in both plan-view mapsto zero, we do the following for ea
h 
amera-view foreground pixel:1. Compute the pixel's (X
am; Y
am; Z
am)-
oordinate via equation (1).2. Compute the pixel's (XW ; YW ; ZW )-
oordinate via equation (2).3. Compute the pixel's plan-view image lo
ation (xplan; yplan) via equation (3).4. If ZW > H (xplan; yplan) and ZW < Hmax, then update the height map:H (xplan; yplan) = ZW .5. In
rement O (xplan; yplan) by Z2
am=fufv, whi
h is an estimate of the realarea subtended by the pixel at distan
e Z
am from the 
amera.The s
aling of the in
rements to the o

upan
y map 
ompensates for thedependen
e on distan
e of an obje
t's size in a 
amera-view image. If ourplan-view o

upan
y map 
ontained simply the 
ount of pixels in ea
h verti
albin in the world, the \pile of pixels" representing an obje
t would grow in sizeas the obje
t more 
losely approa
hed the 
amera, sin
e the obje
t wouldsubtend more pixels. By instead using the sum of Z2
am=fufv over the pointsin ea
h verti
al bin, we make an obje
t's representation in the o

upan
y maprelatively independent of distan
e to the 
amera, and we tie o

upan
y mapvalues to a physi
ally meaningful quantity - namely, the total metri
 surfa
earea of foreground visible to the 
amera within ea
h verti
al bin.Plan-view height and o

upan
y maps 
orresponding to the foreground ofFigure 4 are shown in Figures 5a and 5b, respe
tively. The plan-view lo
ationof the stereo 
amera is at the middle of the bottom of these images, and thelines indi
ate the bounds of the 
amera's �eld of view when proje
ted onto theground plane. In the o

upan
y map, �ve \blobs" 
orresponding to the �vepeople in the foreground image are 
learly visible. The two people fa
ing ea
hother and talking to ea
h other 
orrespond to the two lowermost blobs in themaps. In the height map, the data is less 
learly separable into �ve distin
tblobs. 12



Fig. 5. Plan-view maps 
orresponding to the extra
ted foreground of Figure 4. Theplan-view lo
ation of the stereo 
amera is near the bottom middle of the image, andthe lines indi
ate the 
amera �eld of view. From left to right, images are (a) Rawheight map Hraw, (b) Raw o

upan
y map Oraw, (
) Bitmap indi
ating wheresmoothed o

upan
y is above threshold �o

, (d) Masked, smoothed height mapHmasked.If the true ground in the s
ene is not planar, we use the depth data asso-
iated with the s
ene ba
kground model to 
onstru
t a \height-o�set" mapHo(xplan; yplan). This map estimates the deviation from planarity of the groundat all lo
ations in the plan-view images. When building the plan-view heightmap for a given frame of foreground, we �rst subtra
t Ho(xplan; yplan) fromea
h ZW value before 
omparing it against Hmax and H(xplan; yplan).3.4 Plan-View Map Re�nementGiven the rather substantial noise that is typi
al of depth imagery, it shouldnot be surprising that the plan-view maps 
onstru
ted as des
ribed above arealso quite noisy. We therefore denote these maps as the \raw" data Hraw andOraw, and we 
onvolve them with a Gaussian kernel to produ
e \smooth" mapsHsm and Osm. Be
ause plan-view map 
oordinates 
orrespond to a metri
spa
e (measured in 
entimeters in our 
ase), and be
ause we know the typi
almetri
 size of the obje
ts (people) in whi
h we are interested, we 
an makean intelligent 
hoi
e of spatial extent for the Gaussian smoothing operator. Inparti
ular, we 
hoose a Gaussian varian
e in pixels that, when multiplied bythe map resolution Æground, 
orresponds to a physi
al size on the order of 1-4
m. This smooths depth noise in person shapes, while retaining gross featureslike arms, legs, and heads.Although simple Gaussian smoothing produ
es relatively 
lean plan-view o
-
upan
y maps, it is inadequate for dealing with the substantial noise in ourraw height maps. Our Hraw 
ontains the maximum height statisti
 for ea
hverti
al bin; while this statisti
 may be 
omputed very eÆ
iently, it is alsovery sensitive to depth image noise. When this noise is lo
ated at \interest-ing" heights, su
h as those typi
al of heads of upright people, it 
an severelydisrupt tra
king. However, even if a more robust, rank �ltered height statisti
were used, and even if this statisti
 su

eeded in 
ompletely eliminating heightmap noise, tra
king in plan-view height maps would still be 
onfused by the13



movement of small, non-person foreground obje
ts at these same \interesting"heights. For example, when a person pla
es a sweater on an eye-level shelf,its appearan
e in a height map 
an resemble that of the person who pla
edit there, sin
e the height map gives only a partial indi
ation of whether ornot there is a human body beneath any head-level obje
t. These problemshelp explain why no prior person tra
king methods attempt to make use ofplan-view maps based on only height statisti
s.A 
riti
al innovation in our method, therefore, is its use of the mu
h less noisyo

upan
y map statisti
s to re�ne the height maps so they 
an be used intra
king with an a

eptable level of 
on�den
e. Spe
i�
ally, we propose touse the smoothed height map statisti
s only in 
oor areas where something\signi�
ant" is present, as indi
ated by the amount of lo
al o

upan
y mapeviden
e. In other words, data in the height map is largely ignored wherethe 
orresponding region of the o

upan
y map fails to indi
ate that a large,person-sized foreground obje
t is in the vi
inity. This 
riterion may be imple-mented in a number of ways, but here we use the relatively simple te
hniqueof pruning Hsm (setting it to zero) wherever the 
orresponding pixel in thesmoothed o

upan
y map Osm is below a threshold �o

. We set the threshold�o

 to a relatively low value, be
ause we do not want to remove from the heightmap all eviden
e of people who are substantially o

luded. Even with a lowvalue of �o

, the re�nement of the height map is signi�
ant. One formula for�o

 based on physi
ally measurable quantities is des
ribed in the Appendix.Figure 5
 shows the mask obtained by applying the threshold �o

 to thesmoothed o

upan
y map of the foreground of Figure 4. The result of applyingthis mask to Hsm is shown in Figure 5d. This masked height map Hmasked,along with the smoothed o

upan
y map Osm, provide an ex
ellent new basison whi
h to build person dete
tion and tra
king algorithms. In Se
tions 4 and5, we des
ribe an example method that, as indi
ated by the results of Se
tion6, is parti
ularly well-tailored to this basis.4 Tra
king and Adapting Templates of Plan-View Statisti
sIn the plan-view person tra
king method of Beymer [12℄, people are modeledwith Gaussians applied to o

upan
y maps. Darrell et. al. [13℄ use an evensimpler model, namely the integral of the o

upan
y data within some plan-view support region, and implement tra
king as a bat
h pro
ess that relieson dynami
 programming to produ
e results for an entire sequen
e of videoframes at on
e. In this se
tion, we des
ribe a novel te
hnique that employsmu
h more des
riptive, template-based person models that 
an adapt qui
klyover time. Furthermore, our method allows for online, real-time dete
tion andtra
king of people with good a

ura
y. The dete
tion and tra
king 
omponents14



of our approa
h are detailed in Se
tions 4.1 and 4.2, respe
tively.4.1 Person Dete
tionWe begin to dete
t a new person in the s
ene by looking for a signi�
ant \pileof pixels" in the o

upan
y map that has not been a

ounted for by tra
king ofpeople found in previous frames. More pre
isely, after tra
king of known peoplehas been 
ompleted, and after the o

upan
y and height eviden
e supportingthese tra
ked people has been deleted from the plan-view maps, we 
onvolvethe o

upan
y map Osm with a box �lter and �nd the maximum value of theresult. If this peak value is above a threshold �newO

, we regard its lo
ationas that of a 
andidate new person. The box �lter size is again a physi
ally-motivated parameter, with width and height equal to an estimate of twi
e theaverage shoulder-to-shoulder torso width Wavg of adult people. We use a valueof Wavg around 40
m.We apply additional tests at the 
andidate person lo
ation to better verifythat this is a person and not some other type of obje
t. Currently, we requirethat two simple tests be passed:1. The highest value in Hmasked within a square of width 2 �Wavg 
entered atthe 
andidate person lo
ation must ex
eed some plausible minimum height�newHt for people.2. Among the 
amera-view foreground pixels that map to the plan-view squareof width 2 �Wavg 
entered at the 
andidate person lo
ation, the fra
tion ofthose whose luminan
e has 
hanged signi�
antly sin
e the last frame mustex
eed a threshold �newA
t.These tests ensure that the foreground obje
t is physi
ally large enough to bea person, and is more physi
ally a
tive than, for instan
e, a statue. However,these tests sometimes ex
lude small 
hildren or people in unusual postures, andsometimes fail to ex
lude large, non-stati
, non-person obje
ts su
h as foliagein wind. We are therefore in the pro
ess of implementing more sophisti
atedtests to be applied to the shape data available in the plan-view images. Inaddition, some of these errors might be avoided by restri
ting the dete
tion ofpeople to 
ertain entry zones in the plan-view map.Whether or not the above tests are passed, we delete, after the tests have beenapplied, the height and o

upan
y map data within a square of width 2�Wavg
entered at the lo
ation of the box �lter 
onvolution maximum. We then applythe box �lter to Osm again to look for another 
andidate new person lo
ation.This pro
ess 
ontinues until the 
onvolution peak value falls below �newO

,indi
ating that there are no more likely lo
ations at whi
h to 
he
k for newlyo

urring people. 15



In dete
ting a new person to be tra
ked, our philosophy is that we would like tosee him without substantial o

lusion for a few frames before we oÆ
ially addhim to our \tra
ked person" list. We therefore aim to set the new person o

u-pan
y threshold �newO

 so that half of an average-sized person must be visibleto the stereo pair in order to ex
eed it. This is approximately implementedusing �newO

 = 12 � 12 �WavgHavg, where Wavg and Havg denote average personwidth and height, and where the extra fa
tor of 12 roughly 
ompensates for thenon-re
tangularity of people and the possibility of unreliable depth data. Wealso do not allow the dete
tion of a 
andidate new person within some smallplan-view distan
e (e.g. 2 �Wavg) of any 
urrently tra
ked people, so that ourbox �lter dete
tion me
hanism is less sus
eptible to ex
eeding �newO

 due to
ontribution of o

upan
y from the plan-view fringes of more than one person.Finally, after a new person is dete
ted, he remains only a \
andidate" untilhe is tra
ked su

essfully for some minimum number of 
onse
utive frames.No tra
k is reported while the person is still a 
andidate, although the tra
kmeasured during this probational period may be retrieved later.4.2 Tra
king with Plan-View TemplatesKalman �ltering is used to tra
k patterns of plan-view height and o

upan
ystatisti
s over time. Mu
h prior work on multi-target tra
king with Kalman�lters exists both within and outside the 
omputer vision literature; see, forexample, [19{21℄. Also, Beymer [12℄ applies a Kalman framework to tra
kingmultiple Gaussian models of people in plan-view o

upan
y maps. Our fo
ushere is not on innovation in Kalman �ltering, but rather on adapting thestandard methodology to our plan-view statisti
al substrate. In the future, weare interested in exploring more powerful tra
king methods su
h as parti
le�ltering, whi
h 
an estimate non-Gaussian, non-linear dynami
 pro
esses andwhi
h has re
ently been extended to tra
k multiple targets [22,23℄.The state representation and dynami
al models underlying our Kalman �ltersare des
ribed in Se
tion 4.2.1. Se
tion 4.2.2 details the 
ore of the algorithmfor tra
king people from one frame to the next. Finally, in Se
tion 4.2.3, weoutline simple \long-term" tra
king methods that help 
ompensate for possiblefailures in inter-frame tra
king.4.2.1 Kalman State and Predi
tionThe Kalman state maintained for ea
h tra
ked person is the three-tuple D~x;~v; ~SE,where ~x is the two-dimensional plan-view lo
ation of the person, ~v is the two-dimensional plan-view velo
ity of the person, and ~S represents the body 
on-�guration of the person. While one might think it preferable to parameterize16



body 
on�guration in terms of joint angles or other pose des
riptions, we �ndthat simple templates of plan-view height and o

upan
y statisti
s providean easily 
omputed but powerful shape des
ription. Hen
e, we update the ~S
omponent of the Kalman state dire
tly with values from subregions of theHmasked and Osm images, rather than �rst attempt to infer body pose fromthese statisti
s, whi
h is likely an expensive and highly error-prone pro
ess.Our Kalman state may therefore more a

urately be written as h~x;~v; TH ; TOi,where TH and TO are a person's height and o

upan
y templates, respe
tively.The observables in our Kalman framework are the same as the state; that is,we assume no hidden state variables.For Kalman predi
tion, we use a 
onstant velo
ity model, and we assume thatperson pose varies smoothly over time. At high system frame rates, we there-fore would expe
t little 
hange in a person's template-based representationfrom one frame to the next. For simpli
ity, we predi
t no 
hange at all. Be-
ause the template statisti
s for a person are highly dependent on the visibilityof that person to the 
amera, we are e�e
tively also predi
ting no 
hange inthe person's state of o

lusion between frames. These predi
tions will obvi-ously not be 
orre
t in general, but they will be
ome in
reasingly a

urateas the system frame rate is in
reased. Fortunately, the simple 
omputationsemployed by our method are well-suited for high-speed implementation, sothat it is not diÆ
ult to 
onstru
t a system that operates at a rate where ourpredi
tions are reasonably approximate.4.2.2 Kalman Measurement and Update StepsThe measurement step of the Kalman pro
ess is 
arried out for ea
h personindividually, in order of our 
on�den
e in their 
urrent positional estimates.This 
on�den
e is taken to be proportional to the inverse of �2~x, the varian
e forthe Kalman positional estimate ~x. To obtain a new position measurement fora person, we sear
h in the neighborhood of the predi
ted person position ~xpredfor the lo
ation at whi
h the 
urrent plan-view image statisti
s best mat
hthe predi
ted ones for the person. The area in whi
h to sear
h is 
enteredat ~xpred, with a re
tangular extent determined from �2~x. A mat
h s
ore Mis 
omputed at all lo
ations within the sear
h zone, with lower values of Mindi
ating better mat
hes.The value of the mat
h s
oreM for the ith person at some plan-view lo
ation~x is linearly proportional to four metri
s that are easily understood from aphysi
al standpoint:1. The di�eren
e between the shape of the tra
ked person when seen fromoverhead, as indi
ated by the ith person's height template TH , and thatof the 
urrent s
ene foreground, as indi
ated by the masked height map17



Hmasked, in the neighborhood of ~x.2. The di�eren
e between the amount of the tra
ked person's visible surfa
earea, as indi
ated by the ith person's o

upan
y template TO, and that ofthe 
urrent s
ene foreground, as indi
ated by the smoothed o

upan
y mapOsm, in the neighborhood of ~x.3. The distan
e between ~x and the predi
ted person lo
ation ~xpred.4. The 
loseness of ~x to the measured lo
ations of all people previously tra
kedin this frame.The �nal 
omponent attempts to enfor
e the physi
al prin
iple that two people
annot o

upy the same spa
e at the same time, and dis
ourages the mat
hingof more than one person to nearly the same lo
ation in the plan-view maps.For the ith person, we 
ompute the above mat
h s
ore at lo
ation ~x as follows:M(i; ~x)=� � SAD(TH ;Hmasked(~x)) +� � SAD(TO;Osm(~x)) + (4)
 �q(x� xpred)2 + (y � ypred)2 +� �Xj<i � (~xj;Wavg; ~x)SAD refers to \sum of absolute di�eren
es", but averaged over the numberof pixels used in the di�eren
ing operation so that all mat
hing pro
ess pa-rameters are independent of the template size. � (: : :) denotes the Gaussianfun
tion evaluated at lo
ation ~x, where the Gaussian has a mean equal to theposition estimate ~xj of a previously tra
ked person, and a varian
e equalingthe average person torso width. Appropriate relative weightings for the variousterms in equation (4) 
an be determined from physi
al prin
iples, as dis
ussedin the Appendix.When 
omparing a height template TH to a portion of Hmasked via the SADoperation, it is not desirable to in
lude di�eren
es at pixels where either TH orHmasked has been masked out but the other has not, as this might arti�
iallyin
ate the SAD s
ore. We should not simply ignore these pixels, however,be
ause we would like the SAD to be high (bad) when a data-ri
h templateis 
ompared with a largely empty portion of Hmasked. Therefore, we modifythe SAD pro
ess, for the height 
omparison only, to substitute an arti�
ialheight di�eren
e wherever either, but not both, of the 
orresponding pixelsof Hmasked and TH are zero. The arti�
ial di�eren
e is 
hosen to be Hmax=3,whi
h is the expe
ted di�eren
e of two random variables uniformly distributedbetween 0 and Hmax.If the best (minimal) mat
h s
ore falls below a threshold �tra
k, we update theperson's Kalman state with new measurements. The lo
ation ~xbest at whi
hM(~x) was minimized serves as the new position measurement, and the new18



velo
ity measurement is the inter-frame 
hange in position divided by thetime di�eren
e. The image values of Hmasked and Osm in the area surrounding~xbest are used as the new body 
on�guration measurements for updating thetemplates. (The extent of this area is dis
ussed in Se
tion 5.) This image datais 
leared before tra
king of another person is attempted. A relatively highKalman gain is used in the template update pro
ess, so that templates adaptqui
kly. To redu
e 
omputation, one might simply 
opy the 
urrent plan-viewmap statisti
s into the person templates TH and TO, rather than maintainKalman 
ovarian
e matri
es for them and use the standard Kalman updateequations. We use this simpli�
ation, and have found in pra
ti
e that it 
auseslittle degradation in tra
king performan
e.If the best mat
h s
ore from equation (4) is above �tra
k for some person, we donot update that person's Kalman state with new measurements, and we report~xpred as the person's lo
ation. The positional state varian
es are in
remented,re
e
ting our de
rease in tra
king 
on�den
e for the person. The person isalso pla
ed on a temporary list of \lost" people, whi
h is used as des
ribed inthe next se
tion.4.2.3 Long-Term Tra
king Te
hniquesWhen someone exits the s
ene temporarily or is substantially o

luded for anextended time, he may remain on the \lost" person list for many frames, withhis position being reported solely on the basis of Kalman predi
tion. Whenthe person be
omes visible again, it is often the 
ase that the Kalman positionpredi
tion will be far from 
orre
t, espe
ially when the person has been lostfor signi�
ant time. The person's plan-view templates will also probably notmat
h well with his new appearan
e. We therefore resort to se
ondary, \long-term" tra
king methods, as des
ribed below, in order to link the tra
ks of lostpeople to their reappearan
es in the s
ene.After tra
king (as des
ribed in Se
tion 4.2.2) and new person dete
tion (asdes
ribed in Se
tion 4.1) have been 
ompleted, we determine, for ea
h lostperson, whether or not any newly dete
ted person is suÆ
iently 
lose in spa
e(e.g. 2 meters) to the predi
ted lo
ation of the lost person or to the last pla
ehe was sighted. If so, and if the lost person has not been lost too long, wede
ide that the two people are a mat
h. In the future, we will apply moresophisti
ated mat
hing 
riteria based on person shape and appearan
e. If thenew and lost people are de
lared a mat
h, we set the lost person's Kalmanstate to be equal to that of the newly dete
ted person. If a lost person 
annotbe mat
hed with any newly dete
ted person, we 
onsider how long it has beensin
e the person was su

essfully tra
ked. If it has been too long (above sometime threshold su
h as 4 se
onds), we de
ide that the person is permanentlylost, and we delete him from the list of people we are trying to tra
k.19



5 Avoidan
e of Adaptive Template ProblemsA variety of tra
king s
hemes based on adaptive templates have been usedin prior, \
amera-view" tra
king systems; re
ent examples in
lude [24,25℄. Asmodels of tra
ked obje
ts, adaptive templates would seem to o�er, in theory,the advantages of simpli
ity, 
exibility, and des
riptive power. In pra
ti
e,however, adaptive template des
riptions of obje
ts have proven suÆ
ientlyproblemati
 to 
ause them to be abandoned, in most 
urrent systems, in favorof parameterized models su
h as \blobs", Gaussians, or linear 
ombinationsof basis shapes. In this se
tion, we dis
uss how the typi
al problems with
amera-view, adaptive template tra
king are easily side-stepped in our plan-view approa
h.5.1 Choi
e of Template SizeMost template-based tra
king methods that operate on 
amera-view imagesen
ounter diÆ
ulty in sele
ting and adapting the appropriate template sizefor a tra
ked obje
t, be
ause the size of the obje
t in the image varies withits distan
e from the 
amera. In the plan-view framework des
ribed above,however, we are able to obtain good performan
e with a template size thatremains 
onstant a
ross all people and all time. Spe
i�
ally, we employ squaretemplates whose sides have a length in pixels that, when multiplied by theplan-view map resolution Æground, is roughly equal to 2 �Wavg. As dis
ussed inSe
tion 4.1, Wavg is an estimate of the average torso width (from shoulder toshoulder) of adult people, and we use Wavg � 40
m.Use of a 
onstant template size is reasonable be
ause of a 
ombination of twofa
tors. First, people spend almost all of their waking time in a predominantlyupright position (even when sitting), and the spatial extents of most uprightpeople, when viewed from overhead, are 
on�ned to a relatively limited range.Se
ond, our plan-view representations of people are, ideally, invariant to their
oor lo
ations relative to the 
amera. In pra
ti
e, the plan-view statisti
s fora given person be
ome more noisy as he or she moves away from the 
amera,be
ause of the smaller number of 
amera-view pixels that 
ontribute to them.Nevertheless, some basi
 properties of these statisti
s, su
h as their typi
almagnitudes and spatial extents, do not depend on the person's distan
e fromthe 
amera, so that no 
hange in template size is ne
essitated by the person'smovement around the room.Our template width of 2 �Wavg � 80
m is large enough to a

omodate thetorsos of nearly all upright people, as well as mu
h of their outstret
hed limbs,without being overly large for use with small or 
losely-spa
ed people. For20



Fig. 6. Evolution of height and o

upan
y templates TH and TO for a single tra
kedperson over the 
ourse of 1.5 se
onds (every other frame shown). Top row: Colorvideo of person taking a step toward 
amera and then turning to his right (depthnot shown); Middle row: Extra
ted, re-
entered height templates TH ; Bottomrow: Extra
ted, re-
entered o

upan
y templates TO.people of unusual size or in unusual postures, this template size still works well,although perhaps it is not ideal. As we develop more sophisti
ated methodsof analyzing person shape and a
tivity, we may allow our templates to adaptin size when appropriate.5.2 Redu
tion of Template \Slippage"Templates that are updated over time with 
urrent image values inevitably\slip o�" the tra
ked target, and begin to re
e
t elements of the non-targetimage ba
kground. This is perhaps the primary reason that adaptive templatesare seldom used in 
urrent tra
king methods. Our method, as des
ribed thusfar, also su�ers from this template \slippage". However, with our plan-viewstatisti
al basis, it is relatively straightforward to 
ountera
t the problem inways that are not feasible for other image substrates.Spe
i�
ally, we are able to virtually eliminate template slippage through asimple template \re-
entering" te
hnique that relies on our knowledge of typ-i
al person sizes in plan-view maps. On ea
h frame, after tra
king a

ordingto Se
tion 4.2 has 
ompleted, we 
ompute for ea
h person the lo
ation in Osmof the o

upan
y 
enter-of-mass ~x
om for the pixels within a square of widthWavg 
entered at the person's estimated lo
ation. This provides an estimatefor ea
h person of where the bulk of his or her asso
iated plan-view statisti-
al data is 
urrently 
entered. New templates TH and TO are then extra
tedfrom Hmasked and Osm at ~x
om for ea
h person. Also, ea
h person's lo
ationin the Kalman state ve
tor is shifted to ~x
om, without 
hanging the velo
ity21



estimates or other Kalman �lter parameters. Re-
entering is not applied topeople whose best mat
h s
ore from equation (4) is above �tra
k, and whose
urrent lo
ation estimate is therefore simply the Kalman predi
tion.We have found this re-
entering te
hnique to be very e�e
tive in keepingtemplates solidly situated over the plan-view statisti
s representing a per-son, despite depth noise, partial o

lusions, and inter-person intera
tions. Italso serves to well align the templates extra
ted for a given individual a
rosssu

essive frames. An example of the evolution in time of the extra
ted, re-
entered height and o

upan
y templates TH and TO for a tra
ked personis shown in Figure 6. The robustness provided by the re-
entering te
hniquearises from its ability to use the average person size Wavg to 
onstrain thesear
h window for �nding a 
orre
ted template lo
ation. Without this 
on-straint, it is diÆ
ult to prevent templates for a given person from \jumping"to other nearby people and other foreground obje
ts in the plan-view maps.6 Experimental ResultsWe have implemented our method in C++ on a standard PC platform. Live
olor and depth video input, at 320x240 resolution and with subpixel disparityinterpolation, is provided by a Point Grey Tri
lops stereo module [1℄. Withlittle attempt at optimization of our 
ode, the overall system runs at 8Hzon a dual 750MHz-pro
essor PC. Good tra
king performan
e is obtained atthis frame rate, but be
ause of our method's underlying assumption of slowinter-frame evolution of plan-view statisti
s, we expe
t our tra
king results toimprove as the system frame rate is in
reased. This frame rate 
an obviously bein
reased through use of faster pro
essors and better-optimized 
ode, but oneshould also note that the Tri
lops' software 
omputation of depth is the most
omputationally expensive 
omponent of our system. Use of a stereo 
amerahead with hardware-assisted depth 
omputation, su
h as that available fromTyzx In
. [5℄, would therefore dramati
ally improve the system speed, andthereby lead to gains in real-time person tra
king performan
e.The sophisti
ated ba
kground estimation and removal method of [17℄ is thenext most 
ostly system 
omponent, and hen
e the frame rate 
ould also bein
reased by substituting simpler methods that, for instan
e, rely on depthalone [26,27℄, assume a stati
 ba
kground, or employ simpler per-pixel ba
k-ground models. We have found our tra
king results to be largely una�e
ted byminor foreground errors su
h as holes in foreground obje
ts, impre
ise obje
tboundaries, shadows, and isolated regions of foreground noise, so use of sim-pler ba
kground removal methods is not detrimental in many situations. Thisis due largely to our use of plan-view image statisti
s rather than 
amera-view foreground analysis. However, simpler foreground estimation methods22



Fig. 7. Example frames from tra
king test sequen
es. Tra
king was su

essful inthe leftmost four frames, but failures o

urred on the rightmost two. From leftto right: (a), (b): Typi
al frames. (
): Three people lined up in the dire
tionaway from 
amera; note su

essful tra
king of most distant person (inside square)behind 
ubi
le wall. (d): Multi-person o

lusions and non-person foreground obje
t(
hair). (e): Failure o

urs where three people are in frame, but third is 
ompletelyo

luded by another (inside box, not visible) for a long period of time. (f): Failureo

urs where person (inside box) 
rou
hes behind a newly opened 
abinet door whilemultiple people pass in front and nearby.often fail to adequately handle global lighting 
hanges, slow-moving or sta-tionary foreground obje
ts, dynami
 ba
kground obje
ts su
h as foliage inwind, movement or addition of \ba
kground" obje
ts su
h as 
hairs, and otherphenomena. The resulting erroneous omission or in
lusion of large foregroundobje
ts may substantially degrade the performan
e of our, and most other,tra
king methods. Hen
e, for systems intended to run for long periods of timein real-world 
onditions, we re
ommend use of robust, adaptive foregroundextra
tion, despite the extra 
omputation this may entail.We have quantitatively evaluated our method on several 
olor-with-depthvideo sequen
es 
aptured at 12-15Hz and 320x240 resolution. A
ross all se-quen
es, the stereo 
amera was stati
ally mounted between 2.2m and 3m abovethe ground, with a view like that shown in Figure 4. Tra
king results were ex-amined for \signi�
ant" errors, de�ned as any of 1) losing tra
k of a person, 2)failing to dete
t a person, 3) swapping the identities of two tra
ked people, and4) tra
king a non-person obje
t. The test sequen
es, totaling about 10 minutesin duration, are very 
hallenging: they 
ontain dozens of majority or 
ompleteo

lusions of people by one or more other people or stati
 obje
ts, and 
ontainmany 
lose inter-personal intera
tions of extended duration. Rolling 
hairs arepushed around the room and left in new pla
es, other obje
ts are depositedinto or removed from the s
ene, and large dark shadows appear when peoplestand in 
ertain pla
es. Some people walk behind 
ubi
le walls so that onlytheir heads are visible, others sit down on 
hairs or on the 
oor, and anotherperforms a 
artwheel. Many unusual postures and a
tions are observable.Despite these 
hallenges, and without requiring extensive parameter tuning,our method made only two signi�
ant errors. In one 
ase, a person who hid23



Table 1: Performan
e Comparison for Tra
king MethodsPerson Model Plan-View Statisti
s UsedO

+Height Height Only O

upan
y OnlyAdaptive Template 2 10 13Gaussian 17 33 28Numbers indi
ate 
ount of \signi�
ant" errors made, as de�ned in Se
tion 6, on aset of 
hallenging test sequen
es.behind another was not 
orre
tly linked to her re-appearan
e after a longtime; in the other, 
onfusion o

urred when a person 
rou
hed behind a 
ab-inet door opened by another o

luding person. Use of se
ondary, long-termtra
king te
hniques more sophisti
ated than those des
ribed in Se
tion 4.2.3would likely remedy these problems. Nevertheless, this performan
e is remark-able 
onsidering that it was obtained with no long-term person appearan
emodels and no use of 
olor beyond the foreground segmentation stage. Sev-eral frames from the test sequen
es are shown in Figure 7, in
luding framesindi
ating the two failures. An example movie of results may be found athttp://www.hpl.hp.
om/personal/Mi
hael Harville/movies/ptra
k02 1.mpg.To better assess the value of the 
ombination of plan-view height and o

u-pan
y statisti
s for tra
king, we 
ompared our results against those obtainedfor modi�ed versions of our method that omit either height or o

upan
y.Without o

upan
y data, only height templates are used in equation (4), andwe 
annot prune noise and small foreground obje
ts from our height maps asdes
ribed in Se
tion 3.4. In addition, we must use height data alone to dete
tnew people, and the template re-
entering method of Se
tion 5.2 is modi�edto move templates to the lo
al (withinWavg) peak in the height data. Alterna-tively, when height data is omitted from tra
king, only o

upan
y templatesare used in equation (4), and the \minimum height" test of Se
tion 4.2 is notused in distinguishing whether a plan-view \pile of pixels" is a person or someother type of foreground obje
t.The �rst row of Table 6 shows that tra
king performan
e de
lines signi�
antlywhen either o

upan
y or height data is negle
ted. For the same 
hallengingtest sequen
es on whi
h our method made only a single error, 10 signi�
anterrors o

urred when height statisti
s alone were used, and 13 su
h errorso

urred when only o

upan
y data was used. Many of these errors involvedpeople far from the 
amera, where noise in the plan-view statisti
s be
omesmore signi�
ant. Other errors in
luded 
onfusion of rolling 
hairs with peo-ple when height data was not used to distinguish the two, and swapping ofidentities of 
losely intera
ting people when o

upan
y was not used to pruneheight map noise. 24



We also sought to evaluate the merit of our 
hoi
e of template-based personmodels. To this end, we 
ompared our results to those obtained when a simpleparametri
 model of a person, namely a plan-view Gaussian, is used instead.Tra
king of Gaussian mixtures on height and o

upan
y statisti
s was imple-mented primarily through repla
ement of the Kalman measurement step ofequation (4) with a method for �tting 
ompetitive mixtures of Gaussians toplan-view data, similar to that used in [12℄. For 
ompleteness, we applied thiste
hnique to o

upan
y data alone, height data alone, and to the 
ombinationof the two. When both height and o

upan
y were used, separate Gaussian�ts were done on ea
h statisti
 in isolation, and the mean of the two resultswas used as the new measurement.The se
ond row of Table 6 shows that the simpler, Gaussian person modeldoes not perform as well as the adaptive template. The number of signi�
anterrors in
reased for all 
hoi
es of plan-view statisti
al substrate, and the per-
entage of this in
rease was espe
ially high for the 
ombination of height ando

upan
y data. Many of the new errors o

ur when 
lose intera
tions andsubstantial inter-person o

lusions happen, as Gaussians for di�erent peoplewould sometimes swap pla
es, or would atta
h to parts of the same personand other obje
ts the person might be moving (su
h as a 
hair). It is possiblethat the Gaussian performan
e 
ould be improved through modi�
ation of the�tting pro
ess, but we believe the template-based approa
h o�ers a simple,fast alternative.Finally, we have attempted to estimate the positional a

ura
y of our method'stra
ks, by 
omparing result tra
ks to manually estimated ground truth. Forea
h of 8 person tra
ks obtained from the above test sequen
es that did not
ontain signi�
ant errors (e.g. the person was not lost, or swapped with anotherperson), the measured tra
k was di�eren
ed on a point-by-point basis with theground truth estimate of the plan-view lo
ation of the person's head. Tra
kse
tions for whi
h the ground truth was outside the �eld of view of the 
amera- for instan
e, for a person who brie
y exited the s
ene - were ex
luded fromthe 
omparison. The mean positional error was found to be 18
m, with astandard deviation of 14
m.Figure 8 shows some example 
omparisons of result tra
ks against manuallyestimated ground truth. The rightmost example shows a very long (nearly1 minute) tra
k that maintained its integrity despite multiple inter-persono

lusions, the person's brief s
ene exit, and his temporary, 
omplete o

lusionby a stati
 obje
t.In general, a
ross all testing, we found the method to be relatively insensitiveto the quality of both the foreground segmentation and the depth data itself.We observed good tra
king performan
e despite signi�
ant holes and noise indepth and foreground images. Also, the method proved very adept at linking25



Fig. 8. Comparisons of �ve individual result tra
ks with estimated ground truth.Results are shown in solid lines, ground truth in dotted lines. Field of view of stereopair at the Hmax level is shown in dashed lines. Plan-view position of stereo pair isnear lower-left 
orner of the images. Ground truth was obtained by manual labelingof raw plan-view height maps.the tra
ks of \lost" people to the 
orre
t new sightings of these people whenthey re-emerge from a 
omplete o

lusion. This is due in large part to thesu

ess of Kalman traje
tory predi
tion in the plan-view image spa
e.Mu
h work has been done re
ently to 
ompare the performan
e of persontra
king systems operating on 
olor or grays
ale video from one or more widelyspa
ed 
ameras. This has been made possible largely through the 
olle
tionand publi
ization of standard mono
ular test image sequen
es, together withthe organization of forums for presenting 
omparison results [28℄. Unfortu-nately, at the present time, these standard data sets do not in
lude 
olor-with-depth test sequen
es, so it is diÆ
ult to 
ompare our method dire
tly tothe best mono
ular te
hniques. Instead, we have attempted to demonstratesigni�
ant improvement over the best methods operating on 
olor-with-depthvideo. Be
ause mono
ular methods operate on only a subset of the data usedby ours, we expe
t that the proper 
ombination of te
hniques from the bestmono
ular systems and from our method (or related plan-view tra
kers) wouldprodu
e a new method whose performan
e signi�
antly surpasses that of all.We plan to 
ontinue work in that dire
tion.7 Con
lusionsWe have presented a te
hnique that allows for a

urate measurement andtra
king of the 3D spatial lo
ations asso
iated with events involving people.An important 
ontribution of this paper is its methods for 
ombining andre�ning plan-view statisti
al maps to produ
e an ex
ellent substrate for per-son dete
tion and tra
king. We believe that this transformation of the depthdata is suÆ
iently 
lean and 
ompelling that many standard tra
king methods
ould be built upon it and would obtain state-of-the-art performan
e.26



We introdu
e a novel template-based s
heme for tra
king in plan-view thattakes great advantage of the detail in these plan-view maps, and we demon-strate that the typi
al diÆ
ulties with adaptive template tra
king are easilyavoided in our plan-view framework. The resulting method is highly amenableto real-time implementation, and exhibits more robust performan
e under
hallenging 
onditions, su
h as in 
rowded environments with many inter-person o

lusions and 
lose intera
tions, than do methods that rely upon morelimited s
ene statisti
s or person models. Also, little tuning of system parame-ters is required, as reasonable values for most 
an be 
omputed from physi
allymeasurable values, su
h as depth sensor resolution or average person size, viasimple formulae.A Appendix: Relation of System Parameters to Physi
al Quaniti-tiesA 
ommon problem with many 
omplex engineering systems, in
luding vision-based person dete
tion and tra
king systems, is their dependen
e on and sen-sitivity to the values of a large number of tunable parameters. As the numberof system parameters in
reases, the 
apabilities of the system grow, but somay the e�ort required to determine a set of parameter values that allowfor satisfa
tory system operation in one or more 
ontexts of interest. Whenadapting a system to operate in a new 
ontext, it is highly desirable that thepro
ess of sele
ting system parameters not require substantial human labor.The pre
eding des
ription of our person dete
tion and tra
king method enu-merated its relian
e on a number of tunable parameters. Unlike many othersu
h tra
king systems, however, our method's operation in a metri
, plan-viewspa
e allows reasonable values for nearly all system parameters to be expressedin terms of simple formulae involving physi
ally measurable quantities. Hen
e,when adapting our person tra
king system to a new 
ontext, little work is re-quired other than the sorts of physi
al 
amera 
alibration des
ribed in Se
tion3.1.Our method for 
hoosing �o

, the threshold for 
onverting the smoothed o
-
upan
y plan-view map Osm into a bitmap for masking out noise in the heightmap, illustrates our relian
e on physi
al prin
iples in setting system param-eters. First, one should re
all that the values in the o

upan
y map re
e
tthe visible surfa
e area of foreground obje
ts within ea
h verti
al bin of worldspa
e. Next, we note that the surfa
e area of one fa
e of a verti
al bin, fromthe 
oor to the maximum person height Hmax, is simply ÆgroundHmax. Finally,we derive a formula for �o

 by setting forth the requirement that, for us to
onsider the o

upan
y of some verti
al bin to be \signi�
ant", at least some27



fra
tion � of the viewable area of the bin must be o

upied by foreground:�o

 = � � ÆgroundHmax (A.1)Of 
ourse, � itself is a tunable parameter, and we are now left with the taskof 
hoosing its value instead of that for the original parameter �o

. The aboveequation, however, provides us with a rational justi�
ation for reasonable val-ues of �, whi
h we did not have for �o

. For instan
e, a 
hoi
e of � = 0:05provides reasonable performan
e, and 
omes with the interpretation that werequire a relatively low fra
tion of a verti
al bin to be o

upied before we
onsider this o

upan
y to be \signi�
ant".The mat
h s
ore equation (4),M(i; ~x)=� � SAD(TH ;Hmasked(~x)) +� � SAD(TO;Osm(~x)) +
 �q(x� xpred)2 + (y � ypred)2 +� �Xj<i � �~xj; 12Wavg; ~x�used in tra
king person templates from one frame to the next, also requiresseveral parameters to be sele
ted, namely the relative weightings among thedi�erent equation terms. After 
hoosing an arbitrary value (e.g. 1) for �, wes
ale the other weights as follows:�=� � �1=Æ2ground
=� �Hmax=9�~x (A.2)�=� �Hmax=3Again, these formulae arise from 
riteria based on physi
al prin
iples. Ourformula for � arises from our desires to 1) give height and o

upan
y equalweighting in the mat
hing pro
ess, and 2) make the s
aling of � to � insensitiveto our 
hoi
e of Æground for plan-view spatial dis
retization. If we note thato

upan
y SAD levels in
rease with the square of Æground, while height SADlevels are relatively independent of it, we see that we should make the ratio of� to � proportional to Æ2ground. The proportionality 
onstant �1 must only be
alibrated on
e for a given experimental setup (perhaps by 
omparing peako

upan
y map values for people with their peak height map values, a
rossdi�erent people and 
oor lo
ations), and depends on fa
tors su
h as the imagerresolution and the depth noise level. In pra
ti
e, 
alibration of �1 for a givenstereo 
amera only needs to be done on
e, regardless of 
hanges in its mountingor the external environment. 28



The expression for � is derived from our desire that, when the proposed position~x of the ith person is pre
isely that of ~xj for some jth person previously tra
kedin this frame, the value of the fourth term is 
omparably large, and therefore
omparably dis
ouraging of a mat
h, as is the �rst term in equation (4) whenthe height template mat
h is extremely poor. As des
ribed in Se
tion 4.2.2,the expe
ted di�eren
e of two random variables uniformly distributed between0 and Hmax is Hmax=3, and the SAD is averaged over the number of pixelsused in 
reating the di�eren
e. Hen
e, the expe
ted value of our SAD measurebetween two 
ompletely di�erent templates is Hmax=3. When ~x = ~xj for someGaussian in the fourth term, the fourth term will evaulate to 1, and so wewish to s
ale this by Hmax=3 to make it 
omparable to a bad height templatemat
h.We also attempt to set 
 su
h that when the person is \far" from his Kalman-predi
ted position, the 
ontribution of the third term above is 
omparableto that supplied by the �rst when the height template mat
h is very poor.Hen
e, we again wish to s
ale 
 su
h that this term is around Hmax=3 whenthe proposed lo
ation ~x is far the predi
ted lo
ation ~xpred. We de�ne \far"dynami
ally for ea
h person at ea
h time step, as being 3 times the standarddeviation �~x in the Kalman-predi
ted position. Hen
e, we make 
 proportionalto (Hmax=3) =3�~x. In pra
ti
e, we sometimes lower this proportionality 
on-stant, so that this distan
e term has a lesser e�e
t on tra
king than do thetemplate terms.A
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