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omAbstra
tIn the 
ontext of networks o�ering Di�erentiated Servi
es (Di�Serv), we investigate thee�e
t of a
knowledgment treatment on the throughput of TCP 
onne
tions. We 
arry outexperiments on a testbed o�ering three 
lasses of servi
e (Premium, Assured and Best-E�ort),and di�erent levels of 
ongestion on the data and a
knowledgment path. We apply a fullfa
torial statisti
al design and dedu
e that treatment of TCP data pa
kets is not suÆ
ientand that a
knowledgment treatment on the reverse path is a ne
essary 
ondition to rea
hthe targeted performan
e in Di�Serv eÆ
iently. We �nd that the optimal marking strategydepends on the level of 
ongestion on the reverse path. In the pra
ti
al 
ase where InternetServi
e Providers 
annot obtain su
h information in order to mark a
knowledgment pa
kets,we show that the strategy leading to optimal overall performan
e is to 
opy the mark fromthe respe
tive data pa
ket into returned a
knowledgement pa
kets, provided that the a�e
tedservi
e 
lass is appropriately provisioned.1 Introdu
tion - MotivationThere have been several proposals for implementing s
alable servi
e di�erentiation in the Internet.Su
h ar
hite
tures a
hieve s
alability by avoiding per-
ow state in the 
ore and by moving 
omplex
ontrol fun
tionality to the edges of the network. A spe
i�
 �eld in the IP header (the DS �eld) isused to indi
ate the 
lass of servi
e requested. Edge devi
es perform sophisti
ated 
lassi�
ation,marking, poli
ing (and shaping operations, if required). Core devi
es forward pa
kets a

ordingto the requirements of the traÆ
 aggregate they belong to [3℄.Within this framework, several s
hemes have been proposed, su
h as the \User Share Di�er-entiation (USD)" [2℄, the \Two-Bit Di�erentiated Servi
es" ar
hite
ture [14℄, and \Random EarlyDrop with In and Out pa
kets" (RIO) [5℄. Preferential treatment 
an be provided to 
ow aggre-gates a

ording to poli
ies de�ned per administration domain. All those s
hemes (along with thework of the Di�erentiated Servi
es Working Group of the IETF [3℄) refer to unidire
tional 
ows.One of the reasons behind this is the fa
t that servi
e providers have 
ontrol only over the forwardpath of their traÆ
, and not over the reverse. Therefore, every e�ort to provision reverse paths ofbi-dire
tional 
ows has to be initiated by the other-end provider or the destination hosts.The Transmission Control Proto
ol (TCP) is the dominant data transport proto
ol in theInternet [4℄, [13℄. TCP is a bi-dire
tional transport proto
ol, whi
h uses 40-bytes a
knowledgmentpa
kets (ACKs) for reliable data transmission and to 
ontrol its sending rate. Data pa
ket lossesare dete
ted through dupli
ate or la
k of a
knowledgments on the reverse dire
tion. Su
h an eventis followed by a redu
tion in transmission rate, as a rea
tion to possible 
ongestion on the forwardpath. 1



Performan
e of TCP has been resear
hed using two main approa
hes: (i) modeling of TCPthroughput under di�erent 
onditions, and (ii) experimental analysis of real or simulated TCPbehavior.Using a modeling approa
h, TCP throughput has been proven to depend on the square rootof the random loss probability [15℄ when the only 
ongested path is the data path. Relaxing thelatter assumption, Lakshman et al. [12℄ modeled TCP throughput in asymmetri
 networks andshowed that asymmetry in
reases TCP's high sensitivity to random loss in the forward path ofthe TCP 
onne
tion. When a 
ongested link is part of the reverse (ACK) path of some TCP
onne
tions as well as part of the data path of other 
onne
tions, both types of 
onne
tions su�er.TCP 
onne
tions will be prote
ted against ACK losses, due to a slow or 
ongested reverse path,if a round robin server is serving the slow reverse path, implementing a drop from front poli
y[12℄. The s
heduler's parameters have to be 
arefully 
hosen. Moreover, in order for 
onne
tionsto bene�t from su
h a me
hanism, data pa
kets have to be segmented into smaller 
hunks, ideallyequal to the a
knowledgment pa
ket size, before being allowed a

ess to the round robin server,so that a
knowledgment pa
kets do not have to wait behind large data pa
kets until they aretransmitted.The modeling approa
h thus tells us that TCP 
ows su�er when the path serving their ACKsis 
ongested [12℄. Therefore, marking data pa
kets belonging to 
onne
tions fa
ing 
ongestion ontheir reverse path may not prove adequate for a 
onne
tion to rea
h its performan
e target, due toACK losses on the 
ongested reverse path. We are interested in identifying ways in whi
h data anda
knowledgment pa
kets have to be marked so that 
onne
tions with di�erent levels of 
ongestionon forward and reverse paths 
an still a
hieve their performan
e goals.In this paper, we follow the experimental resear
h approa
h, and evaluate TCP performan
ein a Di�erentiated Servi
es network featuring 
ongestion on forward and/or reverse paths, usinga thoroughly devised experimental plan. We build a testbed that o�ers three 
lasses of servi
e,namely Premium, Assured and Best-E�ort [14℄. The Premium servi
e is a minimum throughputservi
e, where no delay guarantees are given. The Assured servi
e is a statisti
al servi
e o�eredin a RIO (RED with In and Out) fashion, where 
ows whi
h 
onform to their traÆ
 pro�le areforwarded with less loss than 
ows that ex
eed their pro�le. The Best-E�ort servi
e makes use ofthe remaining 
apa
ity.We examine 
ases when forward and reverse paths are 
ongested, and vary the marks 
arriedby data and a
knowledgment pa
kets. We quantify the e�e
t that ea
h one of those fa
tors hason TCP throughput. Our goals are (i) to assess whether su
h an e�e
t exists, and (ii) to identifythe optimal marking strategy for the a
knowledgments of both Premium and Assured 
ows.To the best of our knowledge, this problem has been addressed only by simulation in [11℄. Thislatter study simulated a dumb-bell topology to investigate the e�e
t of marking a
knowledgmentpa
kets, and analyzed the behavior of a single 
ow, for whi
h multiple marking s
hemes wereapplied. Our study diverts from [11℄ in that: (i) we use a testbed instead of a simulator, (ii) weuse a more 
omplex network topology with one level of aggregation, whi
h features 
ombinations of
ongested/un
ongested forward/reverse paths for ea
h 
lass of servi
e, (iii) we try out all possible
ombinations of data - a
knowledgment pa
ket markings for all 
lasses of servi
e, (iv) we identifywhi
h fa
tors in
uen
e TCP throughput in our experiments and quantify their e�e
t, and (v) wepropose optimal a
knowledgment marking strategies whi
h lead to better Premium and Assuredthroughput regardless of the level of 
ongestion on the network.The organization for the rest of the paper is as follows. Se
tion 2 explains the experimentalplan and the asso
iated statisti
al model that we have adopted in order to quantify the e�e
t of the
ongestion levels and a
knowledgment marking strategies on the throughput of the Premium andAssured 
ows. Se
tion 3 des
ribes the a
tual testbed on whi
h the measurements were 
arried out,a

ording to the plan elaborated in Se
tion 2. Se
tion 4 provides the analysis of the 
olle
ted datafor Premium and Assured 
ows and dis
usses whi
h fa
tors (or intera
tion thereof) in
uen
esthroughput the most. Se
tion 5 identi�es the optimal a
knowledgment marking strategies innetworks where 
ongestion 
an be predi
ted. In pra
ti
e, this may not be possible, so Se
tion6 proposes a sub-optimal strategy whi
h is independent of the network 
ongestion and a
hievesthroughput values 
lose to the optimal ones found in Se
tion 4. We 
on
lude the paper with a2



summary of our main results, and we dis
uss whether marking ACKs would be pra
ti
al in aDi�erentiated Servi
es network.2 Experimental Design and MethodologyIn the statisti
al design of experiments, the out
ome is 
alled the response variable, the variablesor parameters that a�e
t the response variable are 
alled fa
tors; the values that a fa
tor 
an takeare 
alled levels; the repetitions of experiments are 
alled repli
ations [9℄, [10℄.In our 
ase, we are interested in two response variables, namely the throughput of the Premium
ows, hen
eforth denoted by y, and the throughput of the Assured 
ows, denoted by y0.We will study the in
uen
e of four fa
tors, whi
h are:� the marking of the ACKs of the Premium 
ows. This fa
tor will be denoted by P ,� the marking of the ACKs of the Assured 
ows. This fa
tor will be denoted by A,� the marking of the ACKs of the Best-E�ort 
ows, whi
h will be denoted by B,� and the existen
e or absen
e of 
ongestion on the forward and/or reverse path. This fa
torwill be denoted by C,Ea
h of these four fa
tors 
an take three levels, whi
h are as follows:� for ea
h fa
tor P , A and B, the levels will be p, a and b, based on whether the a
knowl-edgment pa
ket of the 
orresponding 
ow is marked as Premium, Assured or Best-E�ortrespe
tively,� for C, we will distinguish the three following levels: f (the forward path is 
ongested, butnot the reverse path), r (the reverse path is 
ongested, but not the forward path) and t(both the forward and the reverse paths are 
ongested). We 
hose not to 
onsider the rathertrivial 
ase where both the forward and reverse paths are not 
ongested, sin
e in this 
asenone of the other fa
tors (marking strategies) will a�e
t the response variables (throughputsof Assured and Premium 
ows).The experiments 
onsist in measuring throughputs of Premium and Assured 
ows under allpossible 
ombinations of the four fa
tors P , A, B and C. Sin
e ea
h fa
tor has three levels,there are 34 = 81 possible 
ombinations, and the design is 
alled a full 34 design [9℄. Ea
hexperiment will be repli
ated three times, so that a total of 243 experiments will be 
arried out.The throughputs a
hieved by 
ows during ea
h experiment are not independent; the throughput ofa Premium 
ow depends on the number of 
ows sharing the allo
ated Premium 
apa
ity, while thethroughput of an Assured 
ow depends on the number of Assured and Best-E�ort 
ows sharingthe same path. Ea
h one of those experiments is uniquely de�ned by a 
ombination of �ve lettersi; j; k; l;m (i; j; k 2 fp; a; bg; l 2 ff; r; tg; m 2 f1; 2; 3g), where the �rst four are the 
orrespondinglevel of fa
tor P = i, A = j, B = k and C = l, and where R = m refers to one of the threerepli
ations. For example, yaapt3 will denote the throughput of the Premium 
ow measured onthe third experiment (R = 3) with Premium and Assured a
knowledgments marked as Assured(P = A = a), with Best-E�ort a
knowledgments marked as Premium (B = p), and with bothforward and reverse paths 
ongested (C = t).A 34 experimental design with 3 repli
ations assumes the following model for the responsevariable of the Premium 
ows, for all 243 possible 
ombinations of the indi
es i; j; k; l;m [10℄:yijklm = x0+xPi +xAj +xBk +xCl +xPAij +xPBik +: : :+xBCkl +xPABijk +: : :+xABCjkl +xPABCijkl +�ijklm (1)where the terms of the right hand side are 
omputed as follows [9℄, [10℄:� x0 =Pi;j;k;l;m yijklm=243 is the average response (throughput) over the 243 experiments,3



� xPi =Pj;k;l;m yijklm=81� x0 is the di�eren
e between the throughput averaged over the 81experiments taken when fa
tor P takes level i, with i 2 fp; a; bg, and the average throughputx0. It is 
alled the main e�e
t due to fa
tor P at level i. A similar expression holds for xAj ,xBk and xCl ,� xPAij =Pk;l;m yijklm=27�xPi �xAj +x0 is 
alled the e�e
t of (2-fa
tor) intera
tion of fa
torsP at level i and A at level j. A similar expression holds for the �ve other pairs of fa
tors,� xPABijk ; : : : ; xABCjkl , and xPABCijkl are the e�e
ts of (3- and 4-fa
tors) intera
tion, and are 
om-puted using similar expressions,� �ijklm represents the experimental error in the mth experiment (residual), 1 � m � 3, whi
his the di�eren
e between the a
tual value of yijklm and its estimate 
omputed as the sum ofall the above terms.The model for the throughput of the Assured 
ows is identi
al, with all terms in (1) denoted witha prime to distinguish them from the variables linked to Premium 
ows.The importan
e of ea
h fa
tor, and of ea
h 
ombination of fa
tors, is measured by the pro-portion of total variation in the response that is explained by the 
onsidered fa
tor, or by the
onsidered 
ombination of fa
tors [9℄. These per
entages of variation, whi
h are expli
ited in theappendix, are used to assess the importan
e of the 
orresponding e�e
ts and to trim the model soas to in
lude the most signi�
ant terms.Model (1) depends upon the following assumptions: (i) The e�e
ts of various fa
tors areadditive, (ii) errors are additive, (iii) errors are independent of the fa
tor levels, (iv) errors arenormally distributed, and (v) errors have the same varian
e for all fa
tor levels [9℄. The model
an be validated with two simple \visual tests": (i) the normal quantile-quantile plot (Q-Q plot)of the residuals �ijkml, and (ii) the plot of the residuals �ijklm against the predi
ted responsesyijklm; y0ijklm. If the �rst plot is approximately linear and the se
ond plot does not show anyapparent pattern, the model is 
onsidered a

urate [9℄. If the relative magnitude of errors issmaller than the response by an order of magnitude or more, trends may be ignored.3 Network setupOne of the reasons why resear
hers resort to simulations to investigate some networking phenomenais the fa
t that simulations 
an be 
arried out in an entirely 
ontrolled environment and at no
ost at all. On the other hand, resear
h based on experiments, even though it o�ers limited
ontrol, 
an provide more realisti
 results, be
ause of the use of a
tual networking nodes andwidely deployed proto
ol implementations. The 
ost of su
h a solution is rather high and thesetup of the experiments often proves to be more time-
onsuming than originally expe
ted. Inboth 
ases, however, the design of the experiments has to be 
arefully devised.In this se
tion, we des
ribe the way we design the network testbed, whi
h allows us to realizethe experimental plan des
ribed in Se
tion 2.3.1 Designing the Testbed TopologyThe four fa
tors we identi�ed in the previous Se
tion are: fa
tors P , A, and B, denoting themarks of the pa
kets a
knowledging Premium, Assured and Best-E�ort pa
kets respe
tively, andfa
tor C, denoting whether forward and/or reverse TCP paths are 
ongested. The di�erent levelsof fa
tors P , A, and B 
an be easily realized, sin
e they 
orrespond to di�erential pa
ket marking.Fa
tor C is more problemati
. We want to be able to test all levels in a single network, with alimited number of experiments.By the term "
ongestion", we des
ribe the 
ondition of a link where 
ontention for resour
esleads to queue build-ups and possible pa
ket losses. Clearly, the more 
ows a link serves, the morelikely it is that this link will rea
h a state of 
ongestion. Under this assumption, we implement
ongestion on spe
i�
 links using di�erent numbers of 
ows on di�erent links.4
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Figure 1: Experimental Setup. The network 
onsists of 3 ISP networks inter
onne
ting at aNetwork A

ess Point. Ea
h network generates a prede�ned traÆ
 mix and dire
ts its 
ows tosele
ted networks so that di�erent forward/reverse path 
ongestion levels are a
hieved.Our goal is our network to o�er all three levels of 
ongestion, we wish to investigate, for bothPremium and Assured 
ows. A dumb-bell topology 
annot implement all three levels f , r and tof fa
tor C for both Premium and Assured 
ows, even if we assume that the two types of 
owsare isolated. For instan
e, we 
an test levels f and r by having the 
onne
ting link 
ongested inone dire
tion and not the other, but we 
annot simultaneously test level t, whi
h would requirethe 
onne
ting link to be 
ongested in both dire
tions.Therefore our network must feature a minimum of four routers. A \Y"-topology, su
h as theone depi
ted in Figure 1, is 
apable of o�ering all three levels of fa
tor C for both Premium andAssured 
ows in a single network.If Network 2 and Network 3 initiate two Premium, three Assured, and ten Best-E�ort 
owstowards Network 1, then the forward path for both Premium and Assured 
ows initiated in thosetwo networks will be 
ongested, be
ause of the bottlene
k link they have to share in order to rea
hNetwork 1. On the other hand, if the same number of 
ows is issued by Network 1, then theforward path of both Premium and Assured 
ows from Network 1 will not be 
ongested, due tothe limited number of 
ows following that path. Therefore, Premium and Assured 
ows initiatedwithin the bounds of Network 1 will have no 
ongestion on their forward path. They will fa
e
ongestion on their reverse path, be
ause of the Premium and Assured 
ows from the other twonetworks. In that way we realize level r of fa
tor C for both Premium and Assured 
ows. We stillhave to realize levels f , when 
ows fa
e 
ongestion only on their forward path, and t, when 
owsfa
e 
ongestion on both their forward and reverse paths.Flows generated within the bounds of Networks 2 and 3 fa
e 
ongestion on their forward path.Existen
e and absen
e of 
ongestion on the reverse TCP paths will give us the other two levelsfor fa
tor C. More spe
i�
ally, if we 
ongest the path leading to Network 3, and leave the path toNetwork 2 un
ongested, then we are 
apable of realizing levels f and t for the 
ows initiating inNetwork 2, and Network 3 respe
tively.We a
hieve that by dire
ting the Premium, and Assured 
ows of Network 1 towards Network3, and the Best-E�ort 
ows of Network 1 towards Network 2. In that way, the path from Network1 to Network 2 a

ommodates the Best-E�ort traÆ
 of Network 1 and the a
knowledgment traÆ
of Network 2. Thus, Premium and Assured 
ows from Network 2 fa
e 
ongestion on their forwardand no 
ongestion on their reverse path (level f of fa
tor C). On the other hand, the path fromNetwork 1 to Network 3 is loaded with both the Premium, and Assured traÆ
 of Network 1, aswell as the a
knowledgment traÆ
 of all 15 
ows of Network 3. In other words, 
ows generatedby Network 3 will fa
e 
ongestion on both forward and reverse paths (level t of fa
tor C).One may wonder why the reverse path of 
ows from Network 3 to Network 1 is 
ongested,while the forward path from Network 1 to Network 3 is not, sin
e they a
tually follow the sameroute. This 
an be explained by the di�eren
e in size between pa
kets 
owing on both dire
tions:pa
kets on the reverse path of 
ows from Network 3 to Network 1 are a
knowledgment pa
kets5



(ACKs), whi
h are mu
h smaller in size than the data pa
kets 
owing on the forward path fromNetwork 1 to Network 3. The queuing time of ACKs 
an therefore be quite large 
ompared totheir pro
essing time when a data pa
ket has to be served, making the reverse path of 
ows fromNetwork 3 to Network 1 
ongested, even if few data pa
kets are present in the bu�er. On theother hand, the delay of a data pa
ket is mostly due to transmission and not to queuing, so thatthe forward path from Network 1 to Network 3 appears not 
ongested to these 
ows.Origin ! DestinationNetwork / fa
tor C Premium 
ows Assured 
owsNetwork2 ! Network1 on forward path only (f) on forward path only (f)Network3 ! Network1 on both paths (t) on both paths (t)Network1 ! Network3 on reverse path only (r) on reverse path only (r)Network1 ! Network2 This path does not 
arry any Premium or Assured 
ows.Table 1: Routes realizing the di�erent levels of fa
tor C for Premium and Assured 
ows.Summarizing, the resulting topology is presented in Fig. 1, where ea
h of the three networkslabeled 1, 2 and 3 issues two Premium, three Assured and ten Best-E�ort 
ows, and has the
apability of di�erentially marking a
knowledgment pa
kets, so as to implement all possible 
om-binations of fa
tors P;A, and B. Flows fa
e di�erent levels of 
ongestion on their forward andreverse paths depending on their origin network, and the number of 
ows in the same 
lass theyhave to 
ompete with for resour
es. Table 3.1 displays the level of 
ongestion for ea
h 
lass ofservi
e at ea
h network. For example, a Premium 
ow originating at Network 3 will have bothits forward and reverse paths 
ongested, whereas an Assured 
ow originating at Network 2 willfa
e 
ongestion on its forward path only, be
ause the path from Network 1 to Network 2 is lightlyloaded.3.2 Testbed Con�gurationThe testbed derived from the topology des
ribed in the previous se
tion (Fig. 1) 
onsists of fourrouters, Linux PCs with kernel version 2.2.10 that supports di�erentiated servi
es [1℄. Delayelements have been added on the links inter
onne
ting the four routers, so that the bandwidth-delay produ
t is large enough for the TCP 
ows to be able to open up their windows and rea
htheir steady state. Ea
h network features 2 or 3 HP-UX workstations. Long-lived TCP Reno 
owsare generated using the \netperf" tool [8℄. They last 10 minutes and send 512 bytes pa
kets. The
hoi
e of long-lived 
ows was made so as to avoid transient 
onditions, and to fo
us on TCP 
owsin their steady state, where a
knowledgment pa
ket marking will have the greatest impa
t.End hosts in our testbed did not have the 
apability of marking pa
kets, and therefore edgerouters perform poli
ing, marking, 
lassi�
ation and appropriate forwarding. The pa
kets arepoli
ed based on their sour
e and destination addresses using a token bu
ket. The Assured servi
eaggregate is pro�led with 2.4 Mbps and any ex
ess traÆ
 is demoted to Best-E�ort. The Premium
ows are pro�led with 1 Mbps ea
h, and any ex
ess traÆ
 is dropped at the ingress (shaping shouldbe performed by the 
ustomer). There is no spe
ial provision for Best-E�ort traÆ
, ex
ept fromthe fa
t that we have 
on�gured the routers in su
h a way so that it does not starve.Ea
h outgoing interfa
e is 
on�gured with a Class Based Queue (CBQ) [7℄ 
onsisting of aFIFO queue for Premium pa
kets and a RIO queue for Assured and Best E�ort pa
kets. The RIOparameters are 35/50/0.1 (minth, maxth, maxp) for the OUT pa
kets and 55/65/0.05 for the INpa
kets. We 
hose those values so that: (i) the minimum RED threshold is equal to 40% of thetotal queue length, as re
ommended in [6℄, (ii) the maximum threshold for OUT pa
kets is mu
hlower than the one for IN pa
kets to a
hieve higher degree of di�erentiation between Assured andbest-e�ort pa
kets, as suggested in [5℄, and (iii) the a
hieved rate for ea
h one of the three 
lassesof servi
e is 
lose to the pro�led one.Lastly, in order to enable 
ost-eÆ
ient analysis of all the possible s
enarios, we assume that allnetworks implement the same a
knowledgment marking strategy. We believe that this assumptionhas little in
uen
e on the results we observe. 6



4 Experimental Results and AnalysisWe now present the results of the experiments and apply the methodology outlined in Se
tion 2to identify the most important fa
tors, �rst for the Premium 
ows (Subse
tion 4.1) and then forthe Assured 
ows (Subse
tion 4.2).4.1 Analyzing Premium FlowsSin
e the provisioned bandwidth for ea
h Premium 
ow is 1 Mbps, we would expe
t the throughputof Premium 
ows to rea
h values 
lose to 1 Mbps. After repeating ea
h experiment three times,we have the average values presented in Table 2 (i.e. the value 0.87 Mbps at the top left 
ornerindi
ates the average throughput a
hieved by a Premium 
ow when the reverse path is 
ongested(C = r), and all 
ows are a
knowledged by Premium pa
kets (P = A = B = p)).Fa
tor A (Assured ACKs)p a bFa
tor B (BE ACKs)p a b p a b p a b
Fa
torC(Cong
estion)

Fa
torP(Prem
iumACKs) p 0.87 0.82 0.89 0.91 0.90 0.94 0.91 0.93 0.93r a 0.88 0.9 0.9 0.88 0.92 0.93 0.90 0.92 0.91b 0.69 0.76 0.75 0.75 0.8 0.77 0.76 0.79 0.8p 0.85 0.85 0.89 0.9 0.9 0.93 0.9 0.93 0.93f a 0.93 0.93 0.94 0.9 0.94 0.97 0.96 0.94 0.92b 0.93 0.93 0.91 0.95 0.96 0.9 0.95 0.95 0.92p 0.85 0.89 0.9 0.9 0.94 0.93 0.9 0.94 0.94t a 0.93 0.96 0.97 0.93 0.96 0.97 0.93 0.96 0.96b 0.92 0.96 0.94 0.92 0.96 0.96 0.92 0.96 0.96Table 2. Throughput of a Premium 
ow, averaged over the two Premium 
ows issued by ea
h networkand all three repli
ations (81 
ombinations in
luded for all levels of fa
tors P, A, B, and C).The e�e
ts of various fa
tors and their intera
tions 
an be obtained utilizing the methodologydes
ribed in Se
tion 2 (The 
omplete appli
ation of the experimental design methodology ontothe 
olle
ted measurements is presented in Appendix II.). It is really important to understand the
omplexity behind the relations among the four fa
tors. A
knowledging the pa
kets of a 
ertain
lass of servi
e with spe
i�
 marks does not only in
uen
e the throughput of the 
ows belonging tothat servi
e 
lass, but it also a�e
ts the 
ows belonging to the 
lass, whi
h is going to be utilizedby the a
knowledgment pa
kets.Component Per
entage of VariationMain e�e
ts (total) 48.69%Congestion (SSC/SST) 31.23%Premium ACKs (SSP/SST) 10.43%Assured ACKs (SSA/SST) 4.42%BE ACKs (SSB/SST) 2.6%First-order intera
tions (total) 37.17%Premium ACKs - Congestion (SSPC/SST) 32.26%Assured ACKs - Congestion (SSAC/SST) 0.59%BE ACKs - Congestion (SSBC/SST) 1.11%Premium ACKs - Assured ACKs (SSPA/SST) 2.04%Premium ACKs - BE ACKs (SSPB/SST) 0.86%Assured ACKs - BE ACKs (SSAB/SST) 0.19%Table 3: Analysis of Varian
e table for Premium 
ows. E�e
ts that a

ount for more than 1.5% of totalvariation are represented in bold. Notations between parentheses are detailed in the Appendix.7



Table 3 details the per
entages of variation apportioned to the main e�e
ts, and to �rst-orderintera
tions, whi
h amount to 85% of the total variation. Se
ond and third-order intera
tions turnout to be negligible. Dropping all intera
tions that explain less than 1.5% variation as negligible,and using model (1), Premium throughput 
an be des
ribed with the following formula:yijklm = x0 + xPi + xAj + xBk + xCl + xPAij + xPCil + �ijklm; (2)for i; j; k 2 fp; a; bg; l 2 ff; r; tg; and 1 � m � 3:To test whether (2) is indeed a valid model, we perform the tests des
ribed at the end ofSe
tion 2. Figure 2 presents the Q-Q plot between the residuals and a normal distribution. Sin
ethe plot is not linear, we 
annot 
laim that the errors in our analysis are normally distributed.However, if we take out the 20 outliers (out of 243 values), then the new Q-Q plot displays alinear relation between the two distributions (Figure 3). Investigating the data, we see that those20 outlying values do not o

ur for the same experiment, and therefore the error introdu
ed byignoring them does not 
hallenge the validity of our analysis. We suspe
t that those outlyingvalues are due to SYN pa
kets getting lost at the beginning of the experiments, when all the 
owsstart simultaneously. A 
ow will normally need 6 se
onds (TCP Reno timeout) to re
over fromsu
h a loss, delaying its transmission while other 
ows in
rease their sending rates.
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Figure 4: Residuals versuspredi
ted responseThe se
ond visual test is the plot for the residuals �ijklm versus the predi
ted response yijklm,and is presented in Figure 4. No apparent trends appear in the data. This validates our model,and allows us to 
on
lude that the throughput of a Premium 
ow in a Di�erentiated Servi
esnetwork is mostly a�e
ted by 1) 
ongestion on forward/reverse paths, 2) the intera
tion between
ongestion and the Premium a
knowledgment marks, and 3) the Premium a
knowledgment marksthemselves. The levels of those fa
tors that signi�
antly in
uen
e throughput will be identi�ed inSe
tion 5.4.2 Analyzing Assured FlowsThe provisioned bandwidth for Assured traÆ
 is 2.4 Mbps, so we would expe
t ea
h one of thethree Assured 
ows to a
hieve throughput values 
lose to 0.8 Mbps in 
ases of low utilization.Repeating ea
h experiment three times, we obtain the following average results (Table 4).
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Fa
tor A (Assured ACKs)p a bFa
tor B (BE ACKs)p a b p a b p a b
Fa
torC(Cong
estion)

Fa
torP(Prem
iumACKs) p 0.86 0.83 0.86 0.83 0.81 0.85 0.70 0.7 0.69r a 0.83 0.79 0.83 0.84 0.81 0.85 0.7 0.7 0.7b 0.82 0.8 0.83 0.86 0.81 0.84 0.68 0.69 0.7p 0.54 0.5 0.53 0.52 0.49 0.55 0.54 0.52 0.57f a 0.44 0.43 0.5 0.49 0.47 0.52 0.55 0.5 0.56b 0.53 0.49 0.54 0.51 0.48 0.56 0.55 0.51 0.57p 0.54 0.52 0.5 0.53 0.49 0.55 0.56 0.52 0.56t a 0.44 0.44 0.52 0.51 0.48 0.54 0.55 0.52 0.56b 0.54 0.49 0.58 0.54 0.5 0.54 0.56 0.52 0.56Table 4: Throughput of an Assured 
ow, averaged over three 
ows and three repli
ations (81
ombinations for all levels of fa
tors P, A, B, and C).The per
entage of variation apportioned to ea
h one of the identi�ed fa
tors is presented inTable 5 (The exa
t 
al
ulations are presented in Appendix II.).From Table 5, we 
an see that now the role of 
ongestion is mu
h more important for Assured
ows than for Premium 
ows. Furthermore, the main e�e
ts and the �rst-order intera
tions areadequate to justify 98.4% of the existing variation. Ignoring all the fa
tors whose e�e
t is lessthan 1.5%, we get the following model:y0ijklm = x00 + x0Bk + x0Cl + x0ACjl + �0ijklm; (3)This model satis�es both visual tests as shown in Figures 5 and 6.Component Per
entage of VariationMain e�e
ts (total) 89.51%Congestion (SSC/SST) 86.38%Premium ACKs (SSP/SST) 0.54%Assured ACKs (SSA/SST) 0.8%BE ACKs (SSB/SST) 1.77%First-order intera
tions (total) 8.89%Premium ACKs - Congestion (SSPC/SST) 0.21%Assured ACKs - Congestion (SSAC/SST) 7.86%BE ACKs - Congestion (SSBC/SST) 0.16%Premium ACKs - Assured ACKs (SSPA/SST) 0.5%Premium ACKs - BE ACKs (SSPB/SST) 0.09%Assured ACKs - BE ACKs (SSAB/SST) 0.04%Table 5: Analysis of Varian
e table for Assured 
ows. E�e
ts that a

ount for more than 1.5% of totalvariation are represented in bold. Notations between parentheses are detailed in the Appendix.
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Consequently, the throughput of an Assured 
ow is mainly a�e
ted by 1) 
ongestion on itsforward and reverse path, 2) the intera
tion between the 
ongestion level and the Assured a
-knowledgment pa
ket marks, and 3) the BE a
knowledgment pa
ket marks. In the next se
tionwe identify the levels of these fa
tors whi
h signi�
antly a�e
t Assured throughput.5 Optimal Marking StrategiesIn the previous se
tion we modeled the Premium and Assured 
ow throughput utilizing a smallnumber of parameters and proved that TCP throughput is sensitive to a
knowledgment marking.In this se
tion we try to identify the optimal a
knowledgment marking strategy for ea
h 
lass ofservi
e, whi
h we de�ne as the marking algorithm whi
h results in the highest throughput valuesfor the 
lass of servi
e in 
onsideration.In order to evaluate whether a fa
tor has a positive or negative e�e
t, we must �rst provide
on�den
e intervals for the e�e
ts identi�ed as important in the previous se
tion. Those 
on�den
eintervals 
an be 
omputed using t-values read at the number of degrees of freedom asso
iated withthe errors. The te
hniques used to 
ompute those intervals and the degrees of freedom asso
iatedwith ea
h one of the 
omponents in our analysis are presented in Appendix II. The obtained 90%
on�den
e intervals for Premium and Assured 
ows are presented in Tables 6 and 7 respe
tively.If the interval 
ontains the value 0, then the e�e
t of the 
orresponding 
omponent is notstatisti
ally signi�
ant. For the rest, an interval with positive values indi
ates higher than averagethroughput, while an interval with negative values indi
ates lower than average throughput. Forinstan
e, the 
on�den
e interval for the e�e
t of \
ongestion on the reverse path" on Premiumthroughput, denoted by xCr , is (-0.0538, -0.0442). Thus, a Premium 
ow whi
h fa
es 
ongestionon its a
knowledgment path will a
hieve throughput values between x0 � 0:0538 and x0 � 0:0442in 90% of the 
ases.5.1 Results Spe
i�
 to Premium FlowsComponent Con�den
e Interval Component Con�den
e IntervalCongestion Assured ACKsxCr (-0.0538, -0.0442) xAp (-0.072, 0.0347)�xCf (0.0135, 0.0232) xAa (-0.0447, 0.0619)�xCt (0.0257, 0.0354) xAb (-0.0433, 0.0634)�Premium ACKs Best-E�ort ACKsxPp (-0.0076, 0.0020)� xBp (-0.0676, 0.0391)�xPa (0.0212, 0.0309) xBa (-0.0475, 0.0592)�xPb (-0.0281, -0.0184) xBb (-0.0449, 0.0618)�Premium ACKs - Congestion Premium - Assured ACKsxPCpr (0.040, 0.0537) xPApp (-0.0233, -0.0096)xPCar (0.0162, 0.0299) xPApa (-0.0002, 0.0134)�xPCbr (-0.0768, -0.0631) xPApb (0.003, 0.0167)xPCpf (-0.0309, -0.0172) xPAap (0.0072, 0.0209)xPCaf (-0.0197, -0.006) xPAaa (-0.0129, 0.0007)�xPCbf (0.0301, 0.0438) xPAab (-0.0149, -0.0012)xPCpt (-0.0296, -0.0159) xPAbp (-0.0044, 0.0092)�xPCat (-0.0169, -0.0032) xPAba (-0.0074, 0.0062)�xPCbt (0.026, 0.0397) xPAbb (-0.0086, 0.005)�Table 6: Con�den
e intervals for Premium 
ow analysis.In Se
tion 4 we showed that the throughput of a Premium 
ow is mostly a�e
ted by 
ongestion(31.23%), a
knowledgments to Premium pa
kets (10.43%), a
knowledgments to Assured pa
kets(4.42%), the intera
tion between a
knowledgments to Premium pa
kets and 
ongestion (32.26%),and the intera
tion between ACKs dire
ted to Premium and Assured pa
kets (2.04%). From Table6 we further see that: 10



1. e�e
t of fa
tor C: the average throughput of a Premium 
ow su�ers when the reverse pathis 
ongested (the 
on�den
e interval for C = r lies in the negative), and rea
hes high valueswhen the forward path is also 
ongested (C = f , C = t).Therefore, marking a
knowledgment pa
kets is espe
ially important when the reverse pathis 
ongested (C = r). In this 
ase, marking data pa
kets does not a�e
t the performan
esin
e the forward path is lightly utilized. If 
ongestion exists on the forward path or on bothforward and reverse paths (C = f , or C = t), it seems that the prote
tion of data pa
kets onthe forward path is 
apable of making up for the lost (or delayed) a
knowledgment pa
kets.2. e�e
t of fa
tor PC: when a Premium 
ow su�ers from 
ongestion on the reverse path,then a
knowledgment pa
kets have to be marked as Premium (PC = pr). Best-E�orta
knowledgment pa
kets in this 
ase are not adequate so that Premium 
ows rea
h theirperforman
e goal (PC = br). Lastly, if no 
ongestion is present on the reverse path, theneven Best-E�ort a
knowledgment marking is 
apable of o�ering a sustained rate to Premium
ows (PC = bf , and PC = bt o�er higher than the average throughput x0).3. e�e
t of fa
tor P: regardless of 
ongestion, the Premium 
ows a
hieve better throughputwhen their a
knowledgments are marked as Assured (P = a). In this 
ase, a
knowledgmenttraÆ
 ex
eeding the agreed-upon pro�le 
an still get transmitted as Best-E�ort,4. e�e
t of fa
tor PA: Premium 
ows a
hieve higher throughputs when their ACKs do notutilize the same servi
e 
lass as ACKs dire
ted to Assured 
ows (
on�den
e intervals arenegative when PA = pp, PA = aa, or PA = bb).Consequently, the strategy leading to higher Premium throughput values, is to a
knowledgePremium data pa
kets with Assured pa
kets. If the reverse TCP path is 
ongested, though, thenPremium ACKs have to be marked as Premium.As a note, we should say, that in our experiments we had not spe
i�
ally provisioned fora
knowledgment pa
kets and therefore we would expe
t slightly di�erent results for point 3, and4 in 
ase we had.5.2 Results Spe
i�
 to Assured FlowsCongestion Best-E�ort ACKsComponent Con�den
e Interval Component Con�den
e Intervalx0Cr (0.1648, 0.1892) x0Bp (-0.0074, 0.0169)�x0Cf (-0.1047, -0.0804) x0Ba (-0.0361, -0.0118)x0Ct (-0.0966, -0.0722) x0Bb (0.007, 0.0314)Assured ACKs - CongestionComponent Con�den
e Intervalx0ACpr (0.0224, 0.0569)x0ACar (0.0185, 0.053)x0ACbr (-0.0927, -0.0583)x0ACpf (-0.0374, -0.003)x0ACaf (-0.0365, -0.0021)x0ACbf (0.0223, 0.0567)x0ACpt (-0.0367, -0.0022)x0ACat (-0.0337, 0.0007)�x0ACbt (0.0187, 0.0532)�: indi
ates that the e�e
t is not signi�
antTable 7: Con�den
e intervals for Assured 
ow analysis.We have seen in Se
tion 4 that Assured 
ows throughput is mostly a�e
ted by 
ongestion(86.38%), the intera
tion between a
knowledgments to Assured pa
kets and 
ongestion (7.86%),11



and a
knowledgments to Best-E�ort pa
kets (1.77%). From the 
on�den
e intervals presented inTable 7, we 
an further derive that:1. e�e
t of fa
tor C: Assured 
ows perform poorly when their forward path is 
ongested(C = f; C = t).The Assured servi
e is a statisti
al servi
e whi
h is 
ontra
ted to fa
e less loss than BE in
ase of 
ongestion. Therefore, its throughput is a�e
ted by 
ongestion on the forward pathmu
h more than Premium 
ows (a minimum throughput servi
e).2. e�e
t of fa
tor AC: if only the reverse path is 
ongested (C = r), then 
ows should prote
ttheir ACKs by subs
ribing them to a provisioned 
lass of servi
e. If only the forward pathis 
ongested (C = f), it is better if 
ows re
eive ACKs that do not belong to a rate-limited
lass of servi
e. For the third 
ase (C = t), when both paths are 
ongested, we see that it isbetter if Assured 
ows send their ACKs as BE. We believe that this result stems from thefa
t that the forward path 
ontains an aggregation point whi
h makes 
ows from networks2 and 3 behave in similar ways.3. e�e
t of fa
tor B: lastly, it is better if Best-E�ort traÆ
 does not utilize the Assured servi
e
lass for its ACKs; in su
h a 
ase Assured 
ows have to 
ompete with Assured-marked ACKsfor resour
es (indeed other measurements taken throughout the experiments show that su
ha 
ombination leads to the largest number of retransmissions for Assured 
ows).Therefore, the optimal strategy for Assured 
ows is to mark ACKs as Premium or Assured innetworks with 
ongested reverse paths, and as BE in networks where the reverse TCP paths arelightly utilized.6 Pra
ti
al and EÆ
ient Marking StrategiesIn the previous se
tion, we identi�ed the optimal a
knowledgment marking strategies for Premiumand Assured 
ows. Those strategies depend on the level of 
ongestion on forward and reverse paths,and should therefore be spe
i�
 to parti
ular networks. It is however diÆ
ult, if not impossible,to predi
t the level of 
ongestion on the reverse path (espe
ially sin
e this path may 
hange intime due to routing), and marking ACKs depending on their sour
e and destination pair imposesa rather large overhead.In this se
tion, we identify a sub-optimal a
knowledgment marking strategy, whi
h still leads tohigher Premium and Assured throughputs, but whi
h no longer depends on the network spe
i�
s.We then show that this marking strategy a
hieves throughput 
lose to the optimal values obtainedin the previous se
tion, and outperforms the \best-e�ort marking" used by default.Se
tions 4 and 5 showed that in 
ases of 
ongestion on the reverse TCP path, ACKs haveto be prote
ted. In su
h 
ases, Premium and Assured 
ows bene�t when their a
knowledgmentpa
kets belong to a provisioned 
lass of servi
e. More spe
i�
ally, we know from Se
tion 5 that:(i) regardless of 
ongestion, Premium 
ows perform the best when their ACKs are marked asPremium (e�e
t of P on Premium throughput), (ii) Premium 
ows a
knowledged with Premiumpa
kets perform better when Assured 
ows do not use the Premium servi
e 
lass for their ACKs(e�e
t of PA on Premium throughput), and (iii) Assured 
ows perform better when Best-E�ort
ows re
eive BE ACKs (e�e
t of B on Assured throughput). Therefore, marking strategies thatare pra
ti
al while maintaining a good performan
e for both Premium and Assured 
ows, are theones des
ribed by P = p, B = b and A = a or A = b. The throughput a
hieved by Assured
ows for those spe
i�
 strategies is presented in Table 8 (Table 8 is a part of Table 4 presented inSe
tion 4.2).fa
tor C C = r C = f C = ty0PABpab 0.85 0.55 0.55y0PABpbb 0.69 0.57 0.56Table 8: Assured throughput for marking strategies PAB = pab, and PAB = pbbfor di�erent levels of 
ongestion.12



From Table 8, we see that the throughput values a
hieved by Assured 
ows are similar, ex
eptfrom the 
ase when the reverse TCP path is 
ongested. For the latter 
ase, Assured a
knowledge-ments lead to higher Assured throughput.Therefore, a pra
ti
al and yet optimal strategy seems to be the one where ea
h 
ow re
eivesa
knowledgments in the same 
lass of servi
e. Su
h a strategy 
an be easily implemented by anetwork, if TCP implementations are modi�ed so that a
knowledgment pa
kets 
opy the markof the pa
ket, they a
knowledge. In this se
tion we evaluate the performan
e of this parti
ularmarking strategy by 
omparing it with the optimal strategy identi�ed in Se
tion 4, and the defaultstrategy, where all ACKs are marked as BE. Figure 7 displays the average throughput a
hievedby Premium and Assured 
ows under those three a
knowledgment marking strategies.From Figure 7 we see that the optimal a
knowledgement marking strategy may improve per-forman
e by 20% over the throughput a
hieved when ACKs are marked as BE (Assured 
ows inNetwork 1 a
hieve 20% higher throughput when all the 
ows are a
knowledged with Premiumpa
kets - 
ase p-p-p - rather than with Best-E�ort pa
kets - 
ase b-b-b). Furthermore, we seethat the marking strategy, where ea
h 
ow re
eives ACKs belonging to the same 
lass as the datapa
kets, performs well in most 
ases and independently of the level of 
ongestion on the forwardand reverse paths for both Premium and Assured 
ows.
Figure 7: Premium and Assured 
ow throughput under 3 a
knowledgment marking strategies (thedefault strategy, the strategy where ea
h a
knowledgment pa
ket 
opies the mark of the data pa
ket,and the optimal). Strategies are des
ribed by the 
ombination of fa
tors P-A-B.In summary, if no spe
i�
 knowledge of the level of 
ongestion on the reverse path exists,then the marking strategy of a
knowledging pa
kets with the data pa
ket marks leads to highthroughput values for both Premium, and Assured 
ows. However, if network spe
i�
s indi
atethat reverse TCP paths in
lude slow or highly 
ongested links, then Premium and Assured 
owswill rea
h higher throughput values if they get a
knowledged with Premium, and Premium orAssured pa
kets respe
tively.7 Con
lusions - Dis
ussionCarrying out experiments in a Di�erentiated Servi
es network, o�ering three 
lasses of servi
e(Premium, Assured and Best-E�ort), we have investigated the e�e
t of a
knowledgment pa
ketmarking, and 
ongested/un
ongested forward/reverse paths, onto TCP throughput. We havestudied and quanti�ed the e�e
t of the identi�ed fa
tors onto the throughput of the provisioned
lasses of servi
e, and we have identi�ed the levels of those fa
tors that lead to optimal throughputvalues.The analysis of the 
olle
ted results shows that TCP throughput is sensitive to 
ongestion onthe reverse TCP path, thereby 
on�rming the results obtained by modeling the TCP behavior inasymmetri
 networks, with slow or 
ongested reverse TCP paths [12℄.Consequently, bi-dire
tionality of traÆ
 must be taken into a

ount in Servi
e Level Spe
i�-
ations and spe
ial provision must be made for bi-dire
tional 
ows in a Di�erentiated Servi
esnetwork. Prote
tion of TCP data pa
kets only will not ensure better performan
e to 
ows, re-questing a better than Best-E�ort servi
e. 13



Our results indi
ate that in 
ases of 
ongested reverse TCP paths, Premium and Assured
ows have to be a
knowledged by preferentially treated pa
kets. Nevertheless, there is no singlebest marking strategy, whi
h leads to optimal performan
e for both Premium and Assured 
ows.Furthermore, the optimal marking strategy for ea
h provisioned 
lass of servi
e requires expli
itknowledge of the level of 
ongestion on the reverse path; a pie
e of information whi
h is reallyhard to obtain.As a 
onsequen
e, we have investigated sub-optimal marking strategies, whi
h still lead tohigh throughput values for the two provisioned 
lasses of servi
e, and are independent of thenetwork spe
i�
s. We have proven that the marking strategy, whi
h ful�lls those requirementsand is easily implementable, is the one where a
knowledgment pa
kets 
arry the marks of theirrespe
tive data pa
kets. We have shown that this strategy leads to performan
e 
omparable tothe optimal marking strategy, and outperforms the default strategy of Best-E�ort ACKs.How to o�er better than Best-E�ort servi
es over a single network is still an open, and a
tivearea of resear
h. No spe
i�
 re
ommendations have been made by the appropriate bodies andinvestigation of the performan
e a
hieved by 
ows, when they request preferential treatment, isstill under investigation. Furthermore, provisioning of Di�erentiated Servi
es networks remainsan interesting problem, still to be solved.This paper has shown that in the 
ase of TCP 
ows, provisioning of forward paths is notadequate for TCP 
ows to rea
h their target rate. Reverse paths have to be provisioned as well,and a
knowledgment pa
kets have to be appropriately marked. In other words, network providerso�ering Di�erentiated Servi
es do not only have to draw agreements with the providers handlingtheir egress traÆ
, but also have to draw agreements with the providers returning ACKs forthe TCP 
ows initiating within their bounds. We have to noti
e, however, that the additionalprovisioning that has to be done due to the a
knowledgment traÆ
 will be rather limited, be
auseof the limited size of the a
knowledgment pa
kets. More spe
i�
ally, in our experiments ourprovisioned traÆ
 
lasses managed to rea
h their target levels with di�erential a
knowledgmentmarking without spe
ial provisioning of the reverse paths.Referen
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entage of Variation in Full Fa
torial De-signThe importan
e of ea
h fa
tor, and of ea
h 
ombination of fa
tors in (1), is measured by theproportion of total variation in the response that is explained by the 
onsidered fa
tor, or by the
onsidered 
ombination of fa
tors [9℄. The total variation of the response of the Premium 
ows isde�ned as SST = Xi;j;k;l;m(yijklm � x0)2 = Xi;j;k;l;m y2ijklm � 243(x0)2:One 
an de
ompose SST asSST = SSP +SSA+SSB+SSC+SSPA+SSPB+ : : :+SSPAB+ : : :+SSPABC+SSE (4)where SSP , SSA, SSB and SSC are the sum of squares for the main e�e
ts, de�ned bySSP = 81Xi (xPi )2and by similar expressions for SSA, SSB and SSC. The next terms SSPA, : : :, SSPABC arethe sum of squares for the various intera
tions, and are obtained in a straightforward manner. Forexample, SSAP is given by SSAP = 9Xi;j (xPAij )2:The last term SSE is the sum of squares for the error, de�ned asSSE = Xi;j;k;l;m �2ijklmConsequently, dividing all terms of the right hand side of (4) by SST , we obtain per
entages ofthe total variation explained by a fa
tor or an intera
tion of fa
tors. These per
entages are usedto assess the importan
e of the 
orresponding e�e
ts and to trim the model so as to in
lude themost signi�
ant terms. 15



B Appendix II: Cal
ulating the Di�erent ModelsIn this Appendix, we go through the 
al
ulations and di�erent steps in the experimental designmethodology, applied onto the results 
olle
ted for Premium and Assured throughput values.On
e one has the di�erent values for Premium and Assured throughput for ea
h one of theexperiments, and the di�erent repli
ations, one 
an 
al
ulate the average throughput a
hieved bythe two types of 
ows for di�erent levels of the four identi�ed fa
tors. Those averages are displayedin Tables 2, and 4.Using those average values and the formulae presented in Se
tion 2 one 
an 
al
ulate the pa-rameters of model (1) for the Premium and Assured 
ows respe
tively. Ignoring all e�e
ts thatjustify less than 1.5% of the total variation the models for Premium throughput 
an be trimmedas follows: y = x0 + C8<: xCpxCaxCb + P 8<: xPpxPaxPb + � � �+ CP 8<: xCPrp xCPra xCPrbxCPfp xCPfa xCPfbxCPtp xCPta xCPtb + � � �y = 0:908+ C8<: �0:049+0:018+0:030 + P 8<: �0:002+0:026�0:023 +A8<: �0:018+0:008+0:010 +B8<: �0:014+0:005+0:008+CP 8<: +0:046 +0:023 �0:069�0:024 �0:012 +0:037�0:022 �0:010 +0:032 + PA8<: �0:016 +0:006 +0:009+0:014 �0:006 �0:008+0:002 �0:001 �0:001 (5)Similarly, the throughput of an Assured 
ow 
an be modeled with the following equation:y0 = x0 + C8<: xCpxPaxPb +B8<: xBpxBaxBb + CA8<: xCArp xCAra xCArbxCAfp xCAfa xCAfbxCAtp xCAta xCAtby0 = 0:613+ C8<: +0:177�0:092�0:084 +B8<: +0:004�0:024+0:019 + CA8<: +0:039 +0:035 �0:075�0:020 �0:019 +0:039;�0:019 �0:016 +0:035 (6)A

ording to the model des
ribed in (6), an Assured 
ow, whi
h fa
es 
ongestion on both itspaths (l = t), 
ompetes with Best-E�ort 
ows, whi
h re
eive Premium marks (k = p), and getsa
knowledged with Assured marks (j = a), a
hieves throughput values of y0 = 0:613+ (�0:084)+(0:004) + (�0:016).To statisti
ally test the signi�
an
e of ea
h fa
tor, we have to divide its sum of squares,
al
ulated as des
ribed in Appendix I, by their 
orresponding degrees of freedom to get the meansquares. Fa
tors C, P , A, and B have three levels, and xCl , xAj , xBk , xPi (des
ribed in Se
tion 2)are 
omputed so that their sum is zero.3Xl=1 xCl = 0; 3Xi=1 xPi = 0; 3Xj=1 xAj = 0; 3Xk=1xBk = 0:First order intera
tions, 
omputed as des
ribed in Se
tion 2, also sum to zero for ea
h one oftheir rows, and 
olumns: 3Xi=1 xPAi1 = 3Xj=1 xPAi2 = 3Xj=1 xPAi3 ;3Xj=1 xPA1j = 3Xj=1 xPA2j = 3Xj=1 xPA3j ;16



The relations for se
ond and third order intera
tions 
an be derived in a similar way.From the above equations we 
an derive the degrees of freedom for ea
h e�e
t. More spe
i�
ally,main e�e
ts, su
h as xPi , xAj , xBk , and xCl feature two degrees of freedom, sin
e they have threelevels and have to sum to zero (thus, only 2 out of the 3 values 
an be independently 
hosen).Similarly, �rst order intera
tions feature 2 � 2 degrees of freedom, and errors have 34 � (r � 1)degrees of freedom, where r is the number of repli
ations [9℄.Knowing the degrees of freedom for ea
h e�e
t we 
an provide 
on�den
e intervals for thee�e
ts, using t-values read at 34(r � 1) degrees of freedom. More spe
i�
ally, if se = pMSE,then the standard deviation of marking ACKs with Premium marks is sxPi = seq��1�4r . Sin
e theerror degrees of freedom are greater than 30, we 
an use the quantiles of a unit normal variate.The 0.95 quantile of unit normal z0:95 is 1.645. Thus, the 90% 
on�den
e interval for the e�e
t ofmarking ACKs with Premium marks is:xPp � tsxPp = �0:049� 1:645 � 0:002 = (�0:053;�0:044):For �rst-order intera
tions, the standard deviation is equal to seq (��1)(��1)�4r , and therefore
on�den
e intervals are given by:xPApa � tsxPApa = 0:006� 1:654 � 0:0041 = (�0:0002; 0:0134):The 
on�den
e intervals for the e�e
ts justifying more than 1.5% of the total variation arepresented in Tables 6, and 7.
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