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tMany people are exposed to more informa-tion than they 
an pro
ess e�e
tively. Wedes
ribe an approa
h to building an informa-tion immune system that eliminates undesir-able information before it rea
hes the user.This approa
h is inspired by natural immunesystems that prote
t us from pathogens. Thepotential appli
ations of an information im-mune system in
lude �ltering out undesirabledata, generating a variety of solutions to a de-sign problem, and �nding 
onsensus solutionsto problems.1 Introdu
tionInformation overload is inevitable in a world that pro-du
es over an exabyte (one billion gigabytes) of infor-mation per year [28℄. We will 
ontinue to produ
e and
onsume more and more information, so we must �ndinnovative ways to manage it. Although �nding andmanaging information are a
tive resear
h areas, mu
hof the e�ort is dire
ted towards a
tive strategies su
h asinformation retrieval. Although these te
hniques helpindividuals lo
ate desirable information, they also a
-
elerate the information glut.In this paper, we outline the features of an informa-tion immune system (IIS)1 that 
ould help people dealwith the glut of data. We draw inspiration from natu-ral immune systems that prote
t us from a seeminglylimitless number of possible invaders su
h as ba
teria,viruses, and parasites. We believe that an IIS 
an be
onstru
ted to eliminate undesired information afterdete
ting it in a manner analogous to the natural im-mune system's. Su
h an IIS would be situated betweenan individual and a stream of information as a media-tor. Instead of a
tively bringing more pie
es of infor-mation to our attention, it will quietly 
ensor unwanteddata.1The term \information immune system" was intro-du
ed by Neil Postman (in [39℄ and [40, page 63℄).

An IIS should be 
apable of learning what kinds of in-formation a user wants and dis
arding the rest. Thetask of distinguishing what is desirable is a diÆ
ultone. We propose taking one of the approa
hes used byour natural immune systems, whi
h 
an \remember"a pathogen that infe
ts us so it 
an eliminate it morequi
kly in future en
ounters. An IIS 
an do this bystoring examples of reje
ted information and 
ensoringsimilar data. If the memory of the system is too spe-
i�
, this approa
h is likely to be ine�e
tive. Pathogensand information 
an mutate over time, and our im-mune systems must be able to generalize. Therefore,both the natural and the information immune systemsmust also learn to eliminate related pathogens whiletaking 
are not to harm anything else.An extension to a personal IIS is a group IIS. If oneuses the IISs of many individuals in serial to �lter astream of information, the only information that 
ansurvive all IISs is the information that everyone �ndsdesirable. We 
all su
h information \
onsensus solu-tions." Consensus solutions are useful in shared envi-ronments, su
h as broad
ast musi
 or artisti
 displaysin publi
 spa
es. We will outline the relationship be-tween a proposed IIS and a natural immune system,propose some appli
ations of an IIS, in
luding infor-mation �ltering, intera
tive design, and 
ollaborativedesign, then summarize the results of an experimenttesting an IIS implementation.2 Related workSeveral areas of resear
h have in
uen
ed our 
on
ep-tion of an IIS. An IIS must be able to learn frompast en
ounters, and the issues of learning and mem-ory have long been addressed by the �elds of arti�
ialintelligen
e and ma
hine learning. The primary taskthat we propose for an IIS, information �ltering, hasbeen explored by the �eld of human-
omputer inter-a
tion. Collaborative �ltering may be relevant for IISsthat 
lassify data that are diÆ
ult to evaluate algorith-mi
ally. A few 
ollaborative �ltering systems make re
-ommendations to groups instead of individuals. Thesegroup re
ommender systems perform a fun
tion similarto a group IIS. Finally, an IIS should be informed by



earlier work in arti�
ial immune systems. All of thesein
uen
es are brie
y dis
ussed below.Case-based reasoning is a te
hnique that adapts solu-tions to past problems to solve similar 
urrent prob-lems [44℄. Memory-based reasoning [49℄ and instan
e-based learning [1℄ are related s
hemes that use the solu-tion of the most similar previous problem. Systems us-ing these approa
hes learn by \remembering" spe
i�
past events rather than 
reating rules or generaliza-tions. Immune memory uses a form of instan
e-basedlearning; the parti
ular response that was e�e
tive in
learing a pathogen will likely be used in future en-
ounters with related pathogens [29, 43, 5℄.Asso
iative memories, often 
alled 
ontent-addressablememories, are neurally inspired ar
hite
tures that 
anretrieve items using approximate addresses. Smith out-lines the parallels between Kanerva's sparse distributedmemory [25℄ and the memory of the natural immunesystem [47℄. The memory of the natural immune sys-tem is not exa
t, and exposure to a novel pathogen 
aneli
it the response primed by a related pathogen.The term \information �ltering" refers to a large rangeof te
hniques used to remove data from an in
omingstream on the basis of user- or group- spe
i�ed pref-eren
es [2℄. Early approa
hes used simple rules [30℄or signatures (e.g. keywords) to identify undesirabledata to blo
k. These approa
hes are still popular, andmany 
ommer
ial produ
ts, su
h as Cyberpatrol [9℄ forweb 
ontent and the Realtime Bla
khole List [41℄ andBrightmail [6℄ for e-mail, 
ome with long lists of rulesand signatures, whi
h 
an be e�e
tive in blo
king un-desirable data but are vulnerable to mali
ious sour
esthat 
an 
raft information to bypass them. To thwartthese adaptive adversaries and to personalize the �lter-ing, the user is often allowed to spe
ify additional rulesfor a

epting and reje
ting data. Unfortunately, thespe
i�
ation of su
h rules is often diÆ
ult and error-prone, and therefore not used routinely. An IIS shouldin
orporate reliable signatures of undesirable data asa �rst line of defense to be supplemented with moreadaptive te
hniques to provide better and more per-sonalized 
overage.Several resear
h systems simplify the �lter spe
i�
a-tion problem by pla
ing the burden of generating ruleson software rather than on a user or programmer. In-fos
ope [14℄ monitors a user's behavior to 
reate rulesfor Usenet newsgroup �ltering. The system suggeststhese rules to the user, who 
an a

ept, modify, or re-je
t them. Maxims [34℄, an interfa
e agent for e-mail,also generates �ltering rules based on user behavior,but it suggests a
tions for the user to take rather thanrules when it is 
on�dent in its predi
tions. Rule-basedlearning s
hemes often require many examples beforethey 
an infer new rules. In 
ontrast, an IIS using aninstan
e-based learning approa
h 
ould learn to blo
ka 
lass of data upon seeing only a single exemplar.Collaborative �ltering uses the preferen
es of others

to help an individual make 
hoi
es [31, 16, 42℄. Forexample, a 
ollaborative �ltering system would re
om-mend an item for a person to pur
hase by 
hoosing anitem pur
hased by someone with a similar pur
hase his-tory. By harnessing the 
olle
tive preferen
es of manyindividuals, su
h systems 
an infer similarity betweenitems without needing to understand the relationshipbetween them. This approa
h is useful when it is dif-�
ult for a program to determine similarities betweenitems, su
h as art or musi
. An IIS 
ould in
orpo-rate 
ollaborative �ltering te
hniques to determine thesimilarity between items for its asso
iative memory 
a-pabilities.There are a few systems that re
ommend items togroups instead of individuals. Musi
FX [32℄ sele
ts mu-si
 stations that are broad
ast to a gym full of people.The members of the gym must rate all the stations be-forehand, and Musi
FX plays one of the stations withthe highest average rating. One short
oming of Mu-si
FX is that it apparently does not s
ale to a largenumber of 
hoi
es. If the users were not able to eval-uate all of the stations, the quality of the system's
hoi
es would likely be degraded. GroupCast [33℄, de-veloped by the same resear
h group, used a 
on
ep-tually similar s
heme to display 
ontent on a publi
display system. Unfortunately, they found that thene
essary user pro�les would have been too large forany user with a reasonable amount of patien
e to 
om-plete. In addition, without extensive pro�les it wasdiÆ
ult to �nd appropriate interse
tions of user prefer-en
es to put on the GroupCast displays. Instead, theydisplayed 
ontent that was interesting to one of theusers, hoping that by 
han
e others would have similarinterests. PolyLens [36℄ re
ommends movies to smallgroups of people who wat
h movies together. This sys-tem applies a standard 
ollaborative �ltering algorithmto make re
ommendations for ea
h of the group mem-bers then 
ombines the results to make a group re
om-mendation. These systems give insight into the natureof �nding solutions for groups. Notably, it is diÆ
ultto make re
ommendations that satisfy all members ofa large group.Immune system inspired algorithms have often beenused for anomaly dete
tion. They draw on themetaphor of the adaptive immune system's ability todistinguish between self, or normal data, and nonself,or anomalous data. One of the �rst su
h systems wasthe negative sele
tion algorithm introdu
ed by Forrestet al [15℄. The algorithm generated random strings andthose that were similar to sequen
es of bytes in a given
omputer �le were eliminated. The surviving stringswere therefore not similar to any in the �le. If one ofthese strings ever mat
hed the 
ontents of the �le, thenthis indi
ated that the 
ontents had been 
hanged sin
ethe training period. These strings were used as nega-tive dete
tors to dete
t novel sequen
es of bytes, su
has those introdu
ed when a virus 
orrupts or infe
ts a�le. The ARTIS framework is an extension of this work



that applies negative sele
tion to dete
t anomalies instreams of data rather than in stati
 data sets [18, 19℄.This framework was used to 
reate systems to dete
tnetwork intrusions [18, 19, 27, 54℄.We believe that most useful sour
es of informationpresent 
ontinually 
hanging streams of data, so that itwould be undesirable for an IIS to reje
t all novel data.The IIS is inspired by the immune system's ability toremember past en
ounters with pathogens, while thearti�
ial immune system approa
h to anomaly dete
-tion is usually based on the immune system's ability todete
t novel foreign proteins. The anomaly dete
tionability of ARTIS 
ould 
omplement an IIS for 
ertainappli
ations, but for many appli
ations we imagine us-ing negative dete
tors without negative sele
tion.Many 
omputer s
ientists have developed arti�
ial im-mune systems based on idiotypi
 network theory [24℄.The idiotypi
 systems fo
us on the dynami
s of the in-tera
tions among similar antibodies and antigens. Al-though many do not attempt to reprodu
e the behav-iors seen in the natural immune system, they have use-ful properties that have been applied to sear
h [4℄, data
lassi�
ation [21℄, 
luster dete
tion [50℄, and data min-ing [12℄. The 
lassi�
ations produ
ed by idiotypi
 ar-ti�
ial immune systems 
ould potentially be used asmetadata to enhan
e the dis
rimination of an IIS.3 The immune system as aninformation �lterWe believe that an IIS 
an borrow several patternre
ognition me
hanisms from the natural immune sys-tem. Our natural immune system 
onsists of two 
om-ponents that use di�erent pathogen re
ognition strate-gies. The innate immune system uses a few reliablesignatures of foreignness to identify invaders, whi
hJaneway 
alls pathogen-asso
iated mole
ular patterns(PAMP) [22℄. An example of a PAMP is the mannose
arbohydrate mole
ules found on many ba
teria andother pathogens but not in mammals [48℄. These sig-natures have been stable over evolutionary time andare en
oded in the genome of our immune systems.This strategy is used by many of the signature andrule based information �ltering produ
ts mentioned inSe
tion 2. These produ
ts 
ould serve as a �rst line ofdefense, playing the role of the innate immune systemin an IIS. However, not all signatures of pathogenshave been (or even 
an be) anti
ipated, and evolutionwill favor pathogens that do not 
arry the signaturesre
ognized by our innate immune systems. One roleof the adaptive immune system, dis
ussed below andoutlined in Table 1, is to dis
over the signatures ofpathogens not 
overed by the innate immune system.In the following subse
tions we des
ribe some issuesthat an IIS must fa
e and how one 
an draw inspira-tion from the natural immune system to address them.

Natural IS Information ISshape spa
e parameter spa
eself desirable informationnon-self undesirable informationhelper T 
ell user's judgment
ostimulation reje
tion of information byuserna��ve 
ells impli
it (not instantiated)a
tive lympho
yte dete
tormemory lympho
yte dete
tor
ytolyti
 a
tivity 
ensor solution
ross-rea
tive radius dete
tor radiusthymi
 sele
tion prote
ting known desir-able informationillness user exposed to undesir-able dataTable 1: The immunologi
al analogy made expli
it.3.1 Negative dete
tors and shape spa
eAn IIS should be able to remember whi
h pie
es of in-formation a user reje
ted in the past so it 
an 
ensorthem in the future. However, the strategy of reje
t-ing ea
h item individually is ine�e
tive when one isfa
ed with a seemingly limitless variety of information.An IIS must be able to generalize; reje
ting one itemshould impli
itly reje
t similar items. The natural im-mune system has this ability.The adaptive immune system has a repertoire of lym-pho
ytes that dete
t pathogens. Ea
h lympho
yte isspe
i�
 to a parti
ular antigen, or protein signature,expressed by pathogens. If a lympho
yte dete
ts a 
ellwith a mat
hing signature, it may destroy it. How-ever, pathogens may mutate and subtly 
hange theirantigeni
 pro�les, so lympho
ytes should also be ableto re
ognize 
lose variants. Perelson and Oster sug-gested the 
on
eptual framework of shape spa
e [38℄,a high-dimensional spa
e that represents the universeof possible antigens. Every antigen has a lo
ation inshape spa
e, and small mutations in a pathogen mayalter its proteins, thus shifting its lo
ation in shapespa
e. For a lympho
yte to be e�e
tive, it should beable to 
over a large enough area in shape spa
e thatmost mutations would not evade dete
tion. The areain shape spa
e that a lympho
yte 
overs is sometimesknown as its ball of stimulation be
ause it is postulatedthat a lympho
yte 
an re
ognize an antigen within a
ertain radius of its lo
ation in shape spa
e.An IIS 
ould use negative dete
tors to 
ensor informa-tion that the user does not want. As with the naturalimmune system, a dete
tor should be able to 
over avolume in shape spa
e, not just a point. Therefore, itis ne
essary for an IIS to have some notion of the sim-ilarity between two pie
es of information. Two itemsthat are similar are 
lose in \information spa
e." Col-laborative �ltering te
hniques 
ould be used in 
asesin whi
h it is too diÆ
ult to de�ne a fun
tion that en-




odes the subje
tive similarity between two pie
es ofinformation.3.2 CostimulationBe
ause everyone has di�erent informational needs,ea
h IIS user should be able to de
ide whi
h types ofdata to reje
t. Many information �lters require theuser to write rules to 
ustomize the �ltering, but webelieve that the user should need only to identify ex-emplars of undesirable information. On
e the user re-je
ts a pie
e of information, an IIS should be able toautomati
ally reje
t similar information in the future.In the adaptive immune system, helper T 
ells aregenerally required to 
ostimulate, or a
tivate, 
ells inthe presen
e of a novel pathogen. Helper T 
ells pro-vide 
on�rmation that a pathogen should be elimi-nated. This pro
ess redu
es the 
han
es of immune
ells atta
king the body, whi
h is known as an autoim-mune response. On
e 
ostimulated, the e�e
tor 
ellbe
omes a
tive and 
an attempt to eliminate the in-vader, whether by releasing antibodies in the 
ase of B
ells or by killing the infe
ted 
ells dire
tly in the 
aseof 
ytotoxi
 T 
ells. Some 
o-stimulated 
ells be
omememory 
ells, whi
h are long-lived. In future en
oun-ters with the same pathogen, memory 
ells have lesseror even no 
ostimulation requirement.In an IIS, the user 
ould adopt the role of the helper T
ells by providing 
ostimulation signals to the system,an idea introdu
ed in [19℄. The idle 
ells waiting for
ostimulation are impli
it|only dete
tors 
orrespond-ing to a
tive or memory 
ells need to be instantiated.When the user reje
ts a pie
e of information, a de-te
tor spe
i�
 to that item would be 
reated. Thesedete
tors would prevent any similar data from beingpresented in the future. The user's only responsibilitywould be to inform the IIS when undesirable data arebeing presented.3.3 The addition of negative sele
tionWhen the user has reje
ted a suÆ
ient amount of in-formation, the spa
e not 
overed by dete
tors approx-imates the spa
e of useful information (Figure 1). Un-fortunately, useful information that is too similar tounwanted information runs the risk of being 
ensoredby an IIS negative dete
tor. Therefore, we suggest in-
orporating a te
hnique that the adaptive immune sys-tem uses to prevent the immune system from atta
kingthe body's own 
ells.The adaptive immune system uses thymi
 sele
tion toeliminate T 
ells that may harm the body. Before T
ells 
an enter the repertoire, they are exposed to alarge sample of the body's own proteins. Those thatbind too tightly to one of the body's proteins are elimi-nated in a pro
ess known as negative sele
tion. There-fore, the T 
ells that survive are not likely to re
ognizea self protein.
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XFigure 1: Coverage in the model without negative se-le
tion. The shaded regions represent information thatis useful. The 
ir
les represent the extent of a
tive de-te
tor 
overage. The Xs without 
ir
les represent thedete
tors that should never be 
ostimulated be
ausethey are within the regions of a

eptable solutions.A similar strategy 
ould be employed in advan
e by anIIS to prote
t types of information known to be useful.These types 
ould be de
lared \o�-limits" to the IISand would be allowed to bypass the IIS to rea
h theuser. This is espe
ially useful when the 
hara
teristi
sof 
ertain desirable information are known a priori.For example, the IISs of a 
ompany's employees shouldprobably not be allowed to eliminate oÆ
ial 
ompanye-mail. When a user 
ostimulates a solution whosedete
tor would 
over some desirable information, thesystem 
ould ignore the 
ostimulation signal be
ausethere should be no \impli
it" dete
tors in this region.No information from the \good" regions of informationspa
e will ever be 
ensored by the dete
tors (Figure 2).3.4 The role of senes
en
eUsers may want to �lter out some types of informationfor only a short period of time. For example, if a radiostation plays a song too frequently or if a news storyre
eives too mu
h 
overage, a listener may tire of it.These individuals may a
tually enjoy hearing the songor listening to new developments in the news story at alater date, so the dete
tors would be 
ounterprodu
tiveafter their \natural" lifetimes.A
tive immune 
ells have short lifetimes, and memory
ells 
an be eliminated by 
ompetition for spa
e [45℄.These features may be desirable in the algorithm fortwo reasons. The �rst is to provide \rolling 
overage"of self. If the �tness fun
tion (e.g. the user's tastes)
hange over time, one 
ould have the lifetime of thea
tive immune 
ells be �nite to re
e
t the dynami
 na-ture of the user's judgment. The se
ond reason is spa
eeÆ
ien
y. It may not be feasible to store an unboundednumber of dete
tors. One 
ould \age out" old dete
-
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Figure 2: Coverage in the model using negative sele
-tion. The dotted 
ir
les represent the extent of de-te
tors that are eliminated by negative sele
tion. Thesolid 
ir
les are regions 
overed by a
tive dete
tors.Note that none of the useful information prote
ted bynegative sele
tion (the shaded regions) 
an be 
overedby dete
tors.tors to make room for new ones. Alternatively, theuser 
ould manually 
reate memory dete
tors to 
overpatterns that he or she never wants to see again.3.5 The e�e
t of historyThe order in whi
h an IIS is exposed to information
an have impa
t on its e�e
tiveness. Su
h phenomenahave been observed in the natural immune system, par-ti
ularly in the 
ase of in
uenza. Immunologists havedis
overed that the response to a strain of 
u may bedominated by 
ells that were 
reated in response to anearlier exposure to a di�erent strain [10, 13℄. Thesememory 
ells are probably most e�e
tive against thestrain that generated them, but they 
an respond torelated ones. This phenomenon is known as originalantigeni
 sin, and many va

ines take advantage of thise�e
t. For example, if one is exposed to the relativelyharmless 
owpox ba
teria, one is prote
ted against therelated but deadly smallpox [23℄. Unfortunately, priorexposure to antigens 
an also work against us [46℄. Forexample, a 
u va

ine works by eli
iting a mild re-sponse to a parti
ular strain's 
u antigens so that anindividual will be able to mount an e�e
tive se
ondaryresponse when exposed to it in the future. However,the memory 
ells 
reated by a va

ine from a previousyear may atta
k and eliminate subsequent va

ines be-fore they 
an establish prote
tive immunity. If the �rstva

ine does not provide prote
tion against the strains
orresponding to these later va

inations, this individ-ual would be vulnerable to them (Figure 3). If thisindividual had not re
eived this �rst va

ine, the sub-sequent va

ines 
ould have been e�e
tive.One should be able to \va

inate" an IIS by exposing

B

C

A

Figure 3: The e�e
t of history. The dots labeled \A"and \B" and \C" represent solutions the user does notlike. The 
ir
les are the extents of their negative dete
-tors, or \balls of stimulation". If solution A is reje
tedby the user �rst, the dete
tor that forms around itwould reje
t B before it 
ould be presented. However,C 
ould be presented be
ause it does not fall withinthe s
ope of the dete
tor for A. However, if B had beenpresented �rst, the story would be di�erent. Neither Anor C would be seen after B be
ause its dete
tor would
over all three solutions.it to undesirable information without ne
essarily ex-posing the user. This would allow an administrator topreemptively blo
k the passage of 
ertain kinds of in-formation to a user. For example, a 
orporation mightprohibit 
ertain kinds of e-mail or web traÆ
, su
has pornography or personal e-mail. The 
orporation
ould \va

inate" the IISs of its employees with exem-plars from the banned 
ategories, and the employeeswould not be exposed to these kinds of information.Be
ause the order in whi
h an individual is exposedto undesirable information may a�e
t the 
overage ofthe individual's IIS, the va

ination strategy should beplanned with 
are.4 Appli
ationsThe most obvious use of an IIS of the sort des
ribedhere is information �ltering. An IIS 
ould serve as apersonalized interfa
e agent that learns a user's pref-eren
es for sour
es of information or for a range of op-tions that is too large or dynami
 for a user to evalu-ate. Be
ause it only requires feedba
k when the useris exposed to something he or she does not want andit learns without using separated training and test-ing phases, an IIS 
ould be a non-intrusive additionto many user interfa
es. It 
ould 
omplement a
tivestrategies, su
h as information retrieval, that sear
hfor potentially useful information.The IISs of individuals 
an be 
ombined to produ
e agroup IIS. One 
an think of an IIS as a sieve that �l-
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Figure 4: An information immune system as a sieve.The IIS stands between a stream of information anda user, blo
king a signi�
ant portion of it. Only theinformation that 
an pass through the \sieve" a
tuallyrea
hes the user. When the IISs of multiple users areapplied in serial, the information that passes all IISsare \
onsensus solutions".ters undesirable information. The data that 
an passthrough the \sieves" of many people are those that arelikely to satisfy all of them (Figure 4). We 
all thesedata 
onsensus solutions. A group IIS would be usefulwhen the group is exposed to shared information. Forexample, if 
o-lo
ated people want to listen to musi
together, one would want to play musi
 that none of theindividuals dislikes. It remains to be seen how well agroup IIS will work with a large group of users in a par-ti
ular domain. Consensus-�nding will be
ome moreimportant with the in
rease in the number of intelli-gent environments that automati
ally respond to theusers' needs. For example, smart home te
hnology 
anadjust the musi
, artwork, temperature, and lightingto a

ommodate its o

upants. Most resear
h fo
useson 
atering to a single individual [26, 17, 51, 20℄, butfor many environments it will be important to satisfythe preferen
es of multiple o

upants.An IIS 
ould be used to assist designers and artists [7℄.If a random sour
e of design solutions or works of artwere fed to an IIS, only those that are not similar tothose reje
ted in the past would pass through. Thequality of the solutions from this �ltered stream shouldbe signi�
antly better than the un�ltered stream. This
ould be a useful strategy for design problems in whi
ha designer or artist is interested in exploring a largerange of possible solutions. The solutions 
ould bere�ned or optimized using other te
hniques, su
h asevolutionary design [3℄.Collaborative design 
ould be fa
ilitated by using theIISs of multiple individuals. The 
ombination of IISs isthe superset of solutions that people dislike. Consen-

sus solutions are not optimal solutions, but a varietyof solutions that are \good enough" for everyone. In
ertain 
ases, it would be preferable to 
ombine the fa-vored solutions of ea
h of the group members insteadof using a group IIS. This 
ould be done by taking theinterse
tion of the favored solutions of the members orby 
ombining (hybridizing) them. The former strat-egy is problemati
 when the solution spa
e is too largefor a user to spe
ify the set of all a

eptable solutions(as was found with GroupCast[33℄) or if the knowledgeof a user's preferen
es is in
omplete. In these 
ases,interse
tions will be diÆ
ult to �nd. The latter strat-egy of 
ombining solutions 
an be diÆ
ult. It is oftennot obvious how to 
ombine the desirable traits of twosolutions to produ
e a third good solution. By 
ombin-ing the dislikes of multiple users, the spa
e of potential
andidate solutions is likely to be larger and there isno need to 
ombine solutions.5 An example: An aestheti
information immune systemWe have applied the prin
iples dis
ussed in this paperto design a simple IIS that generates 
omputer art [7℄,and we summarize the results here. The IIS 
hara
ter-ized several users' preferen
es for a parti
ular family of
omputer-generated images known as Biomorphs [11℄.Biomorphs are re
ursively drawn �gures that 
an bede�ned by nine parameters. Ea
h user was shown aset of randomly generated Biomorphs and instru
tedto reje
t those that he or she did not like. For ea
huser, an IIS was 
reated based on the parameters ofthe reje
ted Biomorphs. The IIS �ltered out any im-ages that had parameters similar to those reje
ted inthe past, and they formed a rough estimate of the partsof Biomorph parameter spa
e that ea
h user wanted toavoid.We tested whether a user 
ould use an IIS to �lter astream of randomly generated Biomorphs to produ
ean edited stream of high quality Biomorphs, based onthe subje
tive judgments of the user. We also investi-gated group IISs that applied the IISs of several usersin serial. We wanted to determine if the addition ofother users' IISs would enhan
e or degrade the qual-ity of a single user's IIS. These e�e
ts were measuredby having the users evaluate three sets of randomlygenerated Biomorphs that were �ltered using no IIS,their own IIS, a group IIS 
omposed of seven users'IISs. Most users preferred the Biomorph images �l-tered using their own IISs to the un�ltered ones, sug-gesting that the IISs had preferentially �ltered out im-ages that would have been reje
ted by the users. Thegroup IIS was less su

essful, possibly be
ause of di�er-en
es among the users' Biomorph aestheti
 preferen
esor possibly be
ause of the 
oarseness of the dete
tors(we used quite 
oarse-grained dete
tors in order to re-du
e the training time for ea
h user). We repeatedthe test with a subset of three users and a group IIS




omposed of only these three users' IISs. The imagesprodu
ed by this smaller group's IIS were per
eived tobe better than un�ltered, and ea
h user found theseimages to be no worse than those produ
ed using theirown IISs, indi
ating the possibility of a 
onsensus so-lution.6 Con
lusionsWe believe that information immune systems 
ouldplay an important role in this age of information over-load. To date, we as a so
iety have developed only
rude 
oping me
hanisms to allow us to survive theenormous amounts of data to whi
h we are routinelyexposed [35℄. A su

essful IIS would redu
e the loadand make other strategies for �nding and pro
essinginformation more e�e
tive.Information immune systems, however, should be�elded with 
aution. As �ltering strategies be
omemore sophisti
ated, the produ
ers of unwanted infor-mation will themselves adapt, 
reating a kind of infor-mation arms ra
e. We see this already in the adapta-tion of magazine advertisements designed to resemble
ontent arti
les and \junk mail" pa
kaged in oÆ
ial-looking envelopes. Even more insidious te
hniques em-bed advertising in 
ontent in whi
h people are inter-ested. Advertisements 
an be wrapped around e-mailfor presentation before the user 
an re
eive it [8℄, 
or-porate logos and produ
ts 
an be digitally edited into�lms and television programs [53℄, and some shows in-tegrate their sponsors' produ
ts into the plotlines [37℄.Even in the absen
e of adaptive adversaries, our infor-mation �ltering te
hnology will drive a sele
tive pro-
ess that will minimize the di�eren
es between desir-able and undesirable information. As our �lters gaineÆ
a
y, undesirable information will evolve to evadethem. The �lters must 
onstantly 
o-evolve or else theywill rapidly be
ome useless. When we begin deployingIISs, we must be prepared to live in a dynami
 infor-mation e
osystem in whi
h our defenses must adaptas qui
kly as the abilities of unwanted information topenetrate them [52℄.A
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