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The Two-Path Algorithm for Line Echo
Cancellation

Fredric Lindstrom, Mattias Dahl, Ingvar Claesson

Abstract

The two-path algorithm is an algorithm for line echo cancellation

based on two parallel filters. This paper proposes a modification of the

two-path algorithm that improves its performance. In the two-path algo-

rithm a background filter is used for continuously adaptive estimation of

the line echo, while a foreground filter is used for the actual cancellation.

The coefficients of the background filter are copied into the foreground

filter when the background filter is proven to perform better. A robust

algorithm for line echo cancellation is thereby achieved. In this paper,

the benefits and the drawbacks of the two-path algorithm are evaluated

and demonstrated through simulations. A modification is proposed that

reduces the negative effects of the two-path algorithm. This modification

is compared to the original two-path algorithm. Simulations using real

speech signals indicate that the proposed modification can improve the

performance of the two-path algorithm.

1 Introduction

Line echo is a phenomenon that occurs in almost all telephone networks,
e.g. Public Switched Telephone Networks (PSTN), Integrated Services Digital
Networks (ISDN), or Internet Protocol (IP) networks. A line echo is a signal
transmitted via a phone network that echoes back to the transmitter. Echoes
of speech signals are annoying and perception is reduced. The degree of
deterioration is dependent on the energy of the echo as well as the delay of the
echo, i.e. the time between the transmission of the signal and the emergence
of the echo.

Traditionally, a phone conversation has been seen as a communication
performed over a PSTN network between two hand-held phones. Such line
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46 The Two-Path Algorithm for Line Echo Cancellation

echoes are caused by hybrids in the PSTN, i.e. as a result of the hybrid
circuitry that performs the transition between a 2-wire line and a 4-wire line.

Today, a substantial part of all phone communications utilizes IP networks
which result in considerably longer delays than the PSTN network. In IP
networks the delay of encoding and jitter buffers contributes to the overall echo
delay. These new conditions of modern telephony contribute a considerable
challenge when dealing with line echoes.

Two main techniques exist to reduce the effects of line echoes: echo sup-
pression and echo cancellation. A phone call takes place between a near-end
talker and a far-end talker; the near-end talker is the user of the front-end
equipment at hand. In echo suppression, the line echo is reduced by an at-
tenuation of the received far-end signal during transmission of the near-end
signal. In echo cancellation, the line echo is reduced from the incoming far-end
signal by means of adaptive filtering.

Today, echo suppression is a well-established field of technology with appli-
cations available on chip [1]. The delay of the line echo may cause the far-end
speech signal and the line echo to arrive simultaneously. A damping of the line
echo will also damp the far-end speaker’s speech; this is perceived as highly
disturbing. Thus, line echo cancellation is recommended for high quality com-
munication. In line echo cancellation, it is assumed that the echo path can be
modeled as the convolution of the transmitted near-end signal by an adaptive
filter. Adaptive filter algorithms can then be used to obtain a “replica” of
the line echo, and the line echo can be removed from the far-end signal by
subtraction. The far-end talker speech signal is thus almost unaffected by the
removal of the line echo. Line echo canceling was introduced in the late 60’s,
and a vast number of specific algorithms suitable for line echo cancelling have
been proposed [2]. A “conventional” line echo canceler (LEC) [3], consists
of a single adaptive filter used to mimic the network transfer characteris-
tics. Examples of algorithms for adaptation are the Normalized Least Mean
Square (NLMS), the Affine Projection Algorithm (APA), and the Recursive
Least Squares (RLS) [2]. The NLMS is by far the most popular thanks to its
robustness and low complexity. A situation where both the near-end talker
and the far-end talker are active is denoted as doubletalk. In a doubletalk
situation, the disturbing far-end speech signal may cause the adaptive filter
to diverge. Thus, where doubletalk takes place adaptation should be halted.
A conventional LEC thus requires a doubletalk detector (DTD) [4]-[5]. For a
set of state-of-the art doubletalk detectors, see [6]-[8].

In this paper we examine the two-path algorithm [9]. This algorithm has
recently attracted interest as a remedy for the increased problem of line echoes
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Figure 1: The two-path algorithm

invoked by modern networks [10]-[12], as well as for acoustic echo cancellation
[4]; the main conclusions of this paper apply equally well to acoustic echo
cancellation.

2 The Two-Path Algorithm

In this section the two-path algorithm is described as it was originally pro-
posed [9]. In the algorithm two filters are used: a foreground filter wf (n) =
[w0,f (n), · · · , wN−1,f (n)] and a background filter wb(n) = [w0,b(n), · · · , wN−1,b(n)],
see figure 1. The background filter is updated on a sample basis using the
NLMS algorithm, i.e. in the same way as the adaptive filter in a conventional
LEC is updated. However, the background filter is not used to produce the
output signal o(n) of the algorithm. The output signal is instead generated
by the foreground filter wf (n). The foreground filter is updated by the co-
efficients of the background filter according to a transfer logic. An update is
performed whenever the background filter is seen to perform better than the
foreground filter. The two-path algorithm is given by

eb(n) = y(n) − l̂b(n) = y(n) − wb(n)T x(n) (1)
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wb(n + 1) = wb(n) +
µeb(n)x(n)

|xT (n)x(n)| + ǫ

(2)

ef(n) = y(n) − l̂f (n) = y(n) − wf (n)T x(n) (3)

wf (n) = wb(n) if conditions (5) − (8) are true (4)

mod(n, M) = 0 (5)

eb(k)

ef (k)
< Leb,ef

for k = n, n − M, · · · , n − MD (6)

eb(k)

y(k)
< Leb,y for k = n, n − M, · · · , n − MD (7)

y(k)

x(k)
< Ly,x for k = n, n − M, · · · , n − MH, (8)

where x(n) is the near-end signal, y(n) is the far-end signal, l̂b(n) is the

background filter estimated line echo, l̂f (n) is the foreground filter estimated
line echo, eb(n) is the background filter error signal, ef (n) is the foreground
filter error signal, ǫ is a small constant, mod(·, ·) is the modulus function, M ,
D, and H are positive integer constants, Leb,ef

, Leb,y and Ly,x are weight
constants, and eb(n), ef (n), x(n), y(n) are defined in accordance with

z(n) =

M−1
∑

k=0

|z(n − k)|. (9)

The equations (1) to (9) can be interpreted as follows. Equation (1)-
(2) means that the background wb(n) filter is updated on a sample basis by
the NLMS algorithm. Equation (3) is the foreground filtering. Equation (4)
states that the foreground filter wf (n) is updated if the conditions in equations
(5)-(8) are fulfilled. The condition in equation (5) states that the check for
copying of filter coefficients from wb(n) to wf (n) is performed only every
M sample. The condition in equation (6) requires the averaged background
error eb(n) to be less than the averaged foreground error ef (n) weighted with
a constant Leb,ef

. This is reasonable: when the background filter is better
tuned it should produce an error signal with a lower magnitude. The condition
in (7) requires the average output of the background filter eb(n) to be less
than the averaged received signal y(n) weighted with the factor Leb,y. If
eb(n) is not less than y(n), the filter wb(n) is not performing any significant
echo cancellation. In equation (8) it is required that the averaged received



Part II 49

Parameter Value Parameter Value
Leb,ef

0.875 Lρ 0.0001
Leb,y 0.125 γρ 0.01
Ly,x 1 Ly 1
D 3 Lo 0.3
M 128 γR 0.1
H 8 ǫ 0.00001

Table 1: The parameters in the paper and their values

signal y(n) is less than the averaged transmitted signal x(n) weighted with
the constant Ly,x. If y(n) is larger than x(n), then doubletalk is obviously
taking place. The two conditions in (6) and (7) are required to be fulfilled for
D consecutive instants with a span of M between these instants, i.e. for D

consecutive checks in a row, see condition (5). The condition in equation (8)
is denoted “doubletalk hangover”. If the condition in equation (8) is false, i.e.
doubletalk is detected, the update of the foreground filter wf (n) is inhibited
for MH samples. Equation (9) defines a smoothed absolute magnitude on
z(n) as the sum of the last M absolute values of z(n). The values for the
parameters of the two-path algorithm as proposed in [9] are given in Table
1, where a sample rate of 8kHz is assumed. Further, it is assumed that the
signals are properly scaled.

Since the background filter adaptation is driven by the far-end speech
signal x(n), there is no need to update when the far-end speech signal is not
active. In fact, adapting when x(n) is not present might lead to a divergence
of the background filter. Thus, the background filter should only be adapted
when the far-end speech signal is active. Originally, no explicit far-end speech
activity detector ρ(n) was used [9]. In this paper, an energy level detector is
used, defined through:

ρ(n) =

{

1 if xρ(n) > Lρ

0 otherwise,

(10)

where Lρ is the detection limit and xρ(n) are given by

xρ(n + 1) = (1 − γρ)xρ(n) + γρ|x(n)|. (11)

The values of the parameters used in the far-end speech detector are given in
table 1.
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3 Signals and Measures

This paper uses simulations to demonstrate strengths and weaknesses of the
two-path algorithm in doubletalk and echo path change situations. The line
echo signal l(n) is obtained by filtering the near-end speech signal x(n), with
one of two different model impulse responses, h1(n) and h2(n); see subplots a

and b in Figure 3. The impulse responses used in this paper are the example
impulse responses given in [13]. The far-end signal y(n) is created by adding
a background noise signal b(n), and in situations of far-end speech, a far-end
speech signal s(n), see subplot c in Figure 3. The signal y(n) is given by

y(n) =

{

x(n)T h1(n) + b(n) + αs(n) if n < I

x(n)T h2(n) + b(n) + αs(n) otherwise.

(12)

Thus, doubletalk can be present, or not present, by setting α = 1/0; an echo
path change can be set to occur at sample index I.

In this paper, a single realization Echo Return Loss Enhancement measure
(ERLE ) is used. The ERLE is defined as

ERLE(I1, I2) = 10 log

∑I2

i=I1
|l(n)|2

∑I2

i=I1
|l(n) − l̂(n)|2

, (13)

i.e. the ratio between the energy of the line echo before and after cancella-
tion, for a specific interval, in dB. This measure is used to show clearly the
performance of the algorithm for a sample interval.

4 Strengths and Weaknesses of the Two-path

Algorithm

The two-path algorithm has two major benefits: robustness in relation to
doubletalk and it avoids halting the adaptation in situations of echo path
change. However, the major drawback is the reduced convergence rate.

In the two-path algorithm, there is a delay in the coefficient copy from the
background filter to the foreground filter. Thus, the foreground filter has a
slower convergence than the background filter. Subplot d and e in Figure 3
illustrate the echo cancellation of the foreground and background filter, i.e.
l(n)− l̂f (n) and l(n)− l̂b(n), for an initial convergence and an echo path change
situation occurring at sample index 35000. The ERLE of the background filter
from sample index 1 to 10000, i.e. during initial convergence, is 20dB, while
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the ERLE of the foreground filter for the same sample interval is about only
8dB. For the converging period after the echo path change, i.e. from sample
index 35000 to 45000, the ERLE of the foreground and background filters is
about 4 dB and 15 dB, respectively. Thus, the effect of the delayed copy of
the two-path algorithm can significantly affect the perceived sound quality,
i.e. increase the echo level.

However, the two-path algorithm is less sensitive to DTD false detections.
In an echo path change situation, the characteristics of the far-end signal
y(n) changes. This sudden change is stressful for the DTD [5]. Thus, the
DTD might erroneously identify the echo path change as doubletalk. In a
conventional LEC this leads to a halt in the adaption just when it is needed
most. In the two-path algorithm, the copying of the filter coefficients may
be halted in an echo path change situation. However, the adaption of the
background filter is never stopped, the transfer logic will eventually recognize
that it is in fact an echo path change that has occurred and resume the
copying of filter coefficients. Thus, the two-path algorithm avoids the problem
of erroneous DTD output in echo path change situations.

In a doubletalk situation, there is a risk that the DTD in a conventional
LEC cannot detect the doubletalk: the beginning of a doubletalk session is
hard for the DTD. If the DTD misses the doubletalk, the adaptive filter in
the LEC will diverge, leading to poor performance. In the two-path algo-
rithm, the main idea is to copy the coefficients of the background filter into
the foreground filter only when the background filter has proven to give a
better cancellation. The background filter might diverge in the same way as
the conventional LEC. However, in such a situation the copying of the filter
coefficients should be stopped by the transfer logic. The foreground filter,
which produces the output signal, is thus prohibited from diverging. Plots
f and g in Figure 3 show the echo cancellation of the foreground and the
background filters, i.e. l(n) − l̂f (n) and l(n) − l̂b(n), respectively, for a dou-
bletalk situation. During the doubletalk period, i.e. from sample index 35000
to 50000, the background filter diverges leading to poor performance of the
background filter.

When the doubletalk session ends, the background filter starts to readapt
from its diverged state. The adaptation of the background filter is driven by a
speech signal. Speech signals are neither flat spectrum signals nor stationary
signals. However, for a short period of time, approximately 20ms [14], the
speech signal can be assumed to be stationary. An estimate of the power
spectral density of such a short stationary speech period shows that a speech
signal contains significantly more energy in certain frequency bands, particu-
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lary for voiced speech [14]. After a doubletalk session, the background filter
adaptation can be driven by a speech signal containing significant energy in
specific frequency bands. In these specific frequency bands the background
filter will adapt towards the transfer function of the network. In the frequency
bands not excited by the speech signal the background filter will still be in a
diverged state. However, the error signal eb(n) produced by the background
filter will be reduced since the background filter is well adapted in the fre-
quency bands corresponding to the high energy bands of the speech signal.
This may lead to an update of the foreground filter, see equations (6)-(8).
Assume that such an update occurs. When the non-stationary speech signal
shifts to another state with energy contents in other frequency bands, the
foreground filter is not well adapted for these frequency bands and it will pro-
duce a significant line echo. An example of this phenomenon can be seen in
subplot f in Figure 3. For sample indexes 50000-60000, i.e. immediately after
the doubletalk session, the foreground filter does not cancel the echo as well
as the background filter. The ERLE of the background filter, see subplot g

in Figure 3, is 23 dB for sample indexes 50000-60000, while it is 14 dB for the
foreground filter over the same period.

5 Improvements of the Two-Path Algorithm

By comparing the performance of the foreground and the background filters
in subplots d-g in Figure 3 it is clear that the performance of the two-path al-
gorithm can be improved by choosing the error signal of the background filter
as the output signal in situations where the background filter is performing
better. In this section we present such a modification. The modification
proposed is based on the calculations performed in the original two-path al-
gorithm. In the proposed modification, the output of either the foreground or

the background error signal is chosen as the output o(n) signal, see Figure 2.
The choice of which error signal to use is based on a ratio R(n) between the
background filter output eb(n) and the microphone signal y(n). The output
signal o(n) is obtained through

R(n + 1) =

{

(1 − γR)R(n) + γR
y(n)

eb(n)
if y(n) > Ly

(1 − γR)R(n) otherwise.

(14)

o(n) =

{

eb(n) if R(n) < Lo

ef (n) otherwise.

(15)
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Figure 2: The modified two-path algorithm

where γR is an averaging constant, and Lo and Ly are two detection limit
constants. The equations can be interpreted as follows: Equation (14) checks
if there is a “line-in” signal present, i.e. if y(n) > Ly. If so, the average of
the line-in-signal/echo-cancelled-signal ratio R(n) is updated. If there is no
present “line-in” signal, the average R(n) is updated towards zero. The ratio
R(n) is used to determine how well the background filter is performing. A high
value of R(n) indicates that the background filter is not doing any significant
cancelling, or that there is a disturbing near-end speech signal present. If the
input signal y(n) is low, i.e. y(n) < Ly, the input signal y(n) mainly consists
of background noise, and there is no echo to cancel. In such a situation, the
ratio R(n) will increase if updated; in this situation it is thus instead updated
with a zero. In equation (15), R(n) is compared with a threshold limit Lo. As
long as R(n) is less then Lo, the background filter is performing well, i.e. it
is achieving significant echo cancellation. If the value of R(n) increases above
Lo, either an echo path change has occurred or a near-end signal is present.
In this case, the proposed algorithm performs as if a near-end speech signal is
present and switches to using the foreground echo cancelled signal as output.
If it is an echo path change that has occurred, the algorithm switches back to
the background error signal when R(n) < Lo.



54 The Two-Path Algorithm for Line Echo Cancellation

Subplots h and i, Figure 3, show the output of the two-path algorithm
o(n) and of the proposed modified two-path algorithm om(n) for the echo path
situation. It can be seen that the modified algorithm reduces the line echo. In
the region of convergence, i.e. from samples 35000 to 45000, the ERLE of the
original two-path algorithm is approximately 4dB dB, and for the modified
algorithm it is about 15 dB. Subplots j and k in Figure 3, show the residual
echo signals of the two-path algorithm o(n) − s(n) and the proposed modified
two-path algorithm om(n) − s(n) for the doubletalk situation. The modified
version significantly reduces the line echo in the region from sample 50000-
60000. The ERLE for this region is 8 and 20 dB for the original and the
modified two-path algorithm, respectively.

However, there is a trade-off situation. Where doubletalk takes place, the
output of the foreground filter should be used. With the new algorithm, there
is a delay in the switch from using the background to the foreground filter. If
this delay is too long, the background filter will provide an erroneous signal.
This can be observed in subplot k in Figure 3 for samples 35000-37000. The
strong signal, l(n)− l̂b(n) during samples 35000-37000 is, in fact, not a residual
echo but a cancellation of the far-end speech signal. This erroneous signal can
be reduced by a retuning of the algorithm. By reducing the value of Lo, the
modified algorithm will switch faster to the foreground filter in a doubletalk
situation. Setting Lo to zero will reduce the proposed modified algorithm
to the original two-path algorithm. A too low value of Lo will, however,
reduce the positive effects of the proposed algorithm. Subjective listening
tests indicate that the excessive echoes in the region of sample indexes 50000-
60000 are more disturbing than the far-end speech modulation in the region
35000-37000, i.e. the modified version of the two-path algorithm increases
perceived quality.

6 Conclusion

This paper proposes a modification of the two-path algorithm. In the pro-
posed modification, the background and the foreground error signals were used
alternatively as output signals. Simulations showed that modification can im-
prove the performance of the two-path algorithm. The modification was based
on a thorough evaluation of the two-path algorithm. In the evaluation it was
shown that the two-path algorithm provides robustness in doubletalk situa-
tions; it also prevents stalling in echo path change situations. The paper also
elucidates the drawbacks of the unmodified two-path algorithm, i.e. slower
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convergence and the problem of a too ”quick resume” after a doubletalk sit-
uation.
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An Improvement of the Two-Path
Algorithm Transfer Logic for Acoustic

Echo Cancellation

Fredric Lindstrom, Christian Schüldt, Ingvar Claesson

Abstract

Adaptive filters for echo cancellation generally need update control

schemes to avoid divergence in case of significant disturbances. The two-

path algorithm avoids the problem of unnecessary halting of the adap-

tive filter when the control scheme gives an erroneous output. Versions

of this algorithm have previously been presented for echo cancellation.

This paper presents a transfer logic which improves the convergence

speed of the two-path algorithm for acoustic echo cancellation, while

retaining the robustness. Results from simulations show an improved

performance and a fixed-point DSP implementation verifies the perfor-

mance in real-time.

1 Introduction

In conventional acoustic echo cancellation (AEC) the echo path, i.e. the
loudspeaker-enclosure-microphone (LEM) system, is commonly modelled by
a single adaptive FIR filter [1]-[4]. In such a scheme it is of outmost impor-
tance that the filter is not adapted when doubletalk is present, i.e. when both
the far-end and the near-end talker are active simultaneously. Updating the
filter during doubletalk might lead to filter divergence and a poor AEC per-
formance. Several doubletalk detectors (DTDs)/step-gain controllers, which
halt the adaptation during doubletalk, have been proposed [5]–[10]. However,
a badly tuned DTD induces the risk of halting the adaptive filter when it
should not be halted, e.g. in an echo path change situation. One way to guar-
antee that the adaptive filter is not unnecessarily halted is to use a secondary
FIR filter as in the two-path algorithm [10, 11]. The first (background) filter

61
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Figure 1: The two-path algorithm.

is continuously adapted, i.e. it is never halted, and the second (foreground)
filter is mostly kept in a fixed state. The fixed second filter produces the
output. When the first filter is considered to perform better than the second,
the filter coefficients of the first filter are copied to the second filter. Several
versions of this structure have been proposed for echo cancellation [11]–[16].

In the two-path algorithm, transfer logic controls copying of coefficients
from the first to the second filter. Previously, this transfer logic has essentially
been based on filter output error comparison [11, 12, 16]. This paper presents
an improvement of this transfer logic by the use of a filter deviation estimation
method [2, 6, 17].

2 The two-path algorithm

In this section, the two-path algorithm, depicted in figure 1, is presented.
The far-end speech (loudspeaker) signal x(k) produces an echo (or “desired”
in system identification terminology) signal d(k) as it passes through the
LEM system, (k denotes the sample index). This echo adds to the back-
ground noise n(k) and possible near-end speech s(k) to form the micro-
phone signal y(k), i.e. y(k) = d(k) + n(k) + s(k). The foreground filter,
wf (k) = [wf,0(k), · · · , wf,N−1(k)]T , where N is the filter length, produces

an estimate of the acoustic echo d̂f (k). A corresponding echo cancelled (or
“error”) signal ef(k) is obtained by subtracting this estimate from the micro-
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phone signal,

ef (k) = y(k) − d̂f (k) = y(k) − wf (k)Tx(k), (1)

where x(k) = [x(k), · · · , x(k − N + 1)]. Analogously for the background filter

eb(k) = y(k) − d̂b(k) = y(k) − wb(k)T x(k), (2)

where wb(k) = [wb,0(k), · · · , wb,N−1(k)]T . The background filter is continu-
ously updated using the NLMS algorithm

wb(k + 1) = wb(k) +
µeb(k)x(k)

||x(k)||2 + ǫ

, (3)

where ||x(k)||2 = x(k)T x(k) is the squared euclidian norm, µ is the step
size control parameter and ǫ is a regularization constant introduced to avoid
division by zero [18].

The reason for using NLMS in this paper is that its performance and
behavior are well known. Further, the use of the NLMS algorithm facilitates
comparison to related papers, e.g. [6]. For acoustic echo cancellation requiring
a large number of filter coefficients (N > 1000), the full-band NLMS is not
an optimal scheme due to its slow convergence. Examples of other more
suitable algorithms, e.g. subband, frequency domain and affine projection
methods, can be found in e.g. [1, 18]. The method proposed in this paper is,
however, not limited to NLMS-based two-path cancellation, but can be used in
conjunction with essentially any other adaptive algorithm for the background
filter update.

2.1 Transfer logic

If the background filter is estimated to be better tuned than the foreground
filter, its filter coefficients are copied to the foreground filter. This is controlled
by comparisons between the short-term powers of the signals x(k), y(k), ef (k)
and eb(k). In the original two-path algorithm, the update conditions for the
foreground filter [11] are basically as given by

Py(k)

Px(k)
< Ty,x, (4)

Peb
(k)

Py(k)
< Teb,y, (5)
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Peb
(k)

Pef
(k)

< Teb,ef
, (6)

where Ty,x, Teb,y and Teb,ef
are thresholds and the power estimate is given by

e.g.

Px(k) =
1

M

M−1
∑

i=0

x
2(k − i), (7)

where M is the update interval. In the transfer logic of the original two-path
algorithm, the foreground filter updating is performed at every Mth sample
in order to reduce computational complexity and memory requirement.

The filter wf (k) is updated with the filter wb(k) if all of the conditions (4),
(5) and (6) are true. Condition (4) is basically the classical Geigel DTD [9].
Condition (5) implies that no updating is done when wb(k) is considered to
perform poorly in terms of echo cancellation. Condition (6) is satisfied when
filter wb(k) produces a small error signal eb(k) compared to ef (k). Intuitively,
condition (6) can be seen as the core condition, determining if wb(k) is better
tuned than wf (k), while conditions (4) and (5) are used to avoid erroneous
updates during doubletalk.

Since the check for update is only performed every M sample there is an
intrinsic delay in convergence of M samples. Thus, the value of M should
be chosen considering the convergence rate of the adaptive algorithm. For
example, a too high value of M will not yield any significant extra reduction
in complexity, but will slow down convergence.

Often in an acoustic environment, the acoustic coupling between the mi-
crophone and the loudspeaker makes it hard or even impossible to detect
present near-end speech by comparing average energy of the loudspeaker and
microphone signal [7]. Thus, for acoustic echo cancellation in general, condi-
tion (4) is not suitable as a doubletalk detector.

Condition (5) estimates the reduction of the echo as it passes the AEC.
Since one acoustic environment can vary greatly from another (in terms of
loudspeaker to microphone distance, room reverberation, nonlinearities in the
involved components etc.), the practically achievable echo cancellation also
differs significantly from situation to situation and is hard to predict. This
makes condition (5) impractical, since an acoustic situation with an echo
reduction level that is higher than the Teb,y threshold would lead to absent
foreground filter updates.

As argued above, the use of conditions (4) and (5) has major drawbacks
in an acoustic environment since these were originally intended to be used
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for line echo cancellation where the echo cancellation performance is fairly
predictable and the received echo relatively low. It is therefore suggested to
replace both conditions with

Peb
(k)

Px(k)
< Teb,x, (8)

where Teb,x is a threshold. This condition is used in conjunction with the two-
path algorithm in [14] and is basically a DTD operating on x(k) and eb(k)
[6]. From a slightly different perspective, condition (8) can be seen as the core
DTD and the two-path algorithm as a complement which prevents deadlock
in an echo path change situation, compare further with the “shadow” filter
discussion in [6].

The foreground filter update is then given by

wf (k + 1) =

{

wb(k) if (6) AND (8) are TRUE

wf (k) otherwise.

(9)

Doubletalk becoming active just a few samples prior to the update check
could lead to divergence of the filter wb(k). However, since only a few samples
are affected by doubletalk, this might pass undetected and the diverged filter
coefficients are copied into filter wf (k). The situation can be avoided by
requiring the copy conditions to be true for two consecutive M sample periods
and updating the filter wf (k) with an M sample delayed version wb(k − M).

We denote the solution described in this section (equation (9)) as the
Conventional Two-Path (CTP) solution.

2.2 Threshold settings

Setting the thresholds Teb,x and Teb,ef
is non-trivial and crucial for overall

system performance and typically involves a trade-off between convergence
speed and stability. To allow as smooth and fast convergence as possible, it is
desirable to set the thresholds Teb,x and Teb,ef

high, which in practice means
close to 0dB. On the other hand, setting these thresholds low reduces the risk
of erroneous copying of the filter coefficients during doubletalk.

The condition (8) estimates the total echo return loss, and the foreground
filter is not updated until the total echo return loss is below Teb,x. Thus,
setting the threshold Teb,x too low might lead to the filter not being updated
at all. A sensible threshold setting will depend on the application.

Since speech is a highly non-stationary correlated signal, it can occur dur-
ing doubletalk, that the background filter manages to cancel a significant part
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of the microphone signal (and thus a cancellation of the near-end speech as
well), without the background filter being well tuned. It is therefore a risk
of wrongly adapted filter coefficients being copied into the foreground filter.
To eliminate the risk of divergence the threshold Teb,ef

must thus be set at a
sufficiently low level.

The proposed overall approach is to set Teb,x as low as the application
allows, which might be just a few dB below 0dB, and thereafter set Teb,ef

as
high as possible, while still ensuring performance during doubletalk.

The condition on Teb,x and Teb,ef
which fulfills the robustness requirements

will thus imply a reduction of convergence speed. In this paper a complemen-
tary update condition is proposed that will help increase the convergence
speed without compromising the robustness, see section 3.

3 Proposed improvement of the two-path trans-

fer logic

A measure of filter convergence is the deviation (or system distance) [1, 18].
The normalized square deviation (NSD), Dwb

(k) of filter wb(k) from a LEM
impulse response hLEM = [hLEM,0, · · · , hLEM,N−1] is given by

Dwb
(k) =

∑N−1
i=0 (hLEM,i − wb,i(k))2

||hLEM||2
. (10)

The NSD of filter wf (k), Dwf
(k) can be calculated analogously. Ideally,

wf (k) should be updated when

Dwb
(k) < Dwf

(k). (11)

However, it is possible for the short-time power of the error signal from the
adapting background filter to be lower than the short-time power of the error
signal from the fixed foreground filter (i.e. Peb

(k) < Pef
(k)) even though the

foreground filter is a better model of the echo path (i.e. Dwb
(k) > Dwf

(k)).
This can occur during doubletalk due to minor cancellation of the near-end
speech, or during far-end single talk due to the non-stationary nature of speech
[16] (also see section 4 in this paper for experimental verification). As a result,
erroneous filter copying could occur, which in turn leads to reduced echo
cancellation and ultimately could cause system divergence. The solution to
this is, as mentioned in the previous section, to keep Teb,ef

at a sufficiently low
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Figure 2: The modified two-path algorithm.

level. A low value of Teb,ef
introduces the problem of a slower convergence of

the foreground filter, which is the major drawback of the two-path algorithm
[5], as well as (in some cases) a higher steady-state error.

This paper proposes a modification which reduces the problem of a slower
convergence without compromising the performance during doubletalk. The
improvement consists of an additional update condition (as a complement to
condition (6)) based on the estimated squared deviation.

In order to obtain this estimate, an artificial delay of L samples is inserted
into the signal path of y(k) just before the subtraction yielding eb(k), see
figure 2. Note that this does not delay the output signal. Moreover, the
background filter length is increased by L samples, resulting in an extended
background filter we(k), according to

we(k) =

[

wz(k)
wb(k)

]

, (12)

where wz(k) = [wz,0(k), · · · , wz,L−1(k)]T . This assures that the optimal val-
ues of the first L coefficients (i.e. wz(k)) of filter we(k) are zero. According to
references [1] and [17], the NLMS algorithm spreads the error evenly among
the filter coefficients. Therefore, the norm of the extension coefficients can
be used as an un-normalized, signal energy weighted, estimate of the filter
deviation D̂

wb(k),
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D̂wb
(k) = ||wz(k)||2. (13)

Setting L too low will yield a poor estimator. However, the extension of
the background filter implies increased memory and complexity requirements,
which is directly dependent on L, see section 4. Thus, there is a tradeoff
situation.

The deviation estimate in equation (13) is based on the assumption that
the NLMS algorithm spreads the error evenly among the filter coefficients,
as mentioned earlier. However, the proposed algorithm is not limited to the
NLMS algorithm, but can be used in conjunction with any adaptive algorithm
that fulfils this property. Note that in [1, 17] the above deviation estimate
method is used for determining the optimal step-size. In this paper, the
same method is instead used to improve the update control of the two-path
algorithm.

The foreground filter wf (k) consists of a previous copy of the background

filter. Thus, the deviation estimate of the foreground filter D̂wf
(k) is given

by

D̂wf
(k + 1) =

{

D̂wb
(k) if the foreground filter is updated

D̂wf
(k) otherwise.

(14)

If D̂wb
(k) is less than D̂wf

(k), the background filter is better in the esti-
mated deviation sense and an update should be performed. Thus, the follow-
ing additional update condition is proposed: update if

D̂wb
(k)

D̂wf
(k)

< Tb,f , (15)

where Tb,f is a threshold.
The proposed condition (15) is combined with the previous conditions (6)

and (8) to form a foreground filter update condition in the following manner

wf (k + 1) =







wb(k) if [ (6) OR (15) ] AND

(8) is TRUE

wf (k) otherwise.

(16)

It might seem that condition (15) can replace the previous condition (6).
However, this is not the case. A change of the echo path (by translation of the
loudspeaker or microphone for example) might introduce a new LEM system
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Figure 3: Speech signals, far-end speech, (upper plot) and near-end speech
(lower plot). Doubletalk is present from about 28s, as shown in the lower plot.

which is harder to estimate than the previous. Then D̂wb
(k) will be larger

than D̂wf
(k), (since D̂wf

(k) is relative to the previous echo path) until the
first foreground filter update, which must then be triggered by condition (6).

The virtues of introducing the new condition (15) is that the filter update
can be performed more often, hence resulting in better convergence of the
two-path algorithm, and in some cases a lower steady state error. We denote
the proposed scheme the Improved Two-Path (ITP) solution.

4 Evaluation

In the evaluation, a typical speech signal is used as the input signal x(k), see
figure 3. The signal y(k) is obtained through

d(k) =

{

x(k)T h1 if k < I

x(k)T h2 otherwise,

(17)

y(k) =

{

d(k) + b(k) if k < J

d(k) + b(k) + αs(k) otherwise,

(18)
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Parameter Value
N 1800
M 2000
L 50

Teb,x −18dB
Teb,ef

−12dB
Tb,f 0dB
µ0 0.5
α0 0.25
I0 225000
J0 250000

Table 1: Parameters and corresponding values in the evaluated implementa-
tion.

where h1 = [h1,0, · · · , h1,N−1]T and h2 = [h2,0, · · · , h2,N−1]T are FIR models
of two different LEM systems, corresponding to two different spatial positions
of the microphone, as in [2], b(k) is an ambient background noise signal with
energy level 30dB below the energy level of d(k). Further, s(k) is a bursty
speech signal and I and J are indices controlling the occurrence of echo path
change and doubletalk, respectively. The parameter α controls the near-end
speech level and the sampling frequency is set to 8kHz. A practical AEC im-
plementation typically achieves about 30dB echo cancellation or more under
favorable conditions [1], although performance in a difficult environment, e.g.
with a lot of movements, can be significantly worse. The threshold Teb,x is set
to −18dB to allow a margin for the AEC under these conditions. The thresh-
olds, Teb,ef

is set to −12dB, which (under the given conditions) is the highest
possible setting that still guarantees robust performance during doubletalk.
The threshold value for Teb,ef

was found through extensive simulations, by
varying the parameters I, J , α and µ. These parameters were varied in the
ranges [0, 480000], [0, 480000], [0, 1], [0.5, 0.0625], respectively. The default
settings, I0, J0, α0 and µ0, of these parameters as well as the settings of other
parameters are summarized in Table 1, i.e. the settings for the illustrated
examples in all figures are as in Table 1 if not stated otherwise. The step-
size µ0 was determined through simulations as the value giving the fastest
convergence without risking divergence.

The proposed solution was also implemented on a fix-point processor [19].
The extension of the background filter by L coefficients implies an increased
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Figure 4: Foreground filter deviation (dashed line) and background filter de-
viation (solid line), using the conventional two-path solution, for two different
Teb,ef

settings in a doubletalk situation. Doubletalk starts after 28s.

memory requirement of L elements. Further, the complexity is increased by L

multiplications and additions for the filtering and L multiplications and addi-
tions for the NLMS-update. The evaluation of equation (13) is performed only
every Mth sample in conjunction with the other update check calculations.
At these sample instances the update of the NLMS is omitted. In the fix-point
processor implementation the squared sum in equation (13) was replaced with
a sum of absolute values in order to reduce complexity. This replacement had
no significant impact on the performance and the complexity reduction im-
plied that the update could be fitted and no extra complexity was added.
Thus, the increased complexity when implementing the proposed algorithm
is about 2L extra additions and 2L extra multiplications, as compared to the
conventional two-path algorithm.

5 Results

A simulated doubletalk situation using the conventional solution (CTP) for
two different Teb,ef

threshold settings is shown in Figure 4. This figure il-
lustrates the tradeoff between convergence and robustness to doubletalk in
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Figure 5: Zoomed deviation and power signals during doubletalk. Doubletalk
starts after 28s.

the conventional two-path algorithm. As can be seen in Figure 4 (a), the
Teb,ef

= −6dB threshold is too high, since the foreground filter deviation in-
creases during doubletalk, interval 28-60s. This is prevented with the −12dB
threshold, shown in the lower plot (b), but at the cost of slower foreground
filter convergence and a slightly larger steady-state deviation. The slower
convergence can be observed by comparing the upper and lower plot in the
interval 5-10 seconds, where the foreground filter deviation in the upper plot
better follows the deviation of the converging background filter. The larger
steady-state deviation can be observed in the interval 12-28s, i.e. in the lower
plot the foreground filter deviation does not reach the −29dB deviation level
of the background filter.

Figure 5 illustrates the previously discussed problem of only considering
the filter output errors in the two-path transfer logic. Note that Peb

(k) (solid
line, plot (b)) occasionally is lower than Pef

(k) (dashed line, plot (b)) during
the doubletalk period despite the fact that the foreground filter (dashed line,
plot (a)) is better tuned than the background filter (solid line, plot (a)).
The figure thus demonstrates that it is possible for the output error from
the background filter to be smaller than the corresponding error from the
foreground filter, despite the foreground filter being a more accurate model
(in the normalized squared deviation sense) of the echo path. This again
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for different settings of L in the proposed (ITP) solution.
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solutions for three different values of the step-size µ in an simulated echo
path change situation. Echo path change occur at index 2.5x105 (31s).
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justifies the proposed control logic improvement of the ITP-solution.
Figure 6 illustrates how the performance varies with different values of L.

It is shown that setting L too low might lead to reduced improvement in con-
vergence speed of the proposed solution. Since the complexity increases with
an increased value of L there is thus a trade-off situation between performance
and and complexity. The optimal choice of L will depend on the application
at hand.

The ITP and CTP solutions were evaluated in a large number of doubletalk
simulations for different values of J , α and µ, with other parameter values as
shown in table 1. Both solutions were robust during doubletalk, i.e. none of
them diverged during the simulations.

Likewise, a large number of echo path change simulations were conducted
for different values of I and µ. The simulations clearly demonstrated the
improved performance of the ITP solution. A series of simulations for three
different values of the step-size µ with I = 2.5x105, i.e. echo path change
occur at 31s, are depicted in figure 7. The improved convergence rate of the
proposed ITP solution can be observed in all three plots (a)-(c), in that the
ITP foreground filter (dotted line) better follows the converging background
filter (solid line), as compared to the CTP foreground filter (dashed line).

Figure 8 demonstrates the functionality of the proposed algorithm imple-
mented on a fix-point processor operating in real-time. In the plot (a) of
figure 8 the convergence of the foreground filter can be observed, echo path
change occurs at about 28s. In plot (b) the doubletalk robustness can be
observed again, doubletalk is present from about 28s. During doubletalk the
background filter (solid line) performs poorly, only about 15dB echo cancella-
tion. The foreground filter (dashed line), which generates the output signal,
continues to yield a low residual echo during doubletalk. In the experiments
depicted in figure 8 the acoustic echo was obtained through a real LEM sys-
tem. The echo path change is obtained by a translation of the microphone.
In the doubletalk case, the near-end speech signal s(k) was not added acous-
tically, but electronically. This was done in order to be able to evaluate only
residual echo during doubletalk, i.e. to be able to remove the near-end speech
s(k) from the echo cancelled signal.

6 Conclusions

This paper has proposed a transfer logic solution for a two-path algorithm for
acoustic echo cancellation and shown convergence speed improvement com-
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Figure 8: ITP performance in real-time environment. Short-time power of the
microphone signal (dotted line), the foreground filter residual echo (dashed
line), and the background filter residual echo (solid line).

pared to previous solutions. This is achieved while maintaining the robustness,
which is one of the main advantages of using two echo cancellation filters. Sup-
porting results were obtained through experiments with both simulated and
real signals.
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A Finite Precision LMS Algorithm for
Increased Quantization Robustness

Fredric Lindstrom, Mattias Dahl, Ingvar Claesson

Abstract

The well known Least Mean Square (LMS) algorithm, or variations

thereof are frequently used in adaptive systems. When the LMS algo-

rithm is implemented in a finite precision environment it suffers from

quantization effects. These effects can severely degrade the performance

of the algorithm. This paper proposes a modification of the LMS al-

gorithm that reduces the impact of quantization at virtually no extra

computational cost. The paper contains an off-line evaluation of a sys-

tem identification scheme where the presented algorithm outperforms

the classical LMS algorithm yielding a better modelling of the unknown

plant. This approach is well suited for adaptive system identification,

e.g. beamforming, electrocardiography, and echo cancelling.

1 Introduction

Adaptive systems can be found in many different signal processing areas, e.g.
communications, radar, sonar, navigation systems, seismology, mechanical de-
sign and biomedical electronics, [1], [2]. Least Mean Square (LMS) or LMS
based algorithms are common in adaptive signal processing systems. When
the LMS algorithm is implemented in a finite precision environment, the al-
gorithm suffers from quantization effects. In-depth analysis of the infinite
precision LMS algorithm can be found in [1] and [2]. An early treatment of
the finite precision effects of the LMS algorithm and the stalling phenomena,
i.e. a state where the convergence of the LMS algorithm is very slow or has
stopped, can be found in [3]. Analysis of the steady-state behavior of the
finite precision LMS algorithm is presented in [4]-[6], where [6] also contains
a treatment of the transient performance. Some additional remarks on the
convergence rate of the LMS algorithm in a stalling state is given in [7].
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Due to quantization effects the performance in a finite precision environ-
ment can differ significantly from that of the infinite precision counterpart.
The choice of the precision is therefore of outmost importance. In fix-point
digital signal processors the precision of internally generated parameters and
operations can be increased, e.g. by representing an internal parameter with
two words instead of one. A software solution to this problem will however
most often lead to an increase in computational load.

This paper proposes a way to increase the roubustness to quantization
effects of the LMS algorithm in fix-point systems with a given wordlength by
the means of signal processing. The concept of the proposed algorithm is to
detect stalling and to use computational resources more efficiently in situa-
tions of stalling. The extra processing required to implement the proposed
algorithm is insignificant as compared to that of the LMS algorithm.

2 The Finite Precision LMS Algorithm

Generally fix-point systems have a binary number representation using the
two’s complement format, [8]. In this paper it is assumed that the system at
hand is a fix-point two’s-complement binary system using q bits to represent
numbers in the range [-1,1), and that round-off is used. A detailed description
of the binary number system used and finite arithmetics is given in [9]. The
representation of an arbitrary infinite precision number, a, in finite precision
is denoted aq, where the subindex ’q’ denotes the precision in number of bits.
The value of aq is given by aq = Qq[a], where

Qq[a] = (−b0 +

q−1
∑

i=1

bi2
−i) , (1)

biǫ[0, 1], i = 0, · · · , q − 1. The value of the elements bi are chosen so that they
minimize the expression |a − Qq[a]|.

Digital signal processors, e.g. [10], have generally the possibility of repre-
senting scalar products temporarily with higher precision and thus an inner
product multiplication can be performed without significant quantization loss
of the individual scalar products. This will also be valid for the systems in
this paper. Under the assumption that the input signals are properly scaled,
i.e. that no overflow occurs, the quantized LMS algorithm can be described
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mathematically∗ as
yq(n) = Qq[wq(n)T xq(n)] (2)

eq(n) = dq(n) − yq(n) (3)

wq(n + 1) = wq(n) + Qq[Qq[βqeq(n)]xq(n)] (4)

where n is the sample index, dq(n) is the desired signal, yq(n) is the estimated
signal, eq(n) is the error signal, wq(n) = [wq,0(n), wq,1(n), · · · , wq,N−1(n)]T is
a column vector containing the filter coefficients, xq(n) = [xq(n), xq(n−1), · · ·,
xq(n−N +1)]T is an column vector containing the last N samples of the input
signal, and βq is the adaptation step-size.

When the update value for a coefficient in the adaptive filter, wq(n), is less
than the Least Significant Bit (LSB) used to represent the filter coefficients
that coefficient is not updated. This phenomena is called stalling. When
stalling occurs it seriously degenerates the performance of the LMS algorithm
as compared to the infinite precision algorithm, [3]. From equation (4) stalling
for the i:th filter coefficient occurs when

|Qq[Qq[βqeq(n)]xq(n − i)]| < 21−q
. (5)

If sufficiently many of the filter coefficients stalls all significant adaptation
of the filter ceases. To prevent a certain filter coefficient from stalling two
different approaches may be used; the value of the step-size βq can be limited
by a lowest allowed value, or the number of bits, q, used in the quantization
Qq[·] in (5) can be increased, i.e. increaing the number of bits used to represent
the coefficients of the adaptive filter. Limiting βq will imply a limit for the
best possible steady-state performance, [1]. However, increasing the number
of bits will not imply such a limit. This is the approach taken in this paper.

Further, by the result of [5] and [6] the effect of quantization in non-
stalling situations has also been improved by the increased number of bits
used to represent the adaptive filter coefficients. In [5] and [6] it was shown
that it is the quantization of the adaptive filter coefficients that is dominant in
steady-state performance for reasonable values of the step-size βq, i.e. it is the
quantization of the adaptive filter coefficients that is the dominant contributor
to the steady-state error signal.

∗Observe that a product, pq of two arbitrary q bits numbers, aq and bq , suffers from

quantization effects, i.e. pq = Qq[aqbq], while a sum sq of the same numbers has no

quantization providing that no overflow occurs, i.e. sq = aq + bq .
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3 The Proposed Algorithm

When the LMS algorithm enters a state of stalling all significant adaptation of
the filter cease and computational resources used for the update of the adap-
tive filter are wasted. The main idea of the proposed algorithm is to detect
stalling and to use the computational resources more efficiently in these situa-
tions. If stalling is detected the updating is done for every other second sample
and the resources freed thereby is used to increase the precision. The increase
in precision will imply that the update of the filter resumes. The proposed
algorithm uses a two state approach, see Fig.1. When no significant stalling
is present, i.e. the filter is adapting well, the conventional LMS-algorithm
given in equations (2)-(4) is used, which is denoted state A. If a slowdown of
adaptation due to stalling is detected, the adaptation of the filter wq(n) is
freezed and a secondary adaptive filter, vq(n), is invoked, which is denoted
state B. In state B both filters wq(n) and vq(n) are used in parallel to model
the unknown plant. The output of vq(n) is attenuated by a factor 2−k. This
causes the optimal setting for the coefficients of vq(n) to be gained with 2k,
i.e. the effective precision of the coefficients in vq(n) is increased by k bits.
The step-size βq is attenuated with 2−k as well. This unwanted effect on the
step-size is avoided by inserting a corresponding gain 2k, see Fig.1. If any of
the coefficients in the secondary filter overflows, the system is switched back to
state A. The concept is to adapt the more significant bits of the adaptive filter
in state A. If the adaption in A is stopped or slowed down due to stalling the
algorithm is switched into state B, where the less significant bits are adapted.
If the filter needs to be readapted the algorithm is switched back to state A.
The state B processing is defined as

yq(n) = Qq[wq(n)T xq(n) + 2−kvq(n)T xq(n)] (6)

eq(n) = dq(n) − yq(n) (7)

vq(n + 1) = vq(n) + Qq[Qq[2k
βqeq(n)]xq(n)] if n odd (8)

wq(n + 1) = wq(n) (9)

where k is an positive integer, vq(n) = [vq,0(n), vq,1(n), · · ·, vq,N−1(n)]T is a
column vector containing the filter coefficients of the secondary filter. Thus
the filter coefficients of vq(n) is updated at every other second sample.

To clarify the result of the state B processing an equivalent description of
equations (6)-(9) is derived. First define hq+k(n) = wq(n) + 2−kvq(n), and
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note that the elements of hq+k are in q + k bits precision. From equations (8)
and (9) it follows that for odd n

hq+k(n + 1) = wq(n + 1) + 2−kvq(n + 1)

= wq(n) + 2−kvq(n) + 2−k
Qq[Qq[2k

βqeq(n)]xq(n)]

= hq+k(n) + Qq+k[Qq+k[βqeq(n)]xq(n)] (10)

Replacing wq(n)+2−kvq(n) with hq+k(n) in equation (6) and using (10) gives
that an equivalent description of the processing of state B is given by

yq(n) = Qq[hq+k(n)T xq(n)] (11)

eq(n) = dq(n) − yq(n) (12)

hq+k(n + 1) = hq+k(n)

+Qq+k[Qq+k[βqeq(n)]xq(n)] if n odd (13)

Comparing equations (2)-(4) with (11)-(13) yields that the state B process-
ing update the adaptive filter only for every other second sample. However,
the state B processing will lead to an increase in the precision of the adaptive
filter and the update vector of k bits as compared to the LMS algorithm.
Thus from the results presented in [5] and [6] the proposed algorithm yields
a lower mean square steady-state error than the LMS algorithm.

The parameter k could be set to integer values 0 6 k 6 q. When k

is increased the precision of the adaptive filter is increased as well. This
implies that the quantization effects due to the adaptive filter becomes less
dominant, but also that the quantization of xq(n) and dq(n) becomes more
dominant. Thus increasing k beyond a certain number of bits, will not make
any significant impact on the steady-state performance for reasonable values
of βq, [5]. The q − k least significant bits of wq(n), will correspond to the
q − k most significant bits of filter vq(n). This implies that the value of k

determines when a switch from state A to B can be done. Since the k most
significant bits of wq(n) have no counterpart in filter vq(n), they need to be
adapted before switching to state B. To summarize k should be large enough
to provide an increased precision, but limited to allow a switch from state A
to B.

When switching from state B to A the secondary filter vq(n) is turned
off. The overlapping well adapted bits in filter vq(n) should be transferred to



86 A Finite Precision LMS Algorithm for Increased Quantization Robustness

their corresponding positions in filter wq(n). Hence, equation (4) in the first
iteration following a switch from B to A is replaced with

wq(n + 1) = Qq[wq(n) + 2−kvq(n)] (14)

vq(n + 1) = z (15)

where z is a vector of length N containing zeros.
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Figure 1: The proposed algorithm. When in state A the processing of Block
B is omitted, and when in state B the processing of Block A is omitted.

When the average value of the expression |Qq[Qq[βqeq(n)]| decreases, the
risk for stalling coefficients increases, see equation (5). The concept of the
proposed algorithm is that if the algorithm is in state A and if an average, u(n)
of the expression |Qq[Qq[βqeq(n)]| decreases under a certain preset threshold,
lA, the risk of stalling is high and the algorithm is switched to state B. More
precisely if the system is in state A, state B is declared if

u(n) < lA (16)

where u(n) is defined as

u(n) = (1 − γ)u(n − 1) + γ|Qq[Qq[βqeq(n)]| (17)
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where γ is a constant with 0 < γ < 1. The performance of the algorithm is
determined by the threshold lA. The value of k will impose an upper limit for
lA, since the algorithm should not be switched into state B unless the k most
significant bits of the elements in wq(n) have converged. Further, an optimal
setting of lA is strongly dependent on the input signal x(n), and the statistics
of x(n) should be taken into account when determining lA. Reducing lA might
reduce the convergence time at the expense of an increased risk for stalling.
For an increment of lA the trade-off situation is the opposite.

State B constitutes an update of the filter for every other second sample,
thus it is desirable that state B is selected only when the effects of quantization
is significant. However, state B implies a higher precision in the adaptive filter
and a shift from state B to A should not be done unless the more significant
bits in the filter wq(n) needs to be readapted. Digital signal processors, in
general, automatically detects an overflow in an arithmetic operation, [10].
This implies that the maximal absolute value of the coefficients of the filter
vq(n) provides a natural way to define the detection of a switch from state B
to state A. If

max
iǫ[0,···,N−1]

(|vq,i(n)|) > 1 (18)

the system is switched to state A, i.e. if any of the filter coefficients of vq(n)
overflows. This detector allows the system to stay in the higher precision state
B as long as possible.

4 Complexity

In this section the extra processing required for the proposed algorithm as
compared to the LMS algorithm is evaluated.

The processing in state A is the same as for the LMS algorithm with the
exception of the processing for the detector given by equations (16)-(17). Thus
the extra processing for state A requires one comparison, two multiplications,
one addition and one absolute value. Typically this would require about 10-15
digital signal processor instructions.

In state B the processing is given by the equations (6)-(9), and (18). The
processing of the LMS algorithm is given by equations (2)-(4). Equations (2)
and (7) requires the same amount of processing and equation (9) requires no
processing, so these equations can be disregarded in a comparison. Digital sig-
nal processors, in general, have the possibility of conducting both an addition
and a multiplication in the same instruction when calculating inner products.
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This implies that the inner products, wq(n)T xq(n) and vq(n)T xq(n) will re-
quire N combined multiplications/additions each. Thus equations (2) and (4)
will require N combined multiplications/additions, N additions and N + 1
multiplications, in all 3N + 1 arithmetical operations. Equation (6) and (8)
of state B will require 2N combined multiplications/additions, N/2 additions
and N/2 + 2 multiplications, in all 3N + 2 arithmetical operations. Digital
signal processors, in general, set a flag if an arithmetic operation overflows,
a flag that can be set in a latch mode, [10]. This implies that the equation
(18) can be implemented by checking the overflow flag immediately after the
processing of equation (8) has been executed. Thus the extra processing for
state B is one arithmetical operation and the check operation. Typically this
would require 7-10 digital signal processor instructions.

The proposed algorithm introduces at most 10-15 extra digital signal pro-
cessor instructions for the state A processing and 7-10 instructions for the
state B processing. This should be compared to the instructions of the LMS
algorithm which is of order 3N , where N is the length of the adaptive filter.

5 Performance Evaluation

To demonstrate the performance of the proposed algorithm three system iden-
tification schemes using different algorithms were implemented. The three
schemes are denoted S1, S2, and S3 and correspond to the classic LMS algo-
rithm (S1), the proposed algorithm, (S2), and the classic LMS algorithm with
infinite internal precision, (S3). S1 was implemented as given in equations
(2)-(4). S2 was implemented according to the algorithm given in section 3
with, k = 8, γ = 0.05, and lA = 0.0073, these parameters are not optimal,
but were considered sufficient for demonstrating the virtues of the proposed
algorithm. S3 was also implemented according to equations (2)-(4), but with
infinite precision in the representation of internal operations and parameters,
i.e. the only quantization in S3 is that of the input signals xq(n) and dq(n).
S3 is thus used as an reference for the optimal performance possible if com-
putational power was a free resource.

The wordlength q was set to q = 12 bits, corresponding to the typical
number of effective bits in a 16 bits fix-point processor. The signal xq(n) was
random noise with gaussian distribution. The unknown plant in the system
identification scheme consists of a linear finite impulse response filter of length
200, where the values of the filter coefficients were chosen randomly with
gaussian distribution. The signal dq(n) was obtained as the sum of a random
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gaussian noise signal, i.e. measurement noise, and the plant output. The
power ratio between the measurement noise and the plant output was -40dB.
The length of the adaptive filter was set to 200 for all three implementations.
The implementations were simulated for two different values of the step-size
βq, i.e. βq = [0.04, 0.02]. For each βq the simulation was repeated 50 times in
order to obtain the Mean Square Deviation (MSD) of each implementation.
The MSD, denoted D(n) is defined as

D(n) = E{∆wT (n)∆w(n)} (19)

where E{·} denotes expectation and ∆w(n) is the difference between the
plant impulse response and the adaptive filter, [1]. In Fig.2 MSD learning
curves, i.e. D(n) as a function of sample index, are shown for the different
implementations and the two different values of βq. From these it can be
observed that the proposed algorithm (S2) outperforms the classical LMS
algorithm (S1), in the sense that it has a lower MSD.

6 Conclusions

This paper proposes a finite LMS based algorithm. The essence of the al-
gorithm is to avoid stalling effects. The paper explores the fact that when
stalling occurs for a finite precision implementation of the classic LMS algo-
rithm the updating process of the adaptive filter coefficients is ineffective. The
proposed algorithm detects stalling situations and uses a secondary adaptive
filter to increase the precision in these situations. The algorithm reduces the
update of the coefficients to every other second sample, and the computa-
tional resources that is freed thereby is used for the increased precision. Thus
the computational load of the algorithm is essentially the same as that of the
LMS algorithm. It was shown analytically that the proposed algorithm corre-
sponds to an increase in the precision of the classical LMS algorithm adaptive
filter. Off-line calculations was used to show that the proposed algorithm
outperforms the classic LMS algorithm in a lower MSD sense. The proposed
algorithm can thus be used to meet specific design requirements with a lower
demand on the wordlength of the processor, or a lower demand of computa-
tional load, e.g. it can replace a classic LMS algorithm in double precision.
This implies that the proposed algorithm can significantly reduce the cost of
implementation of adaptive systems.
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A Method for Reduced Finite Precision
Effects in Parallel Filtering Echo

Cancellation

Fredric Lindstrom, Christian Schüldt,

Mikael L̊angström, Ingvar Claesson

Abstract

The two-path algorithm is an adaptive filter algorithm based on a

parallel filter structure, which has been found useful for line echo can-

cellation as well as for acoustic echo cancellation. It is well known that

in finite precision arithmetic, the adaptation process of adaptive algo-

rithms can be reduced or even halted due to finite precision effects. This

paper proposes a variant of the two-path scheme where the effects of

quantization are reduced, without any significant increase in complex-

ity. The improvement is shown by simulations using band limited flat

spectrum noise as well as real speech signals.

1 Introduction

The two-path algorithm [1], originally proposed for robust line echo cancel-
lation, has previously been extended to several alternative echo cancellation
applications [2]–[9]. This has been achieved through alternative update con-
trol logic, [2, 3]. The two-path structure for acoustic echo cancelation was
introduced in [4], with an extension to stereo acoustic cancelation in [5]. The
two-path structure is presented in a doubletalk detector setup in [6]. In such
a structure the two-path scheme is used to improve the performance of dou-
bletalk detectors e.g. [7], or as a rescue scheme in adaptive step-size configu-
rations [8]. An overview of some different two-path configurations is provided
in [9].

The basic two-path algorithm structure consists of two parallel adaptive
filters, commonly denoted the background filter and the foreground filter.

95
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The first (background) filter is continuously adapted, while the second (fore-
ground) filter is mostly kept in a fixed state. The performance of the back-
ground filter is continuously compared with that of the foreground filter and
when the background filter is considered to yield a better estimation of the
echo, the foreground filter is updated with the coefficients of the background
filter. This procedure allows a structure which is robust to doubletalk distur-
bance and also avoids unnecessary halting of the adaptation process. In this
paper we consider a setup were the popular Normalized LMS (NLMS) is used
for the adaptation process. However, the proposed scheme is not limited to
the NLMS, but can be used in conjunction with other adaptation methods,
e.g. affine projection-type algorithms or recursive least squares.

When implemented in finite precision arithmetic, LMS-based algorithms
(like the NLMS) might suffer from a performance degradation due to quan-
tization effects [10]. The quantization of the LMS might lead to a halt of
adaptation, a so called stalling phenomenon, as first demonstrated in [11].
Further analysis have shown the effects on steady state mean square error
[12] as well as demonstrated that the stalling is actually an extreme slowdown
of the algorithm, [13, 14]. Two general approaches have been proposed to
avoid, or reduce, the effects of stalling [10]; either limit the lowest possible
value for the step-size control µ or increase the number of bits. The general
design approach is to, for a given bit precision, determine if optimal settings
of the step-size control parameter µ can meet the design requirements, e.g.
the required steady-state mean square error. If this cannot be achieved the
bit precision needs to be increased [15]. Increasing the number of bits might
lead to an increased silicon surface, cost and/or battery consumption. In [16]
a scheme was proposed that uses two parallel filters operating in different bit
ranges. This paper elaborates the idea in [16] by modifying it into a two-path
scheme. Further, the paper proposes a control algorithm that adaptively de-
termines the range of the background filter depending on the convergence of
the foreground filter. The proposed scheme reduces the quantization effects,
resulting in increased echo cancellation performance, without introducing any
significant increase in computational complexity.

2 The Two-Path Algorithm

In an echo cancellation scheme based on adaptive filtering it is essential that
the adaptive filter is not updated during doubletalk, i.e. when both talkers are
active simultaneously [9]. Updating the filter in such a situation might lead
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to filter divergence, and thus poor cancellation or even howling. However,
introducing this type of mechanism induces the risk of unnecessary halting of
the adaptation, which in turn leads to slower convergence. In the two-path
algorithm, as depicted in figure 1, the risk of unnecessary halting is avoided
thanks to the continuously updating background filter.

The variant of the two-path algorithm addressed in this paper is used
in an acoustic echo cancellation (AEC) context, although the procedure is
applicable for line echo cancellation as well. In the acoustic echo cancellation
case the echo path consists of the loudspeaker-enclosure-microphone (LEM)
system, whereas in the case of line echo cancellation the echo path corresponds
to the 2/4-wire hybrid.

The loudspeaker signal x(k), see figure 1, generates an output in the
form of an acoustic echo signal, (the “desired” signal in system identifica-
tion terminology), d(k), where k is the sample index. The microphone sig-
nal y(k) consists of the acoustic echo, the background noise n(k) and possi-
ble near-end speech s(k), i.e. y(k) = d(k) + n(k) + s(k). A Finite Impulse
Response (FIR) filter of length N is used as foreground filter wf (k), i.e.
wf (k) = [wf,0(k), · · · , wf,N−1(k)]T . The foreground filter produces an esti-

mate d̂f (k) of the acoustic echo, which is subtracted from the microphone
signal in order to obtain an echo-cancelled “error” signal

ef (k) = y(k) − d̂f (k) = y(k) − wf (k)Tx(k), (1)

where x(k) = [x(k), · · · , x(k − N + 1)]. Analogously, for the background filter
we obtain

eb(k) = y(k) − d̂b(k) = y(k) − wb(k)T x(k), (2)

where wb(k) = [wb,0(k), · · · , wb,N−1(k)]T .
The NLMS algorithm is used to update the background filter according to

wb(k + 1) = wb(k) +
µeb(k)x(k)

||x(k)||2 + ǫ

, (3)

where µ is the step-size control parameter, ||x(k)||2 = x(k)T x(k) is the
squared Euclidian norm and ǫ is the regularization parameter [10].

The coefficients of the foreground filter wf (k) are updated with the coeffi-
cients of the background filter wb(k) when the background filter is estimated
to perform better in terms of echo cancellation. This update is controlled by
update logic (UL) according to

wf (k + 1) =

{

wb(k) if UL indicates update
wf (k) otherwise.

(4)
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A Hybrid Acoustic Echo Canceller and
Suppressor

Fredric Lindstrom, Christian Schüldt, Ingvar Claesson

Abstract

Wideband communication is becoming a desired feature in telephone

conferencing systems. This paper proposes a computationally efficient

echo suppression control algorithm to be used when increasing the band-

width of an audio conferencing system, e.g. a conference telephone. The

method presented in this paper gives a quality improvement, in the form

of increased bandwidth, at a negligible extra computational cost. The

increase in bandwidth is obtained through combining a conventional

acoustic echo cancellation unit and an acoustic echo suppression unit,

i.e. a hybrid echo canceller and suppressor. The proposed solution was

implemented in a real-time system. Frequency analysis combined with

subjective tests showed that the proposed method extends the band-

width, while maintaining high quality.

1 Introduction

The market for audio conferencing continues to grow thanks to to the strive
to save time and reduce travel costs and environmental pollution. Generally,
audio conferencing systems are equipped with hands-free loudspeaking audio
communication. This paper presents a robust and computationally efficient
method to extend the bandwidth of a hands-free audio conference phone. Con-
ference phones traditionally use a communication bandwidth with an upper
frequency limit of approximately 3.4kHz [1]. With the increasing demands of
quality and use of IP-telephony, speech codec-based telephony with commu-
nication bandwidths of 7kHz is becoming a desirable feature [2].

Thus, there is a need to find solutions that can handle a wideband audio
signal, i.e. to extend the communication bandwidth of a conventional Acoustic
Echo Canceller (AEC) conference phone. This task is not uncomplicated,
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due to robustness requirements and limits of computational resources. One
approach is to obtain the extension in bandwidth by adding an Acoustic Echo
Suppression (AES) unit, [3]-[6].

This paper proposes a low-complexity gain control to be used in an acoustic
echo suppression unit added in parallel with a conventional acoustic echo
canceller. In the proposed solution, no assumptions have been made about
the structure of the AEC at hand and no signals from the AEC have been
used. Thus, the proposed method can be used with good effect in conjunction
with any existing AEC based conference phone.

The outline of the paper is as follows. Section 2 provides a brief overview
of acoustic echo suppression and cancellation. In section 3, the hybrid sup-
pressor/canceler solution is presented. The hybrid solution requires a number
of frequency splitting/sample rate conversion filters. An analysis and a sim-
ple design approach of these filters are provided in section 4. The proposed
control algorithm is presented in section 5. Section 6 presents a real-time
implementation of the proposed solution. Finally, section 7 concludes the
paper.

2 Echo Suppression and Echo Cancellation

Acoustic echo suppression, or voice switching techniques, are the first in-
troduced solutions to deal with acoustic echoes, [7]-[8]. An echo suppressor
reduces the echo by damping either or both of the sending or/and the receiv-
ing signals. The use of adaptive gain echo suppression for half-duplex audio
hands-free systems is today a rather well-developed technique, with applica-
tions available on chip [9]-[10]. Echo might not be present at the entire signal
spectrum and damping the full-band signal might, thus, not be an optimal
solution. An echo suppression filter can be used to obtain a frequency depen-
dent damping, [11]. A classical problem for the echo suppression solution is
the intrinsic half-duplex character of the system, i.e. during simultaneously
near and far-end speech one direction of communication is always damped.

Echo cancellation provides a solution that allows increased full-duplex
characteristics, [12]. In a hands-free system, acoustic echo is the result of the
transformation of the far-end signal as it passes through the loudspeaker, the
room and the microphone. The combined influence from the loudspeaker, the
room, and the microphone is denoted the Loudspeaker Enclosure Microphone
(LEM) system. The purpose of an AEC unit is to adapt the transfer charac-
teristics of an adaptive filter in order to mimic the LEM. Thereby, a replica
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of the acoustic echo can be produced and the acoustic echo can be cancelled
by subtracting the replica from the microphone signal. The solution thus al-
lows simultaneous two-way communication. Overviews of echo cancellation
can be found in [8], [13]-[15]. The core of an AEC is a continuously updating
adaptive filter [16]. Examples of updating algorithms suitable for real-time
AEC implementations are: the Normalized Least Mean Square (NLMS), the
Affine Projection Algorithm (APA) and, possibly, the Fast Transversal Filter
(FTF) [16]. Of these, the NLMS algorithm is the most popular algorithm
thanks to low complexity and its robustness to finite precision errors. The
key parameter in the NLMS algorithm is the step-size of the adaptive filter
update. Suggestions for proper step-size management are found in [17].

3 Hybrid AEC and AES

The concept of a hybrid acoustic echo canceller and acoustic echo suppressor
was introduced in the mid 80’s [18]-[19]. The hybrid solution implies a struc-
ture where both speech signals, (i.e. the far-end and the near-end signals), are
split in two frequency bands, one that contains the lower frequencies and one
that contains the higher frequencies. The two bands are processed in different
ways. The low frequency part is processed with a full duplex AEC. Acoustic
echoes in the low frequency band will therefore be cancelled and communi-
cation will not be interrupted in either direction. The high frequency part
will be passed with a level dependent damping, i.e. high frequency echoes are
suppressed with an adaptive gain.

The main justification for using the hybrid method is that the limited
bandwidth of the lower frequency band allows the low frequency signals to be
downsampled, thus reducing the computational demand of the AEC. In this
paper, the same idea is explored to allow an extension of the communication
bandwidth without any significant increase in computational complexity.

The hybrid solution used in this paper is depicted in figure 1, where the
loudspeaker signal, i.e. the line-in signal received from the far-end, is denoted
x(k), k is sample index. The loudspeaker signal generates output in form of
an acoustic echo as it is fed to the LEM system. The acoustic echo (or the
desired signal) is denoted d(k). The near-end signal, i.e. the signal picked
up by the microphone is denoted y(k). The near-end signal y(k) consist
of acoustic echo d(k), near-end speech s(k) and background noise n(k), i.e.
y(k) = d(k) + s(k) + n(k). The far-end signal, x(k), is divided into a high
frequency part, xH(k) and a downsampled low frequency part, xL(l), where l
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is sample index. Likewise, the near-end signal, y(k), is divided into yH(k) and
yL(l). Frequency splitting/anti-aliasing filters hxH

, hxL
, hyH

, and hyL
are used

for this procedure, as depicted in figure 1. The low frequency echo cancelled
signal e(l) is obtained by subtracting the acoustic echo estimate d̂(l) from the
low frequency microphone signal yL(l). Real implementations of hands-free
systems will almost certainly contain some additional damping in order to
maintain system robustness. Such damping is not depicted in figure 1. The
operation performed on the high frequency signal yH(k) will be an adaptive
attenuation of yH(k) by a gain factor, g(k), with g(k) 6 1, resulting in a
possibly damped signal, yg(k). The adaptation of g(k) is processed by a
Control Unit (CU). The CU sets the value of g(k) depending on the value of
some chosen measure of the xH(k) signal. The line-out signal v(k) is obtained
by adding the signal yg(k) to an upsampled version of e(l), obtained using the
anti-image reconstruction filter hyR

.
Several solutions based on the hybrid concept have been proposed, [3]-

[6]. In [4]-[5] the echo suppression is applied to the output signal v(k), see
figure 1. A drawback with such a solution is that in a situation where the
residual echo is larger in one frequency band, the other band is unnecessarily
damped. In [6] this is partly avoided by introducing an attenuation of the
upper-band signal, yH(k), that is equal to the attenuation of the lower-band
echo canceller. In [4]-[6] the processing of the upper-band and lower-band
is tightly connected. The aim in this paper is to provide a solution which
can be added to an existing lower-band AEC without any assumptions of
the processing of that AEC. Such a scheme, i.e. where upper and lower-band
processing are independent was proposed in [3], where the upper-band echo
is reduced by using a frequency domain approach. In contrast, the control
algorithm proposed in this paper is a low-complexity solution operating in the
time domain and implemented in real-time.

Industrial development often relies on extending existing solutions and
complexity cost is always an issue. The method proposed in this paper allows
an increase of the bandwidth without adding any significant complexity. The
independence of the lower and upper-band processing allows the method to
be used with minor effort when extending an existing non-wideband solution.

4 The Frequency Splitting Filters

In this section, the filters hxH
, hxL

, hyH
, hyL

and hyR
, see figure 1, used in

the hybrid echo canceller/suppressor are discussed. In the following text, a
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downsampling with a factor 2 is assumed. The treatment of a higher down-
sampling order is analogous. Upper-case letter versions of introduced signals
and filters represent discrete-time Fourier transforms of their corresponding
lower-case letter signal/filter, e.g.

X(ejω) =

∞
∑

k=−∞

x(k)e−jωk
. (1)

The interval of the frequency variable ω is assumed |ω| 6 π for all equations.
The signals xL(l) and yL(l) are input to the AEC, see figure 1. The down-

sampling and anti-aliasing filtering should not degenerate the performance of
the AEC. The following analysis applies:

Assume that the only present input signal is far-end signal with a trans-
form representation X(ejω) and the LEM is a linear time-invariant system
hLEM, then, from figure 1, the low frequency part of the microphone signal
only consists of low frequency acoustic echo, i.e. yL(l) = dL(l). The Fourier
transform of the signal dL(l) is

DL(ejω) =

0.5
(

X(ej0.5ω)HLEM(ej0.5ω)HyL
(ej0.5ω)

+X(ej(0.5ω−π))HLEM(ej(0.5ω−π))HyL
(ej(0.5ω−π))

)

. (2)

Assume further that d̂(l) is obtained through the filtering of xL(l) with the

filter ĥLEM. Then, from figure 1, the Fourier transform of the signal d̂(l) is
given by

D̂(ejω) =

0.5
(

X(ej0.5ω)HxL
(ej0.5ω)ĤLEM(ejω)

+X(ej(0.5ω−π))HxL
(ej(0.5ω−π))ĤLEM(ejω)

)

. (3)

The first terms in equations (2) and (3) correspond to the desired down-
sampled signals. The second terms in the equations are the aliasing terms.
The effect of the aliasing terms on the AEC are analogous to the effects of
aliasing in a critically sampled subband AEC [20]. In a critically sampled
two-band subband solution, both the upper and the lower-band are down-
sampled. This implies that the frequency split has to be done at ω = 0.5π.
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In the solution of this paper, the upper-band is not downsampled, thanks to
the low complexity of the upper-band processing. This implies that the fre-
quency split can be at a frequency lower than ω = 0.5π, and the design of the
frequency splitting filters is thus facilitated.

The portion of the acoustic echo in the lower band is perfectly cancelled
out if

D̂(ejω) = DL(ejω). (4)

Assume that filters hxL
and hyL

provide sufficient damping in the stopband,
i.e. for |ω| > 0.5π. With sufficient damping we mean that the aliasing terms
in equations (2) and (3) become non-significant. Then from equations (2) and
(3) equation (4) is satisfied if the adaptive filter ĤLEM(ejω) fulfills

ĤLEM(ejω)HxL
(ej0.5ω) = HLEM(ej0.5ω)HyL

(ej0.5ω). (5)

Equation (5) demonstrates, that if the filters hxL
and hyL

are selected care-
lessly the optimal filter characteristics of
ĤLEM(ejω) might be unnecessarily hard or even noncausal. One approach to
guarantee that this is avoided, is to choose hxL

= hyL
.

The filtering performed should be such that the near-end speech signal
is not degenerated. Assume that the only present input signal is a near-end
signal with a transform representation Y (ejω). Then, the scheme in figure 1
gives that the Fourier transform of the line-out signal v(k) is

V (ejω) = Y (ejω)HyH
(ejω)

+0.5
(

Y (ejω)HyL
(ejω)HyR

(ejω)

+Y (ej(ω−π))HyL
(ej(ω−π))HyR

(ejω)
)

. (6)

A perfect reconstruction, i.e.

V (ejω) = ce
−jωk0

Y (ejω), (7)

where c is a nonzero constant and k0 is a nonnegative integer, thus requires,

HyH
(ejω) + 0.5HyL

(ejω)HyR
(ejω) = ce

−jωk0 (8)

and
HyL

(ej(ω−π))HyR
(ejω) = 0. (9)

Equation (8) requires the filter hyH
and the filter operation 0.5hyL

∗ hyR
,

(where ∗ denotes convolution), to be strictly complimentary. If hyL
and hyR
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are TYPE 1 linear phase Finite Impulse Response (FIR) filters a strictly
complimentary filter hyH

can be obtained through

HyH
(ejω) = e

−0.5jω(N1+N5) − 0.5HyL
(ejω)HyR

(ejω), (10)

[21], [22].
If the strict perfect reconstruction is dropped, a less computationally de-

manding solution is possible.
The frequency splitting filters will introduce a delay in the signal path.

This delay should be as low as possible. The earlier ITU recommendation [23]
allows only a 2ms delay for the signal processing. In [24], which partly replaces
[23], no specific delay is specified for stationary telephones. However, overall
delays of 36-52ms are given as examples of processing delays for mobile hands-
free phones. These delays also account for e.g. noise reduction processing.

The filter hxH
is only used to extract information about the power of the

high frequency part of x(k). Thus, no hard filter specification requirements
are imposed on hxH

.

5 Algorithm for the Control Unit

In this section an algorithm for the calculation of the gain g(k), (see figure 1),
is presented. The idea is to find a proper damping of yH(k) by evaluating
the signal xH(k). If the square of the high frequency acoustic echo, d

2
H(k), is

significantly lower than the noise floor in the high frequency band, fH(k), the
acoustic echo is not disturbing. Thus in order to guarantee sufficient damping
the g(k) function should fulfill

g(k) 6 CH

fH(k)

d
2
H(k)

, (11)

where CH is a constant.
The acoustic echo is not directly measurable. The approach in this paper

is to from xH(k) obtain a signal d̂
2
H(k) that is an estimate of d

2
H(k) and fulfills

d̂
2
H(k) > d

2
H(k).

A noise floor estimate f̂H(k) can be obtained by measuring the short-time
energy during speech pauses, see section 5.2.

From these estimates the gain function is obtained by

g(k) = CH

f̂H(k)

d̂
2
H(k)

. (12)
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5.1 Estimation of high frequency acoustic echo

The high frequency acoustic echo dH(k) is generated through the filtering of
the loudspeaker signal xH(k) with the LEM. In this paper it is assumed that
the total LEM signal path gain, depicted in figure 2, is less than 0dB for any
frequency band. This means that the gain g(k) can be correctly evaluated from
xH(k) and that a fully amplified loudspeaker signal x(k) does not generate
an overflowing microphone signal y(k). The acoustic coupling is always less
than 0dB and the amplifier gains are typically known for one piece units, i.e.
units without the possibility to connect external microphones/loudspeakers,
so the above assumption can generally be fulfilled easily. If any amplifier gain
in the LEM signal path is time-variant, e.g. a tunable loudspeaker amplifier,
the gain g(k) should be modified so that an increase of the gain in the signal
path implies a corresponding decrease of the gain g(k) (or a gain decrease
in an amplifier). If the gain in the amplifiers are unknown they need to be
adaptively estimated or estimated according to a worst-case scenario. This
case is not considered in this paper.

The high frequency part of the first 2000 FIR model coefficients of a typical
LEM system is shown in the upper plot in figure 3. Other examples of FIR
models depicting the general character of a LEM can be found in [8], [15]. The
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Figure 3: UPPER PLOT: The impulse response of a typical LEM filter with
bandwidth 4-8kHz, i.e. the impulse response demonstrates the high frequency
character of the LEM. LOWER PLOT: The rectified impulse response in dB
scale.

impulse response in figure 3 can be divided into three parts: part 1 (index
0-70), part 2 (indices around 80), and part 3 (index > 100). The first part
consists of zero coefficients. These zeros originate from delays in the LEM
system due to D/A and A/D-conversion, sample rate alternation, and the
distance between the microphone and the loudspeaker. The second part is
the high magnitude ”direct” coefficients, i.e. they correspond to a straight
signal path directly from the loudspeaker to the microphone (or signal paths
that are of the same order as the direct path). The third part consists of the far
coefficients, i.e. coefficients that represent the signal path of longer distances
between the loudspeaker and the microphone, e.g. a path containing several
reflections via the ceiling, the walls, etc of the enclosure.

Consider a short xH(k) signal burst. This burst will give rise to an acoustic
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echo dH(k). First of all, there is a short delay between the onset of the xH(k)
signal and the emerge of the acoustic echo. Thereafter, there is a fast increase
of the acoustic echo. Finally, the acoustic echo will slowly decay after the
offset of xH(k) (Compare with the discussion of the three parts of the LEM
in figure 3 above). This relation between xH(k) and yH(k) is illustrated
in figure 4. In figure 4 the delay between the onset of the loudspeaker signal
(dotted line, sample index 1200) and the emerge of the echo (solid line, sample
index 1280) can be observed. Further, the slow decay of the echo (solid
line, sample index 6800-9000) after the termination of the loudspeaker signal
(dotted line, sample index 6800) is shown.

Based on the above observations the following estimate d̂
2
H(k) is proposed

d̂
2
H(k) =































(1 − γf )d̂2
H(k − 1) + γf x

2
H(k − T )

if x
2
H(k − T ) > d̂

2
H(k)

(1 − γs)d̂2
H(k − 1) + γsx

2
H(k − T )

otherwise,

(13)

where T is a constant delay determined by the part 1 delay in the LEM, and
γf and γs are two averaging constants with γf > γs. The constant γf yields
a ”fast increase” and γs a ”slow decrease”. The use of two different averag-
ing constants correspond to the fast increase and slow decrease described in
relation to the LEM part 2 and part 3 described above.

In figure 5 the square of the acoustic echo, d
2
H(k) (obtained through a real

system) is plotted together with the d̂
2
H(k) signal.

5.2 Estimation of noise floor

The estimation f̂H(k) evaluates the noise floor, i.e. background noise level.
The method proposed here is based on comparison of long-term and short-
term power averages.

A block-processing method is used in order to reduce computational com-
plexity. For every M sample, (i.e. k = M, 2M, 3M, · · · ), the short-term power
Py(k) for the latest M samples of the high frequency microphone signal yH(k)
is calculated,

Py(k) =
1

M

M−1
∑

i=0

y
2
H(k − i). (14)
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The maximum, Pmax(k), and minimum, Pmin(k) values for the L latest Py(k)
estimates are given by

Pmax(k) = max{Py(k), · · · , Py(k − (L − 1)M)} (15)

Pmin(k) = min{Py(k), · · · , Py(k − (L − 1)M)}. (16)

If the difference between Pmax(k) and Pmin(k) is less than a constant CP

the long-time and short-term power average of the signal yH(k) are similar,
and the signal yH(k) is considered to contain only background noise. In this
case the estimation of the high frequency near-end background noise floor is
updated, i.e.

f̂H(k) =



























(1 − γn)f̂H(k − 1) + γnPmin(k)

if Pmax(k) − Pmin(k) 6 CP

f̂H(k − 1)
otherwise,

(17)

where γn is an averaging constant.
The proposed gain function g(k) is thus defined through equations (12)-

(17).

5.3 Complexity discussion

Assume a full-band NLMS-based AEC solution operating with a sampling
frequency fs. With an echo canceling duration of T seconds, the NLMS
algorithm will require an adaptive FIR filter of the length N = T fs. For
every sample, a Digital Signal Processor (DSP) capable of multiply-add-and-
accumulate and two memory accesses in parallel with arithmetic will require
N instructions for the filtering, and 2N instructions for the update of the
coefficients of the adaptive filter. Thus the total number of DSP instructions
per second for the AEC method, IAEC, is given by

IAEC = 3Nfs = 3T (fs)2. (18)

If the bandwidth is to be extended by factor 2, the sampling frequency is
increased by factor 2 and equation (18) shows that the complexity is increased
by factor 4.
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Assume a sample rate of 8kHz before the extension and a canceling length
of T = 250ms. This gives that the unextended NLMS AEC requires 48 Mil-
lion Instructions Per Second (MIPS), and the extended version 192 MIPS, i.e.
a straightforward extension implies a quite large increase in required compu-
tational resources.

If the bandwidth is increased by factor 2 using the proposed method the
control algorithm as given in equations (12)-(17) only requires a few extra
instructions, thanks to the low complexity of equations (12)-(13) and the block
implementation of the noise estimation. The number of required instructions
IF for the five filters hxL

, hxH
, hyL

, hyH
and hyR

is given by

IF = (cxL
+ cxH

+ cyL
+ cyH

+ cyR
)fs, (19)

where cxL
, cxH

, cyL
, cyH

and cyR
are the numbers of coefficients in hxL

, hxH
,

hyL
, hyH

and hyR
, respectively. If all filters are assumed to be of FIR type,

typical values in an industrial implementation are e.g. cxL
= cyL

= cyH
=

cyR
= 49 and cxH

= 13. Assume fs=16kHz and that hyL
, hxL

and hyR
are

implemented using a polyphase filters. This, implies that IF ≈ 2 MIPS. If all
filters are 5:th order IIR filters the complexity is given by IF ≈ 0.8 MIPS.

The NLMS AEC can be implemented with less complexity, e.g. using
subband/frequency domain implementations. However, the above numbers
indicates that the proposed method has a significantly lower complexity as
compared with a straightforward extension even in a low-complexity AEC.

6 Real-Time Implementation

6.1 Implementation

In order to evaluate the proposed method two real-time systems were imple-
mented. The first system, denoted S, is an implementation of an NLMS-
based AEC. This implementation include a nonlinear processor for additional
damping of residual echo, as indicated in section 3. (The presentation of this
nonlinear processor is out of the scope of this paper.) The second system is
an extension of S, denoted SEXT, which uses the method presented in sec-
tions 3-5. The communication bandwidth of system S was [250Hz, 3400Hz],
and the bandwidth of system SEXT was [250Hz, 7000Hz]. These limits were
chosen bearing in mind the standards for regular PSTN and the ITU 7kHz
speech coder, respectively, see [1], [2] and the limits of the equipment (loud-
speaker). The parameter values used in the real-time implementation are
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given in table 1.

Parameter Value
CH 0.67
γf 0.9980
γs 0.25
T 80
M 512
L 8
γn 2x10−6

Cp 0.004

Table 1: Parameters and corresponding values in the real-time implementation

The two systems were implemented on a fix-point digital signal proces-
sor [25]. Beside the algorithms presented in this paper, noise reduction and
comfort noise were implemented in both solutions as well.

6.2 Setup

The near-end speech signal was received through the microphone of a real
commercial conference phone, and the near-end output signal was transmit-
ted through the loudspeaker of the same phone. The far-end input signal was
fed to a headset, located in another room, in order to provide acoustic iso-
lation. The far-end output signal was obtained by a hand-held microphone,
and delayed 100ms by a delay circuit. The delay was introduced to simu-
late the delay in telephone wires and switching offices, and to make acoustic
echoes clearly audible at the far-end side. The setup was done in an office
with a reverberation time of approximately 400ms expressed by RT60, where
RT60 defines the reverberation time required for the sound level in a room to
decrease by 60dB after an impulse. The Signal to Noise Ratio (SNR) in the
signal picked up by the near-end side microphone was approximately 40dB
when the near-end speech was produced by a loudspeaker.

6.3 Evaluation

To obtain a set of near-end and far-end speech signals with corresponding
phone loudspeaker and phone line-out signals a PC with a 4-channel soundcard
was used, see figure 6. Channel 1 and 2 recorded the loudspeaker and the
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Figure 6: The measurement setup

phone line-out signals, respectively. Channel 3 and 4 played the near-end
speech and far-end speech signals, respectively. The played session consisted
of near-end talk, far-end talk, and doubletalk. Recordings were done for both
the S and SEXT solutions.

An informal subjective real-time evaluation of both the methods was also
performed. One person placed him-herself at the near-end side, and another
person placed him-herself at the far-end side. These people carried on a nor-
mal conversation, containing sessions of doubletalk. Throughout the test re-
peated switches between solution S and solution SEXT mode were performed.
During the subjective tests other people moved in and out of the room in
order to provide non-stationary LEM transfer characteristics.
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6.4 Results

In figure 7 the short-time average power of the signals yL(l), e(l), yH(k) and
yg(k) are shown for a situation where the AEC has converged, a speech signal
is present on the loudspeaker signal x(k) and no near-end speech is present,
i.e. the signals in figure 7 consist of only noise and echo. Figure 7 demonstrates
that the short-time power of the undamped high frequency echo (the power
of yH(k)) can be significantly higher than the power of the lower band AEC
residual echo, (the power of e(l)). Further, figure 7 shows that the processed
high frequency echo yg(k) maintains the same (or lower) level as the high
frequency background noise. (Background noise level can be seen in figure 7
during the plotted first two seconds.)

The long-time power P(·) of the signals in figure 7 are shown in table 2.
P(·) is defined through

Pe =
1

J

J−1
∑

j=0

e
2(l − j), (20)

where J and l are set so that the summation is performed over the whole 10s
duration depicted in figure 7.

Echo return loss enhancement (ERLE) [13] is defined as

ERLE(l) =
E{d

2(l)}

E{d
2(l) − d̂

2(l)}
, (21)

where E{·} denotes expected value. Since the noise level is relatively low in the
experiment setup, average ERLE values after convergence can be estimated
from the powers in table 2. The estimated ERLE of the narrowband S system
driven by a [250Hz, 3400Hz] signal is thus given by −(PyL

− Pe) = 28 dB.
If the narrowband S system is driven by a wideband [250Hz, 7000Hz] signal
it will not be able to cancel the high frequency signal and in this case the
estimated ERLE will be −(PyL

− Pe+yH
) = 16 dB.

The adaptive upper band gain working in system SEXT yields reduction of
upper band echo of −(PyL

− Pyg
) = 35 dB, i.e. sufficient for the residual echo

in the upper band to maintain the same (or lower) level as the background
noise, as illustrated in figure 7.

Spectrograms of the loudspeaker and line-out signals for the conventional
narrowband solution S are presented in figure 8, and for the proposed solu-
tion SEXT in figure 9. The spectrograms of the near-end and far-end input
speech signals are shown in figure 10, i.e. figure 10 presents the ideal, perfect
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Parameter Value
PyL

-14 dB
Pe -42 dB

PyH
-31 dB

Pyg
-66 dB

Table 2: Long-time power of the signals in figure 7

frequency characteristics for the two solutions. By comparing the spectro-
grams in figure 8 - figure 9, it is clear that the proposed method gives a more
natural frequency representation, in that it also contains high frequency com-
ponents. The subjective real-time tests of the two systems using two-way
communication showed that the extended bandwidth of the proposed system
significantly increases the perceived quality. The reduction of the line-out
signal bandwidth during double-talk was not perceived as disturbing, i.e. it
did not render a half-duplex feeling. Further, the subjective tests showed that
no audible artifacts such as e.g. click sounds, distortion, or modulation are
introduced by the proposed method.

7 Conclusions

A low-complexity method for increasing the bandwidth of an audio confer-
encing unit based on a hybrid acoustic echo canceller/suppressor solution was
presented. A control algorithm for the suppression part was proposed. The al-
gorithm in the suppressor unit was designed to be independent of the canceller
unit. This was done in order to be able to use the extension method in con-
junction with already existing echo cancellers with minor effort. An analysis of
the frequency splitting filters present in the hybrid echo canceller/suppressor
was provided and a set of suitable filter designing guidelines were presented.
The proposed solution has been implemented and evaluated in real-time for a
bandwidth extension from 3.4kHz to 7kHz upper frequency limit. Subjective
listening tests showed that the proposed solution increases the perceived qual-
ity thanks to the extended bandwidth. The extra computational load required
by the proposed method was insignificant. Thus, the proposed method is a
cost-effective way to increase the performance of an audio conference phone.

Acknowledgments



Part VI 139

F
re

qu
en

cy
 [H

z]

Loudspeaker signal

0 5 10 15 20 25
0

2000

4000

6000

8000

F
re

qu
en

cy
 [H

z]

Line−out signal

Time [s]
0 5 10 15 20 25

0

2000

4000

6000

8000

Figure 8: Spectrograms of the conventional AEC solution, near-end sin-
gle talk between 0-8.5s, far-end single talk between 8.5-17s, doubletalk
between 17-25s

The above research was supported by the Swedish Knowledge Founda-
tion (KKS). The authors thank the members of the staff at Konftel AB and
Blekinge Institute of Technology for their evaluation of the proposed system.

References

[1] TBR21, European Telecommunications Standards Institute, 1998.

[2] ITU-T Recommendation G.722, ”7kHz audio - coding within 64kbit/s”,
ITU-T Recommendations, 1998.



140 A Hybrid Acoustic Echo Canceller and Suppressor

F
re

qu
en

cy
 [H

z]

Loudspeaker signal

0 5 10 15 20 25
0

2000

4000

6000

8000

F
re

qu
en

cy
 [H

z]

Line−out signal

Time [s]
0 5 10 15 20 25

0

2000

4000

6000

8000

Figure 9: Spectrograms of the proposed solution, near-end single talk
between 0-8.5s, far-end single talk between 8.5-17s, doubletalk between
17-25s



Part VI 141

F
re

qu
en

cy
 [H

z]

Loudspeaker signal

0 5 10 15 20
0

2000

4000

6000

8000

F
re

qu
en

cy
 [H

z]

Line−out signal

Time [s]
0 5 10 15 20

0

2000

4000

6000

8000

Figure 10: Spectrograms of an ideal solution, near-end single talk be-
tween 0-8.5s, far-end single talk between 8.5-17s, doubletalk between
17-25s



142 A Hybrid Acoustic Echo Canceller and Suppressor

[3] F. Wallin, C. Faller, ”Perceptual quality of hybrid echo can-
celler/suppressor”, Proc. of IEEE ICASSP’04, vol. 4, pp. 157-160, 2004.

[4] P. Heitkämper, ”Optimization of an acoustic echo canceller combined
with adaptive gain control”, Proc. of IEEE ICASSP’95, Detroit, Michi-
gan, pp. 3047-3050, 1995.

[5] P. Heitkämper, M. Walker ”Adaptive gain control for speech quality im-
provement and echo suppression”, Proc. of IEEE ISCAS’93, Chicago, IL,
vol. 1, pp. 455-458, 1993.
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Efficient Multichannel NLMS
Implementation for Acoustic Echo

Cancellation

Fredric Lindstrom, Christian Schüldt, Ingvar Claesson

Abstract

An acoustic echo cancellation structure with a single loudspeaker

and multiple microphones is, from a system identification perspective,

generally modelled as a single input multiple output system. Such a

system thus implies specific echo-path models (adaptive filter) for every

loudspeaker to microphone path. Due to the often large dimensionality

of the filters, which is required to model rooms with standard reverber-

ation time, the adaptation process can be computationally demanding.

This paper presents a selective updating normalized least mean square

(NLMS)-based method which reduces complexity to nearly half in prac-

tical situations, while showing superior convergence speed performance

as compared to conventional complexity reduction schemes. Moreover,

the method concentrates the filter adaptation to the filter which is most

misadjusted, which is a typically desired feature.

1 Introduction

Acoustic echo cancellation (AEC) [1, 2] is used in teleconferencing equipment
in order to provide high quality full-duplex communication. The core of an
AEC solution is an adaptive filter which estimates the impulse response of the
loudspeaker-enclosure-microphone (LEM) system. Typical adaptive algorithms
for the filter update procedure in the AEC are the least mean square, normal-
ized least mean square (LMS, NLMS) [3], affine projection (AP) and recursive
least squares (RLS) algorithms [4]. Of these, the NLMS based algorithms are
popular in industrial implementations thanks to their low-complexity and fi-
nite precision robustness.

147
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Figure 1: AEC unit with expansion microphones

h1

h2

h3
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Figure 2: Schematic picture over multimicrophone system modelled as a single
input multiple output system

Multi-microphone solutions are frequent in teleconferencing equipment
targeted for larger conference rooms. This paper considers a system consist-
ing of one loudspeaker and three microphones. The base unit of the system
contains the loudspeaker and one microphone and it is connected to two aux-
iliary expansion microphones, as shown in figure 1. Such a multi-microphone
system constitutes a single input multiple output (SIMO) multichannel sys-
tem with several system impulse responses to be identified, figure 2. Thus,
the signal processing task can be quite computational demanding.

Several methods for computational complexity reduction of the LMS/NLMS
algorithms have been proposed and analyzed, e.g. [5]–[14]. In this paper a
related low complexity algorithm for use in a multi-microphone system is
proposed.
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2 Complexity Reduction Methods

The LEM system can be modelled as a time invariant linear system, h(k) =
[h0(k), · · · , hN−1(k)]T , where N − 1 is the order of the finite impulse response
(FIR) model [1] and k is the sample index. Thus, the desired (acoustic echo)
signal d(k) is given by d(k) = h(k)T x(k), where x(k) = [x(k), · · · , x(k −
N + 1)]T and x(k) is the input (loudspeaker) signal. The measured (mi-
crophone) signal y(k) is obtained as y(k) = d(k) + n(k), where n(k) is
near-end noise. Assuming an adaptive filter ĥ(k) of length N is used, i.e.

ĥ(k) = [ĥ0(k), · · · , ĥN−1(k)]T , the NLMS algorithm is given by

e(k) = y(k) − d̂(k) = y(k) − x(k)T ĥ(k), (1)

β(k) =
µ

||x(k)||2 + ǫ

, (2)

ĥ(k + 1) = ĥ(k) + β(k)e(k)x(k). (3)

where d̂(k) is the estimated echo, e(k) the error (echo cancelled) signal, β(k)
the step-size, ||x(k)||2 = x(k)T x(k) the squared Euclidian norm, µ the step-
size control parameter and ǫ a regularization parameter [4].

Low-complexity periodical and partial updating schemes reduce the com-
putational complexity of the LMS/NLMS by performing only a part of the
filtering update, equations (2)–(3). The periodic NLMS performs the filter
update only at periodical sample intervals. This updating can be distributed
over the intermediate samples [5]. The sequential NLMS updates only a part
of the N coefficients at every sample in a sequential manner [5]. Several meth-
ods for choosing which coefficients to update at what sample instant have been
proposed, e.g. choosing a subset containing the largest coefficients in the re-
gressor vector [6], low-complexity version of largest regressor vector coefficient
selection [7], block based regressor vector methods [8, 9], and schemes based
on randomization in the update procedure [10]. The updating can also be
based on assumptions of the unknown plant [11, 12]. Another approach of
omitting updates is possible in algorithms where the step-size is zero for a
large number of updates [13, 14].

In a SIMO-modelled M microphone system, there are M adaptive filters
ĥm(k) with m ∈ {1, · · · , M}, to be updated at each sample, i.e.

ĥm(k + 1) = ĥm(k) +
µem(k)x(k)

||x(k)||2 + ǫ

m = 1, · · · , M. (4)
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see figure 2 for an example with M = 3. The updating scheme proposed in
this paper explores the possibility of choosing between the different update
equations based on comparison between the M different error signals em(k).

3 The Proposed Algorithm

An adaptive linear filtering process can generally be divided in two parts; the
filtering, equation (1), and the adaptation, equation (2) and (3). In an echo
cancellation environment, the filtering part generally is performed at every
sample instant in order to produce a constant audio stream. Although it is
most often efficient (in terms of convergence) to perform filter updating at
every sample instant, it is not necessary. In practice this might not even be
possible due to complexity issues. This especially applies to acoustic echo
cancellation environments where the dimension of the system filters is large.

One approach in a M -microphone system is to update only one adaptive
filter every sample in a round-robin manner, i.e. periodic NLMS. This also
ensures equal (for all filters) and predictable convergence since the update
occurrences are deterministic. The disadvantage is that convergence is slow.

This paper proposes another updating method which instead updates the
filter with the largest output error. To illustrate the method, assume that
M = 3 (3 adaptive filters), that the present sample index is k and that filter
1 was updated at sample index k − 1, filter 3 at k − 2, and filter 2 at k − 3,
as illustrated in table 1. Thus, the available errors that can be used in the
update at the present sample index k are e1(k) for filter 1, e2(k), e2(k − 1)
and e2(k − 2) for filter 2, and e3(k) and e3(k − 1) for filter 3. For example the
error e1(k −2) cannot be used since it is related to the configuration of filter 1
prior to the latest update. From the available errors the algorithm chooses the
error with the largest magnitude and then perform the corresponding update,
compare with equations (7) and (8) below.

Sample index Filter 1 Filter 2 Filter 3
k e1(k) e2(k) e3(k)

k − 1 UPDATE e2(k − 1) e3(k − 1)
k − 2 X e2(k − 2) UPDATE
k − 3 X UPDATE X

Table 1: Example to illustrate the matrix E(k)



Part VII 151

An algorithm for the method is as follows. After filtering all M output
channels according to equation (1), the output errors from all filters are in-
serted in a L × M matrix

E(k) =

(

e1(k) e2(k) e3(k) · · · eM (k)
E(k − 1)

)

, (5)

where M is the number of adaptive filters (channels) and L determines the
number of previous samples to consider. The L − 1 × M matrix E(k − 1)
consists of the L − 1 upper rows of E(k − 1), i.e.

E(l + 1, m, k) = E(l, m, k − 1)
l = 1, · · · , L − 1
m = 1, · · · , M

(6)

where l and m denotes row and column indexes, respectively, and E(l, m, k)
is the element at row l and column m in E(k).

The decision of which filter to update and with what output error (and cor-
responding input vector) is determined by the element in E(k) with maximum
absolute value,

emax(k) = max
l,m

|E(l, m, k)|
l = 1, · · · , L

m = 1, · · · , M.

(7)

The row and column indexes of the element in E(k) with the maximum ab-
solute value are denoted lmax(k) and mmax(k). For clarity of presentation the
sample index is omitted, i.e. lmax = lmax(k) and mmax = mmax(k).

The filter corresponding to the row index mmax, i.e. the filter ĥmmax
(k), is

then updated with

ĥmmax
(k + 1) = ĥmmax

(k) +
µemax(k)x(k − lmax + 1)

||x(k − lmax + 1)||2 + ǫ

. (8)

This filter update of filter ĥmmax
(k) will make the error elements E(l, mmax, k), l =

1, · · · , L obsolete, since these are errors generated by ĥmmax
(k) prior to the up-

date. Consequently, to avoid future erroneous updates these elements should
be set to 0, i.e. set

E(l, mmax, k) = 0 for l = 1, · · · , L. (9)

An advantage over periodic NLMS is that the proposed structure does not
limit the update to be based on the current input vector x(k), but allows
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updating based on previous input vectors as well, since the errors not yet
used for an update are stored in E(k). Further, largest output error update
will concentrate the updates to the corresponding filter. This is normally a
desired feature in an acoustic echo cancellation environment with multiple
microphones. For example, consider the setup in figure 1 with all adaptive
filters fairly converged. If then one of the microphones is dislocated, this
results in an echo-path change for the corresponding adaptive filter. Naturally,
it is desired to concentrate all updates to this filter.

4 Analysis

In the previously described scenario, where several input vectors are avail-
able but only one of them can be used for adaptive filter updating (due to
complexity issues), it might seem intuitive to update with the input vector
corresponding to the largest output error magnitude. In this section it is
shown analytically that, under certain assumptions, choosing the largest er-
ror maximizes the reduction.

The error deviation vector for the m:th filter vm(k) is defined as vm(k) =

hm(k) − ĥm(k), and the mean squared deviation as D(k) = E{||vm(k)||2} ,
where E{·} denotes expectation [4]. Assume that no near-end sound is present,
n(k) = 0, and no regularization is used, ǫ = 0, and that the errors available
for updating filter m are em(k − lm) with lm = 0, · · · , Lm and Lm < L, i.e.
the available errors in matrix E(k) that corresponds to filter m. Updating
filter m using error em(k − lm) gives

||vm(k + 1)||2 = (10)

= ||vm(k) − β(k)em(k − lm)x(k − lm)||2

and by using

em(k − lm) = x(k − lm)T vm(k) = vm(k)Tx(k − lm) (11)

in (10), the following is obtained

||vm(k + 1)||2 =

= vm(k)Tvm(k)

−
(2µ − µ

2)

||x(k − lm)||2
e

2
m(k − lm). (12)
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Thus, the difference in mean square deviation from one sample to the next is
given by,

Dm(k + 1) − Dm(k) = −(2µ − µ
2)E
{

e
2
m(k − lm)

||x(k − lm)||2

}

, (13)

which corresponds to a reduction under the assumption that 0 < µ < 2.
Further, assuming small fluctuations in the input energy ||x(k)||2 from one

iteration to the next, i.e. assuming

||x(k)||2 = ||x(k − 1)||2 =, · · · , = ||x(k − Lm + 1)||2, (14)

gives [4]

Dm(k + 1) − Dm(k) = −(2µ − µ
2)

E{e
2
m(k − lm)}

E{||x(k)||2}
. (15)

The total reduction r(k) in deviation, considering all M filters is thus

r(k) =

M
∑

m=1

Dm(k + 1) − Dm(k). (16)

Only one filter is updated each time instant. Assume error E(l, m, k) is chosen
for the update. Then r(k) is given by

r(k) = −(2µ − µ
2)

E{E
2(l, m, k)}

E{||x(k)||2}
. (17)

From equation (17) it can be seen that the reduction is maximized if emax(k),
(see equation (7)), is chosen for the update, i.e. as done in the proposed
algorithm.

The proposed algorithm can be seen as a version of the periodic NLMS.
Analysis of convergence, stability and robustness for this branch of (N)LMS
algorithms are provided in e.g. [5, 15].

5 Complexity and Implementation

The algorithm proposed in this paper is aimed for implementation in a general
Digital Signal Processor (DSP), typically allowing multiply-add-and-accumulate
arithmetic operations to be performed in parallel with memory reads and/or
writes (e.g. [16]). In such a processor the filtering operation can be achieved
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in N instructions and the NLMS update will require 2N instructions. Both
the filtering and the update requires two memory reads, one addition and
one multiplication per coefficient, which can be performed by the DSP in one
instruction. However, the result from the filter update is not accumulated but
it needs be written back to memory. Therefore, the need for two instructions
per coefficient for the update operation.

Suppose an M -channel system with the same number of adaptive filters,
all with the length of N . The standard NLMS-updating thus requires 3MN

DSP-instructions.
Updating the matrix E(k), equation (5), can be implemented using circular

buffering and thus requires only M store-instructions (possible pointer modifi-
cations disregarded), while clearing of E(k), equation (9), takes a maximum of
L instructions (also disregarding possible pointer modifications). Searching for
the maximum absolute valued element in E(k), equations (7), requires a max-
imum of 2LM instructions (LM abs-instructions and LM max-instructions).
The parameter ||x(k)||2 can be calculated very efficient through recursion, i.e.

||x(k)||2 = ||x(k − 1)||2 + x
2(k) − x

2(k − N), (18)

and its computational complexity can be disregarded in this case.
All together, this means that the number of DSP-instructions required for

the proposed solution can be approximated with

MN + M + L + 2ML + 2N. (19)

For acoustic echo cancellation, N is generally quite large (> 1000) due to
room reverberation time. In this case we typically have N ≫ L and N ≫ M ,
which means that equation (19) is approximately N(M + 2). The complexity
reduction in comparison with standard NLMS-updating is then

M + 2

3M

, (20)

which for M = 3 gives a complexity reduction of nearly a half (5/9). For higher
values of M the reduction is even larger. Further reduction in complexity
can also be achieved if updates are performed say every other or every third
sample.

6 Simulations

The performance of the proposed method was evaluated through simulations
with speech as input signal. Three impulse responses (h1, h2 and h3), shown



Part VII 155

in figure 3, all of length N = 1800 were measured with three microphones,
according to the constellation in figure 1, in a normal office. The acous-
tic coupling between the loudspeaker and the closest microphone, AC1, was
manually normalized to 0dB and the coupling between the loudspeaker and
the second and third microphone, AC2 and AC3, were then estimated to
−6dB and −7dB respectively. Thus, 10 log10

(

||h2||2/||h1||2
)

= −6dB and

10 log10

(

||h3||2/||h1||2
)

= −7dB.
Output signals y1(k), y2(k) and y3(k) were obtained by filtering the input

signal x(k) with the three obtained impulse responses and adding noise,

y1(k) = x(k)T h1 + n1(k)
y2(k) = x(k)T h2 + n2(k)
y3(k) = x(k)T h3 + n3(k).

The noise sources n1(k), n2(k) and n3(k) were independent, but had the
same characteristics (bandlimited flat spectrum). Echo-to-noise ratio was
approximately 40dB for microphone 1 and 34dB and 33dB for microphone 2
and 3, respectively.

In the simulations four low-complexity methods of similar complexity were
compared; the periodic (N)LMS [5], random NLMS (similar to SPU-LMS
[10]) selecting which filter to be updated in a stochastic manner (with all
filters having equal probability of an update), M-Max NLMS [6] and the
proposed NLMS. The performance of the full update NLMS is also shown for
comparison. The periodic NLMS, random NLMS and the proposed method
limits the updates to one whole filter at each time interval, while M-Max
NLMS instead updates all filters but only does this for a subset (1/3 in this
case) of all coefficients. However, since M-Max NLMS requires sorting of the
input vectors, the complexity for this method is somewhat larger (2 log2 N +2
comparisons and (N −1)/2 memory transfers [9]). Zero initial coefficients were
used for all filters and methods. The result is presented in figure 4, where the
normalized filter mismatch, calculated as

10 log10

(

||hm − ĥm(k)||2

||hm||2

)

m = 1, 2, 3, (21)

for the three individual filters and solutions are presented. Of the four vari-
ants with similar complexity, the proposed method is clearly superior to the
conventional periodic NLMS and also to the random NLMS. The performance
of the M-Max NLMS and the proposed solution is comparable, although the
proposed solution performs better or equal for all filters.
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Figure 3: Impulse responses used in the simulations.
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The algorithm automatically concentrates computational resources to fil-
ters with large error signals. This is demonstrated in figure 5, where filter
2 undergoes an echo path change, i.e. a dislocation of the microphone. In
figure 5 it can be seen that the proposed algorithm basically follows the curve
of the full update NLMS immediately after the echo path change.

If one specific microphone is subject to an extreme acoustic situation, e.g.
it is placed in another room or placed immediately next to a strong noise
source, there is a risk of “getting stuck”, i.e. the corresponding filter has large
output error for all input vectors and thus is updated all the time. This
problem can be reduced by setting a limit on the lowest rate of updates for
a filter, i.e. if filter m has not been updated for the last U samples it is
forced to update the next iteration. However, this does not resolve the issue
optimally. A more sophisticated method is to monitor the echo reduction of
the filters and bypass or reduce the resources allocated to filters not providing
significant error reduction. Implementing these extra functions will of course
add complexity.

7 Conclusions

In an acoustic multichannel solution with multiple adaptive filters, the com-
putation power required to update all filters every sample can be vast. This
paper has presented a solution which updates only one filter every sample and
thus significantly reduces the complexity, while still performing well in terms
of convergence speed. The solution also handles echo-path changes well, since
the most misadjusted filter gets the most computation power, which often is
a desirable feature in practice.
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Low-Complexity Adaptive Filtering
Implementation for Acoustic Echo

Cancellation

Christian Schüldt, Fredric Lindstrom and Ingvar Claesson

Abstract

Acoustic echo cancellation is generally achieved with adaptive FIR

filters. Due to the often large dimensionality of the adaptive filters,

required to model rooms with standard reverberation time, the adap-

tation process can be computationally demanding. This paper presents

a block based selective updating method which reduces the complexity

with nearly a half in practical situations, while showing superior con-

vergence speed performance as compared to conventional partial update

complexity reduction schemes.

1 Introduction

Acoustic echo cancellation (AEC) [1] is used in teleconferencing equipment in
order to provide high quality full-duplex communication. The core of an AEC
solution is generally an adaptive filter which estimates the impulse response
of the loudspeaker-enclosure-microphone (LEM) system. Typical adaptive
algorithms for the AEC filter update procedure are the least mean square,
normalized least mean square (LMS, NLMS), affine projection (AP) and re-
cursive least squares (RLS) algorithms [2]. Of these, the NLMS based algo-
rithms are particulary popular in industrial implementations thanks to their
low complexity and finite precision robustness.

The echo cancellation environment can vary significantly, and in order to
maintain acceptable echo reduction in rooms with long reverberation time,
large dimensionality of the adaptive filters is required. Thus, the signal pro-
cessing task can be computationally demanding.
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Several partial update methods for computational complexity reduction of
various adaptive filtering algorithms have been proposed and analyzed, e.g.
[3, 4, 5, 6, 7, 8, 9, 10, 11] for the LMS/NLMS algorithms and [12, 6, 11] for
AP. In this paper, a low complexity scheme applicable to both NLMS and AP,
is presented and compared to several other complexity reduction methods.

2 Complexity Reduction Methods

Commonly, the LEM system is modelled as a finite impulse response (FIR)
model [1], h = [h0, · · · , hNL−1]T , where NL is the filter order. Filtering of the
input signal x(k) then produces the desired (acoustic echo) signal d(k), given
by d(k) = hTxL(k), where xL(k) = [x(k), · · · , x(k − NL + 1)]T and k is the
sample index. By adding near-end noise n(k), the measured (microphone)
signal y(k) is obtained, y(k) = d(k) + n(k). The NLMS algorithm is then

e(k) = y(k) − d̂(k) = y(k) − x(k)T h(k) (1)

ĥ(k + 1) = ĥ(k) + µ

e(k)x(k)

||x(k)||2 + ǫ

, (2)

where ĥ(k) = [ĥ0(k), · · · , ĥN−1(k)]T is the adaptive FIR filter of length N ,

x(k) = [x(k), · · · , x(k − N + 1)]T the N length regressor vector, d̂(k) the
estimated echo, e(k) the error (echo cancelled) signal, µ is the step-size, and
ǫ is a positive constant to avoid division by zero or near-zero [2].

Several low-complexity methods which only perform a part of the filtering
update, equation (2), have been proposed. Partial NLMS is performed by
dividing the N filter coefficients into B blocks and only updating M of these
blocks each sample. Which blocks to update can be selected in either a se-
quential manner [3], randomly [8] or by updating the parts which correspond
to large energy of the regressor vector [6, 7]. For B = N , i.e. the block-size set
to 1 sample, the later method becomes the M-Max NLMS [4, 5]. In contrast,
the periodic NLMS, updates all N filter coefficients but only at periodical
sample intervals. The update can also be partitioned over all samples [3].
Other low-complexity updating schemes, possible in NLMS based algorithms
where the step-size is zero for a large number of updates [10, 11], have been
proposed as well as those based on assumptions of the unknown plant [9].

Complexity-reductions methods based on AP are for example the Fast
Affine Projection (FAP) algorithm [12], which reduces the complexity almost
to a NLMS level, except for a matrix inversion. Other methods are selective
partial AP [6] and M-Max AP [13] (both analog to their NLMS counterpart).
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3 The Proposed Algorithm

The method proposed in this paper is similar to the periodic NLMS, but
updates with as large error as possible, instead of updating the filter with
input vectors obtained at fixed time instances. This is achieved by a buffering
technique, where blocks of L samples are collected and processed. As a result,
a delay of L samples is introduced in the signal path, but since L is relatively
small (< 10), this normally has insignificant impact on the whole system.
Similarity to the block LMS algorithm [2] is also apparent, with the difference
being the number of updates per block (L for the block LMS and only one for
the proposed method).

The L samples of one block are filtered and the corresponding output
errors are calculated according to

e(lL + i) = y(lL + i) − x(lL + i)Th(l) i = 0, · · · , L − 1, (3)

where the block index l is related to the original sample index k and block
length L as

k = lL + i, i = 0, · · · , L − 1,

l = 1, 2, · · ·
(4)

The decision of what output error (and corresponding input vector) should
be used for the update is determined by

il = arg max
i∈{0,··· ,L−1}

|e(lL + i)|, (5)

and an update of the filter is then performed with

ĥ(l + 1) = ĥ(l) +
µe(lL + il)x(lL + il)

||x(lL + il)||2 + ǫ

. (6)

Since this structure updates the filter with the input vector resulting in the
largest largest output error, small errors will generally be ignored. However,
the resulting impact on the filter convergence is likely to be minor, since
a small error occurs due to a well converged filter or due to orthogonality
between the input vector and the filter mismatch vector. In both cases, a
filter update will not result in any significant convergence.

4 Complexity and Implementation

The whole purpose of the proposed solutions is to reduce the complexity of
an NLMS-implementation without sacrificing too much convergence speed. In
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a real application, the solution is generally realized through a Digital Signal
Processor (DSP) which is capable of performing multiply-add-and-accumulate
arithmetic instructions in parallel with memory reads and/or writes.

FIR filtering with a filter length N typically requires N DSP-instructions.
Searching for the maximum absolute valued element in equation (5) all to-
gether requires 2L instructions. An NLMS-update, equation (6), requires 2N

instructions. However, since equations (5) and (6) are only calculated once
for ever block of L samples, the number of instructions required per sam-
ple is 2(L + N)/L. The included scalar product x(lL + imax)T x(lL + imax)
can be calculated very efficient through recursion [2] and its computational
complexity can be disregarded in this case.

All together, this means that the number of DSP-instructions required for
the proposed solution is N + 2(L + N)/L in comparison with the complexity
of a standard NLMS-update which is 3N . For acoustic echo cancellation, N

is generally quite large (> 1000) due to room reverberation time. In this
case we typically have N ≫ L, which means that the complexity can be
approximated as N + 2N/L. The complexity reduction in comparison with
standard NLMS-updating is then

1

3
+

2

3L

, (7)

which for L = 4 gives one half of the standard NLMS complexity.

5 Simulations

Comparisons between the proposed method denoted Max-E NLMS, M-Max
NLMS, partial NLMS, random NLMS and standard NLMS were performed
through simulations. The parameters for Max-E NLMS are shown in table 1
and the parameters for the other methods were chosen so that the complexity
of the adaptation for each method was similar. However, for the M-Max
NLMS, there is also additional complexity in the sorting of the input vectors
(2 log2 N + 2 comparisons and (N − 1)/2 memory transfers). Furthermore, N

additional memory locations are also required [7].
The LEM system was modelled with a FIR filter h of length NL = 1024,

obtained through impulse response measurements of a normal office. The
acoustic coupling between the loudspeaker and the microphone was normal-
ized to 0dB.

To obtain the microphone signal y(k), the loudspeaker signal x(k) was
filtered with the measured impulse response h and band limited flat spectrum
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Figure 1: Filter deviation with a band limited flat spectrum signal as input.

noise was added so that the resulting echo-to-noise ratio was approximately
28dB. The sampling rate was 8kHz.

The results of the simulations for a band limited flat spectrum input signal
is presented in figure 1, where the filter deviation, calculated as

∑N−1
j=0 (hj −

ĥj(k)), where hj is the j:th element of h and ĥj(k) the j:th element of the

considered adaptive filter ĥ(k), respectively, is presented. Not surprisingly,
the full NLMS has the fastest convergence (but also twice the complexity,
compared to the other). Of the four variants with reduced complexity, the M-
Max NLMS has slightly reduced convergence speed compared to full NLMS,
followed by the proposed Max-E solution, random and partial NLMS.

Simulations were also performed with speech as input signal. However, an
issue arises with the M-Max NLMS, since the step-size stability condition is
tighter for this type of signal [14], and with the current setting M-Max NLMS
diverges. Due to this, µ for M-Max NLMS is set as high as possible, but still
allowing convergence, which in this case is µ = 0.5. Step-size settings for the
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Figure 2: Filter deviation with a speech signal as input.

other methods were unchanged. Figure 2 shows the results of the simulation.
Here, the proposed solution has the fastest convergence speed of the solutions
with similar complexity, while full NLMS has the fastest convergence of all.

It can also be noted that the random NLMS performs slightly better than
partial NLMS for speech signals (while for band limited flat spectrum signals
there is no difference), which agrees with the results in [8].

6 Fast Affine Projection Version

The previously described scheme, where L samples are collected and the sam-
ple which produces the largest error is used for the filter update, can be applied
to the fast affine projection (FAP) algorithm [12] as well. The procedure is
highly similar, but since FAP is recursive and the consecutive updates are
dependant, the implementation is somewhat less straight-forward.

For the sake of simplicity (both implementation- and notation-wise), only



Part VIII 169

FAP with the projection dimension 2 (FAP-2) is considered in this paper.
Higher dimensions are possible, but perhaps not directly tractable due to the
necessary D × D matrix inversion, where D is the projection dimension. For
D = 2, the matrix inversion can be performed directly. Moreover, it has
also been shown that considerable improvement (over NLMS) is gained for
just D = 2 and that further significant convergence improvement for speech
signals is not reached until D is increased up to 10 [12, 1].

The original FAP [12] is modified analogous to the NLMS version presented
earlier, where filtering is performed in blocks of L samples and the output and
updating is

e(lL + i) = y(lL + i) −

(x(lL + i)T ĥ(l) + µz(i, il−1)φ(l − 1)),
(8)

z(i, il−1) = x(lL + i)Tx((l − 1)L + il−1), (9)

e(l) =

(

e(lL + il)
(1 − µ)e((l − 1)L + il−1)

)

, (10)

X(l) =

(

||x(lL + il)||
2

z(il, il−1)
z(il, il−1) ||x((l − 1)L + il−1)||2

)

(11)

ξ(l) = X(l)−1e(l), (12)

φ(l) =

(

0
φ(l − 1)

)

+ ξ(l) (13)

and
ĥ(l + 1) = ĥ(l) + µφ1(l)x((l − 1)L + il−1), (14)

where φ(l − 1) is the upper-most element of φ(l − 1), φ1(l) is the lower-most
element of φ(l) and l,L,i and il are as defined in equations (4) and (5).

The complexity of the proposed FAP-2 solution is similar to that of the
NLMS-version, with the difference being the correlation matrix X(l), which

Table 1: Max-E NLMS parameter settings.
Parameter Value

N 1024
µ 0.95
L 4
ǫ 4
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Figure 3: Filter deviation with a band limited flat spectrum signal as input.

can be calculated recursively, and its inverse, which then can be calculated
directly.

Simulations were also performed for the FAP-2 version of the proposed
algorithm. Figure 3 shows the results for a band limited flat spectrum input
signal, while figure 4 shows the results for a speech signal. Similar to the
NLMS results, the superior convergence performance of the proposed algo-
rithm can be noted, while random FAP-2 performs better than the periodic
FAP-2, which is also similar to the results of the NLMS simulations.

7 Conclusions

In acoustic echo cancellation environments, the computational resources re-
quired to update all adaptive filter coefficients every sample can be too costly.
This paper has presented a block based solution which updates with the input
vectors which produce the largest output error. The proposed solution sig-
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Figure 4: Filter deviation with a speech signal as input.

nificantly reduces the complexity of the adaptive filter, while still performing
well in terms of convergence, compared to other partial update methods. As
shown, this is specially true for speech signals.
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Reusing Data During Speech Pauses in
an NLMS-based Acoustic Echo

Canceller

Fredric Lindstrom, Christian Schüldt, Ingvar Claesson

Abstract

Fast convergence of the adaptive filter in an acoustic echo cancel-

lation based hands-free communication system is desirable as it im-

plies more periods of possible full-duplex communication. This paper

presents a normalized least mean square (NLMS)-based algorithm, tar-

geted for acoustic echo cancellation based units equipped with large

external memory. The proposed algorithm utilizes unused processing

resources in periods of silence, thus no extra complexity as compared

with the conventional NLMS algorithm is required. The improvements

obtained by the proposed algorithm are verified through simulated, as

well as through real acoustic systems.

1 Introduction

Modern high quality teleconferencing equipment use acoustic echo cancella-
tion (AEC) [1] in order to provide full-duplex communication. An AEC pro-
cessing unit generally consists of an adaptive filter process in which the adap-
tive filter tries to estimate the impulse response of the loudspeaker-enclosure-
microphone (LEM) system. Several algorithms have been proposed for the
adaptation of the filter, e.g. the least mean square (LMS), normalized LMS
(NLMS), affine projection and recursive least squares algorithms [2]. The
NLMS is perhaps the most widely used algorithm thanks to its low-complexity
and robustness.

In a normal two-way telephone speech conversation a talker is active for
only about 35% of the time [3]. Thus, the loudspeaker is silent for an av-
erage of 65% of the time. When the loudspeaker is silent there is no signal
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driving the adaptive filter in the AEC and the computational resources al-
located for the adaptation is not used. This paper proposes an algorithm
which uses these computational resources to improve the convergence of the
adaptive filter. Several data reusing methods have been proposed earlier, an
overview is provided in [4]. This paper differs in that it utilizes silent periods
to increase convergence without increasing complexity, and in that it uses old
data in a time span of several seconds. Since internal (i.e. on-chip) memory is
generally a costly and limited resource, the proposed method is intended for
systems equipped with relatively cheap external (i.e. off-chip) memory, e.g.
units containing a SDRAM, a compact flash or a hard disk. Copying data to
and from the external memory is typically performed though direct memory
access (DMA), used in parallel with the calculations and thus requiring no
significant additional complexity. The application presented in this paper is
for acoustic echo cancellation, but the general idea can be applied to line echo
cancellation as well.

2 The Conventional NLMS

The conventional NLMS algorithm is defined by [2],

ŷ(k) = x(k)T ĥ(k) (1)

e(k) = y(k) − ŷ(k) (2)

ĥ(k + 1) = ĥ(k) + µ

e(k)x(k)

||x(k)||2 + ǫ

(3)

where x(k) is the loudspeaker signal, y(k) the microphone signal, ĥ(k) =

[ĥ0(k), · · · , ĥN−1(k)] the N -length finite impulse response (FIR) adaptive fil-
ter used to model the LEM, x(k) = [x(k), · · · , x(x − N + 1)] the regressor
vector, e(k) the error or residual echo signal, µ is the step-size control param-
eter, and ǫ is the regularization parameter.

3 The Proposed Algorithm

The basic idea in this paper is to use available external memory to store large
parts of data and then reuse this data in the adaptive process when no current
filter convergence data is available, i.e. during periods when the loudspeaker
is silent.
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3.1 Storing old data

Old samples of the loudspeaker signal x(k) and the microphone signal y(k) are
saved in two arrays, xo = [xo(0), · · · , xo(I−1)] and yo = [yo(0), · · · , yo(I−1)],
both of length I. Since new data is saved continuously during operation, data
in the arrays will be overwritten. For efficient run-time operation, the two
arrays should be implemented as circular buffers. The large size arrays xo

and yo are allocated in external memory. All other arrays and parameters in
this paper are assumed to be allocated in internal memory.

Storing data should only be performed in periods when x(k) is active.
Activity of x(k) can be evaluated by a simple activity detector based on an
averaging of the squared signal

x(k) = (1 − γx)x(k − 1) + γxx
2(k), (4)

where γx is an averaging constant, and x(k) is considered active whenever
x(k) > Tx, where Tx is a constant threshold.

Since speech has a bursty character and I typically is set large, the array
xo will contain several different segments of continuous speech data. In this
algorithm, a maximum of J such data segments are allowed. These segments
of continuous speech data are denoted Dj where j = 0, · · · , J − 1. The index
of the first element in each data segment is denoted dj , i.e. xo(dj) is the first
element in Dj. These J indexes dj are ordered in an array d = [d0, · · · , dJ−1],
see figure 1. This indexing is used in order to handle the fact that the length
of each data segment is not known in advance.

During speech activity, samples are written into the external memory.
The data segment which samples currently are written to is denoted Dw.
During speech pauses, samples are read from external memory. The segment
which samples currently are read from is denoted Dr. Since xo is circular,
the data segments will eventually be overwritten. The oldest data segment
not yet overwritten is denoted Ds and is the segment which the reading will
start from after a reading wrap-around in the circular array xo. To keep
track of these three segments, three integer indexes are required w, r, s with
0 6 w, s, r 6 J −1. Thus xo(dw), xo(dr), xo(ds), are the first elements in Dw,
Dr, Ds, respectively.

The definitions presented above are used in the proposed storing proce-
dure, given by listing 1, which checks if x(k) is active (LINE 1), and if so, the
data is stored (LINE 2 and LINE 3) and m, the number of stored samples in
the current write segment, is updated (LINE 4).
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Figure 1: Schematic picture of xo and d

Listing 1

1: if x(k) > T then

2: xo(mod(dw + m, I)) = x(k)
3: yo(mod(dw + m, I)) = y(k)
4: m = m + 1
5: end if

Note that wrap-around is performed by the modulo operation mod(·, ·)
and is done to ensure that stored data and used indexes are contained within
the allocated arrays.

The estimate of the echo, see equation (1), is calculated using an N length
regressor vector. To be consistent with the FIR modeling of the unknown
LEM system, the samples in the regressor vector should be from a continuous
set of data. If the length of a speech segment in the array xo is less than N ,
it should thus not be used since it will not be able to fill the regressor vector.
Further, a data segment being only a few samples longer than N can only
be used for a few samples before switching to the next data segment. Thus,
the length of a data segment should be greater than a minimum length LMIN,
with LMIN > N . Note that LMIN defines J (the maximal number of segments
in the fixed length vector xo) through J > I/LMIN.

Listing 2

1: if x(k) 6 T and x(k − 1) > T then

2: if m > LMIN then

3: dmod(w+1,J) = mod(dw + m, I)
4: w = mod(w + 1, J)
5: end if

6: m = 0
7: end if
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The minimal length requirement of the data segments is assured through
listing 2, where a check if a segment of continuous speech has just ended is
performed (LINE 1). Then there is a check if the data segment is of sufficient
length (LINE 2). If so, (LINE 3–4) finalizes the storing of the data segment,
by first updating the location of the first element in the current write segment
(LINE 3) and then the index of current write segment w (LINE 4). Thereafter,
m, i.e. the number of stored samples, is reset (LINE 6). If the segment is not
of sufficient length the current write index is not updated, only m is reset
(LINE 6), i.e. the segment is not stored.

Since the LEM system is non-stationary, a time stamp should be assigned
to each data segment to ensure that not too old data is used. If such an
approach is to be reliable, the data segments cannot be too long. Assuring

Listing 3

1: if m = LMAX then

2: dmod(w+1,J) = mod(dw + m, I)
3: w = mod(w + 1, J)
4: m = 0
5: end if

a maximum length LMAX of the data segments can be obtained through list-
ing 3, which starts with a check if a data segment have reached its maximum
allowed length (LINE 1). If so, the storing of the segment is finalized (LINE 2–
3), and m is reset (LINE 4).

If the start segment Ds is overwritten, the start index s needs to be up-
dated, as shown in listing 4, where s is updated (LINE 2) if the first element
in the start segment is overwritten (LINE 1).

Listing 4

1: if dw + m = ds then

2: s = mod(s + 1, J)
3: end if

3.2 Adaptive filtering

In both the proposed and the conventional NLMS, the filter update is per-
formed in the same manner when the speech signal x(k) is active. Both
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solutions update the filter with the same update vector

∆(k) = µ

e(k)x(k)

||x(k)||2 + ǫ

. (5)

If x(k) is not active, i.e. silent, the conventional NLMS omits the updating,
while the proposed algorithm uses old data to obtain a filter update vector
∆o(k, i),

∆o(k, i) = µ

eo(k)xoN
(i)

||xoN
(i)||2 + ǫ

, (6)

where i is an index 0 6 i 6 I − 1 denoting which of the stored samples to
use in the update, and xoN

(i) = [xo(i), · · · xo(i − N + 1)] is the corresponding
regressor vector. If i − N + 1 is less than zero, appropriate wrap-around is
performed. The proposed updating scheme is thus as given in listing 5, where
(LINE 1) checks for activity and if activity is detected, the filter update is
performed according to the conventional NLMS (LINE 2–4). If x(k) is not
active, the filter ĥ(k) is updated using previously stored data (LINE 6–8).
Finally, the index i is updated (LINE 9).

Listing 5

1: if x(k) > T then

2: ŷ(k) = x(k)T ĥ(k)
3: e(k) = y(k) − ŷ(k)
4: ĥ(k + 1) = ĥ(k) + ∆(k)
5: else

6: ŷo(i) = xoN
(i)T ĥ(k)

7: eo(k) = yo(i) − ŷo(i)
8: ĥ(k + 1) = ĥ(k) + ∆o(k, i)
9: i = mod(i + 1, I)

10: end if

If i reaches the current write segment, i.e. if i = dw, a wrap-around is
needed. Further, if the index i reaches the next data segment to be read, i.e.
if i = dr+1, an update of the whole regressor vector xoN

(i) is needed, since the
regressor vector should only contain data from a single segment. Thus, the
operations are as given in listing 6, where if the index i has reached the current
write data segment Dw (LINE 1), the index needs to be wrapped around to the
oldest available data segment Ds. The corresponding modification of index
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i (LINE 2) and the current read segment index r is set to the start segment
index s (LINE 3). If the index i has reached the next data segment to be
read Dr+1 (LINE 4), the regressor vector xo needs to be completely updated
with samples from the new data segment. Thus, i is then increased with N

(LINE 5), which implies that the regressor vector is filled with values from the
new segment, and the current read data segment index r is updated (LINE 6).

Listing 6

1: if i = dw then

2: i = mod(ds + N, I)
3: r = s

4: else if i = dr+1 then

5: i = mod(i + N, I)
6: r = mod(r + 1, J)
7: end if

4 Simulated System

In the simulated system, the microphone signal was obtained by filtering the
loudspeaker signal with a FIR model of a real LEM system h, see figure 2.
Two different loudspeaker signals were used, where one contained a 5s period
of silence, see figure 2. The parameter settings were as given in table 1 and
the sampling frequency was 8kHz. Evaluation of the proposed system was
performed in parallel with the conventional NLMS. The normalized squared
system deviation [2]

M(k) =
||h − ĥ(k)||2

||h||2
(7)

was used for evaluation.
In figure 3 it can be seen that for the speech signal without a long period of

silence, the proposed method performs slightly better than the conventional
NLMS, while for the speech signal with a 5s period of silence, the proposed
method significantly improves convergence.
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Figure 2: Impulse response and signals

5 Real System

In the real system evaluation, the microphone signal was obtained by feed-
ing the speech signals in figure 2 to a real loudspeaker and recording a real
microphone signal. The setup was done in a small office with a distance of
approximately 40 cm between the loudspeaker and the microphone. For a
real system, the deviation measure cannot be used, since the true impulse
response is unknown. In this case, the average power of the two algorithms
echo residual signals e(k) are evaluated instead. In figure 4 it can be seen
that for the signal without a long silent period the proposed method yields

I 32000 J 22 N 1000
γx 0.99 Tx 0.03 µ 0.5
LMIN 1500 LMAX 8000 ǫ 4

Table 1: Parameter settings
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Figure 3: Simulated acoustic system

slightly better echo cancellation. For the signal with a long silence period, the
echo of the the conventional NLMS is around −10 dB after 6.5 seconds, while
it for the proposed method is reduced to below −25 dB, i.e. a significant im-
provement. Thus, the proposed solution can provide a significant convergence
speed increase for an AEC application.

6 Conclusions

In this paper an algorithm which improves the convergence of the NLMS
algorithm in an acoustic echo cancellation unit equipped with a large ex-
ternal memory was presented. The algorithm exploits the signal processing
resources that are not efficiently used during periods of silence in the conven-
tional NLMS. Thereby the proposed algorithm does not imply any significant
increase in complexity compared to the conventional NLMS. The possible im-
provements obtained through the use of the proposed algorithm were shown
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through evaluation of a simulated as well as a real acoustic environment.
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A Combined Implementation of Echo
Suppression, Noise Reduction and
Comfort Noise in a Speaker Phone

Application

Christian Schüldt, Fredric Lindstrom and Ingvar Claesson

Abstract

This paper presents a combined implementation of echo suppres-

sion, noise reduction and comfort noise for loudspeaker phones, with

the novelty being the concurrent use of the intrinsic parameters. The

proposed algorithms are verified by evaluation of a fix-point real-time

implementation.

1 Introduction

In a speaker phone, an echo is generated as the loudspeaker signal passes the
loudspeaker-enclosure-microphone (LEM) system. This echo can be removed
using echo suppression or e.g. a combination of echo suppression and beam-
forming/acoustic echo cancellation (AEC) methods [2]. Additionally, noise re-
duction can be used to reduce the disturbance from background noise. Several
echo suppression and noise reduction algorithms, as well as joint processing
approaches, have been proposed [1]. Since the echo suppression will modu-
late the background noise, comfort noise injection is also desirable. To obtain
time domain subband signals, a filterbank can be used. Possible advantages
of time-domain implementations, as compared to a frequency domain ones,
are higher time resolution, which can be beneficial when adjusting adaptive
gains, and low signal delay, which is desirable when connecting the speaker
phone to long delay communication channels, e.g. VoIP.

191
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2 Proposed Algorithm

2.1 Filterbank

In the proposed algorithm, I finite impulse response (FIR) filters, hi =
[h0,i, · · · , hN−1,i]

T , all of length N are used to construct a uniform anal-
ysis filter bank, where i denotes subband index, see figure 1. The filter-
bank is used to divide the microphone signal m(k) into i suband signals
mi(k) = ei(k)+ni(k)+si(k), where ei(k),ni(k), and si(k) are subband signals
of echo, background noise and near-end speech, respectively. No downsam-
pling is used, eliminating the need of synthesis filters. This maintains the low
signal delay.

2.2 Echo suppression

The total echo suppression is composed of a full-band gain ges,f(k) and ges,i(k),
operating the in individual frequency bands, see figure 1. It is assumed that
the echo is not disturbing if the power of the echo signal is lower or at the
same level as the power of the noise floor in the corresponding frequency band,
i.e. if

ges,f (k)ges,i(k) 6 Ces

P̂ni
(k)

P̂ei
(k)

, (1)

where Ces is a constant and P̂ni
(k) and P̂ei

(k) are estimations of the noise
floor and the squared echo powers, respectively, see section 3. The gains
are distributed so that the gain in every band is limited by a lowest level Ges,
where ges,i(k) > Ges. This limit implies that the stopband requirements in the
filterbank filters are relaxed, and the filter order can be reduced, maintaining
low complexity and low signal delay.

2.3 Noise reduction

In this paper a speech booster approach for noise reduction is used [3]. The
speech boosting gain gsb,i(k) is given by

gsb,i(k) =



















Gsb if
m2

i
(k)

P̂ni
(k)

< Csb

1 if
m2

i
(k)

P̂ni
(k)

>
Gsb

Csb

Gsb

Csb

m2

i
(k)

P̂ni
(k)

otherwise

(2)
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Figure 1: A simplified schematic of the test arrangement.

where m
2
i (k) = (1−γm)m2

i (k−1)+m
2
i (k) and Gsb < 1 and Csb are constants.

This assures that the gain is kept low when the short-time signal power m
2
i (k)

is close to the noise floor power and increased up to a limit of 0dB for higher
values of m

2
i (k). If echo suppression is active the signal should not be boosted.

Thus, in that case gsb,i(k) = Gsb.
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Figure 2: The output signal o(k) for successive onset of processing blocks.

2.4 Comfort noise

A “white” pseudo noise signal w(k) is first generated using linear recursive
sequences. The comfort noise c(k) is then obtained through

c(k) = w(k)T

I−1
∑

i=0

P̂ni
(k)hi, (3)

where w(k) = [w(k), · · · , w(k−N +1)]T . Note that this implies that only one

filtering operation has to be performed for every sample, since
∑I−1

i=0 P̂ni
(k)hi

only needs to be calculated when P̂ni
(k) are updated.
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3 Parameter Estimation Method

3.1 Estimating the echo

The echo is estimated from the loudspeaker signal l(k), according to

P̂ei
(k)=

{

βl
2
i (k) if l

2
i (k) > P̂ei

(k)

(1−γs)P̂ei
(k−1)+γsβl

2
i (k) otherwise,

(4)

where li(k) is the i:th subband signal of the loudspeaker signal l(k), β is the
acoustic coupling factor and γs is a “slow decrease” averaging constant. The
signals li(k) can be obtained by e.g. using the filters hi. If the proposed
algorithms are used together with a subband AEC the li(k) can be obtained
directly from the AEC. The acoustic coupling β is determined by the LEM. If
an AEC is used, β is time variant and thus needs to be estimated continuously
[1]. The averaging factor γs is used to model the character of a typical LEM,
i.e. the remaining echo after the offset of the loudspeaker signal.

3.2 Estimating the noise floor

A block-processing method is used to estimate the noise floor power, in order
to reduce computational complexity. For every T sample (when k = jT for
j = 1, 2, · · · ), the block power

Pmi
(j) =

1

T

T−1
∑

t=0

m
2
i (jT − t), (5)

is calculated. The difference of the parameters Pmax(j) and Pmin(j), given by

Pmax(j) = max{Pmi
(j), · · · , Pmi

(j − L + 1)} (6)

Pmin(j) = min{Pmi
(j), · · · , Pmi

(j − L + 1)}, (7)

are then compared with a constant Cn

Pmax(j) − Pmin(j) 6 Cn, (8)

and if the condition in equation (8) is satisfied, the background noise floor
power estimate is updated according to

P̂ni
(k) =

{

(1 − γn)P̂ni
(k − 1) + γnPmin(j) if (8) is true

P̂ni
(k − 1) otherwise,

(9)

where γn is an averaging constant.
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4 Real-Time Implementation

The proposed algorithms were implemented in real time on a fix-point digital
signal processor [4]. The sampling rate was 8khz and the parameter settings
were I = 32, N = 48, Ces = 2, Ges = −18dB, Csb = 2, Gsb = −10dB,
γs = 0.08, T = 256, L = 8, Cn = 0.08, and γn = 0.016. The setup was done
in a small office with a distance between the microphone and loudspeaker
of approximately 40cm. Shown in the first plot from the right in figure 2 is
the unprocessed output signal o(k) consisting of residual echo followed by a
burst of near end speech. The second plot shows o(k) after echo suppression
is turned on, the third when comfort noise is added, and the forth when all
three processing are active. The proposed algorithms was also implemented
as post processing unit together with an AEC. Subjective tests showed that
comfortable, noise reduced, full duplex operation could be achieved without
introducing audible artifacts.

5 Conclusion

This paper presented a combined implementation of echo suppression, noise
reduction and comfort noise for a speaker phone implementation. The main
contributions of the paper is the combined use of the estimated noise floor in
all three processing blocks and the partition of the echo suppression gain in
order to reduce filter bank complexity. Finally the proposed algorithms where
verified in a real-time fix-point implementation.
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