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Chapter 1What is MICO?The acronym Mico expands to MICO Is CORBA. The intention of this project is toprovide a freely available and complete CORBA 2.2 compliant implementation (see [5]).The di�erence to other free imlementations is, that Mico is developed for educationalpurposes and that the complete sources are available under the GNU{copyright notice (seechapter 7). We were inspired by Tanenbaum's MINIX project which is something similarin the UNIX community. The following design principles guided the implementation ofMico:1. start from scratch: only use what standard UNIX API has to o�er; don't rely onproprietary or specialized libraries.2. use C++ for the implementation.3. only make use of widely available, non{proprietary tools.4. omit \bells and whistles": only implement what is required for CORBA compliantimplementation.5. clear design even for implementation internals to ensure extensibility.Although the implementation of Mico is �nished, you should visit its homepage fre-quently for updates. We will continue to develop Mico, providing bug �xes as well asnew features. Information about the Mico project is available at:Europe: http://www.vsb.cs.uni-frankfurt.de/�mico/USA: http://www.icsi.berkeley.edu/�mico/Further informations about MICO can be found in the book MICO is CORBA pub-lished by dpunkt.verlag (http://www.dpunkt.de/mico) in Europe and Morgan Kauf-mann Publishers, Inc. (http://www.mkp.com/books_catalog/3-93258-811-8.asp) inNorth America. The book includes a CD with the complete source code of Mico as wellas binaries for various platforms as ready to run executables. It explains how to installand useMico. A little tutorial gets you going with a sample CORBA application. All fea-tures of Mico are well documented both in the manual and in online man{pages. Mico1



is fully interoperable with other CORBA implementations, such as Orbix from Iona orVisiBroker from Visigenic. The manual contains a step{by{step procedure showing howto connectMico with other CORBA implementations. It even includes sample programsfrom various CORBA textbooks to show you all aspects of CORBA.

2



How to support MICOThe authors have worked very hard to make Mico a usable and free CORBA 2.2 com-pliant implementation. If you �nd Mico useful and would like to support it, there aretwo possible ways. First of all you can contribute to the development of Mico by imple-menting those parts of the CORBA standard, which are still missing in Mico. AlthoughMico is fully CORBA 2.2 compliant, there are some parts of the standard (like the COR-BAservices) which are not mandatory and which we did not implement. We hope thatour decision to place the complete sources of Mico under the GNU public license willencourage other people to contribute their code (see section 7 for details).Another way to support Mico is by sending us a small donation which will help us tomaintain Mico and to further develop it. If you wish to make a donation, please send itto: Mico DevelopmentUniversit�at FrankfurtFB Informatik (20)Betriebssysteme und Verteilte SystemePostfach 11 19 3260054 Frankfurt am MainGERMANY
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Chapter 2InstallationThis chapter explains from where Mico can be obtained, the prerequisites for compilingMico, how to compile and install Mico, and on which platforms Mico has been tested.2.1 Getting MICOThe latest Mico release is always available athttp://www.vsb.cs.uni-frankfurt.de/~mico/http://www.icsi.berkeley.edu/~mico/ftp://diamant.vsb.cs.uni-frankfurt.de/pub/projects/mico/mico-2.2.3.tar.gzNew releases are announced over the Mico mailing list. If you want to subscribe send amessage containingsubscribe mico-develto majordomo@vsb.cs.uni-frankfurt.de.2.2 Prerequisits2.2.1 UnixBefore trying to compileMico make sure you have installed the following software pack-ages:� gnu make version 3.7 or newer (required)� C++ compiler and library (required):{ g++ 2.7.2.x and libg++ 2.7.2, or{ g++ 2.8.x and libg++ 2.8.x, or{ egcs 1.x 4



� 
ex 2.5.2 or newer (optional)� bison 1.22 or newer (optional)� JDK 1.1.5 (SUN's Java developers kit) (optional)� JavaCUP 0.10g (parser generator for Java) (optional)flex and bison are only necessary if you change their input �les (�les having the su�x.l and .y) or if you want to compile the graphical user unterface. The last two items(JDK and JavaCUP) are only needed for the graphical interface repository browser, notfor Mico itself. So you can get along without installing the Java stu�.It is important that you use one of the above listed C++ compilers and a C++ librarythat matches the version of the compiler. Your best bet is using either egcs or g++ 2.8.In contrast to gcc 2.7.2 both of them have proper support for exceptions. egcs is a biteasier to install than g++, because it includes a matching C++ library.2.2.2 Windows 95/NTIn order to run Mico on Windows 95 or NT you have to use the Cygnus CDK beta 19,a port of the GNU tools to Win32 or Microsoft's Visual{C++ compiler. For instructionson how to compileMico using the Visual{C++ compiler, refer to the �le README-WIN32in the main directory of the Mico sources.Install the CDK by running its setup program. Note that you have to install it in thedirectory the setup program suggests (c:nCygnusnCDKnB19); otherwise bison won't beable to �nd its skeleton �les. Then create c:nbin and put an sh.exe into it. Likewisecreate c:nlib and put a cpp.exe into it:mkdir c:\bincopy c:\Cygnus\CDK\B19\H-i386-cygwin32\bin\bash.exe c:\bin\sh.exemkdir c:\libcopy c:\Cygnus\CDK\B19\H-i386-cygwin32\lib\gcc-lib\2.7-B19\cpp.exe c:\libNow you are ready to unpack and compile Mico as described in section 2.3.There are some problems with the current release of the CDK:� On standalone machines which are not connected to a name server resolving IPaddresses other than 127.0.0.1 into host names will hang forever. This is either aproblem with the CDK or with Windows in general. On standalone machines youtherefore have to make all servers bind to 127.0.0.1 by specifying -ORBIIOPAddrinet:127.0.0.1:<port> on the command line.� The gcc 2.7 that comes with the CDK has broken exception handling. Furthermoreit seems to be unable to use virtual memory, at least I get out of virtual memoryerrors although there is a lot of free swap space. I know there are ports of egcs andgcc 2.8 (which might do better), but didn't give them a try.5



� There seems to be a problem with automatic TCP port number selection. Usuallyone binds to port number 0 and the system automatically picks an unused port foryou. This basically works with CDK, but sometimes causes hanging connections.The solution is to always explicitely specify port numbers, i.e. give all servers|evenones that are started by micod|the option -ORBIIOPAddr inet:<host>:<port>,where <port> is nonzero.2.3 Installing MICOThe Mico source release is shipped as a tar'ed and gzip'ed archive calledmico-2.2.3.tar.gzUnpack the archive using the following command:gzip -dc mico-2.2.3.tar.gz | tar xf -You are left with a new directory mico containing the Mico sources. To save you thehassle of manually editing Makefile's and such, Mico comes with a con�guration scriptthat checks your system for required programs and other con�guration issues. The script,called configure, supports several important command line options:--helpGives an overview of all supported command line options.--prefix=<install-directory>With this options you tell con�gure where the Mico programs and libraries shouldbe installed after compilation. This defaults to /usr/local.--disable-optimizeDo not use the -O option when compiling C/C++ �les. It is now safe to use thisoption because only �les that do not use exceptions are compiled using -O, which iswhy optimization is now turned on by default.--enable-debugUse the -g option when compiling C/C++ �les.--enable-repoUse the -frepo 
ag when compiling C++ �les. This works only with a patchedg++ 2.7.2 and will greatly reduce the size of the binaries, at the cost of much slowercompilation (this option instructs g++ to do some sort of template repository). Youmust use this option on HP{UX, otherwise you will get lots of error during linking.--disable-sharedBuild the Mico library as a static library instead as a shared one. Shared librariescurrently only work on ELF based systems (e.g., Linux, Solaris, Digital Unix, AIX,and HP{UX). If you do not use the --disable-shared option you have to make6



sure the directory where the Mico library resides is either by default searched forshared libraries by the dynamic linker (/usr/lib and /lib on most systems) oryou have to include the directory in the environment variable that tells the dynamiclinker where to search for additional shared libraries. This variable is called LIBPATHon AIX, SHLIB_PATH on HP{UX and LD_LIBRARY_PATH on all the other systems.To run the generated binaries before doing a make install you have to set thisenvironment variable like this:# AIXexport LIBPATH=<mico-path>/mico/orb:$LIBPATH# HP-UXexport SHLIB_PATH=<mico-path>/mico/orb:$SHLIB_PATH# othersexport LD_LIBRARY_PATH=<mico-path>/mico/orb:$LD_LIBRARY_PATH%$where <mico-path> is the absolute path of the directory the Mico sources wereunpacked in.--disable-dynamicThis option disables dynamic loading of CORBA objects into a running executable.For dynamic loading to work your system must either support dlopen() and friendsor shl load() and friends. See section 4.3.4 for details.--enable-finalBuild a size optimized version of the Mico library. This will need lots of memoryduring compilation but will reduce the size of the resulting library a lot. Works withand without --enable-shared. Does not work on HP{UX.--disable-mini-stlAs mentioned before,Mico makes use of the Standard Template Library (STL). Forenvironments that do not provide an STL implementation,Mico comes with its ownslim STL (called MiniSTL), which is simply a subset of the standard STL su�cientto compileMico. By defaultMico will use MiniSTL. If you want to use the systemsupplied STL for some reason you have to use the option --disable-mini-stl.MiniSTL works well with g++ and greatly reduces compilation time and size of thebinaries. Using MiniSTL one could try to compileMico using a C++ compiler otherthan g++. But this still has not been tested and may therefore lead to problems.--disable-exceptDisable exception handling. On some platforms (e.g., DEC alpha) g++ has verybuggy exception handling support that inhibit the compilation of Mico with ex-ception handling enabled. If this happens try turning o� exception handling usingthis option.--with-qt=<qt-path>Enable support for QT. <qt-path> is the directory where QT has been installed in.7



--with-gtk=<gtk-path>Enable support for GTK. <gtk-path> is the directory where GTK has been installedin.--with-tcl=<tcl-path>Enable support for TCL. <tcl-path> is the directory where TCL has been installedin.--with-ssl=<SSLeay-path>Enable support for SSL. <SSLeay-path> is the directory where SSLeay has beeninstalled in.Now you should run configure with the proper command line options you need, e.g.:cd mico./configure --with-qt=/usr/local/qtUse gmake to start compilation and install the programs and libraries, possibly becomingroot before installation:gmakegmake installOn some systems you have to take special actions after installing a shared library in orderto tell the dynamic linker about the new library. For instance on Linux you have to runldconfig as root:/sbin/ldconfig -v2.4 Supported PlatformsMico has been tested on the following operating systems:� Solaris 2.5.1 on Sun SPARC� AIX 4.2 on IBM RS/6000� Linux 2.0.x on Intel x86� Digital Unix 4.x on DEC Alpha� HP{UX 10.20 on PA{RISC� Ultrix 4.2 on DEC Mips (no shared libs, no dynamic loading)� Windows 95/NT (no shared libs)Addionally some users reported Mico runs on the following platforms:� FreeBSD 3.x on Intel x86� SGI{Irix on DEC Mips� OS/2 on Intel x86 using emx 0.9Please let us know if you fail/succeed in running Mico on any unsupported platform.8



Chapter 3Guided tour through MICO
3.1 Objects in distributed systemsModern programming languages employ the object paradigm to structure computationwithin a single operating system process. The next logical step is to distribute a compu-tation over multiple processes on one single or even on di�erent machines. Because objectorientation has proven to be an adequate means for developing and maintaining large scaleapplications, it seems reasonable to apply the object paradigm to distributed computationas well: objects are distributed over the machines within a networked environment andcommunicate with each other.As a fact of life the computers within a networked environment di�er in hardwarearchitecture, operating system software, and the programming languages used to imple-ment the objects. That is what we call a heterogenous distributed environment. To allowcommunication between objects in such an environment one needs a rather complex pieceof software called a middleware platform. Figure 3.1 illustrates the role of a middlewareplatform within a heterogenous distributed environment.The Common Object Request Broker Architecture (CORBA) is a speci�cation of such amiddleware platform by the Object Management Group (OMG) (see [5]). Mico provides
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Figure 3.1: Middleware support for objects in distributed systems.9



a full CORBA 2.2 compliant implementation. CORBA addresses the following issues:object orientationobjects are the basic building blocks of CORBA applications.distribution transparencya caller uses the same mechanisms to invoke an object whether it is located in thesame address space, the same machine or on a remote machine.hardware{, operating system{, and language independenceCORBA components can be implemented using di�erent programming languageson di�erent hardware architectures running di�erent operating systems.vendor independenceCORBA compliant implementations from di�erent vendors interoperate.CORBA is an open standard in the sense that anybody can obtain the speci�cation andimplement it like we did. Besides its technical features this is considered one of CORBA'smain advantages over other proprietary solutions.3.2 State of developmentMico is a fully compliant CORBA 2.2 implementation. Everything that is implementedis CORBA 2.2 compliant, including but not limited to the following features:� Dynamic Invocation Interface (DII)� Dynamic Skeleton Interface (DSI)� IDL to C++ mapping� Interface Repository (IR)� graphical Interface Repository browser that allows you to invoke arbitrary methodson arbitrary interfaces� IIOP as native protocol� IIOP over SSL� modular ORB design: new transport protocols and object adapters can easily beattached to the ORB | even at runtime using loadable modules� support for nested method invocations� interceptors� Any o�ers an interface for inserting and extracting contructed types that were notknown at compile time 10



� Any and TypeCode support recursive subtyping as de�ned by the RM{ODP� support of recursive data types� full BOA implementation, including all activation modes, support for object migra-tion, object persistence and the implementation repository� BOA can load object implementations into clients at runtime using loadable modules� Portable Object Adapter (POA)� support for using Mico from within X11 applications (Xt and Qt)� naming service� event service� relationship service� property service� DynAny supportOur goal is to keep the core of Mico fully compliant to the latest version of theCORBA speci�cation, while integrating new CORBA services. Be sure to check theMico homepage frequently for updates.3.3 Sample ProgramTo get you started with Mico, this section presents an example of how to turn a single{process object oriented program into a Mico application.3.3.1 Standalone programImagine a bank which maintains accounts of its customers. An object which implementssuch a bank account o�ers three operations1: deposit a certain amount of money, withdrawa certain amount of money, and an operation called balance that returns the currentaccount balance. The state of an account object consists of the current balance. Thefollowing C++ code fragment shows the class declaration for such an account object:class Account {long _current_balance;public:Account ();void deposit (unsigned long amount);void withdraw (unsigned long amount);long balance ();};1This is a somewhat idealistic assumption but su�cient for the scope of this example.11



The above class declaration describes the interface and the state of an account object,the actual implementation which re
ects the behavior of an account, is shown below:Account::Account (){ _current_balance = 0;}void Account::deposit (unsigned long amount){ _current_balance += amount;}void Account::withdraw (unsigned long amount){ _current_balance -= amount;}long Account::balance (){ return _current_balance;}Here is a piece of code that makes use of a bank account:#include <iostream.h>int main (int argc, char *argv[]){ Account acc;acc.deposit (700);acc.withdraw (250);cout << "balance is " << acc.balance() << endl;return 0;}Since a new account has the initial balance of 0, the above code will print out \balance is450".3.3.2 MICO applicationNow we want to turn the standalone implementation from the previous section into aMico application. Because CORBA objects can be implemented in di�erent program-ming languages2 the speci�cation of an object's interface and implementation have to beseparated. The implementation is done using the selected programming language, theinterface is speci�ed using the so called Interface De�nition Language (IDL). Basicallythe CORBA IDL looks like C++ reduced to class and type declarations (i.e., you can-not write down the implementation of a class method using IDL). Here is the interfacedeclaration for our account object in CORBA IDL:2The CORBA speci�cation currently de�nes language mappings for a variety of high level languageslike C, C++, Smalltalk, Cobol and Java. 12
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Figure 3.2: Creation process of a Mico application.interface Account {void deposit (in unsigned long amount);void withdraw (in unsigned long amount);long balance ();};As you can see it looks quite similar to the class declaration in section 3.3.1. The indeclarator declares amount as an input parameter to the deposit() and withdraw()methods. Usually one would save the above declaration to a �le called account.idl.The next step is to run this interface declaration through the IDL compiler thatwill generate code in the selected implementation programming language (C++ in ourexample). The Mico IDL compiler is called idl and is used like this:idl account.idlThe IDL compiler will generate two �les: account.h and account.cc (see �gure 3.2). Theformer contains class declarations for the base class of the account object implementationand the stub class a client will use to invoke methods on remote account objects. The lattercontains implementations of those classes and some supporting code. For each interfacedeclared in an IDL{�le, the MicoIDL compiler will produce three C++ classes3.The three classes are depicted in �gure 3.3 between the two dashed lines. The classAccount serves as a base class. It contains all de�nitions which belong to the interfaceAccount, like local declarations of user de�ned data structures. This class also de�nes apure virtual function for each operation contained in the interface. The following showsa bit of the code contained in class Account:// Code excerpt from account.hclass Account : virtual public CORBA::Object {...public:3Note that C++ is currently the only language which is supported by Mico.13



...virtual void deposit (CORBA::ULong amount) = 0;virtual void withdraw (CORBA::ULong amount) = 0;virtual CORBA::Long balance () = 0;}The class Account skel is derived from Account. It adds a dispatcher for the operationsde�ned in class Account. But it does not de�ne the pure virtual functions of class Account.The classes Account and Account skel are therefore abstract base classes in C++ termi-nology. To implement the account object you have to subclass Account skel providingimplementations for the pure virtual methods deposit(), withdraw() and balance().The class Account stub is derived from class Account as well. In contrast to classAccount skel it de�nes the pure virtual functions. The implementation of these functionswhich is automatically generated by the IDL{compiler is responsible for the parametermarshalling. The code for Account stub looks like this:// Code excerpt from account.h and account.ccclass Account;typedef Account *Account_ptr;class Account_stub : virtual public Account {...public:...void deposit (CORBA::ULong amount){ // Marshalling code for deposit}void withdraw (CORBA::ULong amount){ // Marshalling code for withdraw}CORBA::Long balance (){ // Marshalling code for balance}}This makes Account stub a concrete C++ class which can be instantiated. The pro-grammer never uses the class Account stub directly. Access is only provided throughclass Account as will be explained later.It is worthwile to see where the classes Account and Account skel are derived from.Account inherits from Object, the base class for all CORBA objects. This class is lo-cated in the Mico library. The more interesting inheritance path is for Account skel.Account skel inherits from MethodDispatcher, a class located again in theMico library.This class is responsible for dispatching a method invocation. It maintains a list of methoddispatchers4. The class MethodDispatcher inherits from DynamicImplementation. Thisclass represents the interface to the dynamic skeleton interface (DSI) which is described4In this example the list contains only one dispatcher, namely for the Account{object. Later when wediscuss interface inheritance this list will contain a dispatcher for each class in the inheritance hierarchy.14
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by the CORBA standard in chapter [18.4.5]. This is a notably feature of Mico: the codegenerated by the MicoIDL compiler makes use of CORBAs DII and DSI.Up until now we have written the interface of an account object using CORBA IDL,saved it as account.idl, ran it through the IDL compiler which left us with two �lescalled account.cc and account.h that contain the class declarations for the accountimplementation base class (Account skel) and the client stub (Account stub). Figure3.2 illustrates this. What is left to do is to subclass Account skel (implementing thepure virtual methods) and write a program that uses the bank account. Here we go:1: #include "account.h"2:3: class Account_impl : virtual public Account_skel4: {5: private:6: CORBA::Long _current_balance;7:8: public:9: Account_impl()10: {11: _current_balance = 0;12: };13: void deposit( CORBA::ULong amount )14: {15: _current_balance += amount;16: };17: void withdraw( CORBA::ULong amount )18: {19: _current_balance -= amount;20: };21: CORBA::Long balance()22: {23: return _current_balance;24: };25: };26:27:28: int main( int argc, char *argv[] )29: {30: // ORB initialization31: CORBA::ORB_var orb = CORBA::ORB_init( argc, argv, "mico-local-orb" );32: CORBA::BOA_var boa = orb->BOA_init( argc, argv, "mico-local-boa" );33:34: // server side35: Account_impl* server = new Account_impl;36: CORBA::String_var ref = orb->object_to_string( server );37: cout << "Server reference: " << ref << endl;38:39: //----------------------------------------------------------------------40:41: // client side42: CORBA::Object_var obj = orb->string_to_object( ref );43: Account_var client = Account::_narrow( obj );44: 16



45: client->deposit( 700 );46: client->withdraw( 250 );47: cout << "Balance is " << client->balance() << endl;48:49: // We don't need the server object any more. This code belongs50: // to the server implementation51: CORBA::release( server );52: return 0;53: }Lines 3{25 contain the implementation of the account object, which is quite similar tothe implementation in section 3.3.1. Note that the class Account impl inherits the fromclass Account skel, which contains the dispatcher for this interface, via a virtual publicderivation. Although the keyword virtual is not required in this case, it is a good practiseto write it anyway. This will become important when interface inheritance is discussed insection 5.5.The main() function falls into two parts which are seperated by the horizontal line(line 39): Above the separator is the server part that provides an account object, belowthe line is the client code which invokes methods on the account object provided by theserver part. Theoretically the two parts could be moved to two seperate programs andrun on two distinct machines and almost nothing had to be changed in the code. Thiswill be shown in the next section.In line 32 the Mico initialization function is used to obtain a pointer to the ObjectRequest Broker (ORB) object|a central part of each CORBA implementation. Amongothers the ORB provides methods to convert object references into a string representationand vice versa. In line 35 an account object called server is instantiated. Note that itis not permitted to allocate CORBA objects on the run{time stack. This is because theCORBA standard prescribes that every object has to be deleted with a special functioncalled CORBA::release(). Automatic allocation of an object would invoke its destructorwhen the program moves out of scope which is not permissible. In our little sampleprogram the server object is deleted explicitly in line 51.In line 36 the ORB is used to convert the object reference into a string that somehowhas to be transmitted to the client (e.g., using Email, a name service or a trader). Inour example client and server run in the same address space (i.e. the same process) sowe can turn the string into an object reference back again in line 42. Line 43 uses theAccount:: narrow() method to downcast the object reference to an Account var. Therest of main() just uses the account object which was instantiated in line 35.Account var is a smart pointer to Account instances. That is an Account var behaveslike an Account ptr except that the storage of the referenced object is automatically freedvia the aforementioned release() function when the Account var is destroyed. If youuse Account ptr instead you would have to use CORBA::release() explicitly to free theobject when you are done with it (never use delete instead of CORBA::release()).Assuming the above code is saved to a �le called account impl.cc you can compilethe code like this5:5mico-c++ and mico-ld are wrapper scripts for the C++ compiler and the linker, see section 4.6 fordetails 17



mico-c++ -I. -c account_impl.cc -o account_impl.omico-c++ -I. -c account.cc -o account.omico-ld -I. -o account account_impl.o account.o -lmico2.2.3This will generate an executable called account. Running it produces the following out-put:Server reference: IOR:1200000069643a6d69636f2d6c6f63616c2d626f61310\1000000b77a0000160000001200000069643a6d69636f2d6c6f63616c2d626f6131Balance is 450You can �nd the source code for this example in the demo/account directory within theMico source tree.3.3.3 Separating client and serverCORBA would be pretty useless if you always had to run the object implementation(server) and the client that uses the server in the same process. Here is how to separatethe client and server parts of the example in the previous section into two processesrunning on the same or on di�erent machines6.One problem you have to cope with when moving object implementation and clientinto separate address spaces is how the client gets to know the server. The solution tothis problem is called a naming service.Stringi�ed Object ReferencesThe example in section 3.3.2 already used the ORB methods object_to_string() andstring_to_object() to make a stringi�ed representation of an object reference and toturn back this string into an object, respectively.When separating client and server you have to �nd a way to transmit the stringi�edobject reference from the server to the client. If client and server run on machines thatshare a single �le system you can make the server write the string into a �le which is readby the client. Here is how to do it:1: // file account_server.cc2:3: #include <iostream.h>4: #include <fstream.h>5: #include "account.h"6:7: class Account_impl : virtual public Account_skel8: {9: // unchanged, see section "MICO Application"10: // ...11: };12:6Of course you can have some of the object implementations in the same process and some in otherprocesses. The ORB hides the actual locations of the object implementations from the user18



13:14: int main( int argc, char *argv[] )15: {16: // ORB initialization17: CORBA::ORB_var orb = CORBA::ORB_init( argc, argv, "mico-local-orb" );18: CORBA::BOA_var boa = orb->BOA_init( argc, argv, "mico-local-boa" );19:20: Account_impl* server = new Account_impl;21: CORBA::String_var ref = orb->object_to_string( server );22: ofstream out ("/tmp/account.objid");23: out << ref << endl;24: out.close ();25:26: boa->impl_is_ready( CORBA::ImplementationDef::_nil() );27: orb->run ();28: CORBA::release( server );29: return 0;30: }Account_impl, the implementation of the account object in lines 7{11 is the same as insection 3.3.2. The main() function performs ORB and BOA7 initialization in lines 16{18,which will evaluate and remove CORBA speci�c command line options from argv, seesection 4.1.1 for details. In line 20 an account object is created, lines 21{24 obtain astringi�ed object reference for this object and write it to a �le called account.objid.In line 26 the impl_is_ready() method of the BOA is called to activate the ob-jects implemented by the server. The ORB method run(), which is invoked in line 27will enter a loop to process incoming invocations8. Just before returning from main(),CORBA::release() is used in line 28 to destroy the account server object.1: // file account_client.cc2:3: #include <iostream.h>4: #include <fstream.h>5: #include "account.h"6:7: int main( int argc, char *argv[] )8: {9: // ORB initialization10: CORBA::ORB_var orb = CORBA::ORB_init( argc, argv, "mico-local-orb" );11: CORBA::BOA_var boa = orb->BOA_init( argc, argv, "mico-local-boa" );12:13: ifstream in ("/tmp/account.objid");14: char ref[1000];15: in >> ref;16: in.close ();17:18: CORBA::Object_var obj = orb->string_to_object (ref);19: Account_var client = Account::_narrow( obj );20:21: client->deposit( 700 );7The Basic Object Adapter8You can make run() exit by calling the ORB method shutdown(), see section 4.3.4 for details.19



22: client->withdraw( 250 );23: cout << "Balance is " << client->balance() << endl;24:25: return 0;26: }After ORB and BOA initialization the client's main() function reads the stringi�ed objectreference in lines 13{16 and turns it back into an account object stub in lines 18{19. Aftermaking some method invocations in lines 21-23 client will be destroyed automaticallybecause we used and Account_var smart pointer.Compile the client and server programs like this:mico-c++ -I. -c account_server.cc -o account_server.omico-c++ -I. -c account_client.cc -o account_client.omico-c++ -I. -c account.cc -o account.omico-ld -o server account_server.o account.o -lmico2.2.3mico-ld -o client account_client.o account.o -lmico2.2.3First run server and then client in a di�erent shell. The output from client will looklike this:Balance is 450Note that running the client several times without restarting the server inbetween willincrease the balance the client prints out by 450 each time! You should also note thatclient and server do not necessarily have to run on the same machine. The stringi�edobject reference, which is written to a �le called /tmp/account.objid, contains the IPaddress and port number of the server's address. This way the client can locate the serverover the network. The same example would also work in a heterogeneous environment.In that case you would have to compile two versions of account.o, one for each hardwarearchitecture. But the conversion of the parameters due to di�erent data representationsis taken care of by Mico.Naming ServiceWhat we have actually done in the last section is to implement some very simple kind ofnaming service on top of the �le system. A naming service is a mapping between namesand addresses which allows you to look up the address for a given name. For example aphone directory is a naming service: it maps people's names to phone numbers.In the CORBA context a naming service maps names to object references. The simplenaming service we implemented in the previous section maps �le names to stringi�edobject references. The OMG has de�ned a more elaborate naming service as a set ofCORBA objects, an implementation of which is now shipped with Mico. To use thename service you have to� run the name service daemon nsd� tell server and client the address of nsd using the -ORBNamingAddr option (seesection 4.1.1 for details) 20



� make the server register its o�ered objects with the name service� make the client query the name server for the serverThere is a program called nsadmin that can be used to browse and change the contentsof the naming service. The demo/naming directory contains an example how to use thename service.The MICO Binder (CORBA Extension)There is still one problem left: How do you get an object reference for the naming serviceitself? Especially if the naming service and the client reside on machines that do notshare a �le system that could be used to pass around stringi�ed object references as inthe previous section9. Because the CORBA standard does not o�er a solution to thisproblem Mico has to invent its own. Because it might be useful for other purposes aswell we decided to make the solution available to you, dear user. Note that using thisfeature makes your programs incompatible with other CORBA implementations.The Mico Binder is a very simple naming service that maps (Address, RepositoryId)pairs to object references. A RepositoryId is a string that identi�es a CORBA IDL{objectand consists of the absolute name of the IDL{object and a version number. RepositoryId'sare generated by the IDL compiler. The RepositoryId for the Account interface looks likethis:IDL:Account:1.0See section [6.6] of [5] for details on RepositoryId's. An Address identi�es one process onone computer. Mico currently de�nes three kinds of addresses: internet addresses, unixaddresses, and local addresses. An internet address is a string with the formatinet:<host name>:<port number>which refers to the process on machine <host name> that owns the TCP port <port number>.Unix addresses look likeunix:<socket file name>and refer to the process on the current machine that owns the unix{domain socket10 boundto <socket file name>. Local addresses look likelocal:and refer to the process they are used in (i.e., this process). Here is an adaption of theaccount example which uses the Mico binder:9The CORBA standard o�ers the ORB method resolve initial references() to obtain an objectreference for the naming service. But that only moves the problem to the ORB instead of solving it.10Unix{domain sockets are named, bidirectional pipes.21



1: // file account_server2.cc2:3: #include "account.h"4:5: class Account_impl : virtual public Account_skel6: {7: // unchanged, see section "MICO Application"8: // ...9: };10:11:12: int main( int argc, char *argv[] )13: {14: // ORB initialization15: CORBA::ORB_var orb = CORBA::ORB_init( argc, argv, "mico-local-orb" );16: CORBA::BOA_var boa = orb->BOA_init( argc, argv, "mico-local-boa" );17:18: Account_impl* server = new Account_impl;19:20: boa->impl_is_ready( CORBA::ImplementationDef::_nil() );21: orb->run ();22: CORBA::release( server );23: return 0;24: }The server is essentially the same as in 3.3.3 except that it does not write a stringi�edobject reference to a �le. Here is the client:1: // file account_client2.cc2:3: #include "account.h"4:5:6: int main( int argc, char *argv[] )7: {8: // ORB initialization9: CORBA::ORB_var orb = CORBA::ORB_init( argc, argv, "mico-local-orb" );10: CORBA::BOA_var boa = orb->BOA_init( argc, argv, "mico-local-boa" );11:12: CORBA::Object_var obj13: = orb->bind ("IDL:Account:1.0", "inet:localhost:8888");14: if (CORBA::is_nil (obj)) {15: // no such object found ...16: }17: Account_var client = Account::_narrow( obj );18:19: client->deposit( 700 );20: client->withdraw( 250 );21: cout << "Balance is " << client->balance() << endl;22:23: return 0;24: }After completing ORB and BOA initialization the client uses bind() to bind to an objectwith repository id IDL:Account:1.0 that is running in the process that owns port 888822



on the same machine. Lines 14{16 check if the bind failed. Everything else is the sameas in section 3.3.3. Compile:mico-c++ -I. -c account.cc -o account.omico-c++ -I. -c account_server2.cc -o account_server2.omico-c++ -I. -c account_client2.cc -o account_client2.omico-ld -o server2 account.o account_server2.o -lmico2.2.3mico-ld -o client2 account.o account_client2.o -lmico2.2.3Start the server like this, telling it to run on port number 8888:./server2 -ORBIIOPAddr inet:localhost:8888Run the client in a di�erent shell without any arguments. It should behave the same wayas the client from section 3.3.3.If a server o�ers several objects (lets say A and B) of the same type (i.e., with the samerepository id) and a client wants to bind to A it needs a means to distinguish objects ofthe same type. This is accomplished by assigning objects an identi�er during creationin the server and specifying this identi�er as an extra argument to bind() in the client.The identi�er is of type BOA::ReferenceData, which is a sequence of octets. You canuse ORB::string_to_tag() and ORB::tag_to_string() to convert a string into such anidenti�er and vice versa. Here are the changes to the server code:1: #include "account.h"2:3: class Account_impl : virtual public Account_skel {4: public:5: Account_impl (const CORBA::BOA::ReferenceData &refdata)6: : Account_skel (refdata)7: {8: _current_balance = 0;9: }10: // remaining parts unchanged11: };12:13: int main( int argc, char *argv[] )14: {15: ...16: CORBA::BOA::ReferenceData_var id17: = CORBA::ORB::string_to_tag ("foo");18: Account_impl* server = new Account_impl (id);19: ...20: }Changes to the client:1: #include "account.h"2:3: int main( int argc, char *argv[] )4: {5: ... 23



6: CORBA::BOA::ReferenceData_var id7: = CORBA::ORB::string_to_tag ("foo");8: CORBA::Object_var obj9: = orb->bind ("IDL:Account:1.0", id, "inet:localhost:8888");10: ...11: }To avoid hardcoding the address of the server into the client you can leave out thesecond argument to bind() and specify a list of addresses to try using the -ORBBindAddrcommand line option. For example./client -ORBBindAddr local: -ORBBindAddr inet:localhost:8888will make bind() try to bind to an account object in the same process and if that failsit will try to bind to an account object running in the server than owns port 8888 onthe same machine. Note that addresses speci�ed using -ORBBindAddr are only taken intoaccount if you to not specify an explicit address.The demo/account2 directory contains an example that uses the Mico binder.
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Chapter 4Implementation OverviewThis chapter gives you an overview of how Mico implements the CORBA 2 speci�cation,the implementation components it consists of and how those components are being used.A CORBA 2 implementation consists of the following logical components:� the Object Request Broker (ORB) provides for object location and method invoca-tion.� the interface repository stores runtime type information.� one or more object adapters which form the interface between object implementa-tions and the ORB; at least the Basic Object Adapter (BOA) has to be provided,part of which is the implementation repository that stores information about howto activate object implementations.� the IDL compiler generates client stubs, server skeletons and marshalling code froma CORBA IDL according to the supported language mappings.Each of these logical components has to be mapped to one or more implementation com-ponents, which are described in the next sections.4.1 ORBThe ORB is implemented as a library (libmico2.2.3.a) that is linked into each Micoapplication.4.1.1 ORB InitializationEvery Mico application has to call the ORB initialization function ORB_init() beforeusing Mico functionality.int main (int argc, char *argv[]){ CORBA::ORB_var orb = CORBA::ORB_init (argc, argv, "mico-local-orb");...} 25



That way the ORB has access to the applications command line arguments. After evalu-ating them the ORB removes the command line options it understands so the applicationdoesn't have to care about them. You can also put ORB command line arguments intoa �le called .micorc in your home directory. Arguments given on the command lineoverride settings from .micorc. Here is a description of all ORB speci�c command linearguments:-ORBNoIIOPServerDo not activate the IIOP server. The IIOP server enables other processes to invokemethods on objects in this process using the Internet Inter ORB Protocol (IIOP).If for some reason you do not want other processes to be able to invoke objects inthis process you can use this option. Default is to activate the IIOP server.-ORBNoIIOPProxyDo not activate the IIOP proxy. The IIOP proxy enables this process to invokemethods on objects in other processes using IIOP. If you do not want or need thisyou can use this option. Default is to activate the IIOP proxy.-ORBIIOPAddr <address>Set the address the IIOP server should run on. See section 3.3.3 for details onaddresses. If you do not specify this option the IIOP server will choose an unusedaddress. This option can be used more than once to make the server listen on severaladdresses (e.g., a unix: and an inet: address).-ORBId <ORB identifier>Specify the ORB identi�er, mico-local-orb is currently the only supported ORBidenti�er. This option is intended for programs that needed access to di�erentCORBA implementations in the same process. In this case the option -ORBId isused to select one of the CORBA implementations.-ORBImplRepoIOR <impl repository IOR>Specify a stringi�ed object reference1 for the implementation repository the ORBshould use.-ORBImplRepoAddr <impl repository address>Specify the address of a process that runs an implementation repository. The ORBwill then try to bind to an implementation repository object using the given address.See 3.3.3 for details on addresses and the binder. If the bind fails or if you didneither specify -ORBImplRepoAddr nor -ORBImpRepoIOR the ORB will run a localimplementation repository.-ORBIfaceRepoIOR <interface repository IOR>The same as -ORBImplRepoIOR but for the interface repository.-ORBIfaceRepoAddr <interface repository address>The same as -ORBImplRepoAddr but for the interface repository.1IOR means Interoperable Object Reference 26



-ORBNamingIOR <naming service IOR>The same as -ORBImplRepoIOR but for the naming service.-ORBNamingAddr <naming address>The same as -ORBImplRepoAddr but for the naming service.-ORBDebugLevel <level>Specify the debug level. <level> is a non{negative integer with greater values givingmore debug output on cerr.-ORBBindAddr <address>Specify an address which bind(const char *repoid) should try to bind to. Thisoption can be used more than once to specify multiple addresses.-ORBConfFile <rcfile>Speci�es the �le from which to read additional command line options (defaults to~/.micorc).-ORBNoCodeSetsDo not add code set information to object references. Since code set conversion isa CORBA 2.1 feature this option may be needed to talk to ORBs which are notCORBA 2.1 compliant. Furthermore it may gain some extra speed.-ORBNativeCS <pattern>Speci�es the code set the application uses for characters and strings. <pattern>is a shell{like pattern that must match the description �eld of a code set in theOSF code set registry2. For example the pattern *8859-1* will make the ORB usethe code set ISO{8859{1 (Latin 1) as the native char code set, which is the defaultif you do not specify this option. The ORB uses this information to automaticallyconvert characters and strings when talking to an application that uses a di�erentcode set.-ORBNativeWCS <pattern>Similar to -ORBNativeWCS, but speci�es the code set the application uses to widecharacters and wide strings. Defaults to UTF-16, a 16 bit encoding of Unicode.4.1.2 Obtaining Initial ReferencesThe ORB o�ers two functions for obtaining object references for the interface repository,the implementation repository, and the naming service. Here is an example that shows howto obtain a reference for the interface repository using resolve_initial_references():int main (int argc, char *argv[]){ CORBA::ORB_var orb = CORBA::ORB_init (argc, argv, "mico-local-orb");2See �les admin/code set registry.txt and admin/mico code set registry.txt in the Micosource tree. 27



...CORBA::Object_var obj =orb->resolve_initial_references ("InterfaceRepository");CORBA::Respository_var repo = CORBA::Repository::_narrow (obj);...}If you specify the interface repository by using the ORB command line option -ORBIfaceRepoAddror -ORBIfaceRepoIOR, the reference returned from resolve_initial_references() willbe the one you speci�ed. Otherwise the ORB will run a local interface repository and youwill get a reference to this one.Obtaining a reference to the implementation repository ("ImplementationRepository")and the naming service ("NameService") works the same way as for the interface reposi-tory.There is another method called list_initial_reference() that returns a list ofnames which can be used as arguments for resolve_initial_references(). Here ishow to use it:int main (int argc, char *argv[]){ CORBA::ORB_var orb = CORBA::ORB_init (argc, argv, "mico-local-orb");...CORBA::ORB::ObjectIdList_var ids = orb->list_initial_references ();for (int i = 0; i < ids->length(); ++i)cout << ids[i] << endl;...}4.2 Interface RepositoryThe interface repository is implemented by a separate program (ird). The idea is to runone instance of the program and make allMico applications use the same interface reposi-tory. As has been mentioned in section 4.1.2 the command line option -ORBIfaceRepoAddrcan be used to tell a Mico application which interface repository to use. But where toget the address of the ird program from? The solution is to tell ird an address it shouldbind to by using the -ORBIIOPAddr. Here is an example of how to run ird:ird -ORBIIOPAddr inet:<ird-host-name>:8888where <ird-host-name> should be replaced by the name of the host ird is executed.Afterwards you can run Mico applications this way:some_mico_application -ORBIfaceRepoAddr inet:<ird-host-name>:8888To avoid typing in such long command lines you can put the option into the �le .micorcin your home directory: 28



echo -ORBIfaceRepoAddr inet:<ird-host-name>:8888 > ~/.micorcNow you can just type:some_mico_applicationand some_mico_application will still use the ird's interface repository.ird can be controlled by the following command line arguments:--helpShow a list of all supported command line arguments and exit.--db <database file>Speci�es the �le name where ird should save the contents of the interface repos-itory when exiting3. When ird is restarted afterwards it will read the �le givenby the --db option to restore the contents of the interface repository. Notice thatthe contents of this database �le is just plain ASCII representing a CORBA IDLspeci�cation.4.3 BOAThe Basic Object Adapter (BOA) is the only object adapter speci�ed by CORBA 2. Oneof its main features is the ability to activate object implementations4 when their serviceis requested by a client. Using the implementation repository the BOA decides how anobject implementation has to be activated5.To ful�ll these requirements of the CORBA 2 speci�cation the BOA is implementedpartially by a library (libmico2.2.3.a) and partially by a separate program (micod)called the BOA daemon.4.3.1 BOA InitializationSimilar to the ORB initialization described in section 4.1.1 the BOA has to be initializedlike this:int main (int argc, char *argv[]){ CORBA::ORB_var orb = CORBA::ORB_init (argc, argv, "mico-local-orb");CORBA::BOA_var boa = orb->BOA_init (argc, argv, "mico-local-boa");...}3ird is terminated by pressing ctrl-c or by sending it the SIGTERM signal4which basically means running a program that implements an object5i.e. which program has to be run with which options and what activation policy has to be used forthe implementation 29



That way it has access to the applications command line arguments. After evaluatingthem the BOA will remove the command line options it knows about from argv. Asfor the ORB you can put BOA speci�c command line options into a �le called .micorcin your home directory. Arguments given on the command line override settings from.micorc. Here is a list of command line options the BOA understands:-OAId <BOA identifier>Specify the BOA identi�er, mico-local-boa is the only currently supported BOAidenti�er.-OAImplName <name of the object implementation>Tell a server its implementation name. This option must be used when launching apersistent server that should register with the BOA daemon.-OARestoreIOR <IOR to restore>This options is part of the interface between the BOA daemon and an object imple-mentation. Do not use this option!-OARemoteIOR <remote BOA IOR>This options is part of the interface between the BOA daemon and an object imple-mentation. Do not use this option!-OARemoteAddr <remote BOA address>This option tells an object implementation the address of the BOA daemon. Youshould use this option only when starting persistent servers that should register withthe BOA daemon. See section 4.3.4 for details.4.3.2 BOA DaemonThe BOA daemon (micod) is the part of the basic object adapter that activates objectimplementations when their service is requested. Moreover micod contains the implemen-tation repository. To make all Mico applications use a single implementation repositoryyou have to take similar actions as for the interface repository as described in section4.2. That is you have to tell micod an address to bind to using the -ORBIIOPAddr optionand tell all Mico applications this address by using the -ORBImplRepoAddr option. Forexample:micod -ORBIIOPAddr inet:<micod-host-name>:9999Now you can run all Mico applications like this:some_mico_application -ORBImplRepoAddr inet:<micod-host-name>:9999or you can put the option into .micorc and run some_mico_application without argu-ments.micod understands the following command line arguments:30



--helpShow a list of all supported command line arguments and exit.--db <database file>Speci�es the �le name where micod should save the contents of the implementationrepository when exiting6. When micod is restarted afterwards it will read the �legiven by the --db option to restore the contents of the implementation repository.4.3.3 Implementation RepositoryThe implementation repository is the place where information about an object implemen-tation (also known as server) is stored. The CORBA 2 speci�cation gives you only anidea what the implementation repository is for, but does not specify the interface to it. Sothe design of the implementation repository isMico speci�c. Here is the IDL forMico'simplementation repository:1: module CORBA {2: /*3: * Implementation Repository Entry4: */5: interface ImplementationDef {6:7: enum ActivationMode {8: ActivateShared, ActivateUnshared,9: ActivatePerMethod,10: ActivatePersistent,11: ActivateLibrary12: };13:14: typedef sequence<string> RepoIdList;15:16: attribute ActivationMode mode;17: attribute RepoIdList repoids;18: readonly attribute string name;19: attribute string command;20: };21:22: /*23: * Implementation Repository24: */25: interface ImplRepository {26: typedef sequence<ImplementationDef> ImplDefSeq;27:28: ImplementationDef create (...);29: void destroy (in ImplementationDef impl_def);30: ImplDefSeq find_by_name (in string name);31: ImplDefSeq find_by_repoid (in string repoid);32: ImplDefSeq find_all ();33: };34: };6micod is terminated by pressing ctrl-c or by sending it the SIGTERM signal31



Interface ImplRepository de�ned in lines 25{33 is the implementation repository itself.It contains methods for creating, destroying and �nding entries. An implementationrepository entry is de�ned by interface ImplementationDef in lines 5{20. There is exactlyone entry for each server which contains� name� activation mode� shell command or loadable module path� list of repository idsfor the sever. The name uniquely identi�es the server. The activation mode tells the BOAwhether the server should be activated once (shared server), once for each object instance(unshared server), once for each method invocation (per method server), or not at all(persistent server). See section 4.3.4 for details on activation modes. The shell commandis executed by the BOA whenever the server has to be (re)started. Activation mode libraryis used for loading servers into the same process as the client during runtime. Instead ofa shell command you have to specify the path of the loadable server module for libraryactivation mode. Finally there is a repository id for each IDL interface implemented bythe server. See section 3.3.3 for details on repository ids.If you have written a server that should be activated by the BOA daemon when itsservice is requested you have to create an entry for that server. This can be accomplishedby using the program imr. imr can be used to list all entries in the implementationrepository, to show detailed information for one entry, to create a new entry, and to deletean entry.The implementation repository is selected by the -ORBImplRepoAddr or -ORBImplRepoIORoptions, which you usually put into your .micorc �le.Listing All EntriesJust issue the following command:imr listand you will get a listing of the names of all entries in the implementation repository.Details For One Entryimr info <name>will show you detailed information for the entry named <name>.
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Creating New Entriesimr create <name> <mode> <command> <repoid1> <repoid2> ...will create a new entry with name <name>. <mode> is one of� persistent� shared� unshared� permethod� library� poa<command> is the shell command that should be used to start the server. Note thatall paths have to be absolute since micod's current directory is probably di�erent fromyour current directory. Furthermore you have to make sure that the server is locatedon the same machine as micod, otherwise you have to use rsh; see below for examples.<repoid1>, <repoid2> and so on are the repository ids for the IDL interfaces implementedby the server.Deleting Entriesimr delete <name>will delete the entry named <name>.Forcing Activation of an ImplementationRegistering an implementation in the implementation repository does not automaticallyactivate the implementation. Usually a non{persistent implementation is only activatedby the BOA daemon when its service is requested by a client. But sometimes you have toforce activation of an implementation, for instance to make the implementation registeritself with a naming service.imr activate <name> [<micod-address>]will activate the implementation named <name>. To do this imr needs to know the addressof the BOA daemon. Usually this is the same address as for the implementation repositoryand you do not need to specify <micod-address>. Only if the BOA daemon is bound toan address di�erent from the implementation repository address and di�erent from theaddresses speci�ed using the -ORBBindAddr option you have to specify <micod-address>as a command line option to imr. 33



ExamplesAssume we want to register the account server account_server2 from section 3.3.3 as ashared server. Furthermore assume that neither micod nor ird have been started yet, sowe have to get them running �rst. Assuming the hostname is zirkon, you have to do thefollowing:# create .micorc (only do that once)echo -ORBIfaceRepoAddr inet:zirkon:9000 > ~/.micorcecho -ORBImplRepoAddr inet:zirkon:9001 >> ~/.micorc# run irdird -ORBIIOPAddr inet:zirkon:9000# run micod in a different shellmicod -ORBIIOPAddr inet:zirkon:9001Now we are prepared to create the implementation repository entry for account_server2.Recall that this server implemented the interface Account whose repository id is IDL:Account:1.0.Assuming account_server2 has been copied to /usr/bin you can create the implemen-tation repository entry using the following command:imr create Account shared /usr/bin/account_server2 IDL:Account:1.0If account_server2 is located on host diamant (i.e., not on zirkon) you have to usethe rsh command. This requires of course that you have entries in your .rhosts �lethat allow micod to execute programs on diamant. Here is the command to create theimplementation repository entry:imr create Account shared "rsh diamant /usr/bin/account_server2" \IDL:Account:1.0Now you should change account_client2.cc to bind to the address of micod. Notethat you no longer need to know the address of the account server account_server2, youonly need to know the address of micod. Here is the part of account_client2.cc thathas to be changed:// account_client2.cc...CORBA::Object_var obj =orb->bind ("IDL:Account:1.0", "inet:zirkon:9001");...Running the recompiled client will automatically activate account_server2.Creating an entry for a loadable module (library activation mode) looks like this if/usr/local/lib/module.so is the path to the module:imr create Account library /usr/local/lib/module.so IDL:Account:1.0Note that you have to make sure that a loadable module and a client that wants to makeuse of the module reside on the same machine.34



4.3.4 Activation ModesAs mentioned in the previous section the BOA supports several activation modes. Usingthem is not simply a matter of creating an implementation repository entry, instead anobject implementation has to use special BOA functionality according to the selectedactivation mode. This section gives you some details on this topic.Activation Mode SharedShared servers can serve any number of object instances, which is probably the mostwidely used approach. The account server from section 3.3.3 is an example for a sharedserver. Lets look at the code again:1: // file account_server2.cc2:3: #include "account.h"4:5: class Account_impl : virtual public Account_skel6: {7: // unchanged, see section "MICO Application"8: // ...9: };10:11:12: int main( int argc, char *argv[] )13: {14: // ORB initialization15: CORBA::ORB_var orb = CORBA::ORB_init( argc, argv, "mico-local-orb" );16: CORBA::BOA_var boa = orb->BOA_init( argc, argv, "mico-local-boa" );17:18: Account_impl* server = new Account_impl;19:20: boa->impl_is_ready( CORBA::ImplementationDef::_nil() );21: orb->run ();22: CORBA::release( server );23: return 0;24: }After creating the implementation repository entry for the account server using theimr utility the account server stays inactive until the account client wants to bind toan object with repository id IDL:Account:1.0. The BOA daemon recognizes that thereare no active account objects and consults the implementation repository for servers thatimplement objects with repository id IDL:Account:1.0. It will �nd the account serverand run it. The account server in turn creates an account object in line 18, which willbe announced to the BOA daemon. The server uses impl_is_ready() to tell the BOAdaemon that it has completed initialization and is prepared to receive method invocations.The BOA daemon in turn �nds the newly created account object and answers the bindrequest from the client with it. Finally run() is called on the ORB to start processingevents.run() will wait for requests and serve them as they arrive until the deactivate_impl()method is called, which deactivates the server. Calling the ORB method shutdown() will35



make run() return and the account server will exit. If method invocations arrive afterthe server has exited the BOA daemon will restart the server. See section 4.3.5 for detailson restaring servers.There are many reasons for calling deactivate_impl(). For example we could aug-ment the account objects interface by a management interface that o�ers a method exit()that will shut down the account server7:// account.idlinterface Account {...void exit ();};The implementation of the exit() method would look like this:// account.idlclass Account_impl : virtual public Account_skel {...public:...virtual void exit (){ CORBA::BOA_var boa = _boa();CORBA::ORB_var orb = _orb();boa->deactivate_impl (CORBA::ImplementationDef::_nil());orb->shutdown (TRUE);}};Note that we passed a NIL ImplementationDef to deactivate_impl() as well as toimpl_is_ready(). Usually the implementation repository has to be searched to �nd theentry for the server and pass this one. When passing NIL the entry will be searched bythe BOA. shutdown() has a boolean wait parameter which controls whether the ORBshould immediately stop processing events (wait=FALSE) or wait until all pending requestshave completed (wait=TRUE).Activation Mode PersistentPersistent servers are just like shared servers, except that the BOA daemon does notactivate them. Instead they have to be started by means outside of the BOA, e.g. by asystem administrator or a shell script. The code of a persistent server looks exactly likethat of a a shared server. But note that once deactivate_impl() and shutdown() arecalled the server will not be restarted by the BOA daemon.That means persistent servers do not need a running BOA daemon. Instead clients canconnect directly to the object implementation, giving you better performance. See section3.3.3 for an example. However, there is a reason to have even persistent servers registerwith the BOA daemon: you can do a bind() using the address of the BOA daemon, that7Usually one would de�ne a new interface ManagedObject that contains the management operationsand derive Account from ManagedObject. We don't do this here for ease of exposition.36



is you do not need to know the address of the persistent server. Making a persistent serverregister with the BOA daemon is done like this:some_server -OARemoteAddr <micod-address> -ORBImplRepoAddr <micod-address> \-OAImplName <impl-name>where <micod-address> is the address micod is bound to8. This is usually the sameaddress you used as an argument to -ORBIIOPAddr when starting micod. See section 3.3.3for details on addresses, sections 4.1.1 and 4.3.1 for details on command line arguments.<impl-name> is the name of the entry in the implementation repository the correspondsto the server.Activation Mode UnsharedUnshared servers are similar to shared servers. The di�erence is that each instance of anunshared server can only serve one object instance. That is for N objects you need Nrunning instances of an unshared server.Furthermore you cannot use impl_is_ready() and deactivate_impl() but have touse obj_is_ready() and deactivate_obj() instead. Here is the main() function of anunshared account server:1: // file account_server2.cc2:3: #include "account.h"4:5: class Account_impl : virtual public Account_skel6: {7: // unchanged, see section "MICO Application"8: // ...9: };10:11:12: int main( int argc, char *argv[] )13: {14: // ORB initialization15: CORBA::ORB_var orb = CORBA::ORB_init( argc, argv, "mico-local-orb" );16: CORBA::BOA_var boa = orb->BOA_init( argc, argv, "mico-local-boa" );17:18: Account_impl* server = new Account_impl;19:20: boa->obj_is_ready (server, CORBA::ImplementationDef::_nil());21: orb->run ();22: CORBA::release( server );23: return 0;24: }The exit() method would look like this in an unshared server:8The -ORBImplRepoAddr option is usually already in your .micorc �le, so you do not have to specifyit. 37



// account.idlclass Account_impl : virtual public Account_skel {...public:...virtual void exit (){ CORBA::BOA_var boa = _boa();CORBA::ORB_var orb = _orb();boa->deactivate_obj (this);orb->shutdown (TRUE);}};Although an unshared server instance can only serve one object instance it can createmore than one object instance. Imagine for instance a bank object// bank.idlinterface Bank {Account create ();void destroy (in Account account);};that can create new account objects and destroy account objects that are no longerneeded9. The implementation of the create() method in an unshared server would looklike this:1: // bank_server.cc2: class Bank_impl : virtual public Bank_skel {3: ...4: public:5: ...6: virtual Account_ptr create ()7: {8: Account_ptr account = new Account_impl;9:10: CORBA::BOA_var boa = _boa();11: boa->deactivate_obj (account);12:13: return Account::_duplicate (account);14: }15: };Note that line 11 calls deactivate_obj() on the newly created object10. This will tell theBOA daemon that you are not going to serve this object, instead a new server instancehas to be activated for serving the newly created account object. For this to work youmust of course implement saving and restoring for your objects as described in section4.3.5.If you need access to the newly created account object from within the server whereit was �rst created you need to take special actions. The reason for this is that the9Such a design pattern is called a factory.10If you delete lines 10 and 11 you will get the code for create() in a shared or persistent server.38



created account object is initially an account object implementation (Account_impl),but in order to access the moved account object in the other server you need an accountstub (Account_stub). Here is how to create this stub:1: // bank_server.cc2: class Bank_impl : virtual public Bank_skel {3: ...4: public:5: ...6: virtual Account_ptr create ()7: {8: CORBA::BOA_var boa = _boa();9: CORBA::ORB_var orb = _orb();10:11: Account_ptr account = new Account_impl;12: boa->deactivate_obj (account);13:14: // turn 'account' into a stub15: CORBA::String_var ref = orb->object_to_string (account);16: CORBA::release (account);17: CORBA::Object_var obj = orb->string_to_object (ref);18: account = Account::_narrow (obj);19:20: // now you can invoke methods on (the remote) 'account'21: account->deposit (100);22:23: return Account::_duplicate (account);24: }25: };The demo/account3 directory contains a complete example for an unshared serverthat creates more than one object.Activation Mode Per MethodPer Method servers are similar to unshared servers, except that a new server instance islaunched for each method invocation. The code for a per method server looks the same asfor an unshared server. But note that run() will return after the �rst method invocation,whereas in an unshared server run() will not return until you call shutdown().Activation Mode LibraryAll activation modes discussed up until now assume client and server are di�erent pro-grams that run in separate processes. This approach has the advantage that client andserver can be bound to each other dynamically during runtime. The drawback is theoverhead for doing method invocations across process boundaries using some kind of IPC.The activation mode library eliminates this drawback while still allowing runtime binding.This is achieved by loading an object implementation (called a module from now on) intothe running client. Invoking methods on an object loaded this way is as fast as a C++method invocation. 39



A client that wants to use this feature does not di�er from other clients, only theloadable module requires special code and you have to create a special entry in the im-plementation repository. To give you an example we want to change the bank accountexample from section 3.3.3 to make use of dynamic loading. The only change in theclient is the address speci�ed in the call to bind(): we have to use "local:" insteadof "inet:localhost:8888", because we want to bind to the dynamically loaded objectrunning in the same process:1: // file account_client2.cc2:3: #include "account.h"4:5:6: int main( int argc, char *argv[] )7: {8: // ORB initialization9: CORBA::ORB_var orb = CORBA::ORB_init( argc, argv, "mico-local-orb" );10: CORBA::BOA_var boa = orb->BOA_init( argc, argv, "mico-local-boa" );11:12: CORBA::Object_var obj13: = orb->bind ("IDL:Account:1.0", "local:");14: if (CORBA::is_nil (obj)) {15: // no such object found ...16: }17: Account_var client = Account::_narrow( obj );18:19: client->deposit( 700 );20: client->withdraw( 250 );21: cout << "Balance is " << client->balance() << endl;22:23: return 0;24: }Here is the code for the loadable module:0: // file module.cc1:2: #include "account.h"3: #include <mico/template_impl.h>4:5: class Account_impl : virtual public Account_skel6: {7: // unchanged, see section "MICO Application"8: // ...9: };10:11: static Account_ptr server = Account::_nil();12:13: extern "C" CORBA::Boolean14: mico_module_init (const char *version)15: {16: if (strcmp (version, MICO_VERSION))17: return FALSE; 40



18: server = new Account_impl;19: return TRUE;20: }21:22: extern "C" void23: mico_module_exit ()24: {25: CORBA::release (server);26: }Lines 13{20 de�ne a function mico_module_init() that is called when the module isloaded into the running client. Note that this function must be declared as extern "C"to avoid C++ name mangling. The version argument to mico_module_init() is a stringspecifying theMico{version of the client the module is loaded into. Lines 16 and 17 checkif this version is the same as the Mico{version the module was compiled with and makemodule initialization fail by returning FALSE if they di�er. Otherwise a new account objectis created and TRUE is returned indicating successful module initialization. Note thatmico_module_init() must not perform ORB and BOA initialization since the client themodule is loaded into did this already. The function mico_module_exit() is called justbefore the module is unloaded from the client and should release all allocated resources: inour example the account object created in mico_module_init(). mico_module_exit()is only called if mico_module_init() returned TRUE. Modules have to be compiled as ashared library, see section 4.6 for details and an example.Although communication does not go through the BOA daemon when using load-able modules you need a running micod because you have to create an implementationrepository entry for the module. See section 4.3.3 for details. The directory demo/shlibcontains a complete example.There is currently one problem with loadable modules: throwing exceptions from aloadable module into non{loadable module code results in a segmentation fault. This isnot a bug in Mico but in the GNU{C++ compiler and/or dynamic loader.4.3.5 Making Objects PersistentIn the last section we saw two cases where an object had to be \moved" between twodi�erent instances of a server11:� if an unshared or per method server creates a second object it has to be moved toa new server instance.� if a server terminates and is restarted later all the objects of the terminated serverhave to be moved to the restarted server.In all these cases the state of the moved object has to be saved before and restoredafter moving. Because the BOA has no information about the internal state of an object11Note that the CORBA 2 speci�cation only gives you some vague idea of object persistence but omitsany implementation details. That is why everything explained in this section is Mico{speci�c and willnot work with other CORBA implementations. 41



the user has to provide code for saving and restoring. However, the BOA o�ers you somesupport methods.Saving is done in the _save_object() method of the object implementation. If youdo not provide this method for an object, _save_object() from the base class will beused, which will cause the object to be treated as transient (i.e., it will not be restoredlater). Let us again consider the account example. The internal state of an account objectconsists of the current balance. Here is how to save the state:1: // account_server3.cc2:3: #include "account.h"4: #include <iostream.h>5: #include <fstream.h>6:7: class Account_impl : virtual public Account_skel {8: CORBA::Long _current_balance;9: public:10: ...11: virtual CORBA::Boolean _save_object ()12: {13: ofstream out (_ident());14: out << _current_balance;15: return TRUE;16: }17: };Pretty simple, eh? We just open a �le and write the balance into it. The only noteworthything is the �le name, which is obtained by using the _ident() method. The returnedstring is guaranteed to be unique among all objects managed by a single BOA daemon.If you use multiple BOA daemons or use persistent servers that do not register with theBOA you have to make sure no name clashes occur. One way to do this is to createa new directory where all the �les are created, in our example /tmp/account/ wouldbe appropriate. Another way to distinguish di�erent instances (objects) of on interface(class) is to use BOA::ReferenceData. See demo/account2 for an example.Restoring the state takes a bit more code. You need to subclass the abstract baseclassCORBA::BOAObjectRestorer providing an implementation for the restore() method:1: // account_server3.cc2:3: class AccountLoader : public CORBA::BOAObjectRestorer {4: public:5: CORBA::Boolean restore (CORBA::Object_ptr obj)6: {7: if (!strcmp (obj->_repoid(), "IDL:Account:1.0")) {8: new Account_impl (obj);9: return TRUE;10: }11: // dont know about such objects12: return FALSE;14: }15: }; 42



restore() receives an object reference for the object that has to be restored. We usethe _repoid() method to �nd out the repository id12 of the object to be restored. If itis equal to the repository id of account objects ("IDL:Account:1.0") we can go on withrestoring, otherwise we just return FALSE indicating that we cannot restore the object.Restoring the object is now just a matter of calling a special Account_impl constructorwhich we still have to de�ne:1: // account_server3.cc2:3: class Account_impl : virtual public Account_skel {4: CORBA::Long _current_balance;5: public:6: ...7: Account_impl (CORBA::Object_ptr obj)8: : Account_skel (obj)9: {10: ifstream in (obj->_ident());11: in >> _current_balance;12: }13: };The constructor is basically the counterpart to _save_object(). It uses _ident() toobtain the identi�cation string of the object to be restored, opens the associated �le andreads in the current balance. Note the invocation of the base class constructor in line 8,which is very important. If you forget this line the code will still compile but will giveyou strange results, because the default Account_skel constructor will be used, which isan error.Note that we have omitted error handling for the ease of exposition. Usually one wouldcheck if the �le exists and its contents are valid. If an error is detected you should makeAccountLoader::restore() return FALSE13.Now what is left to do is to create an instance of the AccountLoader class. Note thatyou have to create at least one such instance before you do ORB and BOA initialization,because restoring can already occur during BOA initialization. Of course you can createserveral di�erent BOAObjectRestorer subclasses each of which handles special kinds ofobjects. When an object has to be restored the restore() methods of the existing restorerobjects are called until eventually one returns TRUE. Note that you should not create newobjects if any objects are being restored, because otherwise you would get an in�nitelygrowing number of objects over time. The BOA method restoring() returns TRUE ifobjects are being restored, FALSE otherwise. Here is the main() function:1: // account_server3.cc2:3: int main (int argc, char *argv[])4: {5: // create loader *before* BOA initialization6: AccountLoader loader;7:12See section 3.3.3 for details on repository ids.13For instance by throwing an exception that is caught in restore().43



8: CORBA::ORB_var orb = CORBA::ORB_init (argc, argv, "mico-local-orb");9: CORBA::BOA_var boa = orb->BOA_init (argc, argv, "mico-local-boa");10:11: if (!boa->restoring()) {12: // create new objects only if not restoring13: new Account_impl;14: }15: boa->impl_is_ready (CORBA::ImplementationDef::_nil());16: orb->run ();17: return 0;18: }In an unshared or per method server you would callboa->obj_is_ready (CORBA::Object::_nil(),CORBA::ImplementationDef::_nil());instead of impl_is_ready(). The sources for a complete example can be found indemo/account2.Sometimes it is handy to know when saving of objects can occur. But you cannot relyon this being the only occurences of object saving:1. Just before a server is exiting all the objects that have not been released are saved. Ifyou do not want an object to be saved you must make its _save_object() methodreturn FALSE or do not provide a _save_object() method at all. The object willthen be treated as transient (i.e., it will not outlive the process it was created in).2. When you call deactivate_obj() on an object in an unshared or per method serversaving is done during the call to deactivate_obj(). Objects saved this way willnot be saved again at server exit according to 1.3. When you call deactivate_impl() in a shared or persistent server saving of allcurrently activate objects is done during the call to deactivate_impl(). Objectssaved this way will not be saved again at server exit according to 1.4. When you migrate an object saving of it is done during the call to change_implementation(),see section 4.3.6 for details. Objects saved this way will not be saved again at serverexit according to 1.Note that it is quite likely that invocations on objects will occure after a call todeactivate_obj(), deactivate_impl(), or change_implementation() because the serverhas to execute all (bu�ered) invocations that arrived up until your call to one of the abovementioned methods. So your code must be prepared to handle this.Although the actual code for saving and restoring the state of an account object aretwo{liners each real world applications often require complex code for making objectspersistent. Therefore the OMG has speci�ed the Persistent Object Service (POS), animplementation of which is not yet provided by Mico.44



4.3.6 Migrating ObjectsUp until now we described how objects are moved between di�erent instances of thesame server. Here we explain how to move objects between two completely di�erentservers. This is for example useful if a server has to be replaced by a new version withoutinterrupting usual business.Recall that we augmented the account object by a management interface in section4.3.4. The management interface o�ered a method exit() that terminates the serverwhen invoked. Now let us add a method migrate() that migrates an account object toa new server. The new server is speci�ed through an implementation repository entry.// account.idlinterface Account {...void migrate (in CORBA::ImplementationDef destination);};Here is the implementation of the migrate() method:1: #include "account.h"2:3: class Account_impl : virtual public Account_skel {4: ...5: public:6: ...7: virtual void migrate (CORBA::ImplementationDef_ptr dest)8: {9: CORBA::BOA_var boa = _boa();10: boa->change_implementation (this, dest);11: }12: };The change_implementation() in line 10 does the whole job. It will save the object'sstate as described in section 4.3.4 and tell the BOA daemon to use the new implementationfrom now on. See demo/account4 for an example.The current version of Mico can only perform the migration when the destinationimplementation is not currently active, which means that:� you cannot migrate an object to a persistent server� you cannot migrate an object to a shared server that is already runningThis limitation will be removed in a future version of Mico.4.4 POAThe Basic Object Adapter provides a bare minimum of functionality to server applications.As a consequence, many ORBs added custom extensions to the BOA to support morecomplex demands upon an object adapter, making server implementations incompatibleamong di�erent ORB vendors. In CORBA 2.2, the new Portable Object Adapter wasintroduced. It provides a much-extended interface that addresses many needs that werewished for, but not available with the original BOA speci�cation. POA features include:45



� Support for transparent activation of objects. Servers can export object referencesfor not-yet-active servants that will be incarnated on demand.� Allow a single servant to support many object identities.� Allow many POAs in a single server, each governed by its own set of policies.� Delegate requests for non-existent servants either to a default servant, or ask aservant manager for an appropriate servant.These features, make the POA much more powerful than the BOA and should ful�ll mostserver applications' needs. As an example, object references for some million entries in adatabase can be generated, which are all implemented by a single default servant.4.4.1 ArchitectureThe general idea is to have each server contain a hierarchy of POAs. Only the RootPOA is created by default; a reference to the Root POA is obtained using the resolve -initial references() operation on the ORB. New POAs can be created as the child ofan existing POA, each with its own set of policies.Each POA maintains an Active Object Map that maps all objects that have beenactivated in the POA to a servant. For each incoming request, the POA looks up theobject reference in the Active Object Map and tries to �nd the responsible servant. Ifnone is found, the request is either delegated to a default servant, or a servant manageris invoked to activate or locate an appropriate servant.Associated with each POA is a POA Manager object. A POA Manager can controlone or many POAs. For each incoming request to an object, the POA Manager's state ischecked, which can be one of the following:ActiveRequests are performed immediately.HoldingIncoming requests are queued. This is the initial state of a POAManager; to performrequests, the POA Manager must be explicitely set to the Active state.DiscardingRequests are discarded. Clients receive a TRANSIENT exception.InactiveThis is the \�nal" state of a POA Manager, which is entered prior to destruction ofthe associated POAs. Clients receive an OBJ ADAPTER exception.Before continuing, we should more precisely de�ne a few terms that have already beenfreely used.
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Object ReferenceOn the client side, an object reference encapsulates the identity of a distinct abstractobject. On the server side, an object reference is composed of the POA identity inwhich the object is realized, and a Object Id that uniquely identi�es the objectwithin the POA.Object IdAn Object Id is an opaque sequence of octets. Object Ids can be either systemgenerated (the POA assigns a unique Id upon object activation), or user generated(the user must provide an Id upon object activation). The object's Object Id cannotbe changed through the object's lifetime.In many cases, object references and Object Id can be used synonymously, since anobject reference is just an Object Id with opaque POA-added \internal" information.ServantA servant provides the implementation for one or more object references. In theC++ language mapping, a servant is an instance of a C++ class that inherits fromPortableServer::ServantBase. This is true for dynamic skeleton implementations(DSI), or for classes that inherit from IDL-generated skeletons.The process of associating a servant with an Object Id is called activation and isperformed using POA methods. A servant can be activated more than once (to servemany di�erent Object Ids) and can be activated in many POAs. After activation,object references can be obtained using other POA methods.Servants are not objects and do not inherit from CORBA::Object. It is illegal toperform operations directly upon a servant { all invocations must be routed throughthe ORB. Also, memory management of servants is entirely left to the user. POAskeep only a pointer to a servant, so they must not be deleted while being activated.Server\Server" refers to a complete process in which servants exist. A server can containone or more POAs, each of which can provide zero, one or more active servants.Each active servant can then serve one or more object references.4.4.2 PoliciesWe have already mentioned the policies that control various aspects of POA behaviour.POA policies do not change over the POA's lifetime. When creating a new POA as a childof an existing POA, policies are not inherited from the parent, but instead each POA isassigned a set of default policies if not explicitely de�ned.Thread PolicyORB CTRL MODEL (default)Invocations are performed as scheduled by the ORB. Potentially, many upcallsare perfomed simultaneously. 47



SINGLE THREAD MODELInvocations are serialized. At most a single upcall is performed at any time.Non-reentrant servants should only be activated in POAs with the SINGLE THREAD -MODEL policy.As the current version of Mico is not multithreaded, this policy is not yet evaluated.Lifespan PolicyTRANSIENT (default)Objects activated in this POA cannot outlive the server process.PERSISTENTObjects can outlive the server processId Uniqueness PolicyUNIQUE ID (default)Servants can be activated at most once in this POA.MULTIPLE IDServants can be activated more than once in this POA and can therefore servemore than one object reference.Id Assignment PolicySYSTEM ID (default)Object Ids are assigned by the POA upon object activation.USER IDUpon activation, each servant must be provided with a unique Id by the user.Servant Retention PolicyRETAIN (default)The POA maintains a map of active servants (the Active Object Map).NON RETAINThe POA does not maintain an Active Object Map.Request Processing PolicyUSE ACTIVE OBJECT MAP ONLY (default)To process an incoming request, the object reference is looked up in the ActiveObject Map only. If no active servant serving the reference is found, the requestis rejected, and an OBJECT NOT EXIST exception is returned.USE DEFAULT SERVANTThe object reference is looked up in the Active Object Map �rst. If no activeservant is found to serve the reference, the request is delegated to a defaultservant. 48



USE SERVANT MANAGERThe object reference is looked up in the Active Object Map �rst. If no activeservant is found to serve the reference, a servant manager is invoked to locateor incarnate an appropriate servant.Implicit Activation PolicyIMPLICIT ACTIVATIONIf an inactive servant is used in a context that requires the servant to be active,the servant is implicitely activated.NO IMPLICIT ACTIVATION (default)It is an error to use an inactive servant in a context that requires an activeservant.The Root POA has the ORB CTRL MODEL, TRANSIENT, UNIQUE ID, SYSTEM ID, RETAIN,USE ACTIVE OBJECT MAP ONLY and IMPLICIT ACTIVATION policies.4.4.3 ExampleAs an example, let's write a simple POA-based server. You can �nd the full code in thedemo/poa/hello-1 directory in theMico distribution. Imagine a simple IDL descriptionin the �le \hello.idl":interface HelloWorld {void hello ();};The �rst step is to invoke the IDL to C++ compiler in a way to produce skeletonclasses that use the POA:idl --poa --no-boa hello.idlThe �rst option, --poa, turns on code generation for POA-based skeletons. The secondoption, --no-boa optionally turns o� code generation for the old BOA-based skeletons.Next, we rewrite the server.1: // file server.cc2:3: #include "hello.h"4:5: class HelloWorld_impl : virtual public POA_HelloWorld6: {7: public:8: void hello() { printf ("Hello World!\n"); };9: };10:11:12: int main( int argc, char *argv[] )13: { 49



14: CORBA::ORB_var orb = CORBA::ORB_init (argc, argv, "mico-local-orb");15: CORBA::Object_var poaobj = orb->resolve_initial_references ("RootPOA");16: PortableServer::POA_var poa = PortableServer::POA::_narrow (poaobj);17: PortableServer::POAManager_var mgr = poa->the_POAManager();18:19: HelloWorld_impl * servant = new HelloWorld_impl;20:21: PortableServer::ObjectId_var oid = poa->activate_object (servant);22:23: mgr->activate ();24: orb->run();25:26: poa->destroy (TRUE, TRUE);27: delete servant;28: return 0;29: }The object implementation does not change much with respect to a BOA-based one,the only di�erence is that HelloWorld impl does not inherit from the BOA-based skeletonHelloWorld skel any more, but from the POA-based skeleton POA HelloWorld.In main(), we �rst initialize the ORB, then we obtain a reference to the Root POA(lines 15{16) and to its POA Manager (line 17).Then, we create an instance of our server object. In line 21, the servant is activated.Since the Root POA has the SYSTEM ID policy, a unique Object Id is generated automat-ically and returned. At this point, clients can use the Mico binder to connect to theHelloWorld object.However, client invocations upon the HelloWorld object are not yet processed. TheRoot POA's POA Manager is created in the holding state, so in line 23, we transitionthe POA Manager, and therefore the Root POA, to the active state. We then enter theORB's event loop in 24.In this example, run() never returns, because we don't provide a means to shut downthe ORB. If that ever happened, lines 26{27 would �rst destroy the Root POA. Since thatdeactivates our active HelloWorld object, we can then safely delete the servant.Since the Root POA has the IMPLICIT ACTIVATION policy, we can also use severalother methods to activate the servant instead of activate object(). We could, for ex-ample, use servant to reference(), which �rst implicitely activates the inactive servantand then returns an object reference pointing to the servant. Or, we could invoke the ser-vant's inherited this method, which also implicitely activates the servant and returnsan object reference.4.4.4 Using a Servant ManagerWhile the previous example did introduce the POA, it did not demonstrate any of itsabilities { the example would have been just as simple using the BOA.As a more complex example, we want to show a server that generates \virtual" objectreferences that point to non-existent objects. We then provide the POA with a servantmanager that incarnates the objects on demand.50



We continue our series of \Account" examples. We provide the implementation for aBank object with a single \create" operation that opens a new account. However, theAccount object is not put into existence at that point, we just return a reference that willcause activation of an Account object when it is �rst accessed. This text will only showsome code fragments; �nd the full code in the demo/poa/account-2 directory.The implementation of the Account object does not di�er from before. More interest-ing is the implementation of the Bank's create operation:Account_ptrBank_impl::create (){ CORBA::Object_var obj = mypoa->create_reference ("IDL:Account:1.0");Account_ptr aref = Account::_narrow (obj);assert (!CORBA::is_nil (aref));return aref;}The create reference() operation on the POA does not cause an activation to takeplace. It only creates a new object reference encapsulating information about the sup-ported interface and a unique (system-generated) Object Id. This reference is then re-turned to the client.Now, when the client invokes an operation on the returned reference, the POA will �rstsearch its Active Object Map, but will �nd no servant to serve the request. We thereforeimplement a servant manager, which will be asked to �nd an appropriate implementation.There are two types of servant managers: a Servant Activator activates a newservant, which will be retained in the POA's Active Object Map to serve further requestson the same object. A Servant Locator is used to locate a servant for a single invocationonly; the servant will not be retained for future use. The type of servant manager dependson the POA's Servant Retention policy.In our case, we use a servant activator, which will incarnate and activate a new servantwhenever the account is used �rst. Further operations on the same object reference willuse the already active servant. Since the create reference() operation uses a uniqueObject Id each time it is called, one new servant will be incarnated for each Account {this represents the BOA's Unshared activation mode.A servant activator provides two operations, incarnate and etherealize. The formerone is called when a new servant needs to be incarnated to serve a previously unknownObject Id. etherealize is called when the servant is deactivated (for example in POAshutdown) and allows the servant manager to clean up associated data.class AccountManager : public virtual POA_PortableServer::ServantActivator{ /* declarations */ };PortableServer::ServantAccountManager::incarnate (/* params */){ return new Account_impl;} 51



voidAccountManager::etherealize (PortableServer::Servant serv,/* many more params */){ delete serv;}Our servant activator implements the POA PortableServer::ServantActivator in-terface. Since servant managers are servants themselves, they must be activated like anyother servant (see below).The incarnate operation has nothing to do but to create a new Account servant.incarnate receives the current POA and the requested Object Id as parameters, so itwould be possible to perform special initialization based on the Object Id that is to beserved.etherealize is just as simple, and deletes the servant. In \real life", the servantmanager would have to make sure that the servant is not in use anywhere else beforedeleting it. Here, this is guaranteed by our program logic.The main() code is a little more extensive than before. Because the Root POA hasthe USE ACTIVE OBJECT MAP ONLY policy and does not allow a servant manager, we mustcreate our own POA with the USE SERVANT MANAGER policy.CORBA::ORB_var orb = CORBA::ORB_init (argc, argv, "mico-local-orb");CORBA::Object_var poaobj = orb->resolve_initial_references ("RootPOA");PortableServer::POA_var poa = PortableServer::POA::_narrow (poaobj);PortableServer::POAManager_var mgr = poa->the_POAManager();CORBA::PolicyList pl;pl.length(1);pl[0] = poa->create_request_processing_policy (PortableServer::USE_SERVANT_MANAGER);PortableServer::POA_var mypoa = poa->create_POA ("MyPOA", mgr, pl);Note that we use the Root POA's POA Manager when creating the new POA. Thismeans that the POA Manager has now control over both POAs, and changing its statea�ects both POAs. If we passed NULL as the second parameter to create POA(), a newPOA Manager would have been created, and we would have to change both POA's statesseparately.We can now register the servant manager.AccountManager * am = new AccountManager;PortableServer::ServantManager_var amref = am->_this ();mypoa->set_servant_manager (amref);After creating an instance of our servant manager, we obtain an object reference usingthe inherited this() method. This also implicitely activates the servant manager in theRoot POA. 52



Bank_impl * micocash = new Bank_impl (mypoa);PortableServer::ObjectId_var oid = poa->activate_object (micocash);mgr->activate ();orb->run();Now the only thing left to do is to activate a Bank object, to change both POAs tothe active state, and to enter the ORB's event loop.4.5 IDL CompilerMico o�ers its own IDL{compiler called idl which is brie
y described in this section. Thetool is used for translating IDL{speci�cations to C++ as well as feeding IDL{speci�cationsinto the interface repository. The idl tool takes its input either from a �le or an interfacerepository and generates code for C++ or CORBA{IDL. If the input is taken from a�le, the idl tool can additionally feed the speci�cation into the interface repository. Thesynopsis for idl is as follows:idl [--help] [--version] [-D<define>] [-I<path>] \[--no-exceptions] [--codegen-c++] [--no-codegen-c++] \[--codegen-c++] [--no-codegen-c++] [--codegen-idl] \[--no-codegen-idl] [--c++-suffix=<suffix>] [--c++-impl] \[--h-suffix=<suffix>] [--absolute-paths] [--emit-repoids] \[--query-server-for-narrow] [--feed-ir] [--feed-included-defs] \[--repo-id=<id>] [--name=<prefix>] [--pseudo] \[--poa] [--no-poa] [--boa] [--no-boa] [--no-poa-ties] [<file>]In the following a detailed description of all the options is given:--helpGives an overview of all supported command line options.--versionPrints the version of Mico.-D<define>De�nes a preprocessor macro. This option is equivalent to the -D switch of mostC{compilers.-I<path>De�nes a search path for #include directives. This option is equivalent to the -Iswitch of most C{compilers.--no-exceptionsTells idl to disable exception handling in the generated code. Code for the ex-ception classes is still generated but throwing exceptions will result in an errormessage and abort the program. This option can only be used in conjunction with--codegen-c++. This option is o� by default.53



--codegen-c++Tells idl to generate code for C++ as de�ned by the language mapping IDL toC++. The idl tool will generate two �les, one ending in .h and one in .cc withthe same basenames. This option is the default.--no-codegen-c++Turns o� the code generation for C++.--codegen-cTells idl to generate code for C as de�ned by the language mapping IDL to C. Theidl tool will generate three �les, ending in -skel.cc, -stub.cc and -c.h with thesame basenames.--no-codegen-cTurns o� the code generation for C. This is the default.--codegen-idlTurns on the code generation for CORBA{IDL. The idl tool will generate a �lewhich contains the IDL speci�cation which can again be fed into the idl tool. Thebasename of the �le is speci�ed with the --name option.--no-codegen-idlTurns o� the code generation of CORBA{IDL. This option is the default.--c++-suffix=<suffix>If --codegen-c++ is selected, then this option determines the su�x for the C++implementation �le. The default is \cc".--c++-implThis option will cause the generation of some default C++ implementation classesfor all interfaces contained in the IDL speci�cation. This option requires --codegen-c++.--hh-suffix=<suffix>If --codegen-c++ is selected, then this option determines the su�x for the C++header �le. The default is \h".--h-suffix=<suffix>If --codegen-c is selected, then this option determines the su�x for the C header�le. The default is \h".--relative-pathsIf selected, included �les (via the #include directive) will be referenced in a relativeway (i.e. #include <...>).--emit-repoidsThis option will cause #pragma directives to be emitted, which associate the repos-itory id of each IDL construct. This option can only be used in conjunction withthe option --codegen-idl. 54



--query-server-for-narrowThis option can only be used in conjunction with the --codegen-c++ switch. Ifit is used, the IDL compiler will insert special code for all narrow() methods forquerying the server at runtime. See test/idl/26/README for further comments.--feed-irThe CORBA{IDL which is speci�ed as a command line option is fed into the inter-face repository. This option requires the ird daemon to be running.--feed-included-defsThis option can only be used in conjunction with --feed-ir. If this option is used,IDL de�nitions located in included �les are fed into the interface repository as well.The default is to feed only the de�nitions of the main IDL �le into the IR.--repo-id=<id>The code generation is done from the information contained in the interface repos-itory instead from a �le. This option requires the ird daemon to be running. Theparameter id is a repository identi�er and must denote a CORBA module.--name=<prefix>This option controls the pre�x of the �le names if a code generation is selected. Thisoption is mandatory if the input is taken from the interface repository. If the inputis taken from a �le, the pre�x is derived from the basename of the �le name.--pseudoGenerates code for \pseudo interfaces". No stubs, skeletons or code for marshallingdata to and from \any" variables is produced. Only supported for C++ code gen-eration.--poaTurns on generation of skeleton classes based on the Portable Object Adapter(POA).--no-poaTurns o� generation of POA-based skeletons. This is the default.--no-poa-tiesWhen using --poa, this option can be used to turn o� generation of Tie classes ifnot needed.--boaTurns on generation of skeleton classes using the Basic Object Adapter (BOA). Thisis the default.--no-boaTurns o� generation of BOA-based skeletons.Here are some examples on how to use the idl tool:55



idl account.idlTranslates the IDL{speci�cation contained in account.idl according to the C++language mapping. This will generate two �les in the current directory.idl --feed-ir account.idlSame as above but the IDL{speci�cation is also fed into the interface repository.idl --feed-ir --no-codegen-c++ account.idlSame as above but the generation of C++ stubs and skeletons is omitted.idl --repo-id=IDL:Account:1.0 --no-codegen-c++ --codegen-idl --name=outThis command will generate IDL{code from the information contained in the inter-face repository. This requires the ird daemon to be running. The output is writtento a �le called out.idl.idl --no-codegen-c++ --codegen-idl --name=out account.idlThis command will translate the IDL{speci�cation contained in account.idl andinto a semantical equivalent IDL{speci�cation in �le out.idl. This could be usefulif you want to misuse the IDL{compiler as a pretty printer.4.6 Compiler and Linker WrappersIt can be quite complicated to compile and link Mico applications because you have tospecify system dependent compiler 
ags, linker 
ags and libraries. This is why Micoprovides you with four shells scripts:mico-c++should be used as the C++ compiler when compiling the C++ source �les of aMico{application.mico-ldshould be used as the linker when linking together the .o �les of aMico{application.mico-shc++should be used as the C++ compiler when compiling the C++ source �les of aMico dynamically loadable module. mico-shc++ will not be available unless youspeci�ed the --enable-dynamic option during con�guration.mico-shldshould be used as the linker when linking together the .o �les of a Mico dynam-ically loadable module. mico-shld will not be available unless you speci�ed the--enable-dynamic option during con�guration.The scripts can be used just like the normal compiler/linker, except that for mico-shldyou do not specify a �le name su�x for the output �le because mico-shld will append asystem dependent shared object su�x (.so on most systems) to the speci�ed output �lename. 56



4.6.1 ExamplesLet us consider building a simpleMico{aplication that consists of two �les: account.idland main.cc. Here is how to build account:idl account.idlmico-c++ -I. -c account.cc -o account.omico-c++ -I. -c main.cc -o main.omico-ld account.o main.o -o account -lmico2.2.3As a second example let us consider building a dynamically loadable module and a clientprogram that loads the module. We have three source �les now: account.idl, client.cc,and module.cc:idl account.idlmico-shc++ -I. -c account.cc -o account.omico-shc++ -I. -c module.cc -o module.omico-shld -o module module.o account.o -lmico2.2.3mico-c++ -I. -c client.cc -o client.omico-ld account.o client.o -o client -lmico2.2.3Note that� all �les that go into the module must be compiled using mico-shc++ instead ofmico-c++.� module was speci�ed as the output �le, but mico-shld will generate module.so(the extension depends on your system).� account.o must be linked both into the module and the client but is compiled onlyonce using mico-shc++. One would expect that account.cc had to be compiledtwice: once with mico-c++ for use in the client and once with mico-shc++ for usein the module. The rule is that using mico-shc++ where mico-c++ should be useddoes not harm, but not the other way around.

57



Chapter 5C++ mappingThis chapter features some highlights of the IDL to C++ mapping. Sometimes we justquote facts from the CORBA standard, sometimes we describe some details which arespeci�c to Mico.5.1 Using stringsStrings have always been a source of confusion. The CORBA standard adopts a notnecessarily intuitive mapping for strings for the C++ language. The following descriptionis partially taken from chapter [16.7] in the CORBA 2.2 speci�cation.As in the C mapping, the OMG IDL string type, whether bounded or unbounded,is mapped to char* in C++. String data is null{terminated. In addition, the CORBAmodule de�nes a class String var that contains a char* value and automatically freesthe pointer when a String var object is deallocated. When a String var is constructedor assigned from a char*, the char* is consumed and thus the string data may no longerbe accessed through it by the caller. Assignment or construction from a const char* orfrom another String var causes a copy. The String var class also provides operations toconvert to and from char* values, as well as subscripting operations to access characterswithin the string. The full de�nition of the String var interface is given in appendix C{2of the CORBA 2.2 speci�cation.For dynamic allocation of strings, compliant programs must use the following functionsfrom the CORBA namespace:// C++namespace CORBA {char *string_alloc( ULong len );char *string_dup( const char* );void string_free( char * );...}The string alloc function dynamically allocates a string, or returns a null pointerif it cannot perform the allocation. It allocates len+1 characters so that the resultingstring has enough space to hold a trailing NULL character. The string dup function58



dynamically allocates enough space to hold a copy of its string argument, including theNULL character, copies its string argument into that memory, and returns a pointer tothe new string. If allocation fails, a null pointer is returned. The string free functiondeallocates a string that was allocated with string alloc or string dup. Passing a nullpointer to string free is acceptable and results in no action being performed.Note that a static array of char in C++ decays to a char*, so care must be takenwhen assigning one to a String var, since the String var will assume the pointer pointsto data allocated via string alloc and thus will eventually attempt to string free it:// C++// The following is an error, since the char* should point to// data allocated via string_alloc so it can be consumedString_var s = "static string"; // error// The following are OK, since const char* are copied,// not consumedconst char* sp = "static string";s = sp;s = (const char*)"static string too";See the directory mico/test/idl/5 for some examples on how to use strings in conjunctionwith operations.5.2 Untyped valuesThe handling of untyped values is one of CORBAs strengths. The pre{de�ned C++ classAny in the namespace CORBA provides this support. An instance of class Any represents avalue of an arbitrary IDL{type. For each type, the class Any de�nes the overloaded opera-tors >>= and <<=. These two operators are responsible for the insertion and extraction ofthe data values. The following code fragment demonstrates the usage of these operators:// C++CORBA::Any a;// Insertion into anya <<= (CORBA::ULong) 10;// Extraction from anyCORBA::ULong l;a >>= l;At the end of this example the variable l should have the value 10. The library ofMico provides overloaded de�nitions of these operators for all basic data types. Some ofthese data types are ambiguous in the sense that they collide with other basic data types.This is true for the IDL{types boolean, octet, char and string. For each of these IDL{types, CORBA prescribes a pair of supporting functions which help to disambiguate thetype clashes. For the type boolean for example the usage of these supporting function is:59



CORBA::Any a;// Insertion into anya <<= CORBA::Any::from_boolean( TRUE );// Extraction from anyCORBA::Boolean b;a >>= CORBA::Any::to_boolean( b );The usage of the other supporting functions for octet, char and string is equivalent.For bounded strings the supporting functions from string and to string accept anadditional long{parameter which re
ects the bound.For each type de�ned in an IDL speci�cation, the IDL{compiler generates an over-loaded version of the operators >>= and <<=. For example given the following IDL speci-�cation:// IDLstruct S1 {long x;char c;};struct S2 {string str;};The Mico IDL{compiler will automatically generate appropriate de�nitions of >>=and <<= for the IDL types S1 and S2. The following code fragment demonstrates theusage of these operators:1: void show_any( const CORBA::Any& a )2: {3: S1 s1;4: S2 s2;5:6: if( a >>= s1 ) {7: cout << "Found struct S1" << endl;8: cout << s1.x << endl;9: cout << s1.c << endl;10: }11: if( a >>= s2 ) {12: cout << "Found struct S2" << endl;13: cout << s2.str << endl;14: }15: }16:17: int main( int argc, char *argv[] )18: { 60



19: //...20: CORBA::Any a;21:22: S2 s2;23: s2.str = (const char *) "Hello";24: a <<= s2;25: show_any( a );26:27: S1 s1;28: s1.x = 42;29: s1.c = 'C';30: a <<= s1;31: show_any( a );32: }The main program �rst initializes an instance of a S2 (lines 22{24) and then calls thefunction show any. Function show any tries to extract the value contained in the any.This example also demonstrates how to tell whether the extraction was successful or not.The operator >>= returns true, i� the type of the value contained in the any matches withthe type of the variable of the right side of >>=. If the any should contain something elsethan S1 or S2, then show any will fall through both if{statements in lines 6 and 11. Thecomplete sources for the above example can be found in mico/test/idl/14.5.2.1 Unknown Constructed TypesMico's Any implementation o�ers an extended interface for typesafe insertion and ex-traction of constructed types that were not known at compile time. This interface is alsoused by the <<= and >>= operators generated by the IDL compiler for constructed types.Lets look at the generated operators for a simple structure:1: // IDL2: struct foo {3: long l;4: string s;5: };6:7: // C++8: CORBA::Boolean operator<<= ( CORBA::Any &a, const foo &s )9: {10: a.type( _tc_foo );11: return a.struct_put_begin() &&12: (a <<= s.l) &&13: (a <<= s.s) &&14: a.struct_put_end();15: }16:17: CORBA::Boolean operator>>=( const CORBA::Any &a, foo &s )18: { 61



19: return a.struct_get_begin() &&20: (a >>= s.l) &&21: (a >>= s.s) &&22: a.struct_get_end();23: }The <<= operator tells the Any the TypeCode (_tc_foo) of the to be inserted structure inline 10. Those _tc_* constants are generated by the IDL compiler as well. If you wantto insert a constructed type that was not known at compile time you have to get theTypeCode from somewhere else (e.g., from the interface repository) or you have to createone using the create_*_tc() ORB methods.After telling the Any the TypeCode the <<= operator opens a structure in line 11, shiftsin the elements of the struct in lines 12{13 and closes the struct in line 14. While doingso the Any checks the correctness of the inserted items using the TypeCode. If it detectsan error (e.g., the TypeCode says the �rst element of the struct is a short and you inserta 
oat) the corresponding method or <<= operator will return FALSE. If the structurecontained another constructed type you had to make nested calls to struct_put_begin()and struct_put_end() or the corresponding methods for unions, exceptions, arrays, orsequences.The >>= operator in lines 17{23 has the same structure as the <<= operator but uses >>=operators to extract the struct elements and struct_get_begin() and struct_get_end()to open and close the structure. There is no need to specify a TypeCode before extractionbecause the Any knows it already.5.2.2 SubtypingAnother feature of Mico's Any implementation is its subtyping support. The extractionoperators of type Any implement the subtyping rules for recursive types as prescribedby the Reference Model for Open Distributed Processing (RM{ODP), see [1, 2, 3, 4] fordetails. The idea behind subtyping is the following: Imagine you want to call a CORBAmethodvoid bar (in long x);but want to pass a short as an argument instead of the required long. This should workin theory since each possible short value is also a long value which means short is asubtype of long. More generally speaking a type T1 is a subtype of type T2 if you couldpass T1 as an input parameter where a T2 is expected. This means for basic types such aslong: a basic type T1 is a subtype of a basic type T2 i� the set of possible values of T1 is asubset of the set of possible values of T2. Figure 5.1 shows the subtype relations betweenCORBA's basic data types. In C++ the compiler can automatically convert types alonga chain of arrows, but in a distributed CORBA application this can't be done by thecompiler alone because binding between client and server is performed at runtime usinga trader or a naming service. That is the subtype checking must be done at runtime aswell.In Mico the Any type performs subtype checking at runtime. For example:62
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};struct S2 {long s;};That is you can put a struct S1 into an Any and unpack it as a struct S2 later:// C++CORBA::Any a;S1 s1 = { 10, 20 };a <<= s1;...S2 s2;a >>= s2;There are similar rules for the other constructed types.5.3 ArraysArrays are handled somewhat awkwardly in CORBA. The C++ mapping for the decla-ration of an array is straight forward. Things are getting a bit more complicated whenarrays are being passed around as parameters of operations. Arrays are mapped to thecorresponding C++ array de�nition, which allows the de�nition of statically{initializeddata using the array. If the array element is a string or an object reference, then themapping uses the same type as for structure members. That is, assignment to an arrayelement will release the storage associated with the old value.// IDLtypedef string V[10];typedef string M[1][2][3];// C++V v1; V_var v2;M m1; M_var m2;v1[1] = v2[1]; // free old storage, copym1[0][1][2] = m2[0][1][2]; // free old storage, copyIn the above example, the two assignments result in the storage associated with theold value of the left{hand side being automatically released before the value from theright{hand side is copied.Because arrays are mapped into regular C++ arrays, they present special problemsfor the type{safe Any mapping described in [16.14]. To facilitate their use with the typeAny, Mico also provides for each array type a distinct C++ type whose name consistsof the array name followed by the su�x forany. Like Array var types, Array foranytypes allow access to the underlying array type. The interface of the Array forany typeis identical to that of the Array var type. 64



// IDLtypedef string V[10];// C++V_forany v1, v2;v1[0] = ...; // Initialize arrayCORBA::Any any;any <<= v1;any >>= v2; // v1 and v2 now have identical contentsBesides the Array forany mapping the CORBA standard also describes a mappingfor an array slice. A slice of an array is an array with all the dimension of the originalbut the �rst. Output parameters and results are handled via pointers to array slices.The array slice is named like the array itself plus appending the su�x slice. For thedeclaration of type M in the example above, the IDL compiler would generate the followingtype de�nition:// Generated by IDL compiler, C++typedef M M_slice[2][3];Let's consider the following IDL speci�cation (see also mico/test/idl/18):// IDL// Note: long_arr is an array of fixed length data typetypedef long long_arr[ 10 ];// Note: SS is an array of variable data typetypedef string SS[ 5 ][ 4 ];interface foo {SS bar( in SS x, inout SS y, out SS z, out long_arr w );};The implementation of interface foo will look like this:class foo_impl : virtual public foo_skel{ //...SS_slice* bar( const SS ss1, SS ss2, SS_slice*& ss3, long_arr arr ){ //...ss3 = SS_alloc();SS_slice *res = SS_alloc();return res;};}; 65



Note that the result value of the operation bar is a pointer to an array slice. Outputparameters where the type is an array to a variable length data type, are handled via areference to a pointer of an array slice. In order to facilitate memory management witharray slices, the CORBA standard prescribes the usage of special functions de�ned at thesame scope as the array type. For the array SS, the following functions will be availableto a program:// C++SS_slice *SS_alloc();SS_slice *SS_dup( const SS_slice* );void SS_free( SS_slice * );The SS alloc function dynamically allocates an array, or returns a null pointer if itcannot perform the allocation. The SS dup function dynamically allocates a new arraywith the same size as its array argument, copies each element of the argument array intothe new array, and returns a pointer to the new array. If allocation fails, a null pointeris returned. The SS free function deallocates an array that was allocated with SS allocor SS dup. Passing a null pointer to SS free is acceptable and results in no action beingperformed.5.4 UnionsUnions and structs in the CORBA{IDL allow the de�nition of constructed data types.Each of them is de�ned through a set of members. Is a struct used as an input parameterof an operation, all of its members will be transmitted, whereas for a union at most one ofits members will actually be transmitted. The purpose of an IDL{union is similar to thatof a C{union: reduction of memory usage. This is especially important in a middlewareplatform where less memory space for a data type also means less data to transfer overthe network. One must carefully consider, when structs or unions should be used.A special problem arises with unions when they are being used as parameters of op-eration invocations: how does the receiving object know which of the di�erent membersholds a valid value? In order to make a distinction for this case, the IDL{union is acombination of a C{union and a C{switch statement. Each member is clearly tagged witha value of a given discriminator type (see also mico/test/idl/21):// IDLtypedef octet Bytes[64];struct S { long len; };interface A;union U switch (long) {case 1: long x;case 2: Bytes y;case 3: string z;case 4:case 5: S w; 66



default: A obj;};In the union U as shown above, long is the discriminator type. The values followingthe case label must belong to this discriminator type. All integer types and enums arevalid discriminator types. Unions map to C++ classes with access functions for the unionmembers and discriminant. The default union constructor performs no application{visibleinitialization of the union. It does not initialize the discriminator, nor does it initializeany union members to a state useful to an application. It is therefore an error for anapplication to access the union before setting it. The copy constructor and assignmentoperator both perform a deep{copy of their parameters, with the assignment operatorreleasing old storage if necessary. The destructor releases all storage owned by the union.The following example helps illustrate the mapping for union types for the union U asshown above:// Generated C++ codetypedef CORBA::Octet Bytes[64];typedef CORBA::Octet Bytes_slice;template<...> Bytes_forany;struct S { CORBA::Long len; };typedef ... A_ptr;class U {public://...void _d( CORBA::Long );CORBA::Long _d() const;void x( CORBA::Long );CORBA::Long x() const;void y( Bytes );Bytes_slice *y() const;void z( char* ); // free old storage, no copyvoid z( const char* ); // free old storage, copyvoid z( const String_var& ); // free old storage, copyconst char *z() const;void w( const S & ); // deep copyconst S &w() const; // read-only accessS &w(); // read-write accessvoid obj( A_ptr ); // release old objref, duplicateA_ptr obj() const; // no duplicate};The union discriminant access functions have the name d to both be brief and avoidname con
icts with the members. The d discriminator modi�er function can only be67



used to set the discriminant to a value within the same union member. In addition tothe d accessors, a union with an implicit default member provides a default() memberfunction that sets the discriminant to a legal default value. A union has an implicitdefault member if it does not have a default case and not all permissible values of theunion discriminant are listed.Setting the union value through an access function automatically sets the discriminantand may release the storage associated with the previous value. Attempting to get avalue through an access function that does not match the current discriminant resultsin unde�ned behavior. If an access function for a union member with multiple legaldiscriminant values is used to set the value of the discriminant, the union implementationwill choose the value of the �rst case label in the union (e.g. value 4 for the member w ofunion U), although it could be any other value for that member as well.The restrictions for using the d discriminator modi�er function are shown by thefollowing examples, based on the de�nition of the union U shown above:// C++S s = ...;A_ptr a = ...;U u;u.w( s ); // member w selected, discrimintator == 4u._d( 4 ); // OK, member w selectedu._d( 5 ); // OK, member w selectedu._d( 1 ); // error, different member selectedu.obj( a ); // member obj selectedu._d( 7 ); // OK, member obj selectedu._d( 1 ); // error, different member selectedAs shown here, the d modi�er function cannot be used to implicitly switch betweendi�erent union members. The following shows an example of how the default() memberfunction is used:// IDLunion Z switch(boolean) {case TRUE: short s;};// C++Z z;z._default(); // implicit default member selectedCORBA::Boolean disc = z._d(); // disc == FALSEU u; // union U from previous exampleu._default(); // error, no _default() providedFor union Z, calling the default() member function causes the union's value to becomposed solely of the discriminator value of FALSE, since there is no explicit defaultmember. For union U, calling default() causes a compilation error because U has an68



explicitly declared default case and thus no default() member function. A default()member function is only generated for unions with implicit default members.For an array union member, the accessor returns a pointer to the array slice, wherethe slice is an array with all dimensions of the original except the �rst (see section 5.3 fora discussion on array slices). The array slice return type allows for read{write access forarray members via regular subscript operators. For members of an anonymous array type,supporting typedefs for the array are generated directly into the union. For example:// IDLunion U switch (long) {case 1: long array[ 3 ][ 4 ];};// Generated C++ codeclass U {public:// ...typedef long _array_slice[ 4 ];void array( long arg[ 3 ][ 4 ] );_array_slice* array();};The name of the supporting array slice typedef is created by prepending an underscoreand appending slice to the union member name. In the example above, the arraymember named array results in an array slice typedef called array slice nested in theunion class.5.5 Interface inheritanceThe CORBA standard prescribes that IDL{interfaces need to be mapped to C++ classesfor the C++ language binding. The question arises, how things are handled when interfaceinheritance is used. Mico o�ers two alternatives for implementing the skeletons whenusing interface inheritance. Consider the following IDL de�nitions:interface Base {void op1();};interface Derived : Base {void op2();};Base is an interface and serves as a base for interface Derived. This means that alldeclarations in Base are inherited to Derived. As we have seen before, the idl toolcreates stub{ and skeleton{classes for each interface. The operations map to pure virtualfunctions which have to be implemented by the programmer. For the interface Base thisis straight forward: 69



class Base_impl : virtual public Base_skel{public:Base_impl(){};void op1(){ cout << "Base::op1()" << endl;};};The skeleton for Derived allows two di�erent possible ways to implement the skeleton.The di�erence between the two is, whether the implementation of Derived inherits theimplementation of Base or not. Let's take a look on how this translates to lines of code.Here is the �rst alternative:class Derived_impl :virtual public Base_impl,virtual public Derived_skel{public:Derived_impl(){};void op2(){ cout << "Derived::op2()" << endl;};};In the code fragment above, the implementation of Derived inherits the implementa-tion of Base. Note that Derived impl inherits from Base impl and therefore needs onlyto implement op2() since op1() is already implemented in Base impl.Important note: when implementing a class X_impl that inherits from multiple baseclasses you have to ensure that the X_skel constructor is the last one that is called. Thiscan be accomplished by making X_skel the rightmost entry in the inheritance list:class X_impl : ..., virtual public X_skel {...};Now comes the second alternative (note that the skeleton classes are still the same;there is no particular switch with the idl tool where you have to decide between the twoalternatives):class Derived_impl :virtual public Base_skel, 70



virtual public Derived_skel{public:Derived_impl(){};void op1(){ cout << "Derived::op1()" << endl;};void op2(){ cout << "Derived::op2()" << endl;};};You should notice two things: �rst of all Derived impl is no longer derived fromBase impl but rather from Base skel. For this reason the class Derived impl needs toimplement the operation op2() itself. Figure 5.2 shows the inheritance hierarchy for theclasses generated by the IDL{compiler and their relationship to the classes contained inthe Mico library. Compare this with �gure 3.3 on page 15. This example can also befound in the directory mico/test/idl/15.5.6 ModulesIn contrast to other middleware platforms, CORBA does not assign an universal uniqueidenti�er (UUID) to an interface. To avoid name clashes, CORBA o�ers a structuredname space, similar to the directory structure of a UNIX �le system. Within an IDL ascope is de�ned by the keyword module. For example the following IDL{code excerptde�nes two modules called Mod1 and Mod2 on the same level:module Mod1 {//...interface foo;};module Mod2{ //...};Module declarations can be nested which leads to the above mentioned hierarchicalnamespace. The IDL to C++ mapping o�ers di�erent alternatives on how to map amodule to C++. Those C++ compilers which support the namespace feature of theC++ language, IDL{modules are directly mapped to C++ namespaces. Unfortunatelythe GNU compiler currently does not support namespaces. In this case the CORBA spec-i�cation o�ers two alternatives: either do some name mangling such that a name re
ects71
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the absolute name of the IDL{identi�er where the names are separated by undersores (e.g.Mod1 foo). The second alternative is to map an IDL{module to a C++ struct.The second alternative has two drawbacks: without a proper support for namespacesall names have to be referenced by their absolute names, i.e. there is no C++ keywordusing (note that this is also true for the �rst alternative). The second drawback has todo with the possibility to re{open CORBA{modules which allows cyclic de�nitions:module M1 {typedef char A;};module M2{ typedef M1::A B;};module M1 { // re-open module M1{ typedef M2::B C;};The declaration of a C++ struct has to occur in one location (i.e. a struct can notbe re{opened). Mapping IDL{modules to C++ structs therefore implies, that re{openingof modules can not be translated to C++. However, if the C++ compiler supportsnamespaces, Mico's IDL{compiler allows the re{opening of modules. The backend ofMico's IDL{compiler generates a dependency graph to compute the correct ordering ofIDL de�nitions. Figure 5.3 shows the dependency graph for the IDL speci�cation shownabove. The correct ordering of IDL de�nitions is done by doing a left{to{right, depth{�rst,post{order traversal of the dependency graph starting from top, and omitting previouslyvisited nodes of the graph.Sometimes it is necessary to have some control over the top{level modules. This forexample is used in CORBA.h where some de�nitions have to be read in one at a time. TheIDL{compiler inserts some #define in the generated .h �le. Setting and unsetting thesede�nes allows to read the module de�nitions one at a time. Given the two modules Mod1and Mod2 as above, the following C++ code fragment demonstrates how to do this:1: // These #includes need to be done manually if2: // MICO_NO_TOPLEVEL_MODULES is defined3: #include <CORBA.h>4: #include <mico/template_impl.h>5:6: #define MICO_NO_TOPLEVEL_MODULES7:8: // Get module Mod19: #define MICO_MODULE_Mod110: struct Mod1 {11: #include "module.h" 73
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11: };12: #undef MICO_MODULE_Mod113:14: // Get module Mod215: #define MICO_MODULE_Mod216: struct Mod2 {17: #include "module.h"18: };19: #undef MICO_MODULE_Mod220:21: // Get global definitions in module.h22: #define MICO_MODULE__GLOBAL23: #include "module.h"24: #undef MICO_MODULE__GLOBAL25: #undef MICO_NO_TOPLEVEL_MODULESIn this example we assume that the de�nitions are located in a �le called module.h.First of all you need to de�ne MICO NO TOPLEVEL MODULES which simply means that youwish to read in the de�nitions yourself (line 6). For each toplevel module XYZ in anIDL{�le there exists a de�ne called MICO MODULE XYZ. Setting this de�ne will activate allde�nitions which belong to module XYZ (see lines 9 and 15). Do not forget to unde�nethese de�nitions after the de�nitions are read in (lines 12 and 19). There are some globalde�nitions which do not belong to any module. For these de�nitions there in a specialde�ne called MICO MODULE GLOBAL (see line 22; the two underscores are no typo). The lastthing we need to do is to unde�ne MICO MODULE GLOBAL and MICO NO TOPLEVEL MODULE(see lines 24 and 25). This example can also be found in the directory mico/test/idl/10.5.7 ExceptionsMico's exceptions handling capabilities su�er a lot from the limited exceptions handlingsupport in the GNU C++ compiler, namely:� exception handling is only supported on very few platforms, notably on Sun SPARC,Intel x86, Motorola 68k, and IBM RS/6000.� throwing class X and catching a base class of X does only work if you turn on RuntimeType Information (RTTI) support by using the -frtti option. But if you compileone �le using -frtti you have to compile all �les using this option, including theiostream{ and all other C++ libraries. Besides this g++'s RTTI support ist stillvery buggy.� you cannot throw exceptions from a shared library into user code (trying this givesyou a segmentation fault).� there seems to be a memory leak in the compiler generated exception handling code.These limitations are the reason for the somewhat strange exception handling design inthe current version of Mico. 75



5.7.1 Throwing ExceptionsYou must not use the throw operator directly, instead you should use the functionmico_throw() de�ned in mico/throw.h, which is automatically included by IDL com-piler generated code:// okmico_throw (CORBA::UNKNOWN());// wrongthrow CORBA::UNKNOWN();will throw the CORBA system exception UNKNOWN. User de�ned exceptions are thrownthe same way.5.7.2 Catching ExceptionsExceptions are always caught by reference using the _var types. System exceptions mustbe caught by SystemException_var:// oktry {...mico_throw (CORBA::UNKNOWN());...} catch (CORBA::SystemException_var &ex) {...}// wrongtry {...mico_throw (CORBA::UNKNOWN());...} catch (CORBA::UNKNOWN_var &ex) {...}// wrongtry {...mico_throw (CORBA::UNKNOWN());...} catch (CORBA::Exception_var &ex) {...}Sometimes it is necessary to know exactly which system exception has been thrown:// oktry {... 76



mico_throw (CORBA::UNKNOWN());...} catch (CORBA::SystemException_var &sys_ex) {if (CORBA::UNKNOWN *ukn_ex = CORBA::UNKNOWN::_narrow (sys_ex)) {// something1} else {// something2}}// wrongtry {...} catch (CORBA::UNKNOWN_var &ukn_ex) {// something1} catch (CORBA::SystemException_var &other_ex) {// something2}In contrast to system exceptions a user exception X must be caught by X_var (i.e., not byUserException_var):// oktry {...mico_throw (SomeExcept());...} catch (SomeExcept_var &some_ex) {...}// wrongtry {...mico_throw (SomeExcept());...} catch (CORBA::UserException_var &usr_ex) {...}// wrongtry {...mico_throw (SomeExcept());...} catch (CORBA::Exception_var &ex) {...} If an exception is thrown but not caughtMico will print out a short description of theexception and terminate the process. On systems where g++ does not support exceptionhandling throwing an exception will always result in such a message and termination ofthe process. 77



Chapter 6Java InterfaceWe have implemented a generic user interface to Mico's dynamic invocation interface.The interface is written is Java and allows the invocation of arbitrary operations. Thespeci�cation of an operation invocation is done with the help of a knowledge representationtechnique called conceptual graphs. This chapter gives an overview of this interface. Theoutline of this chapter is as follows: in section 6.1 be provide a brief introduction tothe theory of conceptual graphs. In section 6.2 we describe CORBAs dynamic invocationinterface and the problems related to a generic user interface which allows run{time accessto this interface. In section 6.3 we present the anatomy of an operation declaration asde�ned by the CORBA standard. In section 6.4 we �nally present our solution for ageneric user interface to CORBAs dynamic invocation interface based on an interactiveconceptual graph editor. In section 6.5 we �nally show how to run the Java applet usingstandard JDK tools in conjunction with a graphical browsing tool for the contents of theinterface repository. The work in this chapter has been presented in [7].6.1 Conceptual GraphsThe theory of conceptual graphs (CG) has been developed to model the semantics of nat-ural language (see [8]). Speci�cations based on conceptual graphs are therefore intuitivein the sense that there is a close relationship to the way human beings represent andorganize their knowledge. From a mathematical point of view a conceptual graph is a�nite, connected, directed, bipartite graph. The nodes of the graph are either concept orrelation nodes. Due to the bipartite nature of the graphs, two concept nodes may only beconnected via a relation node. A concept node represents either a concrete or an abstractobject in the world of discourse whereas a relation nodes de�nes a context between twoor more concepts.
Figure 6.1: A simple conceptual graph with two concepts and one relation.78



A sample CG is depicted in �gure 6.1. This CG consists of two concepts (whitenodes) and one relation (black node). This CG expresses the fact that a printer is ahardware device. The two concepts | PRINTER and HARDWARE-DEVICE | are placed ina semantical context via the binary relation IS-A. The theory of CGs de�nes a mappingfrom conceptual graphs to �rst{order calculus. This mapping, which is described in [8],would map the CG depicted in �gure 6.1 to the �rst order formula 9x9y : PRINTER(x) ^HARDWARE-DEVICE(y) ^ IS-A(x; y). As can be seen, the variables x and y form the linkbetween the two concepts via the predicate IS-A.Given a conceptual and relational catalogue, one can express arbitrary knowledge.For this reason the theory of CG represents a knowledge representation technique. Thework done in [8] focuses on the representation of natural language. We have shown,that with a suitable conceptual and relational catalogue one can translate operationalinterface speci�cations to conceptual graphs (see [6]). We have written translators whichtranslate arbitrary DCE and CORBA{IDL speci�cations to CGs. Thus we have alreadydemonstrated that an implementation of an interface repository, which is based on such ameta{notation, can be used in di�erent middleware platforms. In the following we showhow a meta{notation can also be exploited for the construction of a generic user interfaceto CORBAs dynamic invocation interface (DII).6.2 Dynamic Invocation InterfaceIn this section we present a description for CORBAs DII. For the following discussions werefer to the interface Account as speci�ed in section 3.3.2. A client application written inC++ might for example use this interface in the following way:Account_ptr acc = ...; // Obtain a reference to an Account-objectacc->deposit( 100 );acc->withdraw( 20 );cout << "Total balance is " << acc->balance() << endl;If we assume that the current balance of the server object was 0 when the variable accwas bound with a refence to this object, then this program fragment prints out \Totalbalance is 80". It should be clear that this program fragment requires the de�nition ofthe class Account ptr. This class, which allows a type safe access to a CORBA objectimplementing the interface Account, is generated using an IDL compiler. Thus the typeof the operational interface of the server object is known at compile time. But what ifwe did not know about the interface Account at compile{time? The only possible wayto access the object in this case is to use CORBA's dynamic invocation interface (DII).This interface to an ORB o�ers the possibility to invoke operation calls whose signaturewas not known at compile time. The following code excerpt shows the usage of the DII:CORBA::Object_ptr obj = ...;CORBA::Request_ptr req = obj->_request( "deposit" );req->add_in_arg( "amount" ) <<= (CORBA::ULong) 100;req->invoke(); 79



Note that the variable obj is of type Object ptr and not Account ptr. The codefragment demonstrates how to model the operation call acc->deposit( 100 ) from thecode fragment above1. It does not require the Account ptr client stub as in the lastexample. Despite the generic manner how the operation is invoked, the problem remainshow to write a generic user interface to access CORBAs DII. Such an interface would allowa user to invoke arbitrary operations of a priori unknown interfaces. The next sectiongives a brief overview of the speci�c details of an operation invocation.6.3 Anatomy of an operation declarationSection 3.10 of the CORBA 2.2 speci�cation describes the syntax of an operation dec-laration (see [5]). The syntax is part of the Interface De�nition Language (IDL). Thegrammar presented in that section describes the syntax which induces a formal language.In �gure 6.2 the anatomy of an operation declaration is given, using a graphical represen-tation of the grammar where the arrows denote \consists of" relations. Thus, accordingto the CORBA standard, an operation declaration consists of a result type, an ordered listof parameters and so on. A parameter declaration itself consists of a directional attribute(in, out or inout), a parameter type and an identi�er.Note that the \graph" depicted in �gure 6.2 already has some resemblance to a con-ceptual graph. We propose to model the information pertinent to an operation invocationthrough a CG. The anatomy of an operation declaration as depicted in �gure 6.2 providesa hint on how to accomplish this task.6.4 A generic DII interfaceJust consider if we had an application which allowed the browsing of an interface reposi-tory. A user would �nd a suitable interface at run{time and decide to invoke operationswithout having to write a speci�c client object. What would be nice to have is a genericclient which could cope with a priori unknown operational interfaces. As we have seen in�gure 6.2 and from the discussion of the previous section, an operation invocation consistsof the following elements:� a name of the operation� a return type� an ordered list of actual parametersWith this \anatomy" of an operation invocation we can assemble a domain{speci�cconceptual and relational catalogue. We have developed such a catalogue which providesthe \vocabulary" to express the information needed for the speci�cation of an operationinvocation. The conceptual graph depicted in �gure 6.3 shows how to translate the oper-ation invocation for deposit( 100 ) using the DII (again concept nodes are denoted bywhite rectangles and relation nodes by black rectangles). As can be seen, a meta{notation1Note that the code generated by the IDL compiler makes use of the DII interface80
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Figure 6.3: Conceptual graph representing the speci�cation of the operation deposit().based on CG provides an easy readable, formal speci�cation of an operation invocation.It should be clear that the CG template can be extended arbitrarily to cover the speci�csof the CORBA{IDL like complex type de�nitions or sequences of arbitrary types.6.5 Running the exampleThe Mico sources include an interactive conceptual graph editor written in Java. Thesources of the example are located in the directory mico/tools/ir-browser. Note thatyou need the Java Developers Kit 1.1.5 as well as a parser generator for Java calledJavaCUP (see chapter 2 on where to obtain these tools). We assume that you havesuccefully compiled the Mico sources contained in the aforementioned directory. Alter-natively you can run the Java applet from your favorite WWW browser by visiting theMico{homepage.Two �les in the ir-browser directory are of importance to run the example:� runproxy: this shell script starts diiproxy and the interface repository. The IRserver is then feed with some IDL's so you have something to browse.� dii.html: a HTML page which makes reference to the main Java{class DII imple-menting the interactive interface repository browser.In order to run the demonstration, you �rst have to run the shell script runproxy.You simply do this by starting it from an UNIX shell:./runproxyAfter this you can load the applet by either using a Java capable browser or theappletviewer tool which is part of the JDK. You can run the applet be running thefollowing command from an UNIX shell:appletviewer dii.htmlOnce the applet has been loaded, click on the button called Start IR browser. A newwindow opens. The right side of this window shows all top{level objects contained in theinterface repository. For each object there is one icon. If you click on one of these iconsusing the left mouse button, the IDL source code of that object is shown in the left sideof the window. You can \enter" an object using the right mouse button (this of courseworks only on container objects like interfaces or modules). If you press the right mouse82



button on an operation object, another window will open containing a conceptual graphrepresenting this operation. You can change the input parameters of that CG beforeinvoking it on an object.Here is a short step{by{step tour:1. click with the left mouse button on the Account icon2. click with the right mouse button on the Account icon3. click on the deposit icon with the right mouse button to invoke the deposit()method4. click on the ULONG:0 node while holding down the shift key, enter 100 into theappearing entry box and press return5. use Server/Invoke to do the actual invocation6. click on the withdraw icon with the right mouse button in the browser window toinvoke the withdraw() method7. click on the ULONG:0 node while holding down the shift key, enter 20 into the ap-pearing entry box and press return8. use Server/Invoke to do the actual invocation9. click on the withdraw icon with the right mouse button in the browser window toinvoke the withdraw() method10. use Server/Invoke to do the actual invocation11. the rightmost node of the graph should change to LONG:80HINT: If you move the pointer over a node of the graph the status line will show youthe actions possible on this node. For example Shift{Button1: edit means: To edit thecontents of the node press the left mouse button while holding down the SHIFT key.6.6 Using the CG{editorThe CG{editor allows the insertion, editing and removal of nodes. The editor supportsthe following actions on conceptual graph nodes:left mouse buttonIf the working area was empty before this will insert a new root node, otherwise ifyou click on a node you can drag it around.shift + left mouse buttonEdit the contents of conceptual graph node currently pointed at.83



control + shift + left mouse buttonRemove the node (and all its descendents) currently pointed at.right mouse buttonBring up a context sensitive popup menu. Selecting an entry from it will add acorresponding subtree to the node currently pointed at.Not all of the above functions work on all conceptual graph nodes. If you move the pointerover a node, the status line will show you the actions which are possible for that node.The order of the child nodes of a conceptual graph node is determined by their Y{positions. The �rst child node is the one with the smallest Y{position (with Y{positionincreasing from top to bottom). So if you want to swap nodes A and B, just move Abelow B (if A was above B before).The Edit menu o�ers you some functions which come in handy: New graph will deletethe current graph, Arrange graph will layout the nodes of the graph currently being editedand Linear from... will show you the textual representation of the conceptual graph.
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Chapter 7LICENSEThis chapter contains the license conditions for Mico. All libraries are covered by theGNU Library General Public License (LGPL) version 2 or later, code generated by theIDL compiler is not copyrighted, everything else is covered by the GNU General PublicLicense (GPL) version 2 or later.The idea behind this is that MICO can be used for developing commercial applicationswithout requiring the manufacturer of the commercial application to put the applicationunder (L)GPL. On the other hand it is not possible to derive commercial applicationsfrom MICO without putting that application under (L)GPL.Section 7.1 contains terms and conditions of the LGPL, section 7.2 contains terms andconditions of the GPL.7.1 GNU Library General Public LicenseTERMS AND CONDITIONS FOR COPYING, DISTRIBUTION ANDMODIFICATION0. This License Agreement applies to any software library which contains a notice placedby the copyright holder or other authorized party saying it may be distributed underthe terms of this Library General Public License (also called \this License"). Eachlicensee is addressed as \you".A \library" means a collection of software functions and/or data prepared so as tobe conveniently linked with application programs (which use some of those functionsand data) to form executables.The \Library", below, refers to any such software library or work which has beendistributed under these terms. A \work based on the Library" means either the Li-brary or any derivative work under copyright law: that is to say, a work containingthe Library or a portion of it, either verbatim or with modi�cations and/or trans-lated straightforwardly into another language. (Hereinafter, translation is includedwithout limitation in the term \modi�cation".)\Source code" for a work means the preferred form of the work for making modi�-cations to it. For a library, complete source code means all the source code for all85



modules it contains, plus any associated interface de�nition �les, plus the scriptsused to control compilation and installation of the library.Activities other than copying, distribution and modi�cation are not covered by thisLicense; they are outside its scope. The act of running a program using the Libraryis not restricted, and output from such a program is covered only if its contentsconstitute a work based on the Library (independent of the use of the Library ina tool for writing it). Whether that is true depends on what the Library does andwhat the program that uses the Library does.1. You may copy and distribute verbatim copies of the Library's complete source code asyou receive it, in any medium, provided that you conspicuously and appropriatelypublish on each copy an appropriate copyright notice and disclaimer of warranty;keep intact all the notices that refer to this License and to the absence of anywarranty; and distribute a copy of this License along with the Library.You may charge a fee for the physical act of transferring a copy, and you may atyour option o�er warranty protection in exchange for a fee.2. You may modify your copy or copies of the Library or any portion of it, thus forming awork based on the Library, and copy and distribute such modi�cations or work underthe terms of Section 1 above, provided that you also meet all of these conditions:a) The modi�ed work must itself be a software library.b) You must cause the �les modi�ed to carry prominent notices stating that youchanged the �les and the date of any change.c) You must cause the whole of the work to be licensed at no charge to all thirdparties under the terms of this License.d) If a facility in the modi�ed Library refers to a function or a table of data tobe supplied by an application program that uses the facility, other than as anargument passed when the facility is invoked, then you must make a good faithe�ort to ensure that, in the event an application does not supply such functionor table, the facility still operates, and performs whatever part of its purposeremains meaningful.(For example, a function in a library to compute square roots has a purposethat is entirely well{de�ned independent of the application. Therefore, Subsec-tion 2d requires that any application{supplied function or table used by thisfunction must be optional: if the application does not supply it, the squareroot function must still compute square roots.)These requirements apply to the modi�ed work as a whole. If identi�able sectionsof that work are not derived from the Library, and can be reasonably consideredindependent and separate works in themselves, then this License, and its terms, donot apply to those sections when you distribute them as separate works. But whenyou distribute the same sections as part of a whole which is a work based on theLibrary, the distribution of the whole must be on the terms of this License, whose86



permissions for other licensees extend to the entire whole, and thus to each andevery part regardless of who wrote it.Thus, it is not the intent of this section to claim rights or contest your rights towork written entirely by you; rather, the intent is to exercise the right to controlthe distribution of derivative or collective works based on the Library.In addition, mere aggregation of another work not based on the Library with theLibrary (or with a work based on the Library) on a volume of a storage or distributionmedium does not bring the other work under the scope of this License.3. You may opt to apply the terms of the ordinary GNU General Public License insteadof this License to a given copy of the Library. To do this, you must alter all thenotices that refer to this License, so that they refer to the ordinary GNU GeneralPublic License, version 2, instead of to this License. (If a newer version than version2 of the ordinary GNU General Public License has appeared, then you can specifythat version instead if you wish.) Do not make any other change in these notices.Once this change is made in a given copy, it is irreversible for that copy, so theordinary GNU General Public License applies to all subsequent copies and derivativeworks made from that copy.This option is useful when you wish to copy part of the code of the Library into aprogram that is not a library.4. You may copy and distribute the Library (or a portion or derivative of it, underSection 2) in object code or executable form under the terms of Sections 1 and 2above provided that you accompany it with the complete corresponding machine{readable source code, which must be distributed under the terms of Sections 1 and2 above on a medium customarily used for software interchange.If distribution of object code is made by o�ering access to copy from a designatedplace, then o�ering equivalent access to copy the source code from the same placesatis�es the requirement to distribute the source code, even though third parties arenot compelled to copy the source along with the object code.5. A program that contains no derivative of any portion of the Library, but is designedto work with the Library by being compiled or linked with it, is called a \work thatuses the Library". Such a work, in isolation, is not a derivative work of the Library,and therefore falls outside the scope of this License.However, linking a \work that uses the Library" with the Library creates an ex-ecutable that is a derivative of the Library (because it contains portions of theLibrary), rather than a \work that uses the library". The executable is thereforecovered by this License. Section 6 states terms for distribution of such executables.When a \work that uses the Library" uses material from a header �le that is partof the Library, the object code for the work may be a derivative work of the Libraryeven though the source code is not. Whether this is true is especially signi�cant ifthe work can be linked without the Library, or if the work is itself a library. Thethreshold for this to be true is not precisely de�ned by law.87



If such an object �le uses only numerical parameters, data structure layouts andaccessors, and small macros and small inline functions (ten lines or less in length),then the use of the object �le is unrestricted, regardless of whether it is legallya derivative work. (Executables containing this object code plus portions of theLibrary will still fall under Section 6.)Otherwise, if the work is a derivative of the Library, you may distribute the objectcode for the work under the terms of Section 6. Any executables containing thatwork also fall under Section 6, whether or not they are linked directly with theLibrary itself.6. As an exception to the Sections above, you may also compile or link a \work that usesthe Library" with the Library to produce a work containing portions of the Library,and distribute that work under terms of your choice, provided that the terms permitmodi�cation of the work for the customer's own use and reverse engineering fordebugging such modi�cations.You must give prominent notice with each copy of the work that the Library is usedin it and that the Library and its use are covered by this License. You must supplya copy of this License. If the work during execution displays copyright notices, youmust include the copyright notice for the Library among them, as well as a referencedirecting the user to the copy of this License. Also, you must do one of these things:a) Accompany the work with the complete corresponding machine{readable sourcecode for the Library including whatever changes were used in the work (whichmust be distributed under Sections 1 and 2 above); and, if the work is anexecutable linked with the Library, with the complete machine{readable \workthat uses the Library", as object code and/or source code, so that the user canmodify the Library and then relink to produce a modi�ed executable containingthe modi�ed Library. (It is understood that the user who changes the contentsof de�nitions �les in the Library will not necessarily be able to recompile theapplication to use the modi�ed de�nitions.)b) Accompany the work with a written o�er, valid for at least three years, to givethe same user the materials speci�ed in Subsection 6a, above, for a charge nomore than the cost of performing this distribution.c) If distribution of the work is made by o�ering access to copy from a designatedplace, o�er equivalent access to copy the above speci�ed materials from thesame place.d) Verify that the user has already received a copy of these materials or that youhave already sent this user a copy.For an executable, the required form of the \work that uses the Library" mustinclude any data and utility programs needed for reproducing the executable fromit. However, as a special exception, the source code distributed need not includeanything that is normally distributed (in either source or binary form) with themajor components (compiler, kernel, and so on) of the operating system on whichthe executable runs, unless that component itself accompanies the executable.88



It may happen that this requirement contradicts the license restrictions of otherproprietary libraries that do not normally accompany the operating system. Sucha contradiction means you cannot use both them and the Library together in anexecutable that you distribute.7. You may place library facilities that are a work based on the Library side{by{side in asingle library together with other library facilities not covered by this License, anddistribute such a combined library, provided that the separate distribution of thework based on the Library and of the other library facilities is otherwise permitted,and provided that you do these two things:a) Accompany the combined library with a copy of the same work based on theLibrary, uncombined with any other library facilities. This must be distributedunder the terms of the Sections above.b) Give prominent notice with the combined library of the fact that part of it isa work based on the Library, and explaining where to �nd the accompanyinguncombined form of the same work.8. You may not copy, modify, sublicense, link with, or distribute the Library except asexpressly provided under this License. Any attempt otherwise to copy, modify, sub-license, link with, or distribute the Library is void, and will automatically terminateyour rights under this License. However, parties who have received copies, or rights,from you under this License will not have their licenses terminated so long as suchparties remain in full compliance.9. You are not required to accept this License, since you have not signed it. However,nothing else grants you permission to modify or distribute the Library or its deriva-tive works. These actions are prohibited by law if you do not accept this License.Therefore, by modifying or distributing the Library (or any work based on the Li-brary), you indicate your acceptance of this License to do so, and all its terms andconditions for copying, distributing or modifying the Library or works based on it.10. Each time you redistribute the Library (or any work based on the Library), the re-cipient automatically receives a license from the original licensor to copy, distribute,link with or modify the Library subject to these terms and conditions. You maynot impose any further restrictions on the recipients' exercise of the rights grantedherein. You are not responsible for enforcing compliance by third parties to thisLicense.11. If, as a consequence of a court judgment or allegation of patent infringement orfor any other reason (not limited to patent issues), conditions are imposed on you(whether by court order, agreement or otherwise) that contradict the conditions ofthis License, they do not excuse you from the conditions of this License. If youcannot distribute so as to satisfy simultaneously your obligations under this Licenseand any other pertinent obligations, then as a consequence you may not distributethe Library at all. For example, if a patent license would not permit royalty{free89



redistribution of the Library by all those who receive copies directly or indirectlythrough you, then the only way you could satisfy both it and this License would beto refrain entirely from distribution of the Library.If any portion of this section is held invalid or unenforceable under any particularcircumstance, the balance of the section is intended to apply, and the section as awhole is intended to apply in other circumstances.It is not the purpose of this section to induce you to infringe any patents or otherproperty right claims or to contest validity of any such claims; this section has thesole purpose of protecting the integrity of the free software distribution system whichis implemented by public license practices. Many people have made generous con-tributions to the wide range of software distributed through that system in relianceon consistent application of that system; it is up to the author/donor to decide ifhe or she is willing to distribute software through any other system and a licenseecannot impose that choice.This section is intended to make thoroughly clear what is believed to be a conse-quence of the rest of this License.12. If the distribution and/or use of the Library is restricted in certain countries eitherby patents or by copyrighted interfaces, the original copyright holder who places theLibrary under this License may add an explicit geographical distribution limitationexcluding those countries, so that distribution is permitted only in or among coun-tries not thus excluded. In such case, this License incorporates the limitation as ifwritten in the body of this License.13. The Free Software Foundation may publish revised and/or new versions of the LibraryGeneral Public License from time to time. Such new versions will be similar in spiritto the present version, but may di�er in detail to address new problems or concerns.Each version is given a distinguishing version number. If the Library speci�es aversion number of this License which applies to it and \any later version", you havethe option of following the terms and conditions either of that version or of any laterversion published by the Free Software Foundation. If the Library does not specifya license version number, you may choose any version ever published by the FreeSoftware Foundation.14. If you wish to incorporate parts of the Library into other free programs whose dis-tribution conditions are incompatible with these, write to the author to ask forpermission. For software which is copyrighted by the Free Software Foundation,write to the Free Software Foundation; we sometimes make exceptions for this. Ourdecision will be guided by the two goals of preserving the free status of all derivativesof our free software and of promoting the sharing and reuse of software generally.NO WARRANTY15. BECAUSE THE LIBRARY IS LICENSED FREE OF CHARGE, THERE IS NOWARRANTY FOR THE LIBRARY, TO THE EXTENT PERMITTED BY AP-PLICABLE LAW. EXCEPT WHEN OTHERWISE STATED IN WRITING THE90



COPYRIGHT HOLDERS AND/OROTHER PARTIES PROVIDE THE LIBRARY\AS IS" WITHOUT WARRANTY OF ANY KIND, EITHER EXPRESSED ORIMPLIED, INCLUDING, BUT NOT LIMITED TO, THE IMPLIEDWARRANTIESOF MERCHANTABILITY AND FITNESS FOR A PARTICULAR PURPOSE.THE ENTIRE RISK AS TO THE QUALITY AND PERFORMANCE OF THE LI-BRARY IS WITH YOU. SHOULD THE LIBRARY PROVE DEFECTIVE, YOUASSUME THE COST OF ALL NECESSARY SERVICING, REPAIR OR COR-RECTION.16. IN NO EVENT UNLESS REQUIRED BY APPLICABLE LAW OR AGREED TOIN WRITING WILL ANY COPYRIGHT HOLDER, OR ANY OTHER PARTYWHO MAY MODIFY AND/OR REDISTRIBUTE THE LIBRARY AS PERMIT-TED ABOVE, BE LIABLE TO YOU FOR DAMAGES, INCLUDING ANY GEN-ERAL, SPECIAL, INCIDENTAL OR CONSEQUENTIAL DAMAGES ARISINGOUT OF THE USE OR INABILITY TO USE THE LIBRARY (INCLUDING BUTNOT LIMITED TO LOSS OF DATA OR DATA BEING RENDERED INACCU-RATE OR LOSSES SUSTAINED BY YOU OR THIRD PARTIES OR A FAILUREOF THE LIBRARY TO OPERATE WITH ANY OTHER SOFTWARE), EVENIF SUCH HOLDER OR OTHER PARTY HAS BEEN ADVISED OF THE POS-SIBILITY OF SUCH DAMAGES.END OF TERMS AND CONDITIONS7.2 GNU General Public LicenseTERMS AND CONDITIONS FOR COPYING, DISTRIBUTION ANDMODIFICATION0. This License applies to any program or other work which contains a notice placed bythe copyright holder saying it may be distributed under the terms of this GeneralPublic License. The \Program", below, refers to any such program or work, anda \work based on the Program" means either the Program or any derivative workunder copyright law: that is to say, a work containing the Program or a portion ofit, either verbatim or with modi�cations and/or translated into another language.(Hereinafter, translation is included without limitation in the term \modi�cation".)Each licensee is addressed as \you".Activities other than copying, distribution and modi�cation are not covered by thisLicense; they are outside its scope. The act of running the Program is not restricted,and the output from the Program is covered only if its contents constitute a workbased on the Program (independent of having been made by running the Program).Whether that is true depends on what the Program does.1. You may copy and distribute verbatim copies of the Program's source code as youreceive it, in any medium, provided that you conspicuously and appropriately pub-lish on each copy an appropriate copyright notice and disclaimer of warranty; keep91



intact all the notices that refer to this License and to the absence of any warranty;and give any other recipients of the Program a copy of this License along with theProgram.You may charge a fee for the physical act of transferring a copy, and you may atyour option o�er warranty protection in exchange for a fee.2. You may modify your copy or copies of the Program or any portion of it, thus form-ing a work based on the Program, and copy and distribute such modi�cations orwork under the terms of Section 1 above, provided that you also meet all of theseconditions:a) You must cause the modi�ed �les to carry prominent notices stating that youchanged the �les and the date of any change.b) You must cause any work that you distribute or publish, that in whole or in partcontains or is derived from the Program or any part thereof, to be licensed asa whole at no charge to all third parties under the terms of this License.c) If the modi�ed program normally reads commands interactively when run, youmust cause it, when started running for such interactive use in the most or-dinary way, to print or display an announcement including an appropriatecopyright notice and a notice that there is no warranty (or else, saying thatyou provide a warranty) and that users may redistribute the program underthese conditions, and telling the user how to view a copy of this License. (Ex-ception: if the Program itself is interactive but does not normally print suchan announcement, your work based on the Program is not required to print anannouncement.)These requirements apply to the modi�ed work as a whole. If identi�able sectionsof that work are not derived from the Program, and can be reasonably consideredindependent and separate works in themselves, then this License, and its terms, donot apply to those sections when you distribute them as separate works. But whenyou distribute the same sections as part of a whole which is a work based on theProgram, the distribution of the whole must be on the terms of this License, whosepermissions for other licensees extend to the entire whole, and thus to each andevery part regardless of who wrote it.Thus, it is not the intent of this section to claim rights or contest your rights towork written entirely by you; rather, the intent is to exercise the right to controlthe distribution of derivative or collective works based on the Program.In addition, mere aggregation of another work not based on the Program withthe Program (or with a work based on the Program) on a volume of a storage ordistribution medium does not bring the other work under the scope of this License.3. You may copy and distribute the Program (or a work based on it, under Section 2) inobject code or executable form under the terms of Sections 1 and 2 above providedthat you also do one of the following:92



a) Accompany it with the complete corresponding machine{readable source code,which must be distributed under the terms of Sections 1 and 2 above on amedium customarily used for software interchange; or,b) Accompany it with a written o�er, valid for at least three years, to give any thirdparty, for a charge no more than your cost of physically performing sourcedistribution, a complete machine{readable copy of the corresponding sourcecode, to be distributed under the terms of Sections 1 and 2 above on a mediumcustomarily used for software interchange; or,c) Accompany it with the information you received as to the o�er to distributecorresponding source code. (This alternative is allowed only for noncommercialdistribution and only if you received the program in object code or executableform with such an o�er, in accord with Subsection b above.)The source code for a work means the preferred form of the work for making modi-�cations to it. For an executable work, complete source code means all the sourcecode for all modules it contains, plus any associated interface de�nition �les, plusthe scripts used to control compilation and installation of the executable. However,as a special exception, the source code distributed need not include anything that isnormally distributed (in either source or binary form) with the major components(compiler, kernel, and so on) of the operating system on which the executable runs,unless that component itself accompanies the executable.If distribution of executable or object code is made by o�ering access to copy froma designated place, then o�ering equivalent access to copy the source code from thesame place counts as distribution of the source code, even though third parties arenot compelled to copy the source along with the object code.4. You may not copy, modify, sublicense, or distribute the Program except as expresslyprovided under this License. Any attempt otherwise to copy, modify, sublicense ordistribute the Program is void, and will automatically terminate your rights underthis License. However, parties who have received copies, or rights, from you underthis License will not have their licenses terminated so long as such parties remainin full compliance.5. You are not required to accept this License, since you have not signed it. However,nothing else grants you permission to modify or distribute the Program or its deriva-tive works. These actions are prohibited by law if you do not accept this License.Therefore, by modifying or distributing the Program (or any work based on theProgram), you indicate your acceptance of this License to do so, and all its termsand conditions for copying, distributing or modifying the Program or works basedon it.6. Each time you redistribute the Program (or any work based on the Program), therecipient automatically receives a license from the original licensor to copy, distributeor modify the Program subject to these terms and conditions. You may not imposeany further restrictions on the recipients' exercise of the rights granted herein. Youare not responsible for enforcing compliance by third parties to this License.93



7. If, as a consequence of a court judgment or allegation of patent infringement or forany other reason (not limited to patent issues), conditions are imposed on you(whether by court order, agreement or otherwise) that contradict the conditions ofthis License, they do not excuse you from the conditions of this License. If youcannot distribute so as to satisfy simultaneously your obligations under this Licenseand any other pertinent obligations, then as a consequence you may not distributethe Program at all. For example, if a patent license would not permit royalty{freeredistribution of the Program by all those who receive copies directly or indirectlythrough you, then the only way you could satisfy both it and this License would beto refrain entirely from distribution of the Program.If any portion of this section is held invalid or unenforceable under any particularcircumstance, the balance of the section is intended to apply and the section as awhole is intended to apply in other circumstances.It is not the purpose of this section to induce you to infringe any patents or otherproperty right claims or to contest validity of any such claims; this section has thesole purpose of protecting the integrity of the free software distribution system,which is implemented by public license practices. Many people have made gener-ous contributions to the wide range of software distributed through that system inreliance on consistent application of that system; it is up to the author/donor todecide if he or she is willing to distribute software through any other system and alicensee cannot impose that choice.This section is intended to make thoroughly clear what is believed to be a conse-quence of the rest of this License.8. If the distribution and/or use of the Program is restricted in certain countries eitherby patents or by copyrighted interfaces, the original copyright holder who places theProgram under this License may add an explicit geographical distribution limita-tion excluding those countries, so that distribution is permitted only in or amongcountries not thus excluded. In such case, this License incorporates the limitationas if written in the body of this License.9. The Free Software Foundation may publish revised and/or new versions of the GeneralPublic License from time to time. Such new versions will be similar in spirit to thepresent version, but may di�er in detail to address new problems or concerns.Each version is given a distinguishing version number. If the Program speci�es aversion number of this License which applies to it and \any later version", you havethe option of following the terms and conditions either of that version or of any laterversion published by the Free Software Foundation. If the Program does not specifya version number of this License, you may choose any version ever published by theFree Software Foundation.10. If you wish to incorporate parts of the Program into other free programs whosedistribution conditions are di�erent, write to the author to ask for permission. Forsoftware which is copyrighted by the Free Software Foundation, write to the FreeSoftware Foundation; we sometimes make exceptions for this. Our decision will be94



guided by the two goals of preserving the free status of all derivatives of our freesoftware and of promoting the sharing and reuse of software generally.NO WARRANTY11. BECAUSE THE PROGRAM IS LICENSED FREE OF CHARGE, THERE IS NOWARRANTY FOR THE PROGRAM, TO THE EXTENT PERMITTED BY AP-PLICABLE LAW. EXCEPT WHEN OTHERWISE STATED IN WRITING THECOPYRIGHT HOLDERS AND/OR OTHER PARTIES PROVIDE THE PRO-GRAM \AS IS"WITHOUTWARRANTY OF ANY KIND, EITHER EXPRESSEDOR IMPLIED, INCLUDING, BUT NOT LIMITED TO, THE IMPLIED WAR-RANTIES OFMERCHANTABILITY AND FITNESS FORA PARTICULAR PUR-POSE. THE ENTIRE RISK AS TO THE QUALITY AND PERFORMANCE OFTHE PROGRAM IS WITH YOU. SHOULD THE PROGRAM PROVE DEFEC-TIVE, YOU ASSUME THE COST OF ALL NECESSARY SERVICING, REPAIROR CORRECTION.12. IN NO EVENT UNLESS REQUIRED BY APPLICABLE LAW OR AGREED TOIN WRITING WILL ANY COPYRIGHT HOLDER, OR ANY OTHER PARTYWHO MAY MODIFY AND/OR REDISTRIBUTE THE PROGRAM AS PER-MITTED ABOVE, BE LIABLE TO YOU FOR DAMAGES, INCLUDING ANYGENERAL, SPECIAL, INCIDENTAL OR CONSEQUENTIAL DAMAGES ARIS-ING OUT OF THE USE OR INABILITY TO USE THE PROGRAM (INCLUD-ING BUT NOT LIMITED TO LOSS OF DATA OR DATA BEING RENDEREDINACCURATE OR LOSSES SUSTAINED BY YOU OR THIRD PARTIES ORA FAILURE OF THE PROGRAM TO OPERATE WITH ANY OTHER PRO-GRAMS), EVEN IF SUCH HOLDER OR OTHER PARTY HAS BEEN ADVISEDOF THE POSSIBILITY OF SUCH DAMAGES.END OF TERMS AND CONDITIONS
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Appendix AFrequently Asked Questions AboutMICOQ: During compilation my gcc 2.7.2.x dies with an "internal compiler error". What isgoing wrong?A: Some Linux distributions (noteably Suse Linux 5 and Red Hat) shipped broken gccbinaries. You have to recompile gcc 2.7.2.x, or better yet, install egcs 1.x or gcc2.8.x.Q: I have installed gcc 2.8 or egcs, and it still dies with an "internal compiler error".A: You are encouraged to submit a bug report to the appropriate compiler's mailinglist. In the meantime, disabling optimization usually works../configure --disable-optimizeQ: During compilation gcc dies with a "virtual memory exhausted" error. What can Ido?A: Add more swap space. Under Linux you can simply create a swap �le:sudd if=/dev/zero of=/tmp/swapfile bs=1024 count=64000mkswap /tmp/swapfileswapon /tmp/swapfileThere are similar ways for other unix 
avors. Ask your sys admin. If for somereason you cannot add more swap space, try turning o� optimization by rerunningcon�gure: ./configure --disable-optimize.Q: I use Cygnus CDK and gcc dies with a "virtual memory exhausted" error. How to�x this? 96



A: There seems to be a bug Cygnus CDK beta19 that prevents gcc from using swapspace. The only workaround is to disable optimization by rerunning con�gure:./configure --disable-optimize.Q: I con�gured for namspace support but MICO doesn't compile?A: Earlier versions of gcc and egcs (up to gcc 2.8 and egcs 1.0) have very limitednamespace support. The tests con�gure does to check for working namespaces pass,but MICO itself fails to compile. Rerun con�gure without --enable-namespace.Q: Why do MICO programs fail with a COMM FAILURE exception when running on`localhost'?A: Because MICO requires using your `real' host name. Never use `localhost' in anaddress speci�cation.Q: MICO programs crash. Why?A: There is no easy answer (what did you expect?). But often this is caused by linkingin wrong library versions. For example people often install egcs as a second compilerin their system and set PATH such that egcs will be picked. But that is not enough:You have to make sure that egcs' C++ libraries (esp. libstdc++) will be linked in.One way to make MICO use an egcs installed in /usr/local/egcs is:export PATH=/usr/local/egcs/bin:$PATHexport CXXFLAGS=-L/usr/local/egcs/libexport LD_LIBRARY_PATH=/usr/local/egcs/lib:$LD_LIBRARY_PATH./configureIf that is not the cause you probably found a bug in MICO. Write a mail tomico@vsb.cs.uni-frankfurt.de containing a description of the problem, alongwith{ the MICO version (make sure it is the latest by visiting http://www.cs.uni-frankfurt.de/ mico/){ the operating system you are running on{ the hardware you are running on{ the compiler type and version you are using{ a stack trace{ To get a stack trace run the o�ending program in the debugger:gdb <prog>(gdb) run <args>program got signal ???(gdb) backtrace 97



and include the output in your mail.Q: After creating Implementation Repository entiries with imr create imr list does notshow the newly created entries. What is going wrong?A: You must tell imr where micod is running, otherwise imr will create its own imple-mentation repository which is destroyed when imr exits. You tell imr the locationof the implementation repository by using the -ORBImplRepoAddr option, e.g.:micod -ORBIIOPAddr inet:jade:4242 &imr -ORBImplRepoAddr inet:jade:4242Q: I'm using egcs 1.x. When I turn o� MiniSTL compliation aborts with/usr/ccs/bin/as: error: can't compute value of an expressioninvolving an external symbolA: This is a bug in the assember. One solution is to enable debugging:./configure --enable-debugThe preferred solution is to install GNU as (in the binutils package). See also thediscussion on the egcs FAQ (the -fsquangle option).Q: Why don't exceptions work on Linux?A: They do. You are experiencing a bug in the assembler. Upgrade to binutils-2.8.1.0.15or newer and recompile MICO.
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