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Linear Road: Ben
hmarking Stream-Based DataManagement SystemsbyRi
hard S. Tibbetts, IIISubmitted to the Department of Ele
tri
al Engineering and Computer S
ien
eon O
tober 27, 2003, in Partial Ful�llment of theRequirements for the Degree ofMaster of S
ien
e in Computer S
ien
e and EngineeringAbstra
tThis thesis des
ribes the design, implementation, and exe
ution of the Linear Roadben
hmark for stream-based data management systems. The motivation for ben
h-marking and the sele
tion of the ben
hmark appli
ation are des
ribed. Test harnessimplementation is dis
ussed, as are experien
es using the ben
hmark to evaluate theAurora engine. E�e
ts of this work on the evolution of the Aurora engine are alsodis
ussed.Streams 
onsist of 
ontinuous feeds of data from external data sour
es su
h assensor networks or other monitoring systems. Stream data management systemsexe
ute 
ontinuous and histori
al queries over these streams, produ
ing query resultsin real-time. This ben
hmark provides a means of 
omparing the fun
tionality andperforman
e of stream-based data management systems relative to ea
h other and torelational systems.The ben
hmark presented is motivated by the in
reasing prevalen
e of \variabletolling" on highway systems throughout the world. Variable tolling uses dynami
allydetermined fa
tors su
h as 
ongestion levels and a

ident proximity to 
al
ulate tolls.Linear Road spe
i�es a variable tolling system for a �
tional urban area, in
ludingsu
h features as a

ident dete
tion and alerts, traÆ
 
ongestion measurements, toll
al
ulations, and ad ho
 requests for travel time predi
tions and a

ount balan
es.This ben
hmark has already been adopted in the Aurora [ACC+03℄ and STREAM[MWA+03℄ streaming data management systems.Thesis Supervisor: Mi
hael StonebrakerTitle: Adjun
t Professor
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Chapter 1
Introdu
tion
This thesis presents the Linear Road ben
hmark for stream-based data managementsystems (or stream systems for short). Stream data management has be
ome a highlya
tive resear
h area and has inspired the development of prototype systems su
has Aurora [ACC+03℄, STREAM [MWA+03℄, TelegraphCQ [CCD+03℄ and Niagara[CDTW00℄. Up until now, there has been no way to 
ompare the performan
e ofstream systems with ea
h other, or with any relational database system adaptedto store and query streamed data. Linear Road attempts to remedy this issue byproviding a ben
hmark that has the following features whi
h together 
omprise arigorous stress-test for stream data management:� a set of 
ontinuous queries (to 
ontinuously monitor in
oming data streams)and histori
al queries (to query previously streamed histori
al data),� high-volume data requirements, both in terms of in
oming stream data (between1000 and 10,000 in
oming tuples per se
ond) and the histori
al data that mustbe maintained (roughly between 20 million and 200 million tuples at a time)and� real-time query response and histori
al data a

ura
y requirements.Linear Road simulates an urban highway system that uses \variable tolls": tollsthat are determined a

ording to su
h dynami
 fa
tors as 
ongestion, a

ident prox-13



imity and travel frequen
y. This ben
hmark is intended to serve as a stress test forstream-based data management: spe
ifying �xed input data s
hemas and workloads,a suite of 
ontinuous and histori
al queries that must be supported, and perfor-man
e (i.e., query and transa
tion response time) requirements. The degree to whi
ha stream-based system 
an s
ale (as measured by the number of expressways sup-ported, L) while satisfying these requirements serves as a basis for 
omparison ofstream systems to ea
h other and to existing relational te
hnology. We refer to asystem that 
an meet the performan
e and 
orre
tness requirements spe
i�ed here,while servi
ing position reports emitted from L expressways, as having an L-ratingfor Linear Road.1.1 Stream-Based Data Management SystemsContinuous query pro
essing is a relatively new �eld in query pro
essing. It deals withthe exe
ution of queries over in�nite streams of data, rather than over �xed 
olle
tionsof data. Traditional query pro
essing systems are powerful tools for examining storesof data. Continuous query systems are similarly powerful, but fo
us on pro
essingand rea
ting to the data as it is 
olle
ted. These systems are spe
ially designed for\stream pro
essing" problems.Stream pro
essing problems involve input data that is 
oming into existen
e overtime. The data rate may be very high, or 
ome in bursts. Output is 
al
ulated as soonas the required input data is available. Output is a fun
tion of all input data availableup to the present time. Stream pro
essing problems often make expli
itly use of thetime domain of their input data. For example, 
al
ulating the maximum value seenin the last 5 minutes. There 
an also be real-time requirements on pro
essing, whereresults are required within a spe
i�ed amount of time after data be
omes available.A 
ontinuous query system will allow stream pro
essing problems to be spe
i�ed byprogrammers, and exe
uted eÆ
iently.There are many stream pro
essing problems. For example, sto
k markets andother �nan
ial systems 
an be treated as data sour
es. There are many queries that14



one might want to exe
ute 
ontinuously and in real-time based on sto
k market data.A simple query might be as follows: Inform me within ten se
onds if the per
entage
hange in the �ve-minute rolling average of sto
k XYZ ex
eeds the per
entage 
hangein the average of the entire market. This query makes expli
it use of time, and pla
esreal-time demands on its results.There are 
urrently a variety of 
ontinuous query pro
essing systems under devel-opment in various resear
h groups. They ea
h o�er di�erent fun
tionality, di�erentprogramming interfa
es, and a di�erent vo
abulary. This paper will use the termi-nology developed as part of the Aurora[ACC+03℄ proje
t.The fundamental 
onstru
t in nearly all 
ontinuous query pro
essing systems isthe stream[BW01℄. The stream is a possibly in�nite sequen
e of tuples. Streams oftenrepresent the output of sensors, su
h as the lo
ation of obje
ts or the temperature ofa room over time. Streams may also be pro
essed data. The output of a 
ontinuousquery will itself be a stream of data. In our example, the input data from the sto
kmarket would be a stream, as would the output from the query. Internally, theintermediate data, su
h as the 5 minute rolling average of the entire market, may alsobe thought of as a stream.In Aurora, as in most systems, streams are manipulated using operators. Oper-ators have some number of input streams and some number of output streams. Thevalues of the output streams depend on the values on the input streams. A simpleoperator would be a �lter whose output is a subset of its input sele
ted a

ording tosome predi
ate. In our example, �lter will be used to sele
t tuples where the per
ent
hange ex
eeds 5%, out of a stream of tuples des
ribing the per
ent 
hange. Anotheroperator, aggregate, will be used to 
al
ulate the rolling average as well as the per
ent
hange in our example. Aggregate 
al
ulates fun
tions su
h as average over a subsetof its previous input data. There are several other basi
 operators. More spe
ial-ized operators 
an be 
reated by 
omposing these simple operators, or by introdu
ingappli
ation spe
i�
 operators.Aurora queries are networks of operators, output streams feeding into input streams,and data sour
es. These queries are expressed graphi
ally. Our example query 
an15
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Figure 1-1: Example of an Aurora Query
be seen in Figure 1-1. Input data logi
ally 
ows along the arrows, and ea
h box addsa bit more pro
essing. The top ar
 of the query 
al
ulates a total market value, thena 5 minute rolling average of that value, and then a per
ent 
hange between the last2 averages. The bottom ar
 �lters out just sto
k XYZ 's value, and does the same
al
ulation. The Join box puts values from the top and bottom ar
s together basedon their timestamps, so that its output tuples 
ontain the per
ent 
hange in totalmarket and in sto
k XYZ for a given time. Then the �nal �lter just sele
ts tupleswhere the 
hange in XYZ is 5% higher than in the whole market.Query pro
essing systems support many data streams and many simultaneousqueries and readers. Readers may be able to subs
ribe to streams of intermediatevalues. Su
h systems may eliminate 
ommon sub-queries and do other optimizationswith stored data for windowed operators. They may also in
orporated data frommore traditional database systems.Aurora is a single-node stream pro
essing engine. Given a des
ription of an op-erator network and a stream of input, it produ
es the appropriate stream of output.Aurora makes use of eÆ
ient s
heduling algorithms [CCR+03℄ and te
hniques su
h asload shedding [TCZ+03℄ to a
hieve high performan
e. The load shedding fun
tionalitywas not tested in this work, only the operator set and the s
heduling.Aurora has a default operator set whi
h 
an be augmented with appli
ation spe
i�
operators. The default operator set at the time of this implementation is des
ribedin [ACC+03℄. 16



1.2 Ben
hmarkingThis thesis attempts to de�ne a useful ben
hmark for streaming databases. Thereis mu
h history of ben
hmarking in the database 
ommunity. For a dis
ussion ofprevious work in ben
hmarking, see Chapter 7. Ben
hmarking allows users and de-signers of databases to 
ompare performan
e between di�erent software and hardwaresystems. Comparisons are important both for resear
hers evaluating designs and for
onsumers deploying systems. A good ben
hmark will greatly simplify a 
onsumers
hoi
e of database system, and will help designers to build the kinds of systems that
onsumers desire.A

ording to Jim Gray, in his Ben
hmark Handbook [Gra93℄, a good ben
hmarkwill display four important qualities:Relevant It must measure the peak performan
e and pri
e/performan
e of systemswhen performing typi
al operations within that problem domain.Portable It should be easy to implement the ben
hmark on many di�erent systemsand ar
hite
tures.S
alable The ben
hmark should apply to small and large 
omputer systems. Itshould be possible to s
ale the ben
hmark up to larger systems, and to parallel
omputer systems as 
omputer performan
e and ar
hite
ture evolve.Simple The ben
hmark must be understandable, otherwise it will la
k 
redibility.As this thesis presents a new ben
hmark for a new kind of database system, thesefour 
riteria will be a guide.1.3 OrganizationThe next 
hapter presents an overview of the Linear Road ben
hmark and some of thehigh-level design 
hoi
es. Chapter 3 des
ribes the pre
ise spe
i�
ation of the ben
h-mark requirements. Chapter 4 dis
usses the implementation of the ben
hmarking test17



harness. Experien
es implementing the queries on the Aurora streaming database arefound in 
hapter 5. Chapter 6 summarizes performan
e measurements from existingimplementations. Related work is dis
ussed in Chapter 7. Con
lusions are drawn inChapter 8.
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Chapter 2
Overview of Linear RoadBen
hmark
2.1 Appli
ation-Level Ben
hmarkingAn ideal ben
hmark will pre
isely de�ne the queries to be answered by the underlyingsystem using a standard language. This should be the same language that end-userswill use to implement their own appli
ations. This is important so that the ben
hmarkis portable between systems, and to ensure the the systems being 
ompared o�ersimilar fun
tionality.A major 
hallenge we fa
ed in building a ben
hmark for streaming databases wasthe la
k of a 
ommon language for spe
ifying queries. There is a wide open rangeof languages in this spa
e, in
luding SQL-derivatives su
h as CQL [MWA+03℄ andPun
tuated Streams [TMS03℄, entirely new languages like Medusa, and fully graphi
alquery systems su
h as Aurora. Ea
h of these languages des
ribes a slightly di�erentunderlying set of basi
 operations. As a result, it is not possible to spe
ify pre
isequeries in a portable manner.All of these systems are 
lassi�ed as streaming databases be
ause they are alltrying to solve a similar 
lass of problems in a similar way. Rather than spe
-ify the queries, our ben
hmark spe
i�es the appli
ation to be implemented. This\appli
ation-level ben
hmark" gives greater 
exibility to implementors at the 
ost of19



added 
omplexity in the ben
hmarking test harness. The bene�t is that systems areable to show
ase their unique operator sets while retaining the ability to 
ompare theperforman
e of their systems.2.2 Variable Tolling\Variable tolling" (also known as \
ongestion pri
ing") [ITS02, USD03, Poo02℄ is be-
oming in
reasingly prevalent in urban settings be
ause of its e�e
tiveness in redu
ingtraÆ
 
ongestion and to re
ent advan
es in mi
rosensor te
hnology that have madeit feasible. TraÆ
 
ongestion in major metropolitan areas is an in
reasing problem asexpressways 
annot be built fast enough to keep traÆ
 
owing freely at peak periods.The idea behind variable tolling is to issue tolls that vary a

ording to time-dependentfa
tors su
h as 
ongestion levels and a

ident proximity. The motivation of 
harginghigher tolls during peak traÆ
 periods is to dis
ourage vehi
les from using the roadsand 
ontributing to the 
ongestion. Illinois, California, and Finland have pilot pro-grams utilizing this 
on
ept. Moreover, both London and Singapore 
harge tolls atpeak periods to let vehi
les enter the downtown area using similar reasoning.Variable tolling depends on the deployment of mi
rosensors that 
ontinuouslyreport on the positions of vehi
les on monitored expressways. Continuous monitoringof expressways 
an be a

omplished with two di�erent ar
hite
tures:� Smart Road, Dumb Vehi
le: In this s
enario, position and speed-dete
ting sen-sors are embedded in the roads or roadside fa
ilities. Vehi
les 
arry devi
esthat re
e
t the signal from the roadside systems thereby reporting the vehi
le'sposition every time it passes a predetermined position on the road.� Dumb Road, Smart Vehi
le: In this s
enario, every vehi
le is equipped with ana
tive devi
e with a longer range that broad
asts the vehi
le's position to a data
olle
tion network positioned at the side of the road.Both of these ar
hite
tures are being followed in the 
urrent pilots. For the purposeof this ben
hmark, we will assume a dumb road, smart vehi
le ar
hite
ture.20
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Figure 2-1: The Geometry of Linear City2.3 Linear CityLinear Road is not intended to model a real 
ity with all of its geographi
al 
om-plexities (hills, rivers et
.), nor is it intended to a
t as a 
ontrol simulation of traÆ
patterns. Rather, it is intended solely as a stress test for stream data management,and therefore we assume a simple urban area 
onsisting of some number of �xedlength linear expressways (thereby inspiring the name, \Linear Road"), and ex
lud-ing 
ontrol me
hanisms.Linear City is a �
tional metropolitan area that is 100 miles (176000 yards) wideand 100 miles long. Every position in the area 
an be spe
i�ed with one yard gran-ularity using (x, y) 
oordinates starting at (0, 0) and extending to (175999, 175999),as shown in Figure 2-1.2.3.1 ExpresswaysThere are 10 parallel expressways in Linear City, numbered from 0-9 and runninghorizontally 10 miles apart. Ea
h expressway is 100 miles long and 96 feet (32 yards)wide, with 4 12-foot wide lanes in both (east and west) dire
tions: 3 travel lanes and21



one additional 12 foot lane devoted to entran
e and exit ramps. Thus, expressway#0 o

upies the re
tangle identi�ed by 
orner points (0; 17568) and (175999; 17599);expressway #1 o

upies the re
tangle identi�ed by 
orner points (0; 35168) and(175999; 35199); and in general, expressway #i o

upies the re
tangle identi�ed by
orner points (0; (i+ 1) � 17600� 32) and (175999; (i+ 1) � 17600� 1) for 0 � i � 9.This is illustrated in Figure 2-1. For simpli
ity, there are no expressways that runverti
ally.Ea
h expressway has 100 on-ramps and 100 o�-ramps in ea
h dire
tion, dividingit into 200 mile-long segments (100 eastbound and 100 westbound). The ramps area third of a mile long, and allow vehi
les to a

elerate or de
elerate. The on-rampfor a segment puts vehi
les onto the segment just after the start of the segment. Theo�ramp 
omes just before the end of the segment. Thus, ea
h segment has a total of8 lanes whi
h we number from 0-7:� lane 0 refers to the westbound entran
e and exit ramps,� lanes 1-3 refer to the westbound traÆ
 lanes,� lanes 4-6 refer to the eastbound traÆ
 lanes, and� lane 7 refers to the eastbound entran
e and exit ramps.A segment(for expressway #i), and the positioning of ea
h lane is illustrated in Figure2-2.2.3.2 Vehi
lesThere are 1,000,000 di�erent vehi
les registered in Linear City that use the express-ways. Ea
h registered vehi
le is equipped with a sensor that reports its position asan (x; y) 
oordinate on the Linear City grid every 30 se
onds while it is traveling onan entran
e ramp, exit ramp or travel lane of an expressway. For the purposes of thisben
hmark, we will assume sensors to a

urately identify vehi
le 
oordinates.11With 
urrent te
hnology, a digital GPS that uses multiple satellites 
an a
hieve position a

ura
ywithin 10 feet.[Gar02℄ 22
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1 mileFigure 2-2: One Segment of a Linear Road Expressway2.3.3 TollsThe Linear Road system automati
ally 
harges ea
h vehi
le tolls for use of the ex-pressway. Tolls are assessed to vehi
les for ea
h segment that they travel on ex
eptfor those from whi
h they exit the expressway. The toll assessed to a given vehi
le fortraveling on a given segment is 
al
ulated at the time the vehi
le �rst issues a positionreport from the segment. By default, this toll is determined by the average speed andnumber of vehi
les on the segment at the time the vehi
le �rst issues a position reportfrom the segment. Default tolls are overridden in 
ases where an a

ident has re
entlybeen dete
ted in the given segment (or a segment in 
lose proximity downstream), orwhen the driver being 
harged is a frequent user of the expressway system.
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Chapter 3
Spe
i�
ation of Linear Road
In this 
hapter, we provide a detailed des
ription of the Linear Road ben
hmarkrequirements. Running the ben
hmark will involve the following steps:1. Choosing a s
ale fa
tor (L) re
e
ting the number of expressways for whi
h traÆ
data should be generated.2. Using the traÆ
 simulator (set with s
ale fa
tor, L) to model the traÆ
 patternsof Linear City, re
ording position data from ea
h simulated automobile. Thispro
ess generates 
at �les 
onsisting of traÆ
 data and histori
al query requestsfor a 3 hour period re
e
ting a load 
onsistent with rush hour traÆ
.3. Using the stream system driver to deliver data generated by the simulator tothe implementing system in a manner 
onsistent with the timestamps asso
iatedwith the data by the simulator.4. Generating a 
at �le 
ontaining all output tuples (with timestamps re
e
tingthe times of their generation) in response to the 
ontinuous and histori
al queriesdis
ussed in Se
tion 3.2.5. Using the validation tool to 
he
k the laten
y and a

ura
y of generated outputa

ording to the 
riteria spe
i�ed in Se
tion 3.3.25



The purpose of the ben
hmark is to determine the maximum s
ale fa
tor at whi
ha stream data management system 
an run while still meeting the laten
y and a
-
ura
y requirements spe
i�ed herein. (This is known as the L-rating of the system.)Therefore, it is assumed that the ben
hmark will be run with in
reasingly larger s
alefa
tors until one is used for whi
h the requirements 
annot be met.The ben
hmark spe
i�
ation is divided into three parts:� Inputs to the System: Input data is des
ribed by its s
hemas in Se
tion 3.1.1,and the simulation tool that generates the data in Se
tion 3.1.2.� Outputs from the System: Outputs are de�ned in terms of a suite of 
ontinuous(Se
tion 3.2.1) and histori
al queries (Se
tion 3.2.2) expe
ted to be evaluatedover system inputs, and histori
al data (Se
tion 3.2.3) that must be maintainedto satisfy these queries.� Evaluation Criteria: Evaluation 
riteria are des
ribed in terms of performan
e(i.e., response time) requirements in Se
tion 3.3.1, and the validation tool thatveri�es query output in Se
tion 3.3.3.3.1 Input3.1.1 Input S
hemasThe s
hemas for ea
h input stream are summarized in Table 3.1 and des
ribed below.For simpli
ity, every �eld in every tuple is represented with a 32-bit signed integer.Position report tuples are emitted by vehi
les every 30 se
onds while on an ex-pressway. Position reports in
lude the following identifying data:� Type identi�es these tuples as Position Reports (for all Position Report tuples,Type = 0).� Time is a timestamp (as measured in se
onds sin
e the start of the simulation)identifying the time at whi
h the position report was emitted. The 
lo
k(s) that26



Input Tuple S
hemaPosition Reports (Type, Time, VID, Speed, XWay,Mile, Offset, Lane, Dir)A

ount Queries (Type, Time, VID, QID)Expenditure Queries (Type, Time, VID, QID, XWay)Travel Queries (Type, Time, VID, QID, XWay,Minit, Mend, DOW, TOD)Table 3.1: Input Tuple S
hemasperform the timestamping are assumed a

urate. Hen
e there is no issue with
lo
k skew.� VID is a vehi
le identi�er that uniquely identi�es ea
h vehi
le registered withLinear Road.� Speed is an integer number of miles per hour between 0 and 100.In addition to the identifying data, position reports 
ontain position data. Sensoremissions report a vehi
le's position as an (x; y) 
oordinate on the Linear Road grid.To simplify the implementation of the ben
hmark, we assume that the traÆ
 networkprepro
esses these 
oordinates to produ
e the following �elds:� XWay (Expressway number: 0 : : : 9): Equal to b y17600
,� Mile (Mile number: 0 : : : 99): Equal to b x1760
,� Offset (Yards Sin
e Last Mile Marker: 0 : : : 1759): Equal to x mod 1760,� Lane (Travel lane: 0 : : : 7): Equal to b17599�(y mod 17600)8 
, and� Dir (Dire
tion: 0 (West) or 1 (East)): Equal to bLane4 
.Note that �elds, (XWay; Mile; Dir)identify a segment. Fields,(XWay; Mile; Dir; Offset; Lane)27



Type Fields Des
riptionType Type 0 = Position Report, 1 = A

ount Balan
e,2 = Expenditure, 3 = Travel TimeTimestamp Time Se
onds sin
e start of simulation.Vehi
le ID VID (0 : : : 999,999)Speed Speed (0 : : : 100)Expressway # XWay (0 : : : 9)Mile # Mile,Minit,Mend (0 : : : 99)O�set Offset (0 : : : 1759)Lane Lane 0 = Ramp, 1 = Left, 2 = Middle, 3 = RightDire
tion Dir 0 = West, 1 = EastQuery ID QID (0..999,999)Day of week DOW 0 = Sunday, 1 =Monday, : : :, 6 = SaturdayTime of day TOD (0:00 : : : 23:59)Table 3.2: Input Field Typesidentify a position: the most pre
ise possible identi�able lo
ation for a vehi
le.The remaining three types of input tuples are issued from vehi
les to trigger theinvo
ation of histori
al queries, whi
h are des
ribed in Se
tion 3.2.2. The spe
i�
types asso
iated with ea
h �eld in input tuples are summarized in Table 3.2.3.1.2 The Linear Road Simulation ToolThe Linear Road Simulation Tool 
onsists of a simulator and a driver. The simulatorgenerates input data and stores it in 
at �les. The driver reads the 
at �les and deliv-ers the data to the ben
hmarked system in a manner 
onsistent with the timestampsatta
hed to ea
h data tuple. In short, the simulator is 
on
erned with the generationof traÆ
 data while the driver ensures that this data is presented to stream systemswith appropriate laten
ies.In simulating a stream system, a distin
tion must be made between the time atuple is generated and emitted (generation time) and the time it is delivered to thestream data management system (arrival time). Typi
ally, the timestamp asso
iatedwith a tuple is the data generation time, as this is more semanti
ally meaningful as re-28




e
ting the time an event o

urs that triggers the data emission. Our simulator/driverdistin
tion allows us to make one simplifying assumption in this ben
hmark: for alltuples generated as inputs to the system, we assume that the generation time andarrival time for that tuple are the same. In other words, for the purposes of thisben
hmark we assume that tuples arrive to stream systems instantaneously (and we
an a
hieve this by having a driver that delivers tuples to a stream system in a manner
onsistent with their timestamps.) While unrealisti
 in pra
ti
e (this pre
ludes tuplesarriving out of order, for example), the ben
hmark goal of gauging the performan
eof stream systems is una�e
ted by this assumption. Throughout the remainder ofthis do
ument, we will assume the timestamp asso
iated with a data tuple is both itsgeneration time and its arrival time to the stream system.MITSIMLabAt the 
ore of the simulation tool is the MITSIMLab traÆ
 simulator [YK96℄. Thissystem generates a set of vehi
les and repeatedly has ea
h 
omplete a vehi
le trip: ajourney beginning at an entry ramp on some segment and �nishing at an exit rampon some segment that lies on the same expressway. In making a vehi
le trip, a vehi
leis pla
ed on the entran
e ramp, begins reporting its position every 30 se
onds anda

elerating at a rate allowed by the other traÆ
. It then merges onto the expresswayand moves towards its destination at a rate allowed by the traÆ
 
ongestion. Whenthe vehi
le rea
hes its destination, it moves to the exit ramp and de
elerates. Itis assumed that a vehi
le's maximum speed on a travel lane of an expressway is100 MPH, and that its average speed on an entran
e or exit ramp is no more than40 MPH. This ensures that a vehi
le emits at least one position report from everysegment it travels in, and at least one position report from both an entran
e rampand an exit ramp. When a vehi
le leaves the exit ramp 
ompletely, it stops reportingits position. Thus, every vehi
le trip begins with a position report from an entran
eramp and ends with a position report from an exit ramp. The simulator staggersvehi
le position reports so that at every se
ond 130 of the reports for vehi
les 
urrentlyon the expressway are emitted. 29



Simulation ParametersA vehi
le may travel on more than one expressway during the 
ourse of the simulation,but it will travel on only one expressway for a given vehi
le trip. For ea
h trip, thesour
e lo
ation of a vehi
le is uniformly distributed over all of the possible entran
eramps on the 
hosen expressway. The exit ramp is normally distributed with a meansegment lo
ation in the middle of the expressway (i.e., mile #50) and with a standarddeviation of 20 miles. Hen
e, vehi
les have an aÆnity for exiting in the downtownarea. Vehi
les 
hoose eastbound or westbound ramps as appropriate. On
e on theexpressway, ea
h vehi
le pro
eeds a

ording to a standard traÆ
 spa
ing model builtinto the traÆ
 simulator. The simulator should be run for 3 hours to simulate thetraÆ
 data that would be generated at rush hour with segment 
ongestion averaging200 vehi
les.At any given point in time during the simulation, there is exa
tly one a

ident onthe Linear Road expressway system. An a

ident is generated at a random lo
ation inea
h dire
tion on ea
h expressway. At the moment the a

ident is 
leared (20 minutesafter the a

ident o

urs), another one is generated at a random lo
ation to repla
eit. TraÆ
 pro
eeds by the in
ident at a redu
ed speed in the remaining travel lanes.The traÆ
 spa
ing model handles this 
al
ulation. The presen
e of an a

ident on agiven segment of an expressway is relevant to the toll 
al
ulation for that and nearbysegments (see Se
tion 3.2.1).Generated DataThe data generated by the simulator 
onsists of 4 streams. The primary stream
onsists of position reports issued every 30 se
onds by vehi
les spe
ifying their presentspeed and position on the expressways. The other three event streams are histori
alquery requests from vehi
les on the network, whi
h query for a

ount balan
es (theA

ount Balan
e query), total expenditures for the day (the Daily Expenditure query),or travel time predi
tions (the Travel Time query). Ea
h time a vehi
le issues aposition report, with 1% probability it also generates an histori
al query. Of the30



histori
al queries that 
an be issued, A

ount Balan
e queries a

ount for 50%, DailyExpenditure queries a

ount for 10%, and Travel Time queries a

ount for 40%. Toavoid the 
ompli
ation of unpredi
table event delivery order, the 4 input streams aremultiplexed together as a single stream. Input tuples are padded to 
onsist of 36bytes divided into 9 4-byte integer �elds for simpli
ity. The Type �eld 
an be used todemultiplex the input into its 
onstituent streams.3.2 OutputSystems implementing Linear Road are expe
ted to support two 
ontinuous andthree histori
al queries over input data. These queries are des
ribed in detail inSe
tions 3.2.1 and 3.2.2. As well, systems are expe
ted to manage a 
ertain amountof histori
al data to support these queries. Histori
al data requirements are des
ribedin Se
tion 3.2.3. Just as with input data, all output data produ
ed by queries shouldbe uniform in size, 
onsisting of 5 4-byte integer �elds.3.2.1 Continuous QueriesSystems implementing the Linear Road ben
hmark are expe
ted to support two 
on-tinuous queries over input data. The �rst 
ontinuous query involves 
al
ulating tollsevery time a vehi
le reports a position in a new segment and alerting the driver ofthis toll. The se
ond 
ontinuous query involves dete
ting a

idents on the expresswayand alerting a�e
ted drivers. These queries are des
ribed more thoroughly below.Toll Cal
ulation and Alerts: Every registered vehi
le in the Linear Road systemhas an asso
iated a

ount whi
h spe
i�es the the total toll 
harges that have beenissued to drivers of the vehi
le. One of the two 
ontinuous queries required to supportthe Linear Road ben
hmark involves 
al
ulating tolls and maintaining toll a

ounts.Toll noti�
ation and toll 
harging 
onstitute two di�erent a
tivities that o

ur atdi�erent times within Linear Road. Every time a position report identi�es a vehi
leas entering a new segment, a toll for that segment is 
al
ulated and the vehi
le is31



noti�ed of that toll. Every time a position report identi�es a vehi
le as exiting asegment, the toll reported for that segment is 
harged to the vehi
le's a

ount. Thus,a toll 
al
ulation for one segment often is 
on
urrent with an a

ount being debitedfor the previous segment. If the vehi
le exits at the o�ramp of a segment, the toll forthat segment is not 
harged.1A toll noti�
ation is a tuple of the form,(Type = 0; VID; Toll; Speed):The �eld, Type = 0 identi�es this tuple as a toll noti�
ation, VID identi�es the vehi
lebeing assessed the toll and to whi
h the toll noti�
ation is sent, Toll is the toll being
harged and Speed is the average speed, as measured over all position reports emittedin the previous 5 minutes, in the segment for whi
h the toll is 
harged.By default, a toll 
al
ulation for a segment is based on the average speed andnumber of vehi
les in the segment at the time (t) of the �rst position report thatidenti�es the vehi
le as entering the segment. Spe
i�
ally, if the average speed ofvehi
les that are in the segment between times (t � 5 min) and t is greater than orequal to 40 MPH, no toll is assessed. Otherwise, the default toll is determined by theformula, basetoll � (numvehi
les� 150)2where basetoll is a predetermined 
onstant, and numvehi
les is the number of vehi
lesthat emitted at least one position report from the segment between times (t � 1 min)and t. The basi
 intuition is to raise tolls when 
ongestion is high so as to dis
ouragedrivers from 
ontributing to worse 
ongestion.The default toll is issued for a segment unless an a

ident is 
urrently beingdete
ted within 5 segments downstream. A

ident dete
tion is dis
ussed furtherbelow. In the event of an a

ident, no toll is 
harged on the 5 upstream highwaysegments. To en
ourage drivers to exit the expressway, a 
redit of base
redit (somepredetermined 
onstant) is applied to the vehi
le's a

ount if the vehi
le exits the1Thus, a driver is never assessed a toll for the last segment (mile # 99) of an expressway.32



Is the vehicle exiting the expressway?

Was there an accident in 
previous 20 min within 5 
segments upstream?

Was there an accident in 
previous 20 min within 5 
segments upstream?

Is the average speed in segment >= 40 MPH?

Has the vehicle been assessed 
at least ftmin in tolls today?

Y

N
Y

Y

Y

Y

N
N

N

N
0

0

0

- basecredit

basetoll * (numvehicles - 150)2 basetoll * (numvehicles - 150) 2

2Figure 3-1: Toll Cal
ulation for Linear Roadexpressway in advan
e of the site of the a

ident.Linear Road also assumes a spe
ial \frequent traveler" dis
ount, whereby trav-elers re
eive a 50% dis
ount on all tolls issued after they have a

rued ftmin (somepredetermined 
onstant) in tolls on the same day. The a

rual is from total 
hargesand 
redits applied on the given day. The dis
ount applies only to default tolls andtherefore, for example, do not double the 
redit applied when a traveler exits justbefore the site of an a

ident. A pre
ise summary of toll 
al
ulations is shown in thede
ision tree of Figure 3-1.Toll data must be a

urate to 30 se
onds. In other words, every position reportmust be pro
essed and re
e
ted in the vehi
le's a

ount within 30 se
onds of its arrivalto the stream system.A

ident Dete
tion and Alerts: The tra
king system dete
ts an a

ident on agiven segment whenever two or more vehi
les are stopped in that segment. A vehi
leis 
onsidered stopped if four su

essive 30-se
ond readings from the same vehi
le 
ome33



Query Response S
hemaToll noti�
ations (Type = 0, VID, Toll, Speed)A

ident noti�
ation (Type = 1, VID, XWay, Mile, Dir)Table 3.3: Output Tuple S
hemas: Continuous Queriesfrom the same position (i.e., the same expressway, mile #, o�set, lane and dire
tion).On
e an a

ident is registered, every vehi
le in the 5 upstream segments at the timeof a

ident dete
tion must be noti�ed that there is a downstream a

ident so thatit 
an seek an alternate route if a 
redit is desired.2 Noti�
ation 
omes by way of atuple of the form, (Type = 1; VID; XWay; Mile; Dir)su
h that Type identi�es this tuple as an a

ident alert, VID identi�es the vehi
leto whi
h the alert is sent, and XWay, Mile, and Dir identify the segment where thea

ident o

urred. Beyond noti�
ation, a

ident dete
tion also a�e
ts toll 
al
ulationsas was dis
ussed previously.Table 3.3 summarizes the s
hemas for output data generated by the 
ontinuousqueries for Linear Road.
3.2.2 Histori
al QueriesBeyond 
ontinuous queries, systems implementing Linear Road must also allow vehi-
les to issue three kinds of histori
al queries: a query for the balan
e of the a

ountasso
iated with the vehi
le (A

ount Balan
e), a query requesting the sum total ofexpenditures for the vehi
le on a given day on a given expressway (Daily Expenditure),and a query requesting a predi
tion of travel time and toll 
harges for a spe
i�ed tripon a spe
i�ed day and time (Travel Time). These queries are des
ribed in more detailbelow.2Note that vehi
les that enter one of these segments after the time of a

ident will not be noti�edof the a

ident but will still re
eive a 
redit for exiting prior to the a

ident site.34



A

ount Balan
e: A 
ustomer traveling on the expressway 
an request his a

ountbalan
e at any time. The balan
e reported must be a

urate through the last segment
ompleted (i.e. the one previous to the one he is 
urrently in). The a

ount balan
eresponse must take into a

ount all tolls whi
h have been 
harged to the a

ountduring the simulation. This histori
al query is triggered by the traveler issuing atuple of the form, (Type = 2; Time; VID; QID);su
h that Time is the time the query was issued, VID is the identi�er for the vehi
leissuing the query request (and for whi
h a balan
e is to be reported), and QID is aquery identi�er. In response, a tuple of the form,(Type = 3; QID; Balan
e)is issued su
h that QID identi�es the histori
al query this tuple answers and Balan
eis the a

ount balan
e of the vehi
le from whi
h the query was posed.Daily Expenditures: Aside from 
umulative balan
es, a traveler 
an also requesthis total toll expenditures today for a given expressway. This histori
al query istriggered by a tuple of the form,(Type = 3; Time; VID; QID; XWay);su
h that Time is the time the query was issued, VID is the identi�er for the ve-hi
le issuing the query request (and for whi
h a day's total expenditures is to bereported), QID is a query identi�er, and XWay identi�es the expressway for whi
h adaily expenditure report is desired. In response, a tuple of the form,(Type = 3; QID; Expenditure)is generated su
h that QID identi�es the histori
al query this tuple answers andExpenditure is the day's toll expenditure for the expressway identi�ed in the mat
h-35



ing query tuple that triggered this response. Note that this total in
ludes not onlytolls, but 
redits applied due to a

idents.Travel Time Predi
tion: At any time, a traveler 
an request a predi
tion as tothe travel time and total toll 
harge for a future journey between any two segmentson the same expressway that begins on any day at any time. This request is issuedwith a tuple of the form,(Type = 4; Time; VID; QID; XWay; Minit; Mend; DOW; TOD)su
h that Time is the time the query was issued, VID is the identi�er for the vehi
leissuing the query request, QID is a query identi�er, XWay is the expressway upon whi
hthe journey o

urs (from mile Minit to mile Mend), and DOW (day of week) and TOD(time of day) spe
ify the day and time when the journey would take pla
e.The predi
ted travel time and toll 
harge is 
al
ulated on the basis of statisti
smaintained over the previous 10 weeks for all segments involved in the journey. Givena journey spe
i�ed from segment k to k+n on expressway x, for time t on day d, thepredi
ted travel time is, a = nXi=0 ai;su
h that� time a0 is the time it takes to travel segment i as determined by averaging theLAV for segment i at time t on day d over the previous 10 weeks,� time a1 is the time it takes to travel segment i + 1 as determined by averagingthe LAV for segment i + 1 at time t+ a0 on day d over the previous 10 weeks,� time an is the time it takes to travel segment i+ n as determined by averagingthe LAV for segment i+n at time t+ a0+ : : :+ an�1 on day d over the previous10 weeks.The predi
ted tolls for ea
h segment should be based on the predi
ted times of36



travel for ea
h segment. That is, the total predi
ted toll is,b = nXi=0 bi;su
h that� toll, b0, is the toll 
al
ulated a

ording to the toll 
al
ulation rules des
ribedin Se
tion 3.2.1 based on the 10 week average speed and 
ount of vehi
les insegment i at time t on day d,� toll, b1, is the toll 
al
ulated a

ording to the toll 
al
ulation rules des
ribedin Se
tion 3.2.1 based on the 10 week average speed and 
ount of vehi
les insegment i+ 1 at time t + a0 on day d,� toll, bn, is the toll 
al
ulated a

ording to the toll 
al
ulation rules des
ribedin Se
tion 3.2.1 based on the 10 week average speed and 
ount of vehi
les insegment i at time t + a0 + : : :+ an�1 on day d.Travel and toll predi
tions may assume that all travel takes pla
e on a single day andignore the frequent traveler dis
ount.Upon 
al
ulating predi
ted travel time and toll, the system responds with a tupleof the form, (Type = 4; QID; TravelTime; Toll)su
h that QID identi�es the histori
al query this tuple answers, and TravelTime andToll are the predi
ted travel time and toll 
harge for the vehi
le journey 
al
ulatedin the manner des
ribed above.The s
hema for output tuples for histori
al queries issued in Linear Road aresummarized in Table 3.4.3.2.3 Histori
al DataTo be able to satisfy the 
ontinuous and histori
al queries of Linear Road, a streamdata management system must maintain a 
ertain amount of histori
al data. Spe
if-37



Query Response S
hemaA

ount Balan
e (Type = 2, QID, Balan
e)Daily Expenditure (Type = 3, QID, Expenditure)Travel Time (Type = 4, QID, TravelTime, Toll)Table 3.4: Output Tuple S
hemas: Histori
al Queriesi
ally, the system must maintain 10 weeks of statisti
al data about ea
h segment onthe Linear Road expressways, as well as a

ount and lo
ation data for every registeredvehi
le. The exa
t histori
al data requirements are des
ribed below.Segment Statisti
s: Systems implementing Linear Road must maintain 10 weeksworth of statisti
al data for ea
h segment on the Linear Road expressways. This datais used for 
al
ulating tolls (Toll 
al
ulation query) and 
omputing travel time andtoll estimates (Travel time query). The data that must be maintained for ea
h of theL� 200 segments in
ludes the following.� A 
ount (Count) of the number of vehi
les in the segment maintained withgranularity of 1 minute starting with any arbitrarily 
hosen time. The vehi
le
ount should be 
omputed at time t by identifying the most re
ent message fromea
h vehi
le as of t, assigning the vehi
le to the segment in whi
h it is lo
atedat that time, and 
ounting the vehi
les in ea
h segment. The arbitrarily 
hoseninitial time of 
omputation need not be uniform a
ross segments.� The \Latest Average Velo
ity" (LAV) in ea
h dire
tion for ea
h one-mile seg-ment. This is 
omputed as the average speeds of the vehi
les in ea
h segment,and is 
omputed every minute by averaging the speeds of all position reportsissued in the previous 5 minutes.Note that 10 weeks of histori
al data at 1 minute granularity for every segmentrequires maintaining (200 � L segments)� (100; 800 minutes);38



or approximately 20L million re
ords (for L = number of expressways being moni-tored).Vehi
le A

ounts: Systems implementing Linear Road must maintain for everyregistered vehi
le, its 
urrent a

ount balan
e and position, as well as 10 weeks worthof data on tolls paid per expressway. This data is used for determining 
urrent a

ountbalan
es (A

ount Balan
e), daily expressway expenditures (Daily Expenditure), fre-quent traveler dis
ounts (Toll Cal
ulation) and re
ipients of a

ident alerts (A

identDete
tion). The data that must be maintained for ea
h of the 1 million registeredvehi
les in
ludes the following:� the 
urrent balan
e of the vehi
le's a

ount, a

urate to the last segment inwhi
h the vehi
le 
ompleted travel. This is used to respond to A

ount Balan
equeries.� the balan
e paid on ea
h expressway today. This is used to respond to DailyExpenditure queries, as well as to determine if a driver is eligible for a \frequenttraveler" dis
ount on tolls 
al
ulated by the Toll Cal
ulation query.� the 
urrent segment where the vehi
le is lo
ated. This is used to determinewhi
h vehi
les should re
eive alerts as a result of the A

ident Dete
tion query.Note that 
urrent a

ount balan
es and positions require 1 million re
ords to bemaintained (1 for ea
h vehi
le), whereas daily expenditures require L re
ords pervehi
le (one for ea
h expressway), or L million re
ords in all.A

idents: Systems implementing Linear Road must keep tra
k of all 
urrent a
-
ident lo
ations and the times of their dete
tion. This data is used to determine tolls(segments in proximity to an a

ident issue no tolls but issue 
redits to vehi
les thatleave the expressway), and issue a

ident alerts.Query Identi�ers: Every histori
al query request tuple in
ludes the vehi
le IDfor the driver issuing the request and a query ID for the request itself. This data39



must be maintained so that a tuple result (whi
h in
ludes the identi�er for the issuedquery) 
an be routed to the appropriate vehi
le(s).3.3 Evaluation CriteriaIn this se
tion, we des
ribe the performan
e and a

ura
y requirements and validationpro
edure for systems implementing Linear Road. These requirements must be meton a single pro
essor box running Linux, and with no more than 2.5 Ghz pro
essingpower, 1 Gigabyte of RAM and a 512K 
a
he. A system a
hieves an L-rating if itmeets these performan
e and 
orre
tness obje
tives while supporting L expressways(0 � L � 9).33.3.1 Query Performan
e RequirementsThe quality of servi
e requirements by the ben
hmark system are summarized for allpossible system outputs in Table 3.5. A toll noti�
ation must be issued qui
kly soas to allow drivers the option to exit a segment prior to being 
harged. Thus, thenoti�
ation must be sent within 15 se
onds of the time of the position report thatalerted the system that the vehi
le had entered the segment in question. Similarly,an a

ident noti�
ation must be issued within 15 se
onds of the position report whi
hleads to its dete
tion, so as to allow drivers to exit the expressway.Histori
al queries have less stri
t real-time requirements. A

ount balan
es arevalid provided that they are returned within a minute of their request, Daily Expen-diture totals should be returned within a minute and a half, and a Travel Time queryshould be answered within 2 minutes after the query has been issued.3.3.2 Query A

ura
y RequirementsThis se
tion presents the minimum requirements for 
orre
t values that are imposedon a Linear Road implementation. A system that meets these requirements will3Ea
h expressway is simulated independently by the Simulation Tool, although a vehi
le is pre-vented from being pla
ed on two expressways 
on
urrently.40



Query Performan
e RequirementToll Noti�
ations 15 se
onds from the time a vehi
le reports its positionin a new segment.A

ident Noti�
ation 15 se
onds from the last report establishingtwo vehi
les being stopped in the same position.A

ount Balan
e 60 se
onds from the time the query was issued.Daily Expenditure 90 se
onds from the time the query was issued.Travel Time 120 se
onds from the time the query was issued.Table 3.5: Query Response Requirementspass the validation system. The a
tual validation system may not 
he
k all of theserequirements, or may impose less stringent requirements. But an implementation isstill required to meet these performan
e and a

ura
y requirements.A

ura
y requirements for all histori
al data are given in Table 3.6. A

ura
yrequirements are given in terms of a time measure spe
ifying an \allowable staleness".For example, the a

ura
y requirement for Vehi
le Positions is 30 se
onds. Thismeans that if the vehi
le v is reported as lo
ated at segment s as of time t, thenv should have emitted a position report indi
ating its lo
ation as s at some timebetween (t � 30 se
) and t. Similarly, the a

ount for a vehi
le should be a

urateto within 60 se
onds. In other words, a balan
e response must be 
orre
t for sometime between when a balan
e request query was issued and when the response wasdelivered. If an a

ident is reported on segment s as of time t, then it should be the
ase that an a

ident is still being 
leaned up as of some time between (t � 30 se
)and t. (I.e., the a

ident was determined as having o

urred at some time between(t � 20 min, 30 se
) and t). Segment data is required to be re
omputed on
e perminute, based on the last 5 minutes of position reports. For a position report arrivingat time t and a 
orresponding toll noti�
ation delivered at time t+Æ, there must existsome o�set o between 0 and (60+Æ) se
onds su
h that the toll report is a

urate giventhe position noti�
ations delivered between time (t+Æ�o) and (t+Æ�o�5 minutes).Travel time responses (not spe
i�ed in Table 3.6) are allowed a 5% margin of error,due to the 
omplexity of the 
al
ulation. 41



Histori
al Data A

ura
y RequirementVehi
le Positions 30 se
onds.Vehi
le A

ounts 60 se
onds.A

idents 30 se
onds.Segment Statisti
s 60 se
onds.Table 3.6: Transa
tion Requirements3.3.3 The Linear Road Validation ToolThe output of stream systems implementing Linear Road should be a 
at �le 
onsist-ing of tuples that have been be padded as ne
essary to o

upy 20 bytes ea
h, with5 4-byte integer �elds of whi
h the 1st is a type (valued from 1 : : : 5) that is used toidentify the query to whi
h the tuple is a response.Validation involves 
omparing the system's output with that generated as a ref-eren
e set by the validation tool for the given input. The validation tool will readoutput from the 
at �les generated by the stream system and 
he
k the results to seeif they meet the performan
e and a

ura
y requirements des
ribed in Se
tion 3.3. Itis expe
ted that most systems will produ
e a

urate output, but will for some s
alefa
tor, be unable to 
ontinue meeting the quality of servi
e guidelines.
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Chapter 4
Implementation of the Linear RoadTest Harness
This se
tion des
ribes brie
y the implementation of the test harness for the LinearRoad ben
hmark. The test harness in
ludes the software whi
h generates the testdata and queries, the program that delivers data in real-time to the implementation ofLinear Road, and the system that re
eives output from the system being ben
hmarkedand 
he
ks it for 
orre
tness.4.1 TraÆ
 SimulationTraÆ
 simulation is an important topi
 in transportation resear
h. Testing newtraÆ
 management systems on a
tual travellers is expensive and diÆ
ult. While datare
orded from an a
tual transit network may be fed to a system, this te
hnique islimitting. Su
h data 
annot help to predi
t rea
tions of travellers to new information.Also, it is not useful in modelling 
hanges in methods of data 
olle
tion.There are two major 
lasses of traÆ
 simulators. Ma
ros
opi
 traÆ
 simulatorsand mi
ros
opi
 traÆ
 simulators. Ma
ros
opi
 traÆ
 simulators use general modelsto predi
t the behavior of transportation networks. In 
ontrast, mi
ros
opi
 simula-tors use simple models of individual travellers' behavior and attempt to model everyvehi
le and traveller in the network. Mi
ros
opi
 models, whi
h are more 
omputa-43



tionally intensive, are preferred for o�ine simulation and evaluation of new systmes.4.1.1 MITSIMLabMITSIM[Yan97℄ is a mi
ros
opi
 traÆ
 simulator developed by the MIT ITS program[ITS℄.MITSIM has support for integrating arbitrary external systems[FR00℄ whi
h shouldmake it suitable for this work. It is widely used in industry and a
adema.In the Linear Road test harness, MITSIMLab is driven by a wrapper s
ript (im-plemented in Perl) whi
h a

epts the Linear Road parameters, and is responsiblefor generating many of the random parameters, su
h as the pre
ise distribution ofautomobile origins and destinations, and the lo
ation of a

idents.4.2 Data Delivery and Output ValidationData is delivered to the system being ben
hmarked over the network by the sameprogram that re
eives outputs and 
he
ks 
orre
tness. The delivery of data is simple,the program 
he
ks the generated timestamp on ea
h tuple in its input �le and deliversthe tuple at the appropriate time.Currently minimal output veri�
ation is done. Toll noti�
ations and other re-sponse are veri�ed to have 
ome within appropriate time-bounds. This is suÆ
ientfor basi
 ben
hmarking purposes. A stronger validation system will be ne

essary ifthe ben
hmark is to be more widely used.
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Chapter 5
Linear Road Implementation inAurora
In order to validate the ben
hmark, and to test the test harness, I did an implementa-tion of Linear Road in the Aurora system. Performan
e statisti
s on this implemen-tation are presented in Chapter 6. In this 
hapter I des
ribe the design of the querynetwork and the implementation of the 
ustom operators and fun
tions required toimplement Linear Road.5.1 Linear Road Query NetworkIn Aurora, query networks are designed using a graphi
al tool, the Aurora GUI. Thistool supports a \work
ow" model of queries. Networks are drawn as boxes and ar-rows by the programmer and the properties of the boxes are spe
i�ed. Information
on
eptually 
ows from left to right, like water through pipes. In the 
ase of Lin-ear Road, nonlinearities are introdu
ed into the network via Relations, des
ribed inSe
tion 5.2.The entire Linear Road network is shown in Figure 5-1. The histori
al queriesare ea
h implemented with a single box that reads data from a relation, and out-puts its results dire
tly. The 
ontinuous parts of the query 
an be de
omposed intothree subqueries. The 
enter subquery manages a

ident dete
tion. The left sub-45
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query aggregates 
ar position data to 
al
ulate statisti
s for ea
h segment. The rightsubquery 
al
ulates a toll for ea
h vehi
le, and 
harges tolls when appropriate. Thesethree subqueries are des
ribed in detail in following subse
tions.5.1.1 A

ident Dete
tionAn a

ident is to be dete
ted if two 
ars are in the same position for 4 
onse
utiveposition readings. To 
al
ulate this, a

ident dete
tion uses a 
ustom aggregate fun
-tion to look at the last four readings for ea
h 
ar. If a 
ar is stopped, a tuple isemitted, to be aggregated by the next box, whi
h looks for two 
ars both not mov-ing in the same position. when this aggregate fun
tion emits a tuple, an a

identis dete
ted. When an a

ident is dete
ted, data about it is saved in one relation,the A

idents relation, and the tolls for 
ars that are on the e�e
ted segments areupdated in another relation, A

ounts.5.1.2 Segment Statisti
sThe segment statisti
s is responsible for simple aggregate fun
tions that 
al
ulatethe rolling average over the last 20 minutes of the speed and number of 
ars onea
h street segment. Additionally, the subquery reads the A

idents relation todetermine if there is an a

ident on ea
h segment. These statisti
s are written out tothe SegStats relation, whi
h is used in toll 
al
ulation.5.1.3 Toll Cal
ulationThe toll 
al
ulation subquery is the most 
omplex. It is also the 
riti
al path, be
auseperforman
e in the ben
hmark is measured by the load supported while a maximum15 se
ond laten
y between position report and toll response is maintained. Thissubquery is responsible for 
reating the toll response, and follows the de
ision treefrom Figure 3-1.For ea
h 
ar position report that 
omes in, this subquery looks up to see if the
ars has been on the road before. If the 
ar is entering a new segment of the road,47



and was last seen on the previous segment of road, then the toll for the previoussegment needs to be 
harged. In addition, the toll for this segment needs to be
al
ulated, and the 
ar noti�ed of that toll. If the 
ar is seen on an o�ramp, then notoll is 
harged unless there is an a

ident, in whi
h 
ase the negative toll needs to be
harged. Whatever toll needs to be 
harged is used to update the A

ounts relation,as well as the DailyBalan
e relation.5.1.4 Other QueriesOther queries originating with 
ars on the road are handled as simple lookups intorelations maintained by the rest of the system. Spe
i�
ally, one spe
ial operator ea
hfor looking up daily expenditures, balan
e, and estimated trip time.5.2 RelationsLinear Road identi�ed the need to store data persistently with an Aurora querynetwork (a more appropriate term may be \Aurora appli
ation"). This storage wasa

omplished using the new (to streaming databases) 
on
ept of a relation. A relation,like a database table, is identi�ed with a global name and has a spe
i�ed s
hema.Relations allow persistent data storage, su
h as a

ount balan
es. Relations 
an beread and updated using a spe
ial operator box. Any relation 
an be read or updatedfrom anywhere in the network, and as a result they introdu
e nonlinearities.At the time of the Linear Road implementation, full-
edged relations are notavailable in Aurora. Limitted relations, o�ering only the 
apability stri
tly requiredby Linear Road, were implemented as 
ustom operators in Aurora.The impa
t of relations on the streaming database model is still being studied.5.3 Syn
hronizationAnother 
hallenge in implementing Linear Road was syn
hronization in the querynetwork. Relations lead to 
on
eptual loops in the pro
essing, where pro
essing in48



two parts of the network is interdependent be
ause of updating and reading the samerelation. Be
ause 
omputation does not o

ur instantaneously, but at the whim ofthe s
heduler, this leads to non-determinism. Worse, there is no way to delay onepart of a query network while another part of the network 
ompletes the update of arelation.This problem is similar to the need for transa
tions in 
lassi
 databases. However,rather than enfor
ing update order independen
e, what is needed is some way of en-for
ing a parti
ular order on 
omputation. The proposed solution to this problem, asyn
hronization operator that 
an delay a stream until a predi
ate is ful�lled, has notyet been implemented. Thus, it is not yet in
orporated into the Aurora implemen-tation of Linear Road. However, this operator should 
over all the syn
hronizationneeds of Linear Road, in parti
ular delaying 
omputation while waiting for a table toupdate.
5.4 Custom Operators and Fun
tionsBe
ause Aurora is a resear
h system, Linear Road required mu
h fun
tionality notpresent in the 
urrent system. For example, the set of fun
tions in the predi
atelanguage, as well as the sele
tion of built-in aggregate fun
tions, was insuÆ
ient.Be
ause Aurora allows the programmer to spe
ify 
ustom fun
tions, aggregate fun
-tions, and operators, it was relatively easy to add this fun
tionality. In this se
tion,I will des
ribe the more interesting additions.
5.4.1 Read and Update RelationsRelations, des
ribed in Se
tion 5.2, were required to implement Linear Road. Spe
ial
ase relations were implemented, based on the Sleepy
at DB library [Sle03℄. Only thespe
i�
 fun
tionality required by Linear Road was implemented.49



5.4.2 Aggregates Returning Multiple ValuesIn the Segment Statisti
s subquery (see Se
tion 5.1.2), multiple aggregate fun
tionsneed to be 
al
ulated over the same window of data. For eÆ
ien
y and 
onsisten
y,only one 
opy of this data should be maintained and only one pass should be madeover the data. To a

omplish this, aggregate fun
tions returning more than one valuewere added to the system. They required modi�
ation of the type 
he
king 
ode inthe Aurora GUI.5.5 WrapperThe Aurora system exists as a C++ library that 
an be linked into an appli
ation.In order to support the network interfa
e spe
i�ed in the Linear Road spe
i�
ation, Ibuilt a small appli
ation that 
onne
ts to the test harness over the network, enqueuingre
eived data to Aurora and sending data dequeued from Aurora over the networkto the test harness. This appli
ation was based on the standard Aurora workloadgenerator (wlgen) daemon, written by Ying Xing.
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Chapter 6
Performan
e Measurments
At the 
urrent time we have solid performan
e measurements only for a preliminaryversion of the Aurora system. This system, with the implementation of Linear Roaddes
ribed in this paper, s
ored a 1 on the ben
hmark. That is, it was able to run asingle expressway at rush-hour rates on the ben
hmark hardware platform. With aredesigned operator set, optimized support for Relations, and many other implemen-tation improvements, a mu
h improved level of performan
e should be realized in thenear future.At this time no 
on�rmed numbers are available from the Stanford STREAMproje
t or the MIT Medusa proje
t.
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Chapter 7
Related work
Related work in this area falls into two 
ategories: identifying appli
ations for streampro
essing and ben
hmarking database. These will be treated seperately.7.1 Stream Pro
essing Appli
ationsThere are a number of appli
ations suitable for 
ontinuous query pro
essing. Babuet al [BSW01℄ identi�ed its use for 
omputer network management and resear
h.Applying 
ontinuous query pro
essing to highway data 
olle
tion is dis
ussed in theFjords paper by Madden and Franklin[MF02℄. This work fo
usses on the 
hallenges ofdealing with low power (both 
omputation and 
ommuni
ation) sensors. The queriessupported by the system are very simple, aggregating data from a small number ofnearby traÆ
 sensors.7.2 General Database Ben
hmarkingHistori
ally databases have been the fo
us of mu
h ben
hmarking e�ort. Thoughoutthe 1980's and up through the present time, On-Line Transa
tion Pro
essing (OLTP)has been an important performan
e 
on
ern for 
orporations investing in databasete
hnology. Ben
hmarks in this area attempt to measure the number of transa
tionsthat 
an be handled per se
ond. The original industry-wide ben
hmark in this area,53



DebitCredit[Ano85℄, tested very simple transa
tions in a simple data set. From thatben
hmark 
ame a trade organization, the Transa
tion Pro
essing Performan
e Coun-
il (TPC). The TPC 
reated a variety of ben
hmarks, designating them with letters.These ben
hmarks initially fo
ussed on transa
tion pro
essing[TPC94a℄, 
hangingto mat
h the new 
apabilities of database systems[TPC94b℄ [TPC02a℄. TPC laterbran
hed out into other performan
e metri
s 
onsidered important for 
ore 
orporatedatabases, su
h as ad ho
 queries and report generation[TPC98℄ [TPC02b℄ [TPC02
℄[TPC02d℄.The \Wis
onsin" ben
hmark was the �rst major ben
hmark to test the relational
apability of Relational Database Management Systems (RDBMSs). The ben
hmarkis des
ribed in a 1983 paper[DBT83℄. It uses 
ompletely syntheti
 data, and is notbased on any appli
ation. This lead to some 
riti
isms about the realism of theben
hmark[Gra93℄.The next major area of database development was in obje
t-oriented databases.Work in this area eventually resulted in several ben
hmarks, in
luding OO7[CDN93℄for true obje
t-oriented databases, and the BUCKY[CDN+97℄ ben
hmark for hybridobje
t/relational databases.There also exist a number of ben
hmarks for s
ienti�
 databases. Be
ause businessdatabase users dominate the market, there is a need for 
ustomized ben
hmarksfo
ussing on s
ienti�
 users. One su
h ben
hmark is Sequoia 2000[SFGM93℄. Most
ase of s
ienti�
 databases involve ben
hmarking for storage of parti
ular 
omplexdatatypes, or for parti
ular 
omplex queries. As more appli
ation areas for streamingdatabases are developed, su
h spe
i�
 ben
hmarks may be
ome ne

essary.
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Chapter 8
Con
lusions
Returning to Gray's four 
riteria for database ben
hmarks, we 
an re
e
t on oursu

ess:Relevant Linear Road is relevant, dealing with an appli
ation that is 
learly a gooduse of streaming databases. Time, and more development of streaming databaseappli
ations, will tell how generalizable the ben
hmark is.Portable Be
ause Linear Road is an appli
ation-level ben
hmark, it is portablea
ross any implementation language, and even a
ross any set of primitive databaseoperations.S
alable Linear Road 
an be s
aled by simply simulating more roads, pla
ing aheavier load on the database.Simple Linear Road, by dealing with an easy to understand appli
ation, is easy toexplain to a variety of audien
es.Based on these 
riteria, Linear Road should be a su

ess as a database ben
hmark.One major out
ome of developing this ben
hmark has been the in
uen
e over thedesign of the Aurora engine and its operator set. During development of the LinearRoad ben
hmark, Aurora was undergoing major design work. In parti
ular, the setof operations for building appli
ations was being resigned. Linear Road provided55



an example of a \real" appli
ation. It was important to an understanding of whatfun
tionality would be o�ered by Relations (see Se
tion 5.2), as well as in arguing forhigh performan
e lat
h fun
tionality. Syn
hronization was found to be a big problem,and is leading to the introdu
tion of a new \Wait-for" operator (see Se
tion 5.3).Linear Road also showed that real appli
ations make heavy use of 
ustom aggregatefun
tions, and generally need more than basi
 aggregate fun
tionality. The resultingoperator set is more extensive, and should prove easier to use when implementing realappli
ations.Linear Road has also helped to bring the streaming database 
ommunity togetherto 
ompare a
tual performan
e numbers and dis
uss operator sets. This initiallyhappened at the SIGMOD 2003 
onferen
e, and will hopefully 
ontinue.The major 
on
lusion to be drawn from Linear Road is that a more pre
iselyspe
i�ed ben
hmark would be better in many ways. However, this will have to waituntil there is 
lear agreement on a language and model whi
h will be implementedby streaming databases a
ross the board.
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