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ABSTRACT 
Research on learning suggests the importance of helping students 
organize their knowledge around meaningful patterns of 
information. This paper reports on a multi-institutional study to 
investigate how senior computer science majors articulate and 
organize their knowledge of programming concepts using a card-
sorting technique adopted from knowledge acquisition. We show 
that card-sorts are an effective means of eliciting students’  
knowledge structures and suggest they can also be used to help 
students organize their knowledge throughout the curriculum. 

Categor ies and Subject Descr iptors 
K.3.2 [Computer  and Information Science Education]: 
Computer Science Education – computer science education 
research. 

General Terms 
Experimentation. 

Keywords 
Content analysis, Card sort, Knowledge, Expertise. 

1. INTRODUCTION 
Some students are able to effortlessly apply knowledge they 
acquired in one context to another, for example, when computer 
science students use their knowledge of programming concepts to 
solve a problem in an upper-level course.  These students’  
programming knowledge appears to be well organized and 
integrated into their understanding of computer science as a 
whole.  One might ask "what conceptual structures do computer 
science students, especially those who are highly successful, have  

about programming concepts?  What pedagogical implications do 
their knowledge structures have for computer science education?"   

There is evidence to indicate that the way subjects organize 
concepts reflects their mental representation of the way these 
concepts are related. Adelson gave novice and expert 
programmers randomly ordered lines of computer code and 
observed which lines they recalled and in what order [1]. The 
order in which lines were recalled indicated that subjects were 
imposing their own structure on the unstructured data. Experts 
organize or ''chunk'' information differently from novices: they 
form abstractions based on deep (semantic) characteristics rather 
than on surface (syntactic) characteristics (See, e.g., [2,3]).  Also, 
expert subjects tend to be more consistent, and novices more 
variable in the ways they organize information [1,2 p. 638]. 
Davies et al. gave subjects code fragments to organize. Given 
Adelson’s evidence, Davies et al. expected experts to base their 
categorizations on objects and inheritance relationships and 
novices on syntactic elements [4]. Instead, their results indicated 
experts mainly based their classifications on functional 
relationships and novices on object-based categorizations. 

Our objectives were to learn how senior computer science 
students articulate and structure their knowledge about 
programming concepts and to discover if there are differences 
among the knowledge structures of students who are about to 
graduate. In our multi-institutional study, we used a card-sorting 
technique adopted from knowledge acquisition to elicit computer 
science seniors’  articulable knowledge of programming concepts. 
Card sorting is designed to elicit information from subjects by 
observing how they categorize and relate a group of concepts [8]. 
This study grew out of a study of the conceptual structures of 
novice programmers conducted in 2001-2003 by Petre et al. [7]. 

2. STUDY DESIGN 
Subjects were given a set of 26 index cards, each containing a 
“minimalist”  one-word prompt for a programming concept. The 
concepts, which were the same as those used in the study of 
novice programmers [7], were general in nature and not 
constrained by any programming task or the syntax of a particular 
language .  (See Figure 1.) Each subject was asked to sort these 26 
cards into categories using a single criterion. Subjects provided 
names for each group (category) and for the overall criterion by 
which he or she sorted the cards (students were allowed to use 
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“don’ t know” and “not applicable”  as category names). An 
example sort from one subject used the criterion “Dependency 
Groups,”  and provided categories named “general requirement,”  
“storage,”  “ function calling,”  “control flow,”  “data structures,”  
“object-oriented”  and “don’ t know.”  Subjects were asked to 
perform sorts repeatedly until they were unable, or unwilling, to 
carry out additional sorts. 

2.1 Subjects 
Our subjects were 65 senior students at eight colleges and 
universities in the United States who were eligible to complete 
computer science baccalaureate degrees during 2004. At each 
school, the study was advertised and students volunteered to 
participate, although some effort was made to recruit female 
students and students with a range of academic abilities.  Fourteen 
(22%) of the subjects were female, 51 (78%) were male. The 
mean computer science and overall grade point averages of the 
subject population were both 3.25 on a 4-point scale.  Subjects 
ranged in age from 18 to 43 years and reported first programming 
exposure ages from 6 to 39. 

2.2 Data Collection 
Data were collected during spring 2004 following a standard 
protocol. All researchers participated in the novice study [7], so 
they were familiar with the sorting and data collection procedures.   

i. Demographic and background data: Demographic and 
background information was collected for each subject 
including: expected graduation date, age, gender, first spoken 
language, first and second programming languages, age at first 
exposure, programming experience, overall GPA, computer 
science GPA, and grades in computer science courses. 

ii. Card sort data: Subjects were asked to sort the cards/concepts 
into categories using a single criterion. Criterion and category 
names were recorded verbatim.  Cards in each category were 
recorded by number. Sixty-five subjects generated 291 sorts. 

2.3 Data Analysis Techniques 
Although subjects articulated the category and criterion 
descriptions in their own words, we noticed their articulations 
were often based on similar themes or ideas.  For example, several 
subjects performed sorts based on level of difficulty or 
abstraction. 

We also observed that sorts based on the same verbalized idea 
were often quite different.  For example, subjects used different 
numbers of categories, assigned the same name to different groups 
of cards, or gave different names to very similar groups of cards.    
Some students appeared more articulate than others.  For example, 
they used more descriptive category names, or names that were 

well known computer science terms (e.g., “control structures”), 
rather than common words or phrases (e.g., “verbs” , “ things”).    

To classify the sorts, we used content analysis on the category and 
criteria names given by the subjects. Content analysis is a 
systematic, replicable technique for analyzing a body of text and 
assigning units of that text into categories or named groups [9]. 
We then examined these groups to identify the common 
characteristics or unique properties of the sorts within each group. 

2.3.1 Content Analysis Groups 
In our content analysis we used the criterion and category names 
for a single sort as the unit of analysis. Initially, two pairs of 
researchers independently identified and named groups (called  
“Content Analysis Groups”  or “CAGs”) using the data from three 
schools.  These same four researchers, working together, then 
compared the two sets of CAGs and agreed on a set of 16 CAGs 
to be used to classify all sorts. Two other researchers then 
independently classified each of the 291 sorts into one of the 
CAGs. Sorts for which they disagreed were assigned to a CAG by 
consensus.   

The five most popular CAGs (those into which the largest 
numbers of sorts were classified) are: Abstract/Concrete - sorts 
that refer to levels of abstraction or abstract concepts; Big Sort  - 
sorts that appear to encompass a subject’s broad understanding of 
programming1; Language Paradigm / Programming Language 
Concepts (PLC) -  sorts based on single or multiple paradigms 
and other PLCs like language translation; little sort – sorts that are 
narrowly focused on one or a few specific aspects of 
programming; and Parts of a program – sorts that assigned only 
concrete programming concepts into meaningful categories.   

2.3.2 Sort Similarity Metric 
We wanted to know if sorts within a given CAG had similar 
structure – that is, when subjects articulated similar criteria did 
they also use comparable numbers of categories containing similar 
card groupings. We also wanted to measure whether individual 
subjects performed unique categorizations – that is, whether a 
subject’s set of sorts represents truly different ways of organizing 
the concepts, or if they are simply variations on the same theme.  
To answer these questions, we applied the Normalized Minimum 
Spanning Tree  (NMST) metric [5] to the card sort data.  NMST, a 
distance metric based on the minimum spanning tree of the edit-
distance between sorts, measures how dissimilar a set of sorts is.  
If a set of sorts is essentially the same sort over and over 
structurally (similar number of categories with similar cards in 
each), then the NMST will be smaller than if the sorts are truly 
different in structure.   

3. RESULTS AND DISCUSSION  
3.1 Quantitative results 
3.1.1 Performance Quartile Statistics 
We assigned each subject to a performance quartile based on his 
or her computer science GPA. We then calculated the total and 
average number of sorts performed by students in each quartile as 
well as the average number of categories per sort (excluding 
“don’ t know” and “not applicable”  categories).  Finally, we 

                                                                 
1 The “Dependency Groups”  sort, mentioned in the Study Design 

section, was classified into the Big Sort CAG. 

1 function 8 if-then-else 15 encapsulation 21 expression 

2 method 9 boolean 16 parameter 22 tree 

3 procedure 10 scope 17 variable 23 thread 

4 dependency 11 list 18 constant 24 iteration 

5 object 12 recursion 19 type 25 array 

6 decomposition 13 choice 20 loop 26 event 

7 abstraction 14 state   

Figure 1: Stimuli used in card sor t task. 



computed the mean NMST value for each quartile, where the 
NMST metric was applied to each subject’s set of sorts 
independently. These results are shown in Figure 2.  

Sorts executed by top quartile students were structurally more 
dissimilar on average (as indicated by higher NMST values) than 
sorts by students in other quartiles. The Mann-Kendall test for 
randomness against a monotone trend, the "trend" being an 
increase in student performance levels relative to the four 
quartiles, was used to verify this observation. It yielded a z score 
of 2.97 (p=.0025) suggesting the sorts performed by top quartile 
students were significantly more diverse than those in the lower 
quartiles. By contrast, while the average dissimilarity decreases 
monotonically as we move from the top quartile to the bottom, the 
other measures (total sorts, avg. sorts, and avg. categories) do not. 

3.1.2 CAG distribution 
We calculated the number and percentage of subjects who 
performed at least one sort in a given CAG for the entire 
population and by performance quartile. The percentage of total 
subjects executing sorts in the top five CAGs was:  
Abstract/Concrete (40%), Big Sort (42%), Language 
Paradigm/PLC (45%), little sort (40%) and Parts of a Program 
(32%).  The number of subjects from each quartile who executed 
at least one sort in each of these CAGs is shown in Figure 3.   We 
see that top quartile students performed more sorts associating the 
programming terms with levels of abstraction. Better students also 
executed more sorts related to programming language paradigms 
or concepts. Top performers did more Big Sorts which implies a 
greater ability to see a big picture or overall view, while they 
executed fewer of the more narrowly focused “ little”  and “parts of 
a program”  sorts.  

3.1.3 Sort Structure within CAGs 
We assigned sorts to CAGs based on the words the subjects used 
to name their categories and criteria. To validate the CAG 
assignments, we wanted to know if the actual partitioning of the 
concepts was similar for sorts within a given CAG. To answer this 
question, we used the NMST metric to evaluate the 
similarity/dissimilarity of the sorts within each CAG. If a CAG 
represents a collection of sorts that have conceptual similarity, we 
expect its sorts to be similar with respect to their categorizations, 
and therefore the NMST of the CAG should be relatively small.  
To quantify "relatively small",  for each CAG we compared the 
NMST of the n sorts in the CAG to an NMST obtained by 
randomly choosing (without replacement) n sorts from the 291 
sorts in our study. A meaningful CAG should have an NMST 

value that differs significantly from that of randomly-selected 
groups of sorts. Four of our five top CAGs had significantly 
smaller NMST values than were found in random groupings, 
indicating their contents were more structurally similar than 
random groups. One of the top five, Big Sort, had a significantly 
larger NMST, indicating its contents were more dissimilar than 
expected from a random group.2 

We expected the high similarity among sorts in the Abstract 
/Concrete CAG because of its dichotomous nature. We also 
expected high similarity among sorts in the Language 
Paradigm/PLC CAG because it focuses primarily on object-
orientation. There was also high similarity among sorts in the little 
Sort and Parts of a Program CAGs. This may be due to a 
tendency for subjects to produce large "not applicable" categories 
in these sorts. The sorts in Big Sort were highly dissimilar. This 
was not entirely unexpected since most subjects seemed inclined 
to produce at least one sort that categorized all the cards in some 
meaningful way, resulting in diverse categories for these sorts.   

3.2 Qualitative Results  
We assessed the qualitative differences among the sorts within 
each CAG, especially sorts by subjects in the top and bottom 
quartiles. We focused on these high and low performers because 
students in the study tended to be better performers overall, thus 
there is little difference in the GPA ranges of adjacent quartiles.  
Furthermore, focusing on students at the top and bottom makes 
our results less susceptible to variations in the curricula and 
grading norms at the eight participating institutions.  Below we 
discuss our results for the top five CAGs.  

3.2.1 Big Sort CAG      
“Experts’  knowledge is … organized around core concepts or ‘big 
ideas’  that guide their thinking about their domains." [6, p 36]  
The Big Sort CAG contains sorts that appear to encompass a 
subject’s broad understanding of programming including abstract 
concepts. Twenty-seven of the 65 subjects (42%) performed one 
or more Big Sorts, expressing a broad or “big picture”  view of 
programming.  Top quartile students did more Big Sorts (12 by 9 
students) than the bottom (8 by 6 students) although there is little 
difference in the average number of categories (top = 5.25, bottom 
= 5.13) or criteria names, which tend to be very broad across 
quartiles. However, the category names reveal noticeable 
differences between these two groups. 

                                                                 
2 All results were significant at p<<.005 except for “Parts of a 

program”, which was significant at p<.025. 

Performance Quartile  
top second third bottom all  

CS GPA range 4.00 → 
3.62 

3.58 → 
3.33 

3.32 → 
3.00 

2.96 → 
2.31 

4.0 → 
2.31 

total subjects 16 16 16 17 65 

total sorts 
performed 

86 61 75 69 291 

avg. sorts per 
subject  

5.38 3.81 4.69 4.06 4.48 

avg. categories 
 per sort  

3.48 3.23 3.64 3.84 3.55 

avg. dissimi- 
larity (NMST) 

8.33 7.10 6.63 6.16  

Figure 2: Per formance Quartile Statistics 
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While high and low performers are similar in their mentions of 
some intermediate concepts, such as data structures (top=66%, 
bottom=63%) and object oriented (25% for both), the top quartile 
subjects use control ("control flow", "control structures") much 
more often (50%) than do the bottom quartile subjects, with only 
one (13%) mention of "program control".  

The top quartile also makes associations with fundamental 
concepts like problem solving ("ways to solve a problem"), 
transitions/interactions ("transitions", "controls how parts of a 
program interact or how programs interact"), language constructs 
("constructs in a language", "basic programming constructs"), 
mathematics ("more mathematical or theoretical terms") and the 
program stack ("advanced function calling and program stack"). 
They also draw connections to advanced topics like concurrency 
("events and concurrency", "method dispatching"), software 
engineering, design, programming methodologies and algorithms. 
By contrast, bottom quartile students almost never mention these 
concepts.  
In addition to noticing bottom quartile students were less likely to 
associate the concepts to advanced topics, we also observed that 
some were clearly inarticulate. For example, one student labeled a 
category "unnamed but related". Many more appeared unable to 
distill a single idea for a group of related cards, instead using 
general names or simply concatenating ideas such as "two things I 
can create with general coding" or “abstraction of sequence of 
statements or events or functions.”   Such inarticulate names were 
not generally found among top quartile sorts, although one was 
unable to give a criterion name for a Big Sort. 

3.2.2  Abstract/Concrete CAG 
The Abstract/Concrete CAG categorizes sorts that refer to levels 
of abstraction or abstract concepts. The term “abstraction”  
appeared to hold meaning for almost all of the senior students 
with only eight (12%) failing to place the term into at least one 
meaningful category for at least one sort.  Only four of these 
students, two each from the second and bottom quartiles, admitted 
they did not know the term “abstraction” .     

Overall, 26 subjects performed 28 Abstract/Concrete sorts. 
Synonyms for abstract included “high level” , “ theory”  and 
“conceptualizations” .  Terms synonymous with concrete included 
“ low level”  and “ things that take physical space” . Students from 
all quartiles performed Abstract/Concrete sorts, although slightly 
more top-performers executed them: top quartile students 
performed 8 sorts (8 subjects); second quartile did 8 sorts (7 
subjects); third did 7 sorts (6 subjects); bottom quartile, 5 sorts (5 
subjects). Although the tendency to execute Abstract/Concrete 
sorts increased with performance, we did not notice any obvious 

qualitative differences in the category and criterion names used by 
students across quartiles.   

We also examined which terms the top and bottom quartiles 
categorized as abstract or most abstract. Figure 4 shows general 
agreement between the two quartiles for many of the terms with 
only a few notable exceptions. Nearly 90% of top quartile 
students categorized “decomposition”  as abstract, while only 40% 
of the bottom quartile did. We also see a sharp contrast in these 
students’  views of “ type” .  Only one top quartile student (13%) 
indicated “ type”  was abstract, while 60% of the bottom quartile 
students did.  Sixty percent of bottom quartile students also 
categorized “event”  as abstract compared to 38% of the top 
students.  (Note: terms categorized as abstract by fewer than two 
students from both quartiles are not shown in Figure 4.) 

During the novice study [7], 11 of the 21 researchers (all 
experienced educators) were asked to categorize the 26 terms as 
“abstract”  or “concrete” .  All 11 classified “abstraction” , 
“dependency” , “decomposition” , and “encapsulation”  as abstract 
and seven of 11 classified “state”  and “ tree”  as abstract.  All other 
terms were deemed abstract by less than half of the researchers.  
Seniors were more likely than the researchers to view “scope” and 
“ recursion”  as abstract and less likely, particularly the bottom 
quartile, to categorize “ tree”  as abstract.  This is notable, since 
“ tree”  is often presented to students as an abstract data type.  This 
suggests that top quartile students’  views of abstraction are more 
similar to that of experienced educators.  

3.2.3 Language Paradigm/PLC CAG 
Almost half, 45%, of all subjects created at least one Language 
Paradigm/Programming Language Concepts (PLC) sort. Most 
top quartile subjects, 69%, performed one or more. While the 
researchers named this CAG Language Paradigm/PLC, only eight 
students (two in each quartile), 28%, used the word "paradigm" in 
their criterion name. Of these eight students, only one used 
"language paradigm”. Most criteria referred to one or more 
specific paradigms, e.g., "OO vs. non-OO" and "Associated 
primarily with procedural languages, OO, or both." 

As a paradigm, object-oriented was mentioned most often. Figure 
5 shows the distribution of the number of paradigms mentioned 
by quartile. While 50% (8/16) of top quartile students referred to 
at least two language paradigms, only 19% (3/16), 25% (4/16), 
and 18% (3/17) of the second, third, and bottom quartiles 
respectively, performed sorts other than OO vs. non-OO related. 
The tendency of top quartile students to use more language 
paradigms in these sorts demonstrates they have a greater ability 

0

1

2

3

4

5

6

7

Single paradigm
(OO only)

Two paradigms More than two
paradigms

st
u

d
en

ts

top

second

third

bottom

Figure 5: Number of paradigms mentioned in “ Language 
Paradigm/PLC”  CAG sor ts by quar tile 

  

 a
b

st
ra

ct
io

n
 

 c
h

o
ic

e 

 d
ec

o
m

p
o

si
ti

o
n

 

 d
ep

en
d

en
cy

 

 e
n

ca
p

su
la

ti
o

n
 

 e
ve

n
t 

 it
er

at
io

n
 

 li
st

 

 o
b

je
ct

 

 r
ec

u
rs

io
n

 

 s
co

p
e 

 s
ta

te
 

 t
re

e 

 t
yp

e 

top 75 63 88 75 88 38 50 25 50 75 75 75 38 13 

bottom 80 80 40 80 80 60 40 0 40 80 80 80 20 60 

Figure 4: Percentage of top and bottom quartile students 
categor izing terms as abstract. 



to retrieve and apply their knowledge of language paradigms 
within the context of the programming terms. 

3.2.4 little Sort and Parts of a Program CAGs 
The little sort CAG focuses on sorts with only one or a few 
specific aspects of programming. They typically have few 
categories and often have categories consisting of only one or two 
cards.  A large “not applicable”  group is also characteristic of 
little sorts.  Sixty percent of these sorts were dichotomous 
(excluding “don’ t know” / “not applicable”), with 77% of subjects 
who did little sorts performing at least one dichotomous little sort. 

The Parts of a Program CAG is similar to Big Sort excluding 
most abstract ideas. This sort was done by 32% of all subjects. 
Twice as many students in the third and bottom quartiles 
performed this sort than did top and second quartile students. 

In little sorts, frequently occurring criteria themes were control 
flow, objects, functions, and data. Some little sorts expressed the 
subject's personal perspective of the programming terms such as 
“ things I’ve learned here in my CS classes” .  Many little sorts 
were based directly on the card names verbatim. More top 
students related terms to other computer science concepts such as 
information hiding and OO design. When executing little and 
Parts of a Program sorts, bottom quartile students focused more 
on surface, syntactic details, while top quartile students based 
more sorts on deep, semantic characteristics suggesting that better 
students’  knowledge structures are more like those of experts [1]. 

4. CONCLUSIONS  
To summarize, we found evidence that suggests 

• Subjects performed sorts that could be grouped into a fairly 
small number of well-defined categories. 

• Top quartile students performed more structurally diverse sorts. 
• Top quartile students were more likely to use abstract concepts 

such as “control structures”  or “design methodologies,”  and as 
a result, gave more precise names. 

• Top quartile students were more likely to perform Big Sorts, 
implying a greater ability to see the big picture.  

• Top quartile students were more likely to perform sorts 
associating programming terms with levels of abstraction and to 
use multiple paradigms in their Language Paradigm/PLC sorts. 

• Bottom quartile students were more likely to perform narrowly 
focused little sorts and Parts of a Program sorts and to focus 
on surface details in those sorts. 

It is not surprising that top performers are better at card sorting - 
we expect top students to have a greater understanding of 
programming concepts.  However, when we consider the skills 
students must employ to perform more complex and diverse sorts, 
we observe not only basic programming knowledge but also 
expert behavior such as an ability to see the “big picture” , the 
ability to fluently retrieve relevant knowledge, and the ability to 
apply knowledge in different contexts. This enables them to 
“notice features and meaningful patterns of information that are 
not noticed by novices.”  [6, p.31] 

That card sorts provide an effective means of eliciting expert 
knowledge structures of top performing seniors, suggests card 
sorts can also help students organize their knowledge throughout 
the curriculum.  Educational research on expertise “suggests the 
importance of providing students with learning experiences that 
specifically enhance their abilities to recognize meaningful 

patterns of information (e.g., Simon, 1980; Bransford et al., 
1989).”  [6, p.35] For example, students in an algorithms class 
could be given cards, each containing a different algorithm, and 
asked to sort the cards by criteria such as “application” , 
“algorithmic technique”  or “ runtime complexity” , with students 
providing category names.  The same could be done in a 
programming languages class with languages on the cards and the 
criteria “paradigm”, “domain”  or “ implementation” .  Introductory 
students could perform a constrained (with predefined categories) 
Big Sort, which could help them organize a “big picture”  of 
concepts learned over a term.   

The immediate value of such exercises is to identify gaps in 
knowledge that can be used to guide class discussion or review.  
Their value can be amplified if students are explicitly made aware 
of the organizational structures the sorts represent. That is, 
exercises should be  “approached from the perspective of helping 
students … become metacognitive about their learning so they can 
assess their own progress and continually identify and pursue new 
learning goals" [6, p. 50]. A natural follow-up to this study is to 
empirically investigate how card-sorting exercises can be used to   
improve students’  ability to articulate and organize their 
knowledge of computer science.    
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