
D2IIntegrazione, Warehousing e Mining di sorgenti eterogeneeProgramma di ri
er
a (
o�nanziato dal MURST, eser
izio 2000)
Survey on methods for query rewriting andquery answering using viewsDiego Calvanese, Domeni
o Lembo, Maurizio LenzeriniD1.R5 30 aprile 2001SommarioA Data Integration System is 
onstituted by three main 
omponents: sour
e s
hemas, a globals
hema and a mapping between the two. There exist two main approa
hes for spe
ifying themapping: in the lo
al-as-view (LAV) approa
h the sour
e stru
tures are de�ned as views overthe global s
hema; on the 
ontrary in the global-as-view (GAV) approa
h ea
h global 
on
eptis de�ned in terms of a view over the sour
e s
hemas. The problem of query pro
essing is to�nd eÆ
ient methods for answering queries posed to the global s
hema on the basis of the datastored at sour
es. In LAV there exist two approa
hes to query pro
essing: by query rewriting,in whi
h one tries to 
ompute a rewriting of the query in terms of the views and then evaluatessu
h a rewriting, and by query answering, in whi
h one aims at dire
tly answering the querybased on the view extensions. In GAV, existing systems deal with query pro
essing by simplyunfolding ea
h global 
on
ept in the query with its de�nition in terms of the sour
es. In thispaper, we survey the most important query pro
essing algorithms proposed in the literaturefor LAV, and we des
ribe the prin
ipal GAV data integration systems and the form of querypro
essing they adopt.Tema Tema 1: Integrazione di dati provenienti da sorgenti eterogeneeCodi
e D1.R5Data 30 aprile 2001Tipo di prodotto Rapporto Te
ni
oNumero di pagine 25Unit�a responsabile RMUnit�a 
oinvolte RMAutore da 
ontattare Domeni
o LemboDipartimento di Informati
a e Sistemisti
aUniversit�a di Roma \La Sapienza"Via Salaria 113, 00198 Roma, Italialembo�dis.uniroma1.it



Survey on methods for query rewriting andquery answering using viewsDiego Calvanese, Domeni
o Lembo, Maurizio Lenzerini30 aprile 2001Abstra
tA Data Integration System is 
onstituted by three main 
omponents: sour
e s
hemas,a global s
hema and a mapping between the two. There exist two main approa
hes forspe
ifying the mapping: in the lo
al-as-view (LAV) approa
h the sour
e stru
tures are de�nedas views over the global s
hema; on the 
ontrary in the global-as-view (GAV) approa
h ea
hglobal 
on
ept is de�ned in terms of a view over the sour
e s
hemas. The problem of querypro
essing is to �nd eÆ
ient methods for answering queries posed to the global s
hemaon the basis of the data stored at sour
es. In LAV there exist two approa
hes to querypro
essing: by query rewriting, in whi
h one tries to 
ompute a rewriting of the query interms of the views and then evaluates su
h a rewriting, and by query answering, in whi
hone aims at dire
tly answering the query based on the view extensions. In GAV, existingsystems deal with query pro
essing by simply unfolding ea
h global 
on
ept in the query withits de�nition in terms of the sour
es. In this paper, we survey the most important querypro
essing algorithms proposed in the literature for LAV, and we des
ribe the prin
ipal GAVdata integration systems and the form of query pro
essing they adopt.1 Introdu
tionInformation integration is the problem of 
ombining the data residing at di�erent sour
es, andproviding the user with a uni�ed s
hema of these data, 
alled global s
hema. The global s
hemais therefore a re
on
iled view of the information, whi
h 
an be queried by the user. It 
an bethought as a set of virtual relations, in the sense that their extensions are not a
tually storedanywhere. A data integration system frees the user from having to lo
ate the sour
es relevantto a query, intera
t with ea
h sour
e in isolation, and manually 
ombine the data from di�erentsour
es.The interest in this kind of systems has been 
ontinuously growing in the last years. Manyorganizations fa
e the problem of integrating data residing at several sour
es. Companies thatbuild a Data Warehouse, a Data Mining, or an Enterprise Resour
e Planning system mustaddress this problem. Also, integrating data in the World Wide Web is the subje
t of severalinvestigations and proje
ts nowadays. Finally, appli
ations requiring a

essing or re-engineeringlega
y systems must deal with the problem of integrating data stored in di�erent sour
es.The design of a data integration system is a very 
omplex task, whi
h 
omprises severaldi�erent issues, in
luding the following:1. heterogeneity of the sour
es,2. mapping between the global s
hema and the sour
es,3. limitations on the me
hanisms for a

essing the sour
es,4. materialized vs. virtual integration, 1



5. data 
leaning and re
on
iliation,6. how to pro
ess queries expressed on the global s
hema.Problem (1) arises be
ause sour
es are typi
ally heterogeneous, meaning that they adoptdi�erent models and systems for storing data. This poses 
hallenging problems in spe
ifyingthe global view. The goal is to design su
h a view so as provide an appropriate abstra
tionof all the data residing at the sour
es. One aspe
t deserving spe
ial attention is the 
hoi
eof the language used to express the global s
hema. Sin
e su
h a view should mediate amongdi�erent representations of overlapping worlds, the language should provide 
exible and powerfulrepresentation me
hanisms.With regard to Problem (2), two basi
 approa
hes have been used to spe
ify the mappingbetween the sour
es and the global s
hema. The �rst approa
h, 
alled global-as-view (or query-based), requires that the global s
hema is expressed in terms of the data sour
es. More pre
isely,to every 
on
ept of the global s
hema, a view over the data sour
es is asso
iated, so that itsmeaning is spe
i�ed in terms of the data residing at the sour
es. The se
ond approa
h, 
alledlo
al-as-view (or sour
e-based), requires the global s
hema to be spe
i�ed independently fromthe sour
es. The relationships between the global s
hema and the sour
es are established byde�ning every sour
e as a view over the global s
hema. Thus, in the lo
al-as-view approa
h,we spe
ify the meaning of the sour
es in terms of the 
on
epts in the global s
hema. It is 
learthat the latter approa
h favors the extensibility of the integration system, and provides a moreappropriate setting for its maintenan
e. For example, adding a new sour
e to the system requiresonly to provide the de�nition of the sour
e, and does not ne
essarily involve 
hanges in the globalview. On the 
ontrary, in the global-as-view approa
h, adding a new sour
e may in prin
iplerequire 
hanging the de�nition of the 
on
epts in the global s
hema. Re
ently, [36℄ proposed anew approa
h to spe
ify the mapping between the global s
hema and the sour
e s
hemas, 
alledthe global-lo
al-as-view (GLAV) approa
h, sin
e it 
ombines the expressive power of both LAVand GAV. In the following we do not dis
uss the GLAV approa
h, and 
on
entrate on the LAVand GAV approa
hes.Problem (3) refers to the fa
t, that, both in the lo
al-as-view and in the global-as-viewapproa
h, it may happen that a sour
e presents some limitations on the types of a

esses itsupports. A typi
al example is a web sour
e a

essible through a form where one of the �eldsmust ne
essarily be �lled in by the user. Su
h a situation 
an be modeled by spe
ifying thesour
e as a relation supporting only queries with a sele
tion on a 
olumn. Suitable notationshave been proposed for su
h situations [71℄, and the 
onsequen
es of these a

ess limitations onquery pro
essing in the integration systems have been investigated in several papers [71, 64, 35,84, 83, 62, 63℄.Problem (4) deals with a further 
riterion that one should take into a

ount in the designof a data integration system. In parti
ular, with respe
t to the data expli
itely managed bythe system, one 
an follow two di�erent approa
hes, 
alled materialized and virtual. In thematerialized approa
h, the system 
omputes the extensions of the 
on
epts in the global s
hemaby repli
ating the data at the sour
es. In the virtual approa
h, data residing at the sour
esare a

essed during query pro
essing, but they are not repli
ated in the integration system.Obviously, in the materialized approa
h, the problem of refreshing the materialized views inorder to keep them up-to-date is a major issue [46℄. In the following, we only deal with thevirtual approa
h.Whereas the 
onstru
tion of the global s
hema 
on
erns the intentional level of the dataintegration system, Problem (5) refers to a number of issues arising when 
onsidering integrationat the extensional/instan
e level. A �rst issue in this 
ontext is the interpretation and mergingof the data provided by the sour
es. Interpreting data 
an be regarded as the task of 
astingthem into a 
ommon representation. Moreover, the data returned by various sour
es need tobe 
onverted/re
on
iled/
ombined to provide the data integration system with the requested2



information. The 
omplexity of this re
on
iliation step is due to several problems, su
h aspossible mismat
hes between data referring to the same real world obje
t, possible errors in thedata stored in the sour
es, possible in
onsisten
ies between values representing the propertiesof the real world obje
ts in di�erent sour
es [37℄. The above task is known in the literature asData Cleaning and Re
on
iliation, and the interested reader is referred to [37, 11, 7℄ for moredetails on this subje
t.Finally, Problem (6) is 
on
erned with one of the most important issues in a data integrationsystem, i.e., the 
hoi
e of the method for 
omputing the answer to queries posed in terms of theglobal s
hema. The main issue is that the system should be able to re-express su
h queries interms of a suitable set of queries posed to the sour
es.In the rest of the paper, we 
on
entrate on Problem (6), namely, query pro
essing in adata integration system spe
i�ed by means of the LAV or the GAV approa
h. We �rst provide alogi
al formalization of the problem in terms of a general framework for data integration systems,
omprising several sour
e s
hemas, a global s
hema, and a mapping between the two. Then wedis
uss the problem of query pro
essing, i.e., 
ompute the answer to a query over the globals
hema only on the basis of the data residing at the sour
es, both in LAV and in GAV:� In LAV, most of the proposed solutions are based on query answering by query rewriting.The problem of query rewriting (using views) 
onsists in reformulating the query into a(possibly) equivalent expression, 
alled rewriting, that refers only to the sour
e stru
tures.On
e the rewriting of the query has been 
omputed, it 
an be dire
tly evaluated over thesour
e to obtain the answer to the query. We observe that, besides data integration, theproblem of query rewriting is relevant in several �elds, in
luding data warehousing [80℄,query optimization [22℄, and supporting physi
al data independen
e [75℄. A more dire
tapproa
h is that of query answering using views, in whi
h besides the query and themapping de�nitions, we are also given the extensions of the views over the global s
hema.The goal is to 
ompute the set of tuples that are the answer set of the query in all databasesthat are 
onsistent with the information on the views. For the LAV approa
h we surveythe most important query pro
essing algorithms proposed in the literature.� In GAV, most of the solutions proposed in the literature essentially redu
e to unfoldingthe query over the global s
hema by substituting ea
h global relation with its de�nitionin terms of the sour
es. We des
ribe some GAV data integration systems, the spe
i�
assumptions they introdu
e upon the general framework, and the form of query pro
essingthey adopt.The paper is organized as follows. Se
tion 2 presents the basi
 notions about the relationalmodel, whi
h is the one we adopt. Se
tion 3 illustrates the problem of modeling a data integrationsystem in LAV (subse
tion 3.1) and GAV (subse
tion 3.2). Se
tion 4 presents view-based querypro
essing in LAV (subse
tion 4.1) and GAV (subse
tion 4.2). Se
tion 5 
on
ludes the paper.2 The relational model: basi
 notionsSin
e we assume to work with relational databases, we illustrate here the basi
 notions of therelational model that will be used in our framework. In the relational model, predi
ate symbolsare used to denote the relations in the database, whereas 
onstant symbols denote the obje
tsand the values stored in relations. We assume to have a �xed (in�nite) alphabet � of 
onstants,and we 
onsider only databases over su
h an alphabet. We adopt the so-
alled unique nameassumption, i.e., we assume that di�erent 
onstants denote di�erent obje
ts.A relational s
hema C is 
onstituted by: 3



� An alphabet A of predi
ate (or relation) symbols, ea
h one with an asso
iated arity de-noting the number of arguments of the predi
ate (or attributes of the relation).� A set of integrity 
onstraints, i.e., assertions on the symbols of the alphabet A that areintended to be satis�ed in every database 
oherent with the s
hema.A relational database (or simply, database, DB) DB over a s
hema C is simply a set ofrelations with 
onstants as atomi
 values. We have one relation of arity n for ea
h predi
atesymbol of arity n in the alphabet A. The relation rDB in DB 
orresponding to the predi
atesymbol Ri is 
onstituted by a set of tuples of 
onstants, those that satisfy the predi
ate Ri. Adatabase DB over a s
hema C is said to be legal if every 
onstraint of C is satis�ed by DB. Thenotion of satisfa
tion depends on the type of 
onstraints de�ned over the s
hema.A relational query is a formula that spe
i�es a set of data to be retrieved from a database.In this work, we restri
t our analysis to the 
lass of unions of 
onjun
tive queries. A union of
onjun
tive queries (
alled simply query) q of arity n over the s
hema C is written in the formQ(~x)  
onj 1(~x; ~y1) _ � � � _ 
onjm(~x; ~ym)where� q belongs to a new alphabet Q (the alphabet of queries, that is disjoint from both � andA),� for ea
h i, 
onj i(~x; ~yi) is a 
onjun
tion of atoms involving the variables ~x = X1; : : : ;Xnand ~yi = Yi;1; : : : ; Yi;ni , and 
onstants from �,� the predi
ate symbols of the atoms are in C, and� the number of variables of ~x is 
alled the arity of q, and is the arity of the relation denotedby the query q.Given a database DB, the answer of q over DB, denoted qDB, is the set of n-tuples of
onstants (
1; : : : ; 
n), su
h that, when substituting ea
h 
i for xi, the formula9~y1.
onj 1(~x; ~y1) _ � � � _ 9~ym.
onjm(~x; ~ym)evaluates to true in DB.3 Modeling the Data Integration SystemIn this se
tion we set up a logi
al framework for data integration. The main 
omponents of adata integration system are the sour
es, the global s
hema and the mapping between the two.Formally, a data integration system I is a triple hG;S;Mi, where:� S is the sour
e s
hema, 
onstituted by the s
hemas of the various sour
es that are partof the data integration system. We assume that the sour
es are relational. Su
h anassumption is not restri
tive sin
e we 
an assume that suitable wrappers present the dataat the sour
es in a relational form. Ea
h sour
e is modeled by a set of relations and wedenote with AS the alphabet of the relational symbols of the sour
es.� G is the global s
hema, expressed in the relational model in the global language LG overthe alphabet AG. Obviously, AG is disjoint from the alphabet of the sour
e s
hemas AS .The language LG determines the expressiveness allowed for spe
ifying the global s
hema,i.e., the set of 
onstraints that 
an be de�ned over it.4



� M is the mapping between the sour
es and the global s
hema. The pre
ise form of themapping depends on the approa
h adopted for integration, and will be dis
ussed later.Intuitively, to spe
ify the semanti
s of a data integration system, we have to start with a setof data at the sour
es, and, given su
h data at the sour
es, we have to spe
ify whi
h are thedata satisfying the global s
hema. Thus, for assigning semanti
s to a data integration systemI = hG;S;Mi, we start by 
onsidering a legal sour
e database for I, i.e., a database D for thesour
e s
hema S that satis�es all integrity 
onstraints of S. Based on D, we now spe
ify whi
his the information 
ontent of the global s
hema G. We 
all global database for I any databasefor G. If G is 
onstituted by the 
onstraints fC1; : : : ; Cng, we say that a global database satis�esG if it satis�es C1; : : : ; Cn.A global database B for I = hG;S;Mi is said to be 
oherent with I wrt D, if:� B satis�es G.� B satis�es the mappingM, that is its tuples respe
t the relationships de�ned between theglobal relations and the sour
e stru
tures. The pre
ise meaning of satisfying a mappingdepends on the spe
i�
 form of the mapping and will be explained later when we willintrodu
e the di�erent approa
hes proposed to de�ne su
h a mapping.We denote with 
oh(I;D) the set of all databases for G 
oherent with I wrt to D.From the above de�nitions, it is easy to see that given a legal sour
e database D, in generalseveral global 
oherent databases exist. In spe
i�
 
ases, no global 
oherent database may exist,for example if the set of 
onstraints of the global s
hema is in
onsistent. Also, there may beexa
tly one 
oherent database. We will give some examples in Subse
tions 3.1 and 3.2, wherewe dis
uss the spe
i�
 forms of the mapping.Finally we 
onsider queries posed to a data integration system and de�ne their semanti
s.Ea
h query is issued over the global s
hema, and is expressed in a query language LQ over thealphabet AG. A query is intended to provide the spe
i�
ation of whi
h data to extra
t fromthe global database represented in the integration system. In general, if Q is a query of arityn and DB 2 
oh(I;D), we denote with ans(Q;DB) the set of n-tuples that satisfy Q in DB.Sin
e several 
oherent databases may exist, we are interested in 
omputing the set of tuples thatsatisfy Q in all databases in 
oh(I;D). Formally, we 
all 
ertain answers of Q wrt I;D the set
ert(Q;I;D) of n-tuples t su
h that t 2 ans(Q;DB) for every database DB 2 
oh(I;D).A tuple is said a possible answer if it is an answer only for some 
oherent database. For-mally, we 
all possible answers of Q wrt I;D; the set poss(Q;I;D) of n-tuples t su
h thatt 2 ans(Q;DB) for some database DB 2 
oh(I;D).In a data integration system I, answering queries is essentially an extended form of reasoningin the presen
e of in
omplete information [78℄. Indeed, when we answer the query, we knowonly the extensions of the sour
es, and this provides us with only partial information on theglobal database. Moreover, sin
e the query language may admit various forms of in
ompleteinformation (due to union, for instan
e), there are in general several possible databases 
oherentwith I.We did not explain, until now, the way in whi
h the mapping between the sour
es and theglobal s
hema is spe
i�ed. There are two main approa
hes proposed to de�ne su
h a mapping,namely the lo
al-as-view (LAV) approa
h, and the global-as-view (GAV) approa
h. In thefollowing we dis
uss both s
enarios more in detail.3.1 Lo
al-as-view frameworkIn the LAV approa
h, the meaning of the sour
es is spe
i�ed in terms of the 
on
epts of theglobal s
hema. More exa
tly the mapping M between the sour
es and the globals s
hema is5



provided in terms of a set of views V = fV1; : : : ; Vmg over the global s
hema, one for ea
h sour
e.Asso
iated to ea
h view Vi we have:� A de�nition def (Vi) in terms of a query Vi(~x)  vi(~x; ~y), where vi(~x; ~y) is expressed inthe language LV over the alphabet AG . The arity of ~x determines the arity of the view Vi.� The extension V Di over a given legal sour
e database D, whi
h is a set of tuples of 
onstantsproviding information about the 
ontent of the sour
e. The arity of ea
h tuple is the sameas that of Vi.� A spe
i�
ation as(Vi) of whi
h assumption to adopt for the view Vi, i.e., how to interpretthe 
ontent V Di of the sour
e with respe
t to the a
tual set of tuples in a global databaseDB that satisfy the view de�nition, i.e., (def (Vi))DB. We des
ribe below the variouspossibilities that we 
onsider for as(Vi).The following three assumptions have been 
onsidered in the literature [1, 38, 52, 13℄ 1:� Sound Views. When a view Vi is sound (denoted with as(Vi) = sound ), its extensionprovides any subset of the tuples satisfying the 
orresponding de�nition. In other words,from the fa
t that a tuple is in V Di one 
an 
on
lude that it satis�es the view, while fromthe fa
t that a tuple is not in V Di one 
annot 
on
lude that it does not satisfy the view.Formally, a database DB is 
oherent with the sound view Vi, if V Di � (def (Vi))DB.� Complete Views. When a view Vi is 
omplete (denoted with as(Vi) = 
omplete), itsextension provides any superset of the tuples satisfying the 
orresponding de�nition. Inother words, from the fa
t that a tuple is in V Di one 
annot 
on
lude that su
h a tuplesatis�es the view. On the other hand, from the fa
t that a tuple is not in V Di one 
an
on
lude that su
h a tuple does not satisfy the view. Formally, a database DB is 
oherentwith the 
omplete view Vi, if V Di � (def (Vi))DB.� Exa
t Views. When a view Vi is exa
t (denoted with as(Vi) = exa
t), its extension isexa
tly the set of tuples satisfying the 
orresponding de�nition. Formally, a database DBis 
oherent with the exa
t view Vi, if V Di = (def (Vi))DBSu
h a de�nition of satisfa
tion of the mappingM 
ompletes the de�nition of global 
oherentdatabase for the LAV approa
h. In general there 
an be many global 
oherent databases, forexample when some views are sound, as demonstrated by the following example.Example 3.1 Consider a data integration system I 
omprising two sour
es s1(Name;City),whi
h stores information about people and 
ities in whi
h they reside and s2(City ;Country),whi
h stores information about 
ountries where 
ities are lo
ated.Suppose the global s
hema G 
ontains only the relation residen
e(Name;City ;Country) andthat the mappingM is as follows:s1(N;C)  residen
e(N;C;Co)s2(C;Co)  residen
e(N;C;Co)and that we have an alphabet 
ontaining (among other symbols) three 
onstants Pablo, Romeand Italy.2Finally 
onsider a sour
e legal database D in whi
h sD1 = f(Pablo;Rome)g and sD2 =f(Rome; Italy)g, and assume that there are no 
onstraints imposed by a s
hema.1In some papers, for example [13℄, di�erent assumptions on the domain of the database are also taken intoa

ount.2We 
onsider only databases over a �xed alphabet of 
onstants (see se
tion 2).6



If both views are sound, there are several global databases 
oherent with the global s
hemaand the mapping, sin
e we only know that the global relation residen
e 
ontains some tuplesthat have Pablo as their Name 
omponent and Rome as their City 
omponent, and some tuplesthat have Rome as their City 
omponent and Italy as their Country 
omponent. Therefore,the query Q
(x; y; z)  residen
e(x; y; z) asking for all residen
e informations would return anempty answer, i.e., 
ert(Q
;I;D) = ;.However, if both views are exa
t, we 
an 
on
lude that all residen
e tuples have Pablo astheir Name 
omponent, Rome as their City 
omponent and Italy as their Country 
omponent.Hen
e (Pablo;Rome; Italy) is the only tuple returned by the query Q
, i.e., 
ert(Q
;I;D) =f(Pablo;Rome; Italy)g. Note that in this 
ase we have exa
tly one database 
oherent with theglobal s
hema and the mapping.Even in the 
ase where all views are exa
t we 
an have that several global databases exist, forexample in the 
ase where some global relations or attributes are not mentioned in any mappingfrom the sour
es.When all views are exa
t it 
an happen that no global virtual database exists. This is the
ase when the data at the sour
es do not satisfy all 
onstraints in the global s
hema.Example 3.2 Suppose now to add to our running example a sour
e s3(Name;Country), whi
hstores information about people 
itizenship, and add a global relation 
itizenship(Name;Country).Complete our mapping with the views3(N;Co)  
itizenship(N;Co)and assume to de�ne a foreign key 
onstraint between the 
omponent Name of the relationresiden
e and 
omponent Name in the relation 
itizenship. The 
onstraint is satis�ed by adatabase DB if for every tuple t1 in (residen
e)DB there is a tuple t2 in (
itizenship)DB su
hthat the Name 
omponent of t1 agree with the Name 
omponent in t2. Suppose to add to ouralphabet the 
onstants John, USA, and Spain. Consider the same sour
e legal database D ofExample 3.1, and suppose that sD3 = f(John;USA)g. If both views are exa
t, no global virtualdatabase exists whi
h is 
oherent with the global s
hema and the mapping, sin
e s3 doesn't storePablo's 
itizenship. On the 
ontrary, if all views are sound, we have several 
oherent databases,that is all the databases that store Pablo's 
itizenship. For example, 
onsider the followingextension for 
itizenship: Name CountryJohn USAPablo Spain3.2 Global-as-view frameworkThe GAV approa
h requires that the global s
hema is de�ned in terms of the data sour
es. Moreexa
tly, every relation of the global s
hema is expressed as a view over the sour
es, so that itsmeaning is spe
i�ed in terms of the data residing at the sour
es. Note that, while in the LAVapproa
h adding a new sour
e to the system requires only to provide the de�nition of the sour
e,and does not ne
essarily involve 
hanges in the global s
hema, in the GAV approa
h, it may inprin
iple requires 
hanging the de�nition of the 
on
epts in the global s
hema.Formally, the mapping between the global s
hema and the sour
es is provided in terms ofa set of views V = fV1; : : : ; Vmg over the sour
e s
hemas, one for ea
h relation in the globals
hema. Asso
iated to ea
h view Vi we have: 7



� A de�nition def (Vi) in terms of a query Vi(~x)  vi(~x; ~y), where vi(~x; ~y) is expressed inthe language LV over the sour
e alphabet AS . The arity of ~x determines the arity of theview Vi.� A set (def (Vi))D of tuples of 
onstants returned from the evaluation of the view de�nitionover a given legal sour
e database D. The arity of ea
h returned tuple is the same as thatof Vi.� A spe
i�
ation as(Vi) of whi
h assumption to adopt for the view Vi, i.e., how to interpretthe a
tual set of tuples in a global virtual database DB that satisfy Vi, i.e., V DBi , withrespe
t to (def (Vi))D. As in the LAV approa
h, one 
an 
onsider views that are sound,
omplete, or exa
t :{ when as(Vi) = sound , we are spe
ifying that all tuples retrieved by def (Vi) satisfyVi.{ when as(Vi) = 
omplete , we are spe
ifying that no tuples other than those retrievedby def (Vi) satisfy Vi.{ when as(Vi) = exa
t , we are spe
ifying that the set of tuples that satisfy Vi is exa
tlythe set of tuples retrieved by Vi.Formally a global virtual database DB is 
oherent with{ the sound view Vi if V DBi � (def (Vi))D,{ the 
omplete view Vi if V DBi � (def (Vi))D,{ the exa
t view Vi if V DBi = (def (Vi))D,Even if most of the GAV data integration systems des
ribed in the literature 
onsider a singledatabase for the global s
hema, due to the presen
e of integrity 
onstraints, in general, we willhave to a

ount for a set of global databases. Given a legal sour
e database, several situationsare possible:� No 
oherent global database exists. This happens, for example, when the data at thesour
es retrieved by the view de�nitions do not satisfy the 
onstraints of the global s
hema.� Several 
oherent global databases exist. This happens, for example, when all views aresound, and the data at the sour
es retrieved by the view de�nitions do not satisfy the
onstraints of the global s
hema. In this 
ase, it may happen that several ways exist toadd suitable tuples to the relations of G in order to satisfy 
onstraints. Ea
h su
h wayyields a 
oherent global database.� Exa
tly one 
oherent global database exists. This happens, for example, when all viewsare exa
t, and the data at the sour
es retrieved by the view de�nitions satisfy all the
onstraints of the global s
hema.The following example illustrates the above 
onsiderations for the 
ase where foreign key
onstraints are used in the global s
hema.Example 3.3 Consider a data integration system I in whi
h the sour
e s
hema S, the alphabetof 
onstants, the global relations, and the integrity 
onstraints are as in Example 3.2. Supposeto have the following GAV mappingMresiden
e(N;C;Co)  s1(N;C; ) ^ s2(C;Co)
itizenship(N;Co)  s3(N;Co)8



and the sour
e legal database D in whi
h sD1 = f(Pablo;Rome)g, sD2 = f(Rome; Italy)g andsD3 = f(Pablo;Spain)gIn su
h a 
ase the data at the sour
es respe
t the foreign key 
onstraint. So, if the viewsare exa
t, exa
tly one global 
oherent database exists. Therefore, given the query Q
(x; y; z) residen
e(x; y; z) we have that 
ert(Q
;I;D) = f(Pablo;Rome; Italy)g. Consider a di�erent situ-ation in whi
h s1 and s2 have the same extensions as above, but now sD3 = f(John;USA)g. Sin
ethe data at the sour
e does not respe
t the foreign key 
onstraint, no global 
oherent databaseexists. On the other hand, if the views are sound we 
an obtain 
oherent databases by addingthe tuple (Pablo, Spain) to the relation 
itizenship. Note that we still have 
ert(Q
;I;D) =f(Pablo;Rome; Italy)g.4 Query pro
essingIn this se
tion we deal with the problem of query pro
essing, i.e., how to 
ompute the answerto a query posed over the global s
hema on the basis of the data stored at the sour
es andexploiting the information available about the data integration system. We examine some algo-rithms and approa
hes proposed in the literature for query pro
essing both in LAV and in GAVintegration systems. For the LAV framework we distinguish between two existing approa
hes:query pro
essing by query rewriting, whi
h aims at reformulating the query in terms of thesour
e relations and then evaluating the 
omputed rewriting over the sour
e extensions, andquery answering using views, whi
h aims at dire
tly answering the query on the basis of boththe view de�nitions and the sour
e extensions. For the GAV framework we des
ribe some dataintegration systems in whi
h query pro
essing essentially amounts to unfolding.4.1 LAV approa
hThe main issue for query pro
essing in a LAV integration system is de
iding how to de
omposethe query on the global s
hema into a set of subqueries on the sour
es, based on the meaning ofthe sour
es expressed in terms of the relations in the global s
hema. Sin
e in LAV the mappingbetween the sour
es and the global s
hema is des
ribed as a set of views over the global s
hema,query pro
essing amounts to �nding a way to answer a query posed over a database using a setof views over the same database. This problem, 
alled answering queries using views, is widelystudied in the literature, sin
e it has appli
ations in many areas. In query optimization [22℄, theproblem is relevant be
ause using materialized views may speed up query pro
essing. A datawarehouse 
an be seen as a set of materialized views, and, therefore, query pro
essing redu
esto query answering using views [43, 74, 82, 42℄. In the 
ontext of database design, using viewsprovides means for maintaining the physi
al perspe
tive of the data independent from its logi
alperspe
tive [75℄. It is also relevant for query pro
essing in distributed databases [47℄ and infederated databases [60℄. Finally, sin
e the views provide partial knowledge on the database,answering queries using views 
an be seen as a spe
ial 
ase of query answering with in
ompleteinformation [45, 1℄.4.1.1 Query rewritingThe most 
ommon approa
h proposed in the literature to deal with the problem of query pro-
essing in data integration systems is by means of query rewriting. In query rewriting, a queryand a set of view de�nitions over the global s
hema are provided, and the goal is to reformulatethe query into an expression, the rewriting, that refers only to the views, and supplies the answerto the query. A query Q is expressed in a 
ertain query language LQ over the global alphabetAG, while the rewriting is expressed in a query language L0Q over the sour
e alphabet AS . LQand L0Q 
an be di�erent and hen
e of di�erent expressive power. Query pro
essing via query9



rewriting is divided in two steps, where the �rst one 
onsists in reformulating the query in termsof the given query language L0Q over AS , and the se
ond one evaluates the rewriting over theview extensions.We �rst introdu
e the notion of 
ontainment between Datalog queries whose EDB predi
atesare the relations in AG . Given su
h a query Q and a global database DB, the answer QDB of Qover DB is the minimal �xpoint model of Q and DB. Given two queries Q1 and Q2, we say thatQ1 is 
ontained in Q2, denoted by Q1 � Q2, if for all databases DB we have that QDB1 � QDB2 .We say that Q1 and Q2 are equivalent if Q1 � Q2 and Q2 � Q1.The problem of query 
ontainment has been studied in various settings. In [21℄, NP-
ompleteness has been established for 
onjun
tive queries, and in [25℄ a multi-parameter analysishas been performed for the same 
ase, showing that the intra
tability is due to 
ertain types of
y
les in the queries. In [48, 77℄, �p2-
ompleteness of 
ontainment of 
onjun
tive queries with in-equalities was proved, and in [72℄ the 
ase of queries with the union and di�eren
e operators wasstudied. For various 
lasses of Datalog queries with inequalities, de
idability and unde
idabilityresults were presented in [23℄ and [77℄, respe
tively. Query 
ontainment under 
onstraints hasalso been the subje
t of several investigations. For example, de
idability of 
onjun
tive query
ontainment was investigated in [3℄ under fun
tional and multi-valued dependen
ies, in [27℄ un-der fun
tional and in
lusion dependen
ies, in [20, 59, 61℄ under 
onstraints representing is-ahierar
hies and 
omplex obje
ts, and in [28℄ in the 
ase of 
onstraints represented as Datalogprograms. For queries over semistru
tured data, query 
ontainment for 
onjun
tive regular pathqueries, in whi
h the atoms in the body are regular expressions over binary predi
ates, has beenstudied in [8, 34℄, and EXPSPACE 
ompleteness has been established in [14℄.To formally de�ne the notion of rewriting, we 
onsider queries and views de�ning the sour
erelations that are unions of 
onjun
tive queries over the global s
hema.Given su
h a query Q and set of views V = fV1; : : : ; Vmg over AG, the query Qr is a rewritingof Q using V if� Qr [ V is 
ontained in Q, and� Qr does not refer to the predi
ates of AG, i.e., the relations of the global s
hema appearonly in the view de�nitions and not in the bodies of the 
lauses of Qr.We illustrate the notion of rewriting with the following example, adapted from [54℄, in whi
hqueries are 
onjun
tive queries.Example 4.1 Consider two sour
es, r1(Title ;Year ;Dire
tor ), whi
h stores information aboutmovies �lmed by european dire
tors sin
e 1960, and r2(Title;Critique), whi
h stores informationabout movie reviews sin
e 1990.Suppose we have the following global s
hemamovie(Title ;Year ;Dire
tor )european(Dire
tor )review(Title;Critique)and the mapping r1(T; Y;D)  movie(T; Y;D) ^ european(D) ^ Y � 1960r2(T;R)  movie(T; Y;D) ^ review(T;R) ^ Y � 1990Consider the query q(T;R)  movie(T; 1998;D) ^ review(T;R)asking for reviews of movies �lmed in 1998. A rewriting of su
h a query isqr(T;R)  r1(T; 1998;D) ^ r2(T;R)10



Indeed, the body of qr refers only to the sour
e relations, and hen
e 
an be dire
tly evaluatedover the sour
e extensions. Moreover, qr together with the view de�nitions is equivalent to thefollowing query over the global s
hemaqr(T;R)  movie(T; 1998;D) ^ european(D) ^ review(T;R)in whi
h we deleted the atoms 1998 � 1960 and 1998 � 1990, whi
h evaluate to true. It isimmediate to verify that qr is 
ontained in q.In the example above, sin
e sour
e r1 provides only movies �lmed by European dire
tors, the
omputed rewriting does not return exa
tly the data about reviews of movies �lmed in 1998,requested by the original query. Indeed, qr is not equivalent to q. In general, the set of availablesour
es may not store all the data needed to answer a query, and therefore the goal is to �nd aquery expression that provides all the answers that 
an be obtained from the views. So, whereasin di�erent 
ontexts, i.e., query optimization or maintaining physi
al data independen
e [53℄,the fo
us is on �nding rewritings that are logi
ally equivalent to the original query, in dataintegration systems one is interested in maximally 
ontained rewritings [30℄, formally de�ned asfollows.Given a query Q, a set of views V = fV1; : : : ; Vmg, and a query language LQ, the query Qmis a maximally 
ontained rewriting of Q using V wrt LQ if� Qm [ V is a rewriting of Q� there is no rewriting Q0 6= Qm in LQ su
h that Qm [ V � Q0 [ VThere are many studies that are 
on
erned with the problem of query rewriting using views,under di�erent assumptions, both for form of the queries and the views and also wrt the generalintegration framework des
ribed in Se
tion 3:� queries are 
onjun
tive queries [55, 71, 70℄� queries are re
ursive queries [30, 31, 2℄� queries are des
ription logi
s queries [4, 11℄� queries for semistru
tured data [12, 68, 15, 17℄� queries with aggregates [39, 26℄� presen
e of limitations in a

essing the sour
es [32, 71, 50, 58, 35℄� presen
e of fun
tional dependen
ies [40, 32, 31℄ and in
lusion dependen
ies [41℄Finally, it is worth noting that, sin
e in data integration systems the relations of the globals
hema are virtual and we 
annot extra
t data from them, we are interested in rewritings thatuse only the views, re
e
ted by the de�nition above. In [55℄ su
h rewritings are 
alled 
omplete,and in the following we refer only to 
omplete rewritings.In the following we present two query rewriting algorithms that have been proposed in theliterature in order to solve the query answering problem.
11



4.1.2 The bu
ket algorithmThe bu
ket algorithm [56, 57℄ is a query rewriting algorithm whi
h works in the 
ase where thequery is a union of 
onjun
tive queries and the views are 
onjun
tive queries.The algorithm is based on the fa
t that in su
h a 
ase, given a query Q, if an equivalentrewriting of Q exists, then su
h a rewriting has at most as many atoms as Q [55℄. Su
h aresult leads immediately to a nondeterministi
 polynomial-time algorithm for �nding equivalent
onjun
tive rewritings: guess a 
andidate rewriting and then 
he
k whether it is equivalent tothe original query. The 
he
k is done by looking for a 
ontainment mapping between the queryand the rewriting [21℄, whi
h is an NP-
omplete problem. Note that the number of 
andidaterewritings is exponential in the size of the query.The bu
ket algorithm aims at 
omputing all the rewritings that are 
ontained in (and notne
essarily equivalent to) the original query, by pruning the spa
e of 
andidate rewritings. Thealgorithm was proposed in the 
ontext of the Information Manifold (IM) system [60℄, a proje
tdeveloped at AT&T. IM handles the presen
e of in
lusion and fun
tional dependen
ies overthe global s
hema and limitations in a

essing the sour
es, and uses 
onjun
tive queries as thelanguage for des
ribing the sour
es and querying the system.To 
ompute the rewriting of a query Q, the bu
ket algorithm pro
eeds in two steps:1. for ea
h atom g in Q, 
reate a bu
ket that 
ontains the views from whi
h tuples of g 
anbe retrieved, i.e., the views whose de�nition 
ontains an atom to whi
h g 
an be mappedin a rewriting of the query;2. 
onsider as 
andidate rewriting ea
h 
onjun
tive query obtained by 
ombining one viewfrom ea
h bu
ket, and 
he
k by means of a 
ontainment algorithm whether su
h a queryis 
ontained in Q. If so, the 
andidate rewriting is added to the answer.If the 
andidate rewriting is not 
ontained in Q, before dis
arding it, the algorithm 
he
ks ifit 
an be modi�ed by adding 
omparison predi
ates in su
h a way that it is 
ontained in Q.The proof that the bu
ket algorithm generates the maximal 
ontained rewriting when the querylanguage is union of 
onjun
tive queries, is given in [38℄.Note that, on the basis of the results in [55℄, the algorithm 
onsiders only rewritings thathave at most the same number of atoms as the original query. As shown in the same paperand in [71℄, the given bound on the size of the rewriting does not hold in the presen
e ofarithmeti
 
omparison predi
ates, fun
tional dependen
ies over the global s
hema, or limitationsin a

essing the sour
es. In su
h 
ases we have to 
onsider rewritings that are longer than theoriginal query. More pre
isely, let p be the number of atoms in the query Q:� In the presen
e of fun
tional dependen
ies, a minimal rewriting has at most p+ d atoms,where d is the sum of the arities of the atoms in Q;� In the presen
e of limitations in a

essing the sour
es, a minimal rewriting has at mostp+m atoms, where m is the number of di�erent variables in Q;� In the presen
e of 
omparison predi
ates, the size of a minimal rewriting is at most expo-nential in the size of Q.A

ording to [56℄ the bu
ket algorithm, in pra
ti
e, does not miss solutions be
ause ofthe length of the rewritings it 
onsiders, but other results [30, 41, 40℄ demonstrate that in thepresen
e of fun
tional dependen
ies and limitations in a

essing the sour
es, union of 
onjun
tivequeries does not suÆ
e to obtain the maximal 
ontained rewritings, and one needs to resort tore
ursive rewritings. We refer the interested reader to [30, 32, 50℄ for a more detailed treatmentof the problem. 12



4.1.3 The inverse rules algorithmThe previous algorithm sear
hes the spa
e of possible 
andidate rewritings by using bu
kets andthen 
he
ks whether ea
h 
omputed rewriting is 
ontained in the original query. In the followingwe des
ribe a di�erent algorithm, namely the inverse rules algorithm [30℄, that generates arewriting (query plan) in time that is polynomial in the size of the query. The algorithm wasdeveloped in the 
ontext of the Infomaster system [29℄, an information integration tool of theStandford University, based on a language for representing �rst order logi
 expressions, 
alledKnowledge Inter
hange Format. The inverse rules algorithm 
onstru
ts a set of rules that invertthe view de�nitions and provides the system with an inverse mapping whi
h establish how toobtain the data of the global 
on
epts from the data of the sour
es. The basi
 idea is to repla
eexistential variables in the body of ea
h view de�nition by a Skolem fun
tion.Example 4.2 Given a view de�nitionv(X)  a1(X;Y ) ^ a2(X;Y )the set of inverse rules obtained from it isa1(X; f(X))  v(X)a2(X; f(X))  v(X)Given a non-re
ursive Datalog query Q and a set of view de�nitions V, the rewriting is theDatalog program 
onsisting of both the query and the inverse rules obtained from V.Note that in the skolemization phase, we just introdu
e fun
tion symbols in the head of theinverse rules and never introdu
e a symbol within another, whi
h leads to a �nite evaluationpro
ess. Sin
e bottom-up evaluation of the rewriting 
an produ
e tuples with fun
tion symbols,these need to be dis
arded. A polynomial time pro
edure to eliminate these fun
tion symbolsby adding new predi
ates is des
ribed in [30℄. It is also shown that the inverse rules algorithmreturns a maximally 
ontained rewriting wrt union of 
onjun
tive queries, in time that is poly-nomial in the size of the query3. Even if the 
omputational 
ost of 
onstru
ting the query planis polynomial, the obtained rewriting 
ontains rules whi
h may 
ause a

essing views that areirrelevant for the query. [51℄ show that the problem of eliminating irrelevant rules has expo-nential time 
omplexity. A se
ond drawba
k of the inverse rules algorithm is that evaluatingthe inverse rules over the sour
e extension may invert some useful 
omputation done to produ
ethe views [69℄. However, the inverse rules algorithm 
an handle also re
ursive Datalog queries,the presen
e of fun
tional dependen
ies over the global s
hema, or the presen
e of limitationsin a

essing the sour
es, by extending the obtained query plan with other spe
i�
 rules.Two other algorithm developed for the 
ase where queries and views are 
onjun
tive queriesare the MiniCon algorithm [69℄ and the uni�
ation-join algorithm [70℄. Combining ideas bothfrom the bu
ket algorithm and from the inverse rules algorithm, MiniCon s
ales out and out-performs both algorithms. Experimental results related to the performan
e of MiniCon, also inpresen
e of arithmeti
al 
omparison predi
ates, are reported in [69℄. The uni�
ation-join algo-rithm is an exponential-time query answering algorithm based on a skolemization phase and onthe representation of 
onjun
tive queries by means of hypergraphs. [70℄ presents also a polyno-mial time algorithm for the large and natural sub
lass of a
y
li
 
onjun
tive queries. Finally,[40, 41℄ extend the algorithm by taking into a

ount also in
lusion and fun
tional dependen
iesexpressed over the s
hema.3Note that from a non-re
ursive Datalog program one 
an easily obtain an equivalent union of 
onjun
tivequeries. 13



4.1.4 Query answeringIn general, in a data integration system, given a legal sour
e database D, i.e., an extension forthe views, we are interested in 
omputing the set of 
ertain answers for a given query Q (seeSe
tion 3). In the query rewriting approa
h, �rst Q is reformulated (not taking into a

ount thesour
e extensions), and only in a se
ond step the 
omputed rewriting is evaluated over D. So,the 
apability of the rewriting to retrieve the set of 
ertain answers depends on the given querylanguage in whi
h it is expressed. Su
h a situation 
an 
onstitute a limitation on 
omputing theset of 
ertain answers for Q.A more general approa
h to query pro
essing, namely view-based query answering [1, 38, 13,15, 10℄, is that to 
onsider, besides the query and the view de�nitions, also the extensions ofthe views. In view-based query answering, we do not pose any limit to query pro
essing, andthe only goal is to 
ompute the set of 
ertain answers to the query by exploiting all possibleinformation, in parti
ular the view extensions.Unfortunately, many of the papers 
on
erning query pro
essing do not distinguish betweenquery answering and query rewriting using views, and give raise to a sort of 
onfusion betweenthe two notions. Part of the problem 
omes from the fa
t that when the query and the viewsare 
onjun
tive queries, there are algorithms, like the bu
ket or the inverse rules algorithm,for 
omputing the best possible rewriting as union of 
onjun
tive queries. Therefore the bestpossible rewriting (independently of the query language) is basi
ally expressible in the samelanguage as the original query and views. However for other query languages this is not the
ase. So, in spite of the large amount of work on the subje
t, the relationship between queryrewriting and query answering using views is not 
ompletely 
lari�ed yet.A

ording to [16, 17℄, to fo
us on this relationship we have to abstra
t from the language usedto express the rewriting, thus generalizing the notion of rewriting 
onsidered in the literature.[16, 17℄ de�ne a rewriting of a query Q with respe
t to a set V of views as a fun
tion that,given the extensions of the views, i.e., a legal sour
e database D, returns a set of tuples that are
ontained in the 
ertain answers of the query Q wrt V and D, i.e., in the answer set of Q forevery global database 
oherent with the views and D. The rewriting that returns pre
isely theset of 
ertain answers for ea
h legal sour
e database is 
alled the perfe
t rewriting of the querywrt the views.Observe that, by evaluating the perfe
t rewriting over given view extensions, one obtains thesame set of tuples provided by query answering using views. Hen
e, the perfe
t rewriting is thebest rewriting that one 
an obtain, given the available information on both the de�nitions andthe extensions of the views.An immediate 
onsequen
e of the relationship between perfe
t rewriting and query answeringis that the data 
omplexity of evaluating the perfe
t rewriting over the view extensions is thesame as the data 
omplexity of answering queries using views4.Typi
ally, one is interested in queries that 
an be evaluated in PTIME (i.e., are PTIMEfun
tions in data 
omplexity), and hen
e one would like rewritings to be PTIME as well. Forqueries and views that are 
onjun
tive queries (without union), the perfe
t rewriting is a unionof 
onjun
tive queries and hen
e is PTIME [1℄. In general this is not the 
ase. The 
omplexityof answering queries using views for di�erent languages (both for the query and for the views)is studied in [1℄. The authors deal with the two assumptions that all the views are sound(
alled open world assumption in the paper), or that all the views are exa
t (
alled 
losedworld assumption in the paper). Under open world assumption they show that in the 
asewhere the views are 
onjun
tive queries, the problem be
omes 
oNP-hard already in the 
asewhere the query is a 
onjun
tive query with inequality. Instead, 
onsidering queries that are
onjun
tive queries, the problem is already 
oNP-hard when the views are positive queries. As4A

ording to [79℄ the data 
omplexity is the 
omplexity of the problem with respe
t to the size of the viewextensions only. Instead the query 
omplexity is de�ned with respe
t to the size of view de�nitions and the query.14



shown in [16, 17℄, the problem is already 
oNP-hard for very simple query languages 
ontainingunion. It is also shown that 
hara
terizing whi
h instan
es of query rewriting admit a perfe
trewriting that is PTIME, is a very diÆ
ult problem due to its 
onne
tion with a longstandingopen problem for 
onstraint-satisfa
tion problem [49, 33℄. Under the di�erent assumption thatthe views are exa
t (
losed world assumption) the problem is 
oNP already in the 
ase that viewsand queries are 
onjun
tive queries [1℄. Note that in the above reported results about queryrewriting, we impli
itly 
onsidered the open world assumption. Finally, [1℄ sket
h an e�e
tiveway to 
ompute the 
ertain answers by representing the global database by means of 
onditionaltables and querying them using the te
hniques for databases with in
omplete information [45℄.The problem of view-based query answering in the 
ontext where 
onstraints over the globals
hema are expressed in terms of des
ription logi
s, and queries and views are unions of 
on-jun
tive queries over the global s
hema is addressed in [9℄.4.2 GAV approa
hIn a GAV integration system ea
h relation of the global s
hema is expressed in terms of a viewover the sour
e stru
tures. Hen
e, to answer a query Q, formulated in terms of the globals
hema, it is suÆ
ient to unfold Q by repla
ing ea
h global relation with the 
orrespondingview [76℄. This is illustrated in the following example.Example 4.3 Consider the same sour
es and the same global s
hema as in Example 4.1, butsuppose to have the following GAV mappingmovie(T; Y;D)  r1(T; Y;D)european(D)  r1(T; Y;D)review(T;R)  r2(T;R)In su
h a situation the queryq(T;R)  movie(T; 1998;D) ^ review(T;R)asking for reviews of movies �lmed in 1998, is pro
essed by expanding the atoms a

ording totheir de�nitions. Su
h an expansion 
omputes the same reformulation as the one in Example 4.1q(T;R)  r1(T; 1998;D) ^ r2(T;R)Even if the pro
ess of unfolding is a simple me
hanism to reformulate the original query Q interms of the sour
e alphabet, de�ning the views, needed to expand the global 
on
epts involvedin Q, implies to understand the pre
ise relationships between the sour
es. This is generally a nontrivial task. We 
an say that, while in the LAV approa
h the query reformulation (rewriting)pro
ess turns out to be realized at run time, in the GAV approa
h it is realized at design time.As a 
onsequen
e, the main issue in a GAV integration system is the de�nition of wrappersand mediators [81℄. As already mentioned, wrappers are software 
omponents that present dataat the sour
es in a suitable form adopted in the integration system, and handle the a

ess tothe data taking into a

ount sour
e 
apabilities to answer queries posed to the sour
es [64, 83℄.Mediators are modules that establish how to a

ess and merge data residing at the sour
es, i.e.,synthesize the view de�nitions asso
iated to the global relations.In most GAV integration systems the notion of global s
hema is a
tually missing, in thesense that the global s
hema is simply the 
olle
tion of relations exported by the mediatorsand no rules or integrity 
onstraints 
an a
tually be expressed over the global 
on
epts. The15



mediators simply realize an expli
it layer between the users' appli
ation and the data sour
es.Furthermore, the systems 
onsider only the assumption that views over sour
e s
hemas are exa
t(
losed world assumption). In su
h a situation exa
tly one global database 
oherent with theintegration system and the sour
e extensions exists (see Se
tion 3), i.e., the database 
omputedby populating the views on the basis of the de�nitions synthesized at mediators. Wrt the generalintegration framework presented in Se
tion 3, su
h assumptions greatly simplify the problem of
omputing the answer to a query (query pro
essing redu
es to unfolding). At the same time,however, they make the GAV integration systems unable to properly take into a

ount a
tual
onstraints imposed by the appli
ation domain.In the sequel we des
ribe some integration systems that follow the GAV approa
h in thesimpli�ed setting we have des
ribed above.4.2.1 The TSIMMIS Proje
tTSIMMIS (The Stanford-IBM Manager of Multiple Information Sour
es) is a joint proje
t ofthe Stanford University and the Almaden IBM database resear
h group [24℄. It is based on anar
hite
ture that presents a hierar
hy of wrappers and mediators, in whi
h wrappers 
onvertdata from ea
h sour
e into a 
ommon data model 
alled OEM (Obje
t Ex
hange Model) andmediators 
ombine and integrate data exported by wrappers or by other mediators. Hen
e,the global s
hema G is essentially 
onstituted by the set of OEM obje
ts exported by wrappersand mediators. Mediators are de�ned in terms of a logi
al language 
alled MSL (MediatorSpe
i�
ation Language), whi
h is essentially Datalog extended to support OEM obje
ts. OEMis a semistru
tured and self-des
ribing data model, in whi
h ea
h obje
t has asso
iated a label, atype for the value of the obje
t and a value (or a set of values). Users' queries are posed in termsof obje
ts synthesized at a mediator or dire
tly exported by a wrapper. They are expressed inMSL or in a spe
i�
 query language 
alled LOREL (Lightweight Obje
t REpository Language),an obje
t-oriented extension of SQL.Ea
h query is pro
essed by a module, the Mediator Spe
i�
ation Interpreter (MSI) [67, 83℄,
onsisting of three main 
omponents:� The View Expander, whi
h uses mediator spe
i�
ation to reformulate the query into a log-i
al plan by expanding the obje
ts exported by the mediator a

ording to their de�nitions.The logi
al plan is a set of MSL rules whi
h refer to information at the sour
es.� The Plan Generator, also 
alled Cost-Based Optimizer, whi
h develops a physi
al planspe
ifying whi
h queries will be sent to the sour
es, the order in whi
h they will be pro-
essed, and how the results of the queries will be 
ombined in order to derive the answerto the original query.� The Exe
ution engine, whi
h exe
utes the physi
al plan and produ
es the answer.The problem of query pro
essing in TSIMMIS in the presen
e of limitations in a

essingthe sour
es is addressed in [64℄ by devising a more 
omplex Plan Generator 
omprising threemodules:� a mat
her, whi
h retrieves queries that 
an pro
ess part of the logi
al plan;� a sequen
er, whi
h pie
es together the sele
ted sour
e queries in order to 
onstru
t feasibleplans;� an optimizer, whi
h sele
ts the most eÆ
ient feasible plan.It has to be stressed that, in TSIMMIS, no global integration is ever performed. Ea
hmediator performs integration indipendently. As a result, for example, a 
ertain 
on
ept may16



be seen in 
ompletely di�erent and even in
onsistent ways by di�erent mediators. Su
h form ofintegration 
an be 
alled query-based, sin
e ea
h mediator supports a 
ertain set of queries, i.e.,those related to the view it provides.4.2.2 The Garli
 Proje
tThe Garli
 proje
t [18℄, developed at IBM's Almaden Resear
h Center, provides the user with anintegrated data perspe
tive by means of an ar
hite
ture 
omprising a middleware layer for querypro
essing and data a

ess software 
alled Query Servi
es & RunTime System. The middlewarelayer presents an obje
t-oriented data model based on the ODMG standard [19℄ that allowsdata from various information sour
es to be represented uniformly. In su
h a 
ase the globals
hema is simply 
onstituted by the union of lo
al s
hemas, and no integrity 
onstraints arede�ned over the OMDG obje
ts. The obje
ts are exported by the wrappers using the Garli
Data Language (GDL), whi
h is based on the standard Obje
t De�nition Language (ODL). Ea
hwrapper des
ribes data at a 
ertain sour
e in the OMDG format and gives des
riptions of sour
e
apabilities to answer queries in terms of the query plans it supports. Note that the notion ofmediator, 
entral in the TSIMMIS system, is missing in Garli
, and most of the mediator tasks,as the integration of obje
ts from di�erent sour
es, are submitted to the wrappers. Users posequeries in terms of the obje
ts of the global s
hema in an obje
t-oriented query language whi
his an obje
t-extended diale
t of SQL. The Query Servi
es & RunTime System produ
es a queryexe
ution plan in whi
h a user's query is de
omposed in a set of sub-queries to the sour
es, byexpanding ea
h involved obje
t with its de�nition provided by the relative wrapper. The queryexe
ution plan is obtained by means of some sequen
e of parsing, semanti
 
he
king, queryreformulation and optimization, based on the information, provided by a system 
atalog, aboutwhere data is stored, what wrapper it is asso
iated with, its s
hema, any available statisti
s,et
. Ea
h involved wrapper translates the sub-queries into the sour
e's native query languagetaking into a

ount the query pro
essing power of the sour
e. The des
ription of the sour
e'squery 
apabilities is used by the query optimizer to 
reate a set of feasible plans and to sele
tthe best for exe
ution.4.2.3 The Squirrel Proje
tIn the approa
hes to data integration des
ribed so far, the data at the sour
es are not repli
atedin the integration system (virtual approa
h). In 
ontrast, in the materialized approa
h, thesystem 
omputes the extension of the 
on
epts in the global s
hema and maintains it in a lo
alrepository. Maintenan
e of repli
ated data against updates to the sour
es is a 
entral aspe
t inthis 
ontext and the e�e
tiveness of maintenan
e a�e
ts timeliness and availability of data.The Squirrel System, developed at the University of Colorado [87, 86, 85, 44℄, provides a GAVframework for data integration based on the notion of integration mediator. Integration media-tors are a
tive modules that support data integration using a hybrid of virtual and materializeddata approa
hes.The initial work on Squirrel [87, 85℄ does not 
onsider virtual views and studies the problemsrelated to data materialization. A key feature of Squirrel mediators, whi
h 
onsist of software
omponents implementing materialized integrated views over multiple sour
es, is their abilityto in
rementally maintain the integrated views by relying on the a
tive 
apabilities of sour
es.More pre
isely, at startup the mediator sends to the sour
e databases a spe
i�
ation of thein
remental update information needed to maintain the views and expe
ts sour
es to a
tivelyprovide su
h information.Integration by means of hybrid virtual or materialized views is addressed in [44℄ in the
ontext of the relational model. However, the presented te
hniques 
an also be applied in the
ontext of obje
t-oriented database models. In the sequel we refer to 
lasses and obje
ts toindi
ate data exported by mediators. The ar
hite
ture of a Squirrel mediator des
ribed in [44℄17




onsists of 
omponents that deal with the problem of refreshing the materialized portion ofthe supported view, namely the update queue and the In
remental Update Pro
essor (IUP),and 
omponents related to the problem of query pro
essing, namely the Query Pro
essor (QP)and the Virtual Attribute Pro
essor (VAP). The QP provides the interfa
e of the integratedview to the users. When it re
eives a user's query, it tries to answer the query on the basisof the materialized portion of the view, maintained in a lo
al store. If the QP needs virtualdata to answer the query, the VAP 
onstru
ts temporary relations 
ontaining the relevant data.To obtain temporary relations the VAP uses information provided by a Virtual De
ompositionPlan (VDP) maintained in the lo
al store. The notion of VDP is analogous to that of QueryDe
omposition Plan in query optimization. More spe
i�
ally, the VDP spe
i�es the 
lasses thatthe mediator maintains (materialized, virtual, or hybrid), and provides the basi
 stru
ture forretrieving data from the sour
es or supporting in
remental maintenan
e5.Either for the materialized version of the mediator or for the hybrid one, an automati
 gen-erator of Squirrel integrators has been developed. Su
h a module takes as input a spe
i�
ationof the mediator expressed in a high-level Integration Spe
i�
ation Language (ISL). A spe
i�
a-tion in ISL in
ludes a des
ription of the relevant subs
hemas of the sour
e databases, and themat
h 
riteria between obje
ts of families of 
orresponding 
lasses, in parti
ular a list of the
lasses that are mat
hed and a binary mat
hing predi
ate spe
ifying 
orresponden
es betweenobje
ts of two 
lasses. The output of this module is an implementation of the mediator in theHera
litus language, a database programming language whose main feature is the ability ofrepresenting and manipulating 
olle
tions of updates to the 
urrent database state (deltas). Anobje
t-oriented extension of Hera
litus, 
alled H20, is used in [86℄.The problem of obje
t mat
hing in Squirrel mediators is addressed in [87℄. In parti
ular, aframework is presented for supporting intri
ate obje
t identi�er (OID) mat
h 
riteria, su
h askey-based mat
hing, lookup-table-based mat
hing, histori
al-based-mat
hing, and 
omparison-based mat
hing. The last 
riterion allows for both 
onsidering attributes other than keys inobje
t mat
hing, and using arbitrary boolean fun
tions in the spe
i�
ation of obje
t mat
hing.4.2.4 The MOMIS Proje
tThe MOMIS system [5, 6℄, jointly developed at the University of Milano and the Universityof Modena and Reggio Emilia, provides semi-automati
 te
hniques for the extra
tion and therepresentation of properties holding in a single sour
e s
hema (intras
hema relationships), orbetween di�erent sour
e s
hemas (inters
hema relationships), and for s
hema 
lustering and inte-gration, to identify 
andidates to integration and synthesize 
andidates into an integrated globals
hema. The relationships are both intensional (e.g., lexi
al relationships extra
ted a

ording toa Wordnet supplied ontology) and extensional (e.g., lexi
al relationships whi
h strengthen the
orresponding intensional relationships), either de�ned by the designer or automati
ally inferredby the system. The integration pro
ess is based on a sour
e independent obje
t-oriented model
alled ODMI3 , used for modeling stru
tured and semistru
tured data sour
es in a 
ommon way.The model is des
ribed by means of the ODLI3 language. In MOMIS mediators are 
omposedof two modules:1. the Global S
hema Builder, whi
h 
onstru
ts the global s
hema by integrating the ODLI3sour
e des
riptions provided by the wrappers, and by exploiting the intras
hema and theinters
hema relationships.2. the Query Manager, whi
h performs query pro
essing and optimization. The Query Man-ager exploits extensional relationships to �rst identify all sour
es whose data are neededto answer a user's query posed over the global s
hema. Then it reformulates the originalquery into queries to the single sour
es, sends the obtained sub-queries to the wrappers,5For a des
ription of the update pro
ess and the relative update queue and IUP see [44℄.18



whi
h exe
ute them and report the results to the Query Manager. Finally, the QueryManager 
ombines the single results to provide the answer to the original query.Currently, the query pro
essing aspe
t is in a preliminary stage of development, and still needsfurther investigation.4.2.5 The DIKE Proje
tThe DIKE system [65℄, developed at the University of Calabria in 
ollaboration with the Uni-versity of Reggio Calabria, exploits a 
on
eptual model 
alled SDR-Network [66, 73℄ in orderto uniformly handle and represent heterogeneous data sour
es. Ea
h sour
e has an asso
iatedSDR-Network, 
onstituting of a set of nodes representing 
on
epts and a set of ar
s representingrelationships between pairs of 
on
epts. DIKE provides the user with an algorithm for datasour
e integration whi
h takes as input two SDR-Networks, whi
h are either asso
iated dire
tlyto the sour
es or are derived from previously 
onstru
ted SDR-Networks, and 
omputes an out-put global SDR-Network. The pro
ess is 
arried out by exploiting synonymies, and homonymiesbetween ar
s and nodes of the SDR-Networks, and similarity relationships between sub-nets. Toea
h derived node (resp., ar
) a mapping is asso
iated that des
ribes the way the node has beenobtained from one or more nodes (resp., ar
s) belonging to the original SDR-Networks. Finally,to ea
h mapping between nodes a view is asso
iated that allows to obtain the instan
es of thetarget node of the mapping, from the instan
es of the sour
e nodes of the mapping. At themoment the system is under development and does not present a 
ompletely de�ned method toanswer queries posed over the global SDR-Networks. To answer a user's query it simply usesthe views asso
iated to the global nodes involved in the query to retrieve its instan
es from thenodes stored at the sour
es.4.2.6 Limitations in a

essing the sour
esLimitations on how sour
es 
an be a

essed signi�
antly 
ompli
ate query pro
essing also in theGAV approa
h, sin
e in this 
ase simply unfolding the global relations in the query with theirde�nitions is in general not suÆ
ient. In fa
t, to answer queries over su
h sour
es one generallyneeds to start from a set of 
onstants (provided e.g., by the user who �lls a form, or takenfrom a sour
e without a

ess limitations) to be used to bind attributes. Su
h bindings are usedto a

ess sour
es and thus obtain new 
onstants whi
h in turn 
an be used for new a

esses.Hen
e, as shown in [62, 63℄, query answering in GAV in the presen
e of limited a

ess patternsin general requires the evaluation of a re
ursive query plan, whi
h 
an be suitably expressed inDatalog.Sin
e sour
e a

esses are 
ostly, an important issue is how to minimize the number of a

essesto the sour
es while still being guaranteed to obtain all possible answers to a query. [62, 63℄dis
uss several optimizations that 
an be made at 
ompile time, during query plan generation.5 Con
lusionsWe have des
ribed a general framework for data integration systems, whi
h provide a

ess toa set of heterogeneous sour
es by means of a global s
hema in terms of whi
h users' queriesare posed. The sour
e s
hemas are related to the global s
hema by means of a mapping. Theproblem of query pro
essing in su
h a setting amounts to �nding a way to answer a query posedover the global s
hema using only the information stored at the sour
es. We have dis
ussedquery pro
essing in the 
ontext of the two relevant 
ases where the mapping between the globaland the lo
al s
hemas is spe
i�ed following either the lo
al-as-view (LAV) or the global-as-view(GAV) approa
h. While in the LAV approa
h ea
h sour
e relations is expressed in terms of aview over the global s
hema, in the GAV approa
h ea
h global relation is asso
iated with a view19



over the sour
e relations. Sin
e the mapping di�ers in the two frameworks, the problem assumesdi�erent aspe
ts in LAV and GAV.In the former approa
h query pro
essing has been addressed by means of either query rewrit-ing, whi
h tries to reformulate the original query in terms of the sour
es and then evaluates therewritten query over the data at the sour
es, or query answering, whi
h aims at dire
tly answer-ing the query based on the view extensions. We have presented the algorithms proposed in theliterature that deal with query rewriting and query answering in the LAV approa
h.Integration in the GAV approa
h is treated in the literature only in the simpli�ed settingsin whi
h no 
onstraint is de�ned in the global s
hema. In su
h a setting query pro
essing in theGAV approa
h redu
es to simply unfolding the global relations in the query with their de�nitions.We have des
ribed some GAV integration systems that deal with the data integration problemin su
h a setting. We showed also that in the presen
e of 
onstraints over the global s
hemaunfolding is in general not suÆ
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