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Abstract Active contours [3] overcome the above disadvantages
to some extent. In this class of methods, the extraction of
The tracking method presented in this paper is based onfeatures from the image is guided by a hypothesis about
an active-contour algorithm for pose refinement. The mostthe model parameters: this hypothesis is used to instanti-
important innovation with respect to most active-contour ate the model and the search for image features takes place
methods is that no "features” are detected at any stage: the in the neighbourhood of the model contours. By elimi-
goodness-of-fit measure for the model is a smooth functionnating the first stage of processing, it becomes feasible to
(without thresholds) of both model parameters and image search for simpler features without the risk of a combina-
grey-levels. This smoothness leads to an estimate of the cotorial explosion: instead of correspondences betweensdge
variance of the likelihood of the model parameters. This or corners or even more complex features, active contours
covariance estimate is used for efficient pose optimisationsearch for correspondences between points on edges. How-
by a Newton-like method and for proper weighting of the ever, most active-contour methods still involve threshold
innovation in a Kalman filter. The method is demonstrated ing [2, 7, 10, 20, 23]. After thresholding, the correspon-
by tracking motor vehicles with 3-D models. dences between points on edges are often determined lo-
cally, by the strength of image edge-points and their prox-
imity to model contours: this strategy can lead away from
1. Introduction the globally-optimal match (this criticism does not apply t
the Condensation algorithm [8]).

The kernel of the tracking system described in this paper  Even if the problems that arise in finding the right corre-
is a pose refinement algorithm which is a development of spondences are solved, the thresholds necessary fordeatur
previous work in our research group [4, 21]. To understand detection inevitably make the above methods less robust
the concept behind the algorithm, it is best to put it into the against noise. The method described in this paper avoids
context of other model-based methods. Several such methfeature extraction altogether, and therefore the cornespo
ods €.9.[6, 12, 13] operate in two stages: at the first stage, dence problem is also avoided: the principle is still the op-
a set of features (for instance, edges or corners) is ertfact timisation of an evaluation function (or objective functjo
from the image; at the second stage, some of these featuresomputed from grey levels in the neighbourhood of model
are matched to model features by maximising some crite-contours, but no feature extractiarg. no thresholding, is
rion of goodness-of-fit. The best match can be found ei- involved in computing the evaluation function. The theory
ther by a direct solution or by an iterative.§. Newton- behind the method is closer to classical statistics than to
Raphston) search algorithm. By establishing a finite set Bayesian statistics: the evaluation function that is ofséd
of features, the first stage turns the pose refinement prob-s a measure of the probability of the null hypothesis, that
lem into a combinatorial problem [6]. The disadvantages of the measurements arise from clutter, rather than from the
two-stage methods originate from feature detection and theobject being tracked. The principle was developed in previ-
establishment of correspondences between model featuresus work [4, 21] and an earlier version of the method was
and image features: a threshold must be set at the featurepresented in [15, 17, 16]. This paper shows that, under mild
detection stage; a low threshold leads to a large combinato-assumptions about the object being tracked (in fact, by as-
rial search, while a high threshold leads to loss of informa- suming ignorance about the contrast of its edges), the eval-
tion which might be useful for the search. uation function has a simple relationship to likelihood and
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Bayesian evidence. Apart from its theoretical significance
this relationship allows us to combine the pose-refinement
method with a Kalman filter for efficient tracking.

The image statistic, used to evaluate the goodness-of-fit
of the model pose, is a smooth function both of the position
of the contour and of the grey levels; as a consequence, it
lends itself to gradient-based optimisation. An additlona
feature of this statistic is that it allows an estimate of¢be
variance of the likelihood of pose parameters, and theeefor
leads to a Newton-like method for pose optimisation and to
proper weighting of the innovation in the Kalman filter.

A method based on similar principles [11] has the dis-
advantages of not having a statistical interpretation ef th
evaluation function being optimised, and of being computa-
tionally much more expensive.

Figure 1. Diagram illustrating the meaning of
the symbols pand v and the spacing and sam-
pling of the normals to a projected model line:
one evaluation is performed on each normal,
using the Gaussian window.

1.1. Organisation of the paper

Section 2 describes the evaluation function for points on
the model contours, for straight model line-segments and
for the entire model; the statistical motivation for the leva
uation function is discussed in this Section. Section 3 de-distance from the model line, a general form for the evalua-
scribes a Newton-like method for the optimisation of the tion functionis
evaluation function in parameter space. Section 4 shows v—u
how the evaluation function is integrated into a Kalman fil- €= Z €(v) w( pu ) 1)
ter. Section 5 describes the method by which the state vari- v

sequence and the advantages of the method. Full results wilb; — g5 on either side of the model contour:

be presented as a movie at the workshop.

v € {u—85u—75 ..., u+d, ..., u+8}
2. Statistical evaluation function 2)

Figure 1 illustrates the meaning of the definitions.of
andv; ¢ is the distance between the dots on the normals to
the model contour. The paramejeis introduced because
%his parameterisation makes explicit the dependency of the
evaluation function on the position of the model line, even
thoughv could have been more simply defined as distance

The method can be used to optimise any set of param-
eters which determine the image coordinates of the model
contours, but for the sake of concreteness we shall discus
the specific application relevant to this workshop: tragkin
motor vehicles with 3-D facet models.

The pose of an object to be tracked on the ground planefrom the model contour
is defined by 2 translational and 1 rotational degrees of free !

o ) . It is desirable, for noise immunity and efficient optimi-
dom, giving 3 pose parameters: the vector of parameters Ssation, that: be a smooth function of image grey levels and
p = (X,Y,0%). These 3 parameters define the space which : - ge grey

must be searched for the best match between model and im—Of the image Iocat_low of the contour. . .
Smoothness with respect to grey levels is determined by

age. . L
The evaluation of the match is based on the componentse(y)' We use the absolute value of the discrete derivative,

of the gradient of image grey levels, orthogonal to the model In the directionv, of the image grey-level valuds

contours projected onto the image plane. Define the normal ew)=|I(w—16/2)—I(v+5/2)| 3)
v to a projected model line at a sample point on a model
contour, the distance on this normal from an arbitrary ori-  In terms of smoothness, the square of the grey-level differ-

gin and the distancg of the model contour from the same ences would be preferable to the absolute value. However,
origin (so thatv — u is the distance from the line along the the important advantage of the absolute value is that it has a
normal). Given a functiom of the grey-level values in the  simple statistical interpretation (see Subsection 2.d) ex-
neighbourhood of image positianand a functionv of the perimentally, leads to faster and more robust convergence.
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Smoothness with respect {o (the normal component wherem is the number of point-evaluations over the seg-
of the image translation of the contour) is determined by ment.

the smoothness of the window function. In addition to be-  In natural images, partial correlations between evalua-
ing smooth, the window function should be e¥enon- tions can be expected to exist at all spatial scales [19]. In
negative, integrable and monotonically decreasing awaythis case, it is necessary to estimate the probabilityidistr
from the origin. We use a Gaussian window: bution of e empirically. The relevant probability is the
) P-value,i.e. the probability of obtaining a value of no
w(a) = exp<1) (4) lower than the observed value. Fortunately, as shown in
2 previous research [16, 17], the distribution can be easilty p

In addition to smoothing the evaluation function with re- rameterised: log=-values are linearly related to values of
spect tou, the window function also accounts for geometric € overa large range, and the slope of the linear relationship
errors in the model and blurring of the image. The parame- i inversely proportional to the square root/of The slope

ter o can be related to the (expected) distance of the objectand intercept are image-dependent, but can be assumed to

from the camera\Y, by the relation be constant over a shortimage sequence. This relationship
allows an efficient sampling scheme for the model contours:
o= igx (5) samples on a line segment can be spaced by a distance pro-
AY, portional to the square root of the length of the projected
whereF is the focal length of the camera, so thain im- line segment. . o
age coordinates is equivalent #q in world coordinates. ~ Given this linear relationship, it is easy to convert the
Good results have been achieved by gradually reducing théin€ evaluatione into the log+>-value that a value equal or
parameter, from 0.5 to 0.1 meters. greater thare is obtained by random chance:

Other parameters of the evaluation function are the sam-
pling scheme on the model lineisg the spacing between
the line-points that are evaluated) and the sampling schemavherea , 31, are functions of the image and of the segment
on the normals (needed to compute the discrete grey-levelength. The negative log-value for a model line-segment
derivatives). As pointed out above, the spacing betweenwill be referred to as théne score
samples on the normals was fixedjat /4 and samples As pointed out abovey;, is approximately proportional
were taken up t@o from the model contour. The sampling to the square root of. The value of3;, as a function of_
scheme for the model lines is described in Subsection 2.1. can be computed from the value®f and eqn 7 by keeping

Note that the evaluation function is insensitive to the di- in mind that the expected value efis a constant:
rection of contrast, and also to the type of image feaiuge, (e) = (e) irrespective off..
whether the contrast arises from a step or ramp edge, an im-

age line, or any other grey-level profile, as long as the sum2.2, Combining evaluations over several model lines
of grey-levels differences under the window is constant.

log P (e) = —max|[0, 81, + ay, €] @)

In combining line scores, we assume that they are sta-
2.1. Combining evaluations over several sampling tistically independent. This assumption is questionabie f
points two reasons: first, several model line-segments are close
and parallel; second, texture varies from one image region
Point evaluations obtained at different positions on a pro- to the other, so that line scores are likely to be correldted i
jected model contour must be combined into a single evalu-gbtained in the same image region. However, the indepen-
ation for the contour, which, ideally, should have a statist dence assumption works in practice. Under this assumption,
cal interpretation. The main problem arises in integrating the sum of the scores for all line segments
point evaluations over straight line segments, since these
evaluations are not statistically independent and thefeeo E=- Z log P (€;) (8)
lation depends on the distances between the sample points. i
Let us introduce two variabldsande: L is the sampled
length of the line-segmeritge. the largest distance between
two sample pointsg is the average point evaluation for the

is the negative log-probability of obtaining the observed
scores, or higher scores, for each of the lines; asthe
negative log-probability of obtaining the observed sum of

line-segment: . scores, or a larger sum. It is easy to see that the proba-
6 — 1 Ze (6) bility of obtaining the o.b'served sum (or higher) must be
m = greater than the probability of observing each of the scores
INote however that an argument for an asymmetric evaluationtion (or h_'Qher scores), bgcause the observed sum could also be
has been made in [14] obtained by permutations of the scores.
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As long as the number of visible model contours remains it is necessary to keep in mind that these Evaluations, are
the same, the above consideration does not make any differnot independent, due to the valueaf Evaluations which
ence in practice. However, a problem arises when a changere observed at “close” points in parameter space arise from
of pose results in a change in number of visible model con- overlapping grey-level measurements. Therefore, we con-
tours, due to occlusion. An increase in the number of vis- sider only Evaluations observed on a gftdn parameter
ible model lines always results in an increasefpfunless  space, each elemept € P being sufficiently far from its
the scores for the additional visible model lines are zano. | neighbours for the corresponding Evaluations to arise from
other words, a correction is needed to take into account theindependent measurements. As we shall see below, the pre-
number of visible model lines. cise way in whichP is defined is immaterial, as long as one

Dividing E by the number of visible model lines would element of the grid is the pose that maximig&sonly this
not result in a proper probabilistic measure, but fortulyate piece of data appears in the final equation for the likelihood
it is possible to combine line scores with a technique intro- of the hypothesis pose.

duced by Fisher ([5]pp99-100) and based on two princi- Given a hypothesip; € P about the object pose, the
ples: prior and posterior probabilities of the data are the prasluc
, . _ of the probabilities of obtaining all the Evaluations on the
e negative logP-values have an exponential distribu- grid:
tion, hence they are distributed as¢?/2 with 2 de-
grees of freedom; PM) = H P[G(p)] (10)
e the sum ofy?2-distributed independent variables is it- pEP
self ay2-distributed variable, with a number of degrees P(D|py) = H P[G(p) |pr] (11)
of freedom which is the sum of the degrees of freedom peP

of the summed variables.
_ . Note that all the poses € P are used to define the prob-
Therefore, the variable-2E (where the sum is over all  gapilities, even though only one popg is assumed, by hy-
point evaluations) has g? distribution with2n degrees of pothesis, to be the true pose.
freedom; its negative log-value of £ can be computed by As shown in Subsection 2.2, the log-prior probability of
using the repeated-fraction approximation to the incoteple  the data is given by

gamma function ([18]pp213-222):

log P(D) = — G(p (12)
G = —logP(E) (D) pZG%" (p)

B | ['(n,E) 9

- 08 T'(n) (9) where the sum is over all elements of the dfid

The posterior probabilities of the Evaluations are the
whereG is the negative log?-value of £, which we define  same as the prior probabilities everywhere on the grid, ex-
as the model Evaluation: the capital letter emphasises that;ept at the hypothesis pose: if the object is located at the
it is the evaluation of the model, rather than the evaluation hypothesis pose, the probability of observing a given Evalu

of a line-segment (line score) or a point on a line segment. ation at any other location on the grid is not affected. There
Since the gamma function is a monotonic function of its fgre

second argument, it follows thdf and G have the same
maxima ifn is constant. log P(D|pr) = logP[G(pn)|psl — Y G(p

P#Ph
2.3. Converting the Evaluation into a likelihood (13)

We have seen that is the negative log-probability of  In the absence of information about the colour of the ob-
obtaining at least the observed sum of scores by randomiect, the lighting conditions, unmodelled occlusicetc,
chance, but what is of interested is the log-probabilityt tha any Evaluation is assigned equaivalue P, at the hypoth-
the object being tracked is at the pose whérédias been  €Sis pose:
measured. In this Subsection, the relationship betw&en P, = P[G(pn) | pal (14)

and the log-likelihood of the hypothesis pose will be de- Combining eqns 9, 12, 14 and 13, we obtain
rived.

First, the “data” must be defined explicitly. In princi- log P(D|pr) = G(pn) + log Py, + log P(ID) (15)
ple, the datd is the set of all the Evaluations that could be
computed at any point in parameter space (thus covering then words, the likelihood of the hypothesis pose, given the
whole image). When estimating the probability of the data, data, is equal to the model Evaluation at the hypothesis
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pose, except for an additive constant given by the second3.2. Hessian of model Evaluation
and third terms on the right-hand side of eqn 15.

In conclusion, if we accept eqn 14 for the Evaluation at  Using the rule for the derivative of a product of functions,
the hypothesis pose, then the pose that maxintisesthe it is easy to derive the Hessian Gfin pose space:
maximume-likelihood estimate of the model pose. )

ViG = VoG 3T -V,E (20)
3. Optimisation by a Newton-like method + G-VudT.V,E
- T

Optimisation ofG can be carried out efficiently by the + G-I VpVuE

Esedcl’\fl a Nevyton-lllgeg)etr;od L16|’£17}' T_he ?ssur_nptmn bbe— Egn 20 can be well approximated by eliminating the
n ewtonsmet odisthatthe va uationfunction canbe o; onq second terms on the right-hand side (see also [18],

approximated, close to a local maximug, by two terms pp682-683):

of its Taylor expansion: ' '

ViG ~ G-J"-V,V,E

1
G(pn) # Go+Ap" - H - Ap (16) .
2 ~ G-J' - VIE-J (21)

whereGy = G(po), Ap = pr — po andH is a square
symmetrical matrix describing a parabolic approximation WhererE is anM x M diagonal matrix whose diago-

to the Evaluation function in parameter space. ~nal elements are the second derivatives of point evalugtion
From eqn 16 it follows by differentiation that the gradi- ijth respect to line-point positions on the normal, again
ent at the current pose is: normalised by the slope of the piecewise-linear relatignsh
VoG ~H-Ap (17) (egn 7), as in the case of the gradient.

If the gradient and curvature @f can be estimated, egn 3.3. Approximating the Hessian
17 gives a system of linear equations that can be solved for
Ap to estimate the offset between the current hypothesis
pose and the optimal pogs.

The curvature is usually computed as the Hessiafi.of
To see why this is not sensible in our case, let us derive the
gradient and Hessian of the Evaluation function. 9%e 1 ) (1/ _ u)

eE\v

In the practical application of the method, a problem
arises from the diagonal elements'6f, £, i.e. the second

derivatives ofe with respect tqu:

a5 =0a—

(22)
3.1. Gradient of model Evaluation

wherea denotes the first derivative of the line score with
respect toe (see eqgn 7), which is either equal door to
zero, andw is the second derivative aff with respect to

1 [16, 17]. Like the expression fat, this is a weighted
sum of grey-level differences, but the weights in eqn 22

The gradient of7 in pose space is equal to the gradient
in the space of line-point positionsg projected onto pose
space by means of the Jacobik(the matrix of first deriva-
tives of 1 with respect top;,) and scaled by the derivative

G of G with respect toF: can be positive, negative or zero. The truncated Taylor
VoG = —G 3T V,.E (18) series is a good approximation only if most of the signifi-

- cant image derivatives are weighted with negative weights

where ) 9 T'(n, E) over all model line-points, since Newton’s method can only
G=-_-%lo : (19)  be used for maximisation if the Hessian is negative defi-

aE 8 T(n)

The Jacobian is a linear approximation to inverse per-
spective and is derived in [17]. It should be noted that, at
each iteration, full perspective is used to update the proje
tion of the model lines. Therefore, the method will converge
to the parameters giving the highest Evaluation function un
der full perspective.

The elements of the gradient @ in u-space are the
first derivatives of point evaluations with respect to line-
point positions on the normal, normalised by the slope of
the piecewise-linear relationship, egn 7; a different slop Sv-k(v)

applies to each line segment, depending on its length. Vo = TS k() (23)

nite. In fact, even if most of the image derivatives are nega-
tively weighted, the remaining, positively weighted deriv
tives will contribute to the Hessian, making its eigen-eau
smaller (in absolute value) and therefore making Newton’s
method unstable. In other words, truncating the Taylor ex-
pansion does not give a good approximation even close to,
or at, a stable point.

As shown in previous work [16, 17], this problem can be
avoided by a simple strategy. Define a centre of mass
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wherek(v) is defined with reference to the original point tangential acceleration. A hypothesis state is related to a
evaluation function (eqn 1): hypothesis pose by the observation mamix

k(v) = e(v) w(v — p) (24) prn=B" s (28)

It is easy to minimise the weighted sum of squared dis- whereB” is a3 x 6 matrix which turns the state vectointo
tances between points on the model lines and centres othe pose vectap, by eliminating the last 3 state variables.
mass on the normals: The p.d.f. (probability density function) of the object

. ) state must be approximated by a Gaussian distribution for
G=G Y K-(v—p)’ (25)  the application of the Kalman filter. In the following, the
p.d.f. of the state is denoted Ky, after the prediction up-

with the weight for each line-point being date and byf., after the innovation update. We further de-

~ fine further the means, andsg the covarianceX- and
K = o Z k(v) X4, and the normalisation factos, andZg, for f- and

ae (26) fo, respectively: the log-p.d.f. of the state after the predic
B tion update is given by
Minimisation of G is a linear least-squares problem and
therefore a §ingle iteration should be sufficient .(exc'ept logfo = —logZo—(s—352)7- 1251 (s —Sa)
for the error introduced by the small-angle approximation
when the gradient and Hessian are projected onto parame-
ter space). However, once an iteration has taken place, theyng the p.d.f. of the state after the innovation update isrgiv
model contours have moved in the image plane and there+,
fore there will be a new, different centre of mass, as well
as a different weight(, for each point on the model con-
tours. The sum of weighted squared distances from the new
centres of mass can be minimised again, until the algorithm
converges. Since the gradient@fis the same as the gradi-
ent of the original, statistically-motivated objectivenfttion

r 1

55" (s —8a)

logfy = —logZs — (s —38g)

The prediction step of the Kalman filter requires a state-
h bl . ¢ this alaorith h h transition matrix and a covariance matrix for the system in-
G, the stable points of this algorithm are the same as the Sta’put. Both can be obtained by making reasonable assump-

ble points ofG. o N tions about the underlying dynamics of the motor vehicle.
We define the Hessian 6f in parameter space &b. The The state-transition matrix is given by

method as implemented can be described as a Newton-like

(or approximate Newton) method [9]. 1 0 Atcosfy; Atvsinby 0 0
0 1 Atsinf; —Atvcosf; 0 0

4. The Kalman filter F_| 00 1 0 At 0
00 0 1 0 At

Although there is as yet no theoretical justification for g 8 g 8 g 2

this observation, we have observed empirically tiép)

can be locally approximated in parameter space by ayhereAt is the time interval between video frames and
parabola with curvaturél = H,, whereH, is the Hes-

sian of G estimated at convergendes. atpo. Therefore, € =exp (—At/7)
we useH, as an estimate of the inverse covariance of the
likelihood: with 7 as the time constant of decay of the state variables
with zero means (angular velocity and tangential accelera-
log P(D|pr) =~ logP(D|py)+ ApT - %ﬁo -Ap tion). The diagonal elements are unity for state variables

that have non-zero means (pose variables and tangential ve-
locity). Note thatF' is not constant but depends on the state
variablef, and therefore on time: this is the constraint that
the car cannot move sideways.

log P(D | po) = Go + log P + log P(DD) In the case of a motor vehicle, the inputs can be simpli-

fied as tangential accelerations and angular velocity, as de
The complete state vector for the object includes posetermined by the driver. Therefore, all elements of the ()

parameter and velocities: = (X,Y,07,v,w, a), wherev input covariance matriX) are zero, except for two diago-
is the tangential velocityy the angular velocity and the nal elements:Qq,s = o2 for the tangential acceleration

(27)

where, from eqn 15
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andQs 5 = o2 for the angular velocity. In practice, better estimating the total energy in the relevant region of the dif

performance has been obtained by setiidg; to a small ference image. In fact, image differencing is remarkably
value, so that the innovation about the vehicle orientaton successful in determining the initial pose, orientatiod an
always weighted more heavily than the prediction. velocity of the vehicles in the PETS2000 test sequence.

The matriced, F andH, can be inserted into the well- However, these initial estimates involve somewhat artyitra
known Kalman-filter equations for the prediction update:  constant parameters, for instance the estimated elevaftion
the centre of mass in the difference image (see previous
Yo (t+ At) o) -FT(t)+Q (29) Subsection). Typical results are shown in Figures 2 and 3.
So(t+At) = F(t)-85(t) (30) The main advantages of the contour-based tracker are the
statistical interpretation of the goodness-of-fit measiise
and for the innovation update (with the time arguments operation in 3-D and the single, simple concept on which

I
&
=
M

omitted for simplicity): the method is based: because of the top-down mode of oper-
ation, the only important assumption is thatimage edges are
W = (BT S, -B+ I;qu)” likely to be detectable at internal or external object bound
aries; other assumptions, such as the congdtanalue for
. = ¥,-3%,-B-W-BT.x, (31) the Evaluation at the hypothesis pose, could be revised with
S¢ = S6+35-B-W-(po—B"-55) (32) out changing the essence of the method.

From the statistical point of view, one attractive feature
of the method is that it obviates the need for marginalisa-
tion. Methods that involve feature detection at any stage
must marginalise over all possible correspondences of im-

The tracker is initialised when a new vehicle is detected age features to model features, compatible with a hypothe-
and its pose and velocity are estimated. The detection andsis pose, in order to compute the correct likelihood of the
initial estimation are accomplished by subtracting a refer pose. Similarly, 2-D contour methods must marginalise
ence image from the currentimage: a new object is detectecover all parameters of the 2-D contours, compatible with
when the image difference has a significant amount of en-a state of a 3-D object, in order to compute the correct like-
ergy, clustered at a location distinct from the locations of |ihood of the state. Ultimately, a tracking system should
all currently tracked objects. When the energy cluster is no make inferences about the real 3-D world: the capability to
longer in contact with the image boundaries, the centre of relate directly a 3-D model to image grey-levels is a desir-
mass of this energy is computed (in image coordinates) andable feature.
the position of the object is assumed to be on the ray de- Using 3-D models has several other advantages:
fined by the centre of mass, at an elevation of 0.2 meters . o . )
with respect to the ground plane. The orientation of the ob- @ in the case of rigid objects such as motor vehicles,

5. Initialisation

ject and its velocity are estimated by tracking its position the optimisation of the model parameters actually
determined as above, for three frames. Then the pose is op- ~ P€comes simpler, because only the pose parameters
timised, under the assumption that the object is a vehicle, change from frame to frame: even when shape param-
as opposed to a pedestrian or a false alarm; this assumption ~ €ters need to be estimated, the estimation is a more
is corroborated or falsified by the value of the Evaluation constrained problem if the shape of an object is known
function at convergence. to remain constant over the entire image sequence;

The difference image is also used to re-initialise the ob-
ject pose when the Kalman prediction fails to provide a
good initialisation for pose refinement: this happens very
seldom in the PETS2000 sequence. ¢ in 3-D, the Kalman filter incorporates a physical model

of the object being tracked.

e reasoning about occlusion and collisions between ob-
jects is much simpler in 3-D;

6. Results and conclusions It is interesting that the equations for the classical
Kalman filter are obtained by assuming a consfantalue

The vehicles in the test sequence are tracked at 5for the model Evaluation obtained at the hypothesis pose.
frames/second.€. with innovation every 5th frame of the At first sight, it would seem that, paradoxically, the poste-
test sequence) with occasional misalignments, from whichrior probability of the data is model-independent, while th
the system always recovered, except when the vehicles argrior probability of the data is model-dependent. In fact,
very far from the camera. The Evaluation function allows this is not the case if the data is defined propenty,as the
discrimination between motor vehicles and pedestriarts, bu set of all the model Evaluations that could be made: this re-
in the test sequence, this is accomplished more simply bymains true even though most of the possible Evaluations are
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Figure 2. Tracking of the saloon (sedan) in the PETS2000 test

frame.

sequence. The figure shows every 25th

not carried out, because they do not actually carry informa- [2] A Baumberg, DC Hogg , Learning Flexible Models from Im-

tion about the hypothesis. In other words, the data remain
the same as long as the image remains the same; what is

age Sequences, Proc. of the European Conference on Com-
puter Vision (ECCV), 1994.

model-dependentis only the piece of data useful to evaluatg3] A Blake, M Isard, Active Contours Springer-Verlag, Berlin

the hypothesis. This concept, developed in Subsection 2.3,
shows that objections to methods with a model-dependent4]

prior probability [22] do not apply to our method.

The tracking system is still at an early stage of develop- (5]

ment; in particular, the method used for initialisation ghio

1998.

KS Brisdon, Hypothesis verification using iconic matai
Ph.D. thesis, University of Reading, 1990.

R Fisher,Statistical methods for research workéfstth edi-
tion). Macmillan, New York, 1970.

be improved. Other desirable improvementsinclude the usejs] WEL Grimson, The Combinatorics of Heuristic Search Ter-

of colour images as well as modelling object shadows and
incompenetrability between objects. To increase robust-
ness, it would also be desirable to integrate evidence pro-[7
vided by different algorithms: an advantage of the Bayesian

framework is that it allows efficient combination of statist
cal evidence from different sources.
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