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Abstract

When constructing high-performance real-time systems, safe and tight estimations of
the worst case execution time (WCET) of programs run on pipelined processors with
caches are needed. To obtain tight estimations both path and timing analyses need to be
done. Path analysis is responsible for eliminating infeasible paths in the program and
timing analysis is responsible for accurately modeling the timing behavior of dynami-
cally scheduled processors employing pipelining and caching.

This thesis presents a new method, based on cycle-level symbolic execution, that
combines path and timing analyses for programs on high-performance processors. An
implementation of the method has been used to estimate the WCET for a suite of pro-
grams running on a high-performance processor. The results show that by using a
combined analysis, the overestimation is significantly reduced compared to previously
published methods. The method automatically eliminates infeasible paths and derives
path information such as loop bounds, and performs accurate timing analysis for a
multiple-issue processor with an instruction and data cache. The thesis also identifies
timing anomalies in dynamically scheduled processors. These anomalies invalidate the
basic assumption made in previously published timing analysis methods: that the max-
imum instruction execution time represents the worst-case behavior. To handle these
anomalies, a method based on program modifications is suggested that makes it possi-
ble to safely use all previously published timing analysis methods even for architectures
where timing anomalies can occur. Finally, the use of data caching in real-time systems
is examined. For data caching to be fruitful, data accesses must be predictable when
estimating the WCET. The results from an empirical study show that many accesses
are indeed predictable. Thus, data caching can be expected to be efficient in real-time
systems.

Keywords: Real-time systems, worst-case execution time, timing analysis, path analy-
sis, symbolic execution, multiple-issue, pipeline, caches, timing anomaly, dynamically
scheduled processor.
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1 Introduction

When constructing highly dependable real-time systems, it is often of utmost impor-
tance to certify that a task or program finishes its execution before a given deadline.
This assures that a set of programs can be feasibly scheduled to run together or that a
given timing constraint in the system is fulfilled. In this process, methods for estimation
of the worst case execution time (WCET) of programs are needed. These methods must
producesafeestimates—the WCET must not be underestimated—and preferably also
tight ones—the overestimation of the WCET should be small to utilize the processor
efficiently.

The WCET of a program is defined as the maximum execution time given that all or
some input data and initial system state are considered to be unknown and given that the
program is run uninterrupted on one processor. The input data controls which path in
the program is executed. Each path then executes in a time determined by the computer
system running the program. This means that the WCET corresponds to the execution
time of the longest path found in the program.

In order to obtain tight WCET estimations, both path and timing analyses are re-
quired.Path analysigs responsible for eliminating infeasible (non-executable) paths in
the program. These paths can never be executed regardless of input data and should not
contribute to the WCET estimatioiliming analysiss responsible for giving a safe and
tight estimate of the maximum execution time of a given path in the program and must
account for the different features found in a computer system. Typical features are the
processor and the memory system, which provides the processor with instructions and
data.

High-performance general-purpose processors execute instructions in parallel us-
ing pipelined execution and dynamic scheduling of instructions. They also include
instruction and data cache memories to increase the average performance. These fea-
tures complicate the timing analysis and have been the focus of recent research [4—
9,11,12,15,16]. Although the path analysis can be performed manually by inserting
annotations in the program [13, 14], this is error-prone and time consuming and an auto-
matic path analysis is more attractive [1-3]. No method so far has managed to integrate
automatic path analysis and detailed timing analysis into the same method.

This thesis focuses on static path and timing analyses methods for high-performance
general-purpose processors. Static means that the analysis is carried out before the
program is executed and does not rely on run-time information. The thesis is a summary
of three papers, referred to by the Roman numerdls . The first contribution is a new
timing analysis method that integrates automatic path and timing analyses focusing on
pipelined processors with instruction and data cachefkgesults obtained from using
this method show that tight WCET estimations are obtained by eliminating infeasible
paths and carrying out accurate timing analysis. The next contributipidéntifies
timing anomalies in dynamically scheduled processors. A timing anomaly is a counter-
intuitive situation which previously published timing analysis methods [4, 6, 8,9, 12,



15] are unable to handle. To handle these anomalies, a new method based on program
modifications is presented which allows the method presentédaime used also for
dynamically scheduled processors. The last contributidn {s a characterization of
data memory accesses with respect to predictability and an empirical study of data
caching showing that the majority of data accesses are predictable.

The rest of this thesis is organized as follows. The problem formulations and con-
tributions made i, I, andlll , are summarized in Sections 2, 3, and 4, respectively.
Section 5 finally discusses the results and points out future work.

2 A New Path and Timing Analysis Method

Previously published WCET estimation methods [4, 6, 8,9, 12, 15] often suffer from
overestimation due to inadequate path analysis. Also, they rely on the user to make
manual annotations in the program to supply path information. Although some of the
previously published automatic path analysis methods [1, 2] include timing analysis as
well, the timing models used in these methods assign fixed execution times to each
instruction or basic code block and it is not obvious how to extend these methods to
handle more complex architectures with pipelined processors and caches. More seri-
ously, no one has shown how to integrate automatic path analysis with detailed timing
analysis.

In I, a new WCET estimation method is presented and evaluated that integrates
automatic path and timing analyses. The approach is to use architectural simulation
techniques [10, 17] that simulate each path in the program on cycle-level timing models
of the computer system. In principle, this makes it possible for the timing analysis to be
arbitrarily accurate. However, in order to estimate the WCET, all paths in the program
must be analyzed. This was accomplished by extending the simulation techniques to
also handle unknown data so that the program can be symbolically executed. Using
this extended simulation technique, all paths in the program can be analyzed: Stati-
cally known information such as loop bounds can be derived from arbitrarily complex
expressions and many infeasible paths can be eliminated.

In general, it is not feasible to use the basic approach described above as the number
of paths to simulate can grow exponentially with the length of the program. To handle
this, a path merge strategy was employed: Each time two simulated paths meet in the
program they are merged into one. For example, in a loop containing two possible
paths, these paths will be merged into one before a new iteration starts, which makes an
exponential growth of the number of paths impossible.

A critical problem when merging two paths is to decide which of them corresponds
to the worst case. If the state of the timing model used differs in the two paths, it is
necessary to know which one to choose in order to obtain a safe WCET estimation.
This problem is treated in the paper and the merge operation is extended to handle a
timing model of a multiple-issue pipelined processor with instruction and data cache
memaries.



To evaluate the method, it was used to estimate the WCET of seven benchmark
programs. First, the path analysis capability was evaluated by using a timing model
of a system containing no caches and where all instructions execute in a single cycle.
The results showed that the path analysis successfully eliminates many infeasible paths
and derives loop bounds automatically. In all but one of the programs, the method
produced an exact estimate of the WCET. Next, the timing analysis capability was
evaluated by using a timing model of a dual-issue pipelined processor with instruction
and data caches. In this case, an exact estimate of all but two of the programs was
obtained. This shows that the merge operation performs well, even when using a more
complicated timing model. Part of the overestimation in the two programs was caused
by unpredictable data accesses. This topic will be further explored in Section 4. Finally,
the importance of doing both path and timing analyses was examined by comparing the
results with a naive method using no path analysis, and no pipeline or cache analysis.
This resulted in the WCET being overestimated by a factor of 20.

3 Timing Anomalies in High-Performance Processors

In dynamically scheduled processors, the order of execution between instructions is
determined dynamically at run time. The resulting schedule depends on the instruction
execution time, referred to datency of each individual instruction. If the latency of

an instruction changes, the future scheduling of instructions can also change.

All previously presented timing analysis methods [4, 6, 8,9, 12, 15], including the
one presented ih, run into a general problem if one tries to extend them to handle
dynamically scheduled processors. During estimation, the latency of some instructions
can be unknown. In these situations, all previous methods rely on the assumption that
the maximum latency of an instruction is always the worst case latency. For example,
if the outcome of a cache access is unknown, a cache miss is assumed.

In I, it is shown that this assumption is not always true for dynamically scheduled
processors. It is possible that a shorter latency will change the scheduling of instruc-
tions so that the overall execution time is increased. Choosing the long latency can
thus lead to an underestimation of the WCET. In the paper, several examples of such
timing anomalies are presented. Furthermore, the architectural features that make these
anomalies possible are identified as well as a necessary condition for when they can
show up. It is found that if all resources used by the instructions are allocated in pro-
gram order then no timing anomalies can occur.

A straightforward approach to find the WCET in the presence of timing anomalies
would be to do an exhaustive search of all possible latencies and their corresponding
future schedules. However, if there atanstructions with unknown latencies along
a path in the program and each instruction may lea#l thfferent future schedules,
then, in the worst casd&™ different schedules must be analyzed. This is in general
not feasible andl presents two other methods that make it possible to use previously
published methods for safe estimation of the WCET: the pessimistic serial-execution



method, and the program modification method.

The pessimistic serial-execution method assumes a timing model where handling of
cache misses and execution of instructions never overlap, and where instructions exe-
cute one at a time in the pipeline. The estimated WCET obtained using this method will
be safe but very pessimistic. The other method, based on making program modifica-
tions, first identifies all places in the program where the timing analysis method needs
to make safe local decisions regarding the outcome of an unknown event. For example,
whenever a variable-latency instruction with unknown latency is found, a decision must
be made regarding which latency is the worst-case one. At these places, the program is
modified in order to assure a predictable state of the timing model and a safe decision.
For example, variable-latency instructions can be forced to execute in-order. Then, the
maximum latency will be the worst case latency.

The amount of pessimism incurred by the two methods were evaluated using seven
benchmark programs. To estimate the WCET of the program, the timing analysis
method presented ihwere used together with an analytical model of a dynamically
scheduled processor with instruction and data caches. The results indicate that using
program modifications, safe estimations were possible without adding to much pes-
simism; less than 27 % of the WCET was added for the benchmark programs. The
program modification method also performed well compared to the serial execution
method which overestimated the WCET with at least a factor of 2. The conclusion is
that for the programs studied it is possible to obtain safe and fairly tight WCET estima-
tion even when using dynamically scheduled processors where timing anomalies may
show up.

4 An Empirical Study of Data Caching

The last papelll , treats the problem of using data caching in time-critical real-time
systems. Data caches are critical to get high average performance in high-performance
processors. However, in order for a data cache to be useful in a real-time system, data
accesses originating from a program must be statically analyzable when estimating the
WCET of the program. Data accesses that cannot be analyzed lead to an overestimation
of the WCET. If this overestimation is too severe, it can be better to turn off data caching
altogether which would lead to a big drop in performance.

In Il , a characterization of data access instructions is made as being either pre-
dictable or unpredictable. Unpredictable memory access instructions use a reference
address that depends on input data which is unknown during estimation and can there-
fore not be analyzed. Also, the termmpredictable data structuris defined as being
a data structure that is accessed by at least one such unpredictable memory access in-
struction.

A previously presented method for handling data accesses [5] charges two cache
misses to each access that the method identifies as being unpredictable. The reason for
this is to account for the possibility of an additional future cache miss when replacing a



useful block. This strategy is obviously very pessimistic anidil inanother approach is
suggested. By using currently available hardware facilities it is possible to choose what
to cache or not. By not caching unpredictable accesses, only one cache miss needs to
be accounted for.

To answer the question of how effective data caching can be in a real-time system, a
classification of data memory accesses were made by running two prog@nmess
andswim from the SPEC95 benchmark suite and collecting all data accesses. These
accesses were then used to classify data structures as predictable or unpredictable. It
was found that 84 % of all memory accessesompressandall memory accesses in
swimwent to predictable data structures. Thus, based on these programs, data caching
is found to be effective, although, good timing analysis methods are needed to fully
exploit the potential of data caching.

5 Discussion and Future Work

The timing analysis method presented in this thesis combines automatic path analysis
with detailed timing analysis in order to reduce the WCET overestimations. However,
this integration of path and timing analyses is not the only advantage of this method.
Being based on a simulation approach, it has the potential of performing very accurate
timing analysis since all iterations in a loop are analyzed (the loop is unrolled). As
an important example, this can be useful when analyzing accesses going to the data
cache. Consider for example the array accesses found swimeapplication inlll .

These accesses appear in the form of a stride where the reference address used is a
linear combination of one or two loop index variables. These accesses are perfectly
analyzable using the basic symbolic execution method without the need for a separate
array analysis as used in [5, 16].

However, since all loop iterations are analyzed, the analysis complexity of the sym-
bolic execution method is higher than that of compiler-based methods that analyze the
loop body once regardless of the number of iterations. The time to perform an analysis
with the symbolic execution method will at least be proportional to the actual execution
time of the analyzed program. Often, several paths need to be analyzed and even if
the merge approach makes an exponential complexity impossible, the method can still
experience polynomial time complexity.

This thesis treats only a small part of a computer system: statically or dynami-
cally scheduled, pipelined processors with instruction and data caches. A real system
contains additional features and mechanisms that has not been studied here. For exam-
ple, branch prediction mechanisms and branch history buffers, load/store buffers, and
the contention between different operations on the processor-memory bus. Therefore,
further research is needed to really be able to obtain safe estimates of the WCET for
programs on complete systems using high-performance processors.

Predictable data caching is also an issue that requires further study. If a program
only uses unpredictable data structures, the estimated WCET becomes very pessimistic.



Other means of handling these data structures should be explored using both software
and hardware methods.

The basic method presented in this thesis can also be extended when regarding path
analysis. Further experimental evaluation is needed regarding the benefits of using a
more powerful domain of values during simulation. A more expressive domain would
make it possible to directly express knowledge about input data and to automatically
identify some mutually exclusive paths in the program. Also, further design alterna-
tives of merge operations need to be studied. It is sometimes wise to restrict the merg-
ing since information needed for eliminating infeasible paths can get destroyed by the
merge operation.

Acknowledgments

| am deeply grateful to my advisor Professor Per Sténstfor supporting and guid-
ing me in my research struggles. | believe that his continuous strive for good quality
research and his ability to organize and focus on problems and ideas have made this
thesis into something people will read and use, instead of simply using it as yet another
bookshelf decoration.

| am also grateful to all the people around me at the department, especially: Magnus
Karlsson, Jim Nilsson, Jan Jonsson, Jonas Vasell, Fredrik Dahlgren, amdABjders-
son for fruitful critique and discussions regarding WCET issues. My thanks also goes to
Fredrik Lundholm for keeping my computer running, and Gerd Georgsson, Madeleine
Persson, and Ewa Cederheinaingelin for keeping everything else running. There are
also many other people that have raised the quality of this thesis by keeping me happy
and comfortable. They include all people in our department but also former colleagues
like UIf Hansson, Susanne Bolin, and Gandong Li. Also, my special thanks to Holger
Broman who always makes sure | have an ergonomic working position.

My wonderful wife Ulrika deserves a chapter of her own but | am a bit lazy. Thank
you for everything!

This research is supported by a grant from the Swedish Research Council on Engi-
neering Science (TFR) under contract number 221-96-214.



References

[1]

(2]

(3]

[4]

[5]

[6]

[7]

(8]

9]

[10]

[11]

Peter Altenbernd. On the false path problem in hard real-time progranioin
ceedings of the 8th Euromicro Workshop on Real-Time Systmaygss 102-107,
June 1996.

Roderick Chapman, Alan Burns, and Andy Wellings. Integrated program proof
and worst-case timing analysis of SPARK ada.Phoceedings of the ACM SIG-
PLAN Workshop on Language, Compiler, and Tool Support for Real-Time Sys-
tems pages K1-K11, June 1994.

Andreas Ermedahl and Jan Gustafsson. Deriving annotations for tight calculation
of execution time. InProceedings of EUROPAR'9pages 1298-1307, August
1997.

Christopher A. Healy, David B. Whalley, and Marion G. Harmon. Integrating the
timing analysis of pipelining and instruction caching.Rroceedings of the 16th
IEEE Real-Time Systems Symposipages 288-297, December 1995.

Sung-Kwan Kim, Sang Lyul Min, and Rhan Ha. Efficient worst case timing anal-
ysis of data caching. IRroceedings of the 2nd IEEE Real-Time Technology and
Applications Symposiurpages 230-240, June 1996.

Yau-Tsun Steven Li, Sharad Malik, and Andrew Wolfe. Efficient microarchitec-
ture modeling and path analysis for real-time softward?roceedings of the 16th
IEEE Real-Time Systems Symposipages 298-307, December 1995.

Yau-Tsun Steven Li, Sharad Malik, and Andrew Wolfe. Cache modeling for real-
time software: Beyond direct mapped instruction cachesPrateedings of the
17th IEEE Real-Time Systems Symposijpages 254—263, December 1996.

Sung-Soo Lim, Young Hyun Bae, Gyu Tae Jang, Byung-Do Rhee, Sang Lyul Min,
Chang Yun Park, Heonshik Shin, Kunsoo Park, and Chong Sang Kim. An accurate
worst case timing analysis technique for RISC processorPraneedings of the

15th IEEE Real-Time Systems Symposijpages 97—108, December 1994.

Sung-Soo Lim, Jung Hee Han, Jihong Kim, and Sang Lyul Min. A worst case
timing analysis technique for multiple-issue machinePioceedings of the 19th
IEEE Real-Time Systems Symposipages 334—345, December 1998.

P Magnusson, F Dahlgren, H. Grahn, M. Karlsson, F. Larsson, A. Moestedt,
J. Nilsson, P Stensim, and B. Werner. Simics/sun4m: A virtual workstation.
In Proceedings of USENIX9®ages 119-130, 1998.

Frank Mueller. Timing predictions for multi-level caches.Rroceedings of ACM
SIGPLAN Workshop on Language, Compiler, and Tool Support for Real-Time Sys-
tems June 1997.



[12] Greger Ottosson and Mikael@&jin. Worst-case execution time analysis for mod-
ern hardware architectures. Rioceedings of ACM SIGPLAN Workshop on Lan-
guage, Compiler, and Tool Support for Real-Time Systgrages 47-55, June
1997.

[13] Chang Yun Park. Predicting program execution times by analyzing static and
dynamic program pathd.he Journal of Real-Time Systerfs31-62, 1993.

[14] P. Puschner and C. Koza. Calculating the maximum execution time of real-time
programs.The Journal of Real-Time Systeri§?):159-176, 1989.

[15] Henrik Theiling and Christian Ferdinand. Combining abstract interpretation and
ILP for microarchitecture modelling and program path analysi®réteedings of
the 19th IEEE Real-Time Systems Sympogspages 144-153, December 1998.

[16] Randall T. White, Frank Mueller, Christopher A. Healy, David B. Whalley, and
Marion G. Harmon. Timing analysis for data caches and set-associative caches. In
Proceedings of the 3nd IEEE Real-Time Technology and Applications Symposium
pages 192-202, June 1997.

[17] Emmett Witchel and Mendel Rosenblum. Embra: Fast and flexible machine sim-
ulation. InProceedings of ACM SIGMETRICS '9ages 68—79, 1996.



Paper |

An Integrated Path and Timing Analysis Method
based on Cycle-Level Symbolic Execution.

To appearin

Special Issue on Timing Validation,
Journal of Real-Time Systems,
November 1999.






To appear in Special issue on Timing Validation, Journal of Real-Time Systems, 1999
© 1999 Kluwer Academic Publishers, Boston.

An Integrated Path and Timing Analysis Method
based on Cycle-Level Symbolic Execution
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Department of Computer Engineering, Chalmers University of Technology, SE—412 96 Géteborg,
Sweden

Abstract. Previously published methods for estimation of the worst-case execution time on
high-performance processors with complex pipelines and multi-level memory hierarchies result in
overestimations owing to insufficient path and/or timing analysis. This does not only give rise to
poor utilization of processing resources but also reduces the schedulability in real-time systems.

This paper presents a method that integrates path and timing analysis to accurately predict
the worst-case execution time for real-time programs on high-performance processors. The unique
feature of the method is that it extends cycle-level architectural simulation techniques to enable
symbolic execution with unknown input data values; it uses alternative instruction semantics to
handle unknown operands.

We show that the method can exclude many infeasible (or non-executable) program paths and
can calculate path information, such as bounds on number of loop iterations, without the need
for manual annotations of programs. Moreover, the method is shown to accurately analyze timing
properties of complex features in high-performance processors using multiple-issue pipelines and
instruction and data caches. The combined path and timing analysis capability is shown to derive
exact estimates of the worst-case execution time for six out of seven programs in our benchmark
suite.

Keywords: Real-time systems, worst-case execution time, timing analysis, path analysis, sym-
bolic execution, multiple-issue processor, caches, architecture simulation.

1. Introduction

Static estimation of the worst-case execution time (WCET) has been identified as
an important problem in the design of systems for time-critical applications. One
reason is that most task scheduling techniques assume that such estimations are
known before run-time to schedule the application tasks so that imposed timing
constraints, e.g. deadlines, are met at run-time. Another reason is to early in the
design process determine the processing capacity needed to meet timing constraints
of a real-time application.

The actual WCET of a program is defined by the program path that takes the
longest time to execute for the entire set of possible input data and initial sys-
tem states. Ideally, a WCET estimation method should take as input a program
and estimate a tight upper-bound on the actual WCET for a given hardware plat-
form. There are two important sources to overestimations of the WCET. First,
the estimation technique may include program paths that can never be executed
regardless of the input data, usually referred to as infeasible, or non-executable,
program paths. Second, the timing model of the hardware platform may introduce
overestimations of the WCET because of simplifying timing assumptions. Both



of these sources to overestimations result in poor resource utilization at run-time
which can considerably increase the system cost and/or reduce the schedulability
of real-time programs.

The first problem can be addressed by requiring that the programmer provides
path annotations (Puschner and Koza, 1989) which clearly requires a considerable
programming effort and is error-prone. A more attractive method is to automat-
ically detect infeasible paths through static path analysis methods (Chapman et
al., 1994; Ermedahl and Gustafsson, 1997; Altenbernd, 1996). As for the second
problem, several timing analysis approaches have been proposed that statically es-
timate the execution time of a given path by taking into account the effects of,
e.g., pipeline stalls and cache misses (Li et al., 1995; Li et al., 1996; Ottosson and
Sjodin, 1997; Kim et al., 1996; Lim et al., 1998; Healy et al., 1995; White et al.,
1997; Theiling and Ferdinand, 1998). Unfortunately, none of the methods have
managed to successfully integrate timing analysis for a high-performance proces-
sor with accurate path analysis to identify and exclude infeasible paths from the
analysis automatically.

In this paper we present a new approach to static estimation of the WCET that
integrates path analysis with accurate timing analysis. Our approach is to use
architectural simulation techniques (Magnusson et al., 1998; Pai et al., 1997) that
simulate each path on cycle-level timing models of the hardware platform. We
extend such techniques to enable symbolic execution of programs in absence of
knowledge of input data by augmentation of the instruction semantics to handle also
unknown input data values. This results in the automatic derivation of statically
known path information such as loop bounds from arbitrarily complex expressions
and exclusion of many infeasible program paths.

A practical limitation of the method in its basic form is that the number of paths
to simulate can easily become prohibitive, especially in loop constructs. We have
therefore extended the symbolic execution method with a path-merging approach
that manages to bound the number of simulated paths in a loop to just a few paths.
This merging strategy makes the approach useful for realistically sized programs.
We demonstrate how the method can be applied to multiple-issue pipelined pro-
cessors with instruction and data caches by presenting how the merging strategy
is implemented to encounter the worst-case effects of these features. We have im-
plemented the method and used it to estimate the WCET of programs run on a
simulated dual-issue pipelined processor with instruction and data caches. We have
found that the implementation of the method is capable of deriving exact estimates
of the WCET for six out of seven programs in our benchmark suite.

The next three sections are devoted to describing our method focusing on the
basic symbolic execution approach in Section 2, the WCET algorithm in Section 3
and how detailed timing models of architectural features are integrated into the
method in Section 4. An evaluation of the method in the context of a case study
of a dual-issue processor with caches and WCET estimation of seven programs is
presented in Section 5. In Section 6, we discuss the properties of the method beyond
the limitations of our particular implementation. Finally, we relate our contribution
to the work by others in Section 7 before we conclude in Section 8.



2. Cycle-Level Symbolic Execution

Consider programs for which the WCET is statically decidable; i.e., all possible
execution paths in the program are finite in length regardless of input data. For
example, bounds on number of iterations in loops are known before run-time, al-
though they might be difficult to determine using existing (compiler-based) analysis
methods. Second, for the time being, we will consider processors with fixed instruc-
tion execution times although our method is applicable to more complex processor
architectures with associated memory hierarchies which we consider in Section 4.
Given these assumptions, WCET could be conceptually determined by identifying
the feasible path through the program with the longest execution time.

Cycle-level architectural simulation techniques have now matured so that the exe-
cution time of a program run on complex processor architectures can be accurately
determined with a reasonable simulation efficiency (Magnusson et al., 1998; Pai et
al., 1997). The advantages of using architectural simulation techniques are twofold.
First, it is possible to make arbitrarily accurate estimations of the execution time
of a program for a given set of input data. Second, and presumably more impor-
tantly, when a given path through the program is simulated, all static (i.e., input
data independent) information about this path is automatically extracted.

A cycle-level architectural simulator can be seen as an instruction-level simulator
connected to a clock-cycle accurate architectural timing model. In this section,
we concentrate on instruction-level simulators connected to a timing model that
assumes fixed instruction execution-times. First, we present how it can be ex-
tended to estimate WCET in Section 2.1. In Section 2.2 we show how the path
analysis can be automated using this approach. Finally, in Section 2.3 we discuss
implementation issues of the basic approach and how they are addressed.

2.1. The approach

Instruction-level simulation techniques assume that input data is known and there-
fore only analyze a single path through the program associated with this input
data. To find the WCET of a program using this approach, however, the program
would have to be run with all possible combinations of input data which is clearly
not feasible. Our approach is instead to symbolically execute the program, which
conceptually means that all paths through the program are simulated and in this
process infeasible paths are excluded. To do this, we have extended traditional
instruction-level simulation techniques with the capability to handle unknown data
and with an extended semantics for each data-manipulating instruction to correctly
perform arithmetics with the unknown data values as follows.

Each data type is extended with an element denoted unknown. In general, the
semantics of all arithmetics and logical operations must be redefined to correctly
calculate the result if any of the source operands have an unknown value. Examples
of the extended semantics for some common instruction types can be seen in Table 1.
Consider for example an add instruction, ADD T, A, B, that operates on 32-bit
unsigned integers, Z := {0...232<1} and is defined as T <+ A+ B. In the extended



semantics, it is instead defined on Z := Z U {unknown} with the semantics seen in
Table 1.

Table 1. Extended semantics of instructions.

Instruction Example Semantics
type
T unknown if A = unknown or B = unknown
ALU ADD T,A,B A+ B otherwise
unknown if A = unknown and B # 0
or B = unknown and A # 0
AND T,A.B T<9o if A=0or B=0
A and B otherwise
Compare CMP A,B A — B and update the condition code (cc) register. May set
bits in the cc-register to unknown.
Conditional BEQ L1 Test bit in cc-register to determine whether a branch is taken.
branch If bit is unknown simulate both paths.
Load LD R,A Copy data from memory at address A to register R (the data
can be unknown). If address is unknown, set R to unknown.
Store ST R,A Copy data from register R to memory at address A (the data

can be unknown). If address is unknown, all memory locations

are assigned unknowntA more efficient solution is discussed in
Section 2.3.)

The load and stores need special treatment, since the reference address used may
be unknown. For loads, this results in an unknown value being loaded into a register.
For stores, however, an unknown address can modify an arbitrary memory location.
Therefore, the correct action would be to assign the value unknown to all memory
locations to capture the worst-case situation. This is of course a major limitation.
For the time being, we will assume that all addresses used by store instructions
are statically known. However, we will discuss efficient solutions to overcome this
limitation later in Section 2.3.

The semantics for a conditional branch is also special. When a conditional branch
whose branch condition is unknown is encountered, both paths must be simulated.
On the other hand, when the branch condition is known, the extended simulation
technique will exclude paths that can never be taken. Let’s review this path analysis
capability in some more detail in the next section.

2.2. Path analysis

To understand how the cycle-level symbolic execution technique can automate path
analysis, consider the program in Figure 1 which calculates the sum of all the values
in the upper-right triangle of matrix b. For simplicity, we reason about the program



int fun(int b[4][4])
{

int i, j, sum = O;

for (i =0 ; i < 4 ; i++)
if (b[il1[i]l > 0)
for (j = i+l ; j < & ; j++)
if (m[i1[31)
sum += b[i] [j];
return sum;

}

00 ~NO U WN

Figure 1. Example program.

in a high-level language, even if the symbolic execution of course is done at the
instruction level.

In the beginning of the symbolic execution, data values in matrix b are treated
as unknown input and all elements are assigned the value unknown. The boolean
values in matrix m are considered known. When analyzing this program, the con-
ditional branch on line 4 will be the only branch depending on unknown values.
Consequently, the two possible execution paths originating from this conditional
branch have to be simulated. One path continues through lines 3,4, the other one
through lines 5,6. .. 3,4, until they hit the same unknown conditional branch again
during the second iteration of the outer loop. Continuing this way, 2* = 16 paths
will reach the end of the program. WCET is the longest of these paths. The in-
feasible paths originating from the conditional branch at line 6 are automatically
eliminated since the branch condition is determined during simulation. Also, no
loop bound annotation for the inner loop is needed since the iteration count only
depends on variable ¢ which is also determined during the simulation.

An important advantage of the symbolic execution approach is that all conditions
that depend on data values that are known statically will be computed during
the simulation. For example, input data independent bounds on the number of
loop iterations that are expressed with arbitrarily complex functions are computed
automatically. This is not handled by known compiler-based analysis methods,
such as used by (Healy et al., 1998). Interestingly, our method also applies to
recursive functions provided that the recursion depth is independent of input data.
Moreover, many infeasible paths, paths that cannot be executed regardless of the
input data, will be excluded from the analysis and will therefore not affect the
WCET estimation. Unlike existing compiler approaches, however, our symbolic
execution does not terminate unless loop bounds are statically known.



2.3. Discussion

Ideally, for each combination of input data, the goal is to eliminate all infeasible
program paths. The domain of values we use, however, makes it sometimes im-
possible to correctly analyze mutually exclusive paths. Consider for example the
statements below where b is unknown.

if (b < 100)
funi()

if (b > 200)
fun2()

Variable b will be unknown in both conditions, forcing the simulation of four paths
even if funi1 () and fun2() are mutually exclusive and the number of feasible paths
are three. This can overestimate WCET because we only distinguish between known
and unknown values. However, our approach does not hinder us from extending
the domain of values to, e.g., intervals. This would handle the mutually excluding
paths above. However, our implementation of the method, which we evaluate in
this paper, uses the simpler domain. Nevertheless, we will discuss the implications
of using other domains in Section 6.

As mentioned above, store instructions with an unknown reference address need
special treatment. To efficiently handle these unpredictable accesses, our method
identifies all data structures that are accessed with unpredictable memory instruc-
tions as unpredictable data structures. These are mapped by the linker into a mem-
ory area which can only return unknown values. This means that unpredictable
accesses can be safely ignored. Predictable stores which access unpredictable data
structures are not permitted to change the memory and predictable loads from
unpredictable data structures will always return unknown, thus assuring a safe
estimation of the WCET with no added cost in simulation time.

We identify the unpredictable data structures by letting the simulator output a
list of all unknown stores it encounters. With the help of a source-code debugger,
it is possible to manually connect each store instruction to a data structure which
is marked as unpredictable. Eventually, the linking phase is redone to properly
map the marked data structures to the 'unknown’ area of memory. After this
step, a correct estimation may be done. The approach mentioned above can be
used for statically allocated data structures only. For unpredictable dynamically
allocated data structures we do not yet have any solution. A further discussion
about predictable and unpredictable data accesses can be found in (Lundqvist and
Stenstrom, 1999).

A key problem with the simulation approach in this section is the explosion in
number of paths to be simulated. If a loop iteration has n feasible paths and the
number of loop iterations is k, the number of paths to simulate is n*. Fortunately,
good heuristics exist to drastically reduce the number of paths we need to simulate.
We have used a path merging strategy, which forms the basis of our WCET method
to be presented in the next section.



3. The WCET Method

To reduce the number of paths that have to be explored during path analysis, we
apply a path-merge strategy. This reduces the number of paths to be explored from
n* down to n for a loop containing n feasible paths in each iteration and doing %
iterations. In each loop iteration, all n paths are explored but in the beginning of the
next iteration all these n paths are merged into one. Thus, the number of simulated
paths is less than or equal to n. We first describe how the merging operation is
performed in Section 3.1. This operation is used in the WCET algorithm which we
present in Section 3.2. Finally, in Section 3.3 we discuss how we have implemented
the method with a reasonable time complexity.

3.1. Merging algorithm

In order to understand how the merging of two paths is done, consider again the
example program in Figure 1. In the second iteration of the outer loop, when the
simulator encounters the unknown conditional branch on line 4, two paths can be
merged. When merging, the long path, i.e., the one with the highest WCET, is
kept and the short path is discarded. However, to make a valid estimation of the
worst-case execution path throughout the program execution, the impact of the
short path on the total WCET must be taken into account. For example, variable
sum can be assigned different values in the two paths. Therefore, all variables whose
values differ must be assigned the value unknown in the resulting path of the merge
operation.

Formally, the algorithm views a path, p4, as consisting of a WCET for the path,
pa-wcet, and the system state at the end of the path, p.state. The state of a
path is the partial result of the execution including, e.g., the content of all memory
locations, registers, and status bits that can affect the WCET in the future. In order
to compute the state of the path resulting from the merging of several paths, the
system states of the merged paths are compared and unknown values are assigned
to locations whose values differ. We denote this operation as the union operation
of path system-states.

The merging algorithm is described in Algorithm 1. It creates a new path pc
from two paths p4 and pp. The program counter, which must not differ in the two
paths merged, is copied to the new path. The new WCET is the maximum of the
WCET of the two original paths. Finally, system states of the merged paths are
unioned. The union operation between values is defined as:

unknown if a = unknown or b = unknown
aUb< ¢ unknown ifa#b
a otherwise



Algorithm 1 Merging two paths p4 and pp creating pc.

{PCT = program counter, CC = condition code}
Require: p4.state.PCT = pg.state. PCT
pc.state. PCT < py.state. PCT

pc.weet < max(p4.wcet, pp.weet)

pc.state.CC < py.state.CC U pp.state.CC
for all registers R[i] do
pc.state.R[i] < pa.state.R[i] U pp.state.R][i]
end for
for all memory positions a do
pc.state. MEM]|a] + pa.state. MEM][a] U pp.state. M EMa]
end for

3.2. WCET algorithm

In order to implement the WCET simulation technique and the merging algorithm,
one important issue is in which order all the paths should be simulated. Consider
a loop with two feasible paths in each iteration. In order to merge these paths,
they must have been simulated the same number of iterations. To accomplish this,
the WCET algorithm needs loop information from the control flow graph of the
program.

The algorithm (see Algorithm 2) starts the simulation from the beginning of the
program. Whenever an unknown conditional branch is found the simulation is
stopped and the algorithm selects as the next path to simulate the path that has
made the least progress, a minimum progress path. If this path is not unique, all
paths that have made the same progress and are at the same position in the pro-
gram, equal progress paths, are merged into one before the simulation is continued.
The progress of a path is a record of how many times the simulation of that path
has passed each loop header and entered each function, as well as how far the sim-
ulation has proceeded in the current loop iteration, as dictated by the program
counter.

By always selecting the path that has made least progress, the algorithm makes
it certain that all paths in a loop iteration are simulated before a new iteration
begins. In fact, merging will occur every time two paths that have made equal
progress meet at the same position in the program. This makes an exponential
growth of the number of paths impossible.

3.3. Time-complexity considerations

The time complexity of this method depends on how many paths need to be simu-
lated, how often merging is done and how fast the actual merge operation is. How
often the merging should be done involves an important tradeoff. If merging is done
too often, it is likely that there will be fewer paths to simulate. However, when



Algorithm 2 WCET algorithm handling merge.

{A is set of active paths, C completed paths, § = empty set, \ = set minus}
A—0,C«+0

p < starting null path

Simulate(p)

if p reached end of program then
C «+ Cu{p}

else {p reached an unknown conditional branch}
A+ AU {p}

end if

while A not empty do
p < minimal progress path in A
A A\{p}
for all paths g with equal progress as p do
A A\ {q}

p < merge(p, q)
end for

{Path p ends with a branch forcing a split}
for each possible branch target i do
p; < copy of p
Simulate(p;) along target 4
if p; reached end of program then
C+CuU {pz}
else {p; reached an unknown conditional branch}
A+ AU {p:}
end if
end for
end while

wcet < maxpecc p-wcet
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doing a merge, information can be lost because variables whose values differ are as-
signed unknown. This may result in infeasible program paths not being eliminated
which in turn increases the number of simulated paths. Thus, merging less often
can actually lead to a fewer number of simulated paths.

The algorithm we have implemented merges as often as possible. This makes
an exponential growth of the number of paths impossible, e.g. in loops. Typically,
each unknown branch found during the simulation would lead to the creation of yet
another path, which later would result in an additional merge operation. The total
number of paths simulated, as well as the number of merge operations, can in some
cases grow in proportion to the number of loop iterations done in the program. One
example is a loop with one unknown exit condition. The simulation of this loop
would produce one new path (the exit path) to simulate each iteration. All these
paths would, unless they reach the end of the program, be merged resulting in an
equal number of merge operations.

For each merge operation, one must union the content of all registers and memory
locations. This might be a quite slow process if the amount of memory is large.
However, it is possible to speed up this operation considerably by utilizing the fact
that paths that are to be merged, have often shared a long history of execution
before they got split up. By only recording changes made to the system state since
the time where the two paths were created, it is possible to quickly identify the
parts of memory where the two system states differ. As an example, suppose that
the system we model contains 1 Mbyte of main memory. Then, one can divide this
memory into small fixed size chunks (say 512 bytes each) and each path only keeps
the accessed chunks in its system state. In this way, only a few chunks of memory
need to be compared during a merge operation.

4. Timing Analysis

The WCET algorithm in the previous section can estimate WCET for hardware
platforms with fixed instruction execution times. Thus, an instruction-level simu-
lation model extended to symbolically execute a program with unknown input data
suffices. In this section, we extend this method to perform cycle-level symbolic
execution in order to model the timing of high-performance processors employing
multiple-issue instruction execution and instruction and data caching.

In order to update the WCET properly during simulation, the simulator must
of course be extended to model the timing of caches and pipelines. In the context
of caches, the simulator must model the impact of cache misses on the execution
time. And in the context of pipelines, the simulator must account for the impact
of structural, data, and control hazards (Hennessy and Patterson, 1996) on the
execution time. With this capability, it is possible to make an arbitrarily accurate
estimation of the WCET of a given path through the program.

A critical issue is how to carry out a merge operation. To do this, the method must
estimate the impact of the system state on the future execution time. Such state
information is exemplified by the identity of the blocks contained in the caches,
which affects future misses, and the resources occupied by an instruction, such
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as data-path components and registers, which affects future structural and data
hazards. The merge operation introduced in Section 3 must be extended to handle
such state information, which we will refer to as timing state.

To merge the timing state, we could use the same general principle as used when
merging the content of memory locations; for all locations where the timing state
differs we assert a pessimistic value, such as unknown in the merged timing state.
For example in the case of caches, unknown means that a cache block is invalid,
and the unioning of two cache timing states makes all cache blocks whose identities
(i.e., memory tags) differ invalid. We call this method the pessimistic merge since
it can incur a severe pessimism in the estimation. Fortunately, a method will be
presented in Section 4.1 that avoids this in many cases. We will concretely apply
this method to a high-performance processor whose timing model is introduced in
Section 4.2. We then explain in detail how the method is applied to model caching
and pipelining in Sections 4.3 and 4.4, respectively.

4.1.  Optimistic merge approach

Our approach to reduce the pessimism caused by merging, is based on the idea that
if it was known in advance which partial path belongs to the worst-case path through
the program, one could update the worst-case execution time with the execution
time of that partial path and also choose the timing state of that path when merging
and then discard the timing state of the other path. Then, no pessimism would
be incurred on a merge operation. While it is not possible to know in advance
which of the two paths belongs to the worst-case path, a good guess would be that
the longer of the two belongs to the worst-case path. If we also estimate how big
effect the timing state of the shorter path has on the future execution time, we can
make sure whether it is correct to use the WCET of the longer path along with its
timing state when merging two paths. This approach is formulated in the following
algorithm where we assume that the worst-case execution times of the long and the
short paths are WCET and WCET g, respectively.

1. Estimate the worst-case penalty (WCET p) that the short path would incur on
the future execution time that will not be incurred by the long execution path.

2. If WCETL > WCETgs + WCET p then use the timing state of the long path
and WCET/, in the merge operation and discard the timing state of the short
path.

3. Otherwise, the pessimistic merge approach must be used.

In order to make this algorithm useful, we must clearly define what we mean
with timing state, worst-case penalty, and pessimistic merging in the context of
caches and pipelining. We will make these definitions in the context of a high-
performance processor that uses many realistic features and which is presented in
the next section.
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Figure 2. Example architecture.

4.2. Modeled architecture

The architecture used to demonstrate the timing analysis can be seen in Figure 2.
It consists of a multiple-issue pipeline, capable of dispatching two instructions each
clock cycle, and separate instruction and data caches. While the architecture is a
subset of the POWERPC instruction set architecture — floating-point instructions
are excluded — it nevertheless contains many of the key features critical for high-
performance processors such as pipelining and caching.

Instructions are fetched from the instruction cache and put into the buffers in
the instruction decode (ID) stage. From the decode stage, instructions are sent to
the dispatch stage (DS) which in turn dispatches instructions to the three different
functional units: the load/store unit (LSU), the integer unit (IU), and the multiple-
cycle integer unit (MCIU).

At most two instructions in each cycle can be fetched from the instruction cache
and put into the buffers of the ID-stage. A branch is handled ideally by not incurring
any penalty, i.e., instructions will be fetched from the correct branch target in zero
cycles. Instruction fetching will stall if the buffers of the ID-stage are full or if the
fetch causes an instruction cache miss.

In the DS-stage, zero, one, or two instructions are dispatched each cycle in pro-
gram order. An instruction can not be dispatched if it needs a resource which is
currently busy or if an older instruction has not dispatched. Busy resources can
be functional units (structural hazards) or registers (data hazards). An instruc-
tion reserves its destination registers and if later instructions use this register they
are stalled until the first instruction completes and releases its destination regis-
ter. Instructions in the pipeline are moved forward as soon as possible; if only one
instruction is dispatched, instructions still advance so that at least one instruc-
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tion is fetched from the instruction cache in order for the pipeline to dispatch two
instructions during the next cycle.

All operands needed by an instruction are read from the register files or forwarded
from another functional unit at dispatch time. There is one result-bus from each
unit handling the write-back of data into the register file and the forwarding of data
to another unit.

The load/store unit handles all loads and stores in an equivalent manner as far as
timing is concerned. A load or store access that misses the cache causes a new entry
(tag and block) to be allocated in the cache. Only one load or store is processed at
a time. Normally, all LSU operations have a latency of 2 cycles, but if the access
misses the data cache, the LSU unit will be busy during the fetching of the data
including the data cache miss penalty.

The integer unit handles all single-cycle ALU operations in addition to the branch
instructions. The multiple-cycle integer unit handles long-latency operations such
as multiply and divide in addition to instructions involving any special purpose
register in the POWERPC instruction set. All multiple-cycle instructions have a
latency of 4 cycles. Each instruction thus has a fixed pipeline latency.

To keep the discussion simple, no contention exists when reading and writing in
the register file or on the result buses. Also, the timing of all features external
to the model (access to main memory) is assumed to be ideal, i.e., no contention
exists between fetching data to the instruction cache and to or from the data cache.
However, the model introduced accurately accounts for the overlap of simultaneous
long-latency operations such as pipeline stalls and cache misses.

4.3. Instruction and data cache analysis

In the following, we first describe how to derive the worst-case penalty as introduced
in Section 4.1 for caches. Also, in order to handle the case when it is not possible to
discard the cache state of the short path, we need to define how to do a pessimistic
merge between two cache states. Both instruction and data caches can be described
and treated using the same principles. Therefore, we only treat how to handle
instruction caching in this section. We will begin focusing only on direct-mapped
caches before extending the method to handle set-associative caches.

Consider the timing state of two instruction caches, IC';, and ICg, associated
with the long and short path, respectively. A cache state is represented by an array
of block identities, tags, showing how blocks are currently mapped in the cache (see
the example in Figure 3a). To estimate the impact on the future execution time
of discarding IC's, we must consider all cases where IC's may lead to a greater
number of future cache misses than IC; would. The worst case is found if we
imagine that all cache blocks resident in IC'y, but not found in ICs will be needed
in the future. We would then lose all these potential misses if we discard IC's. To
find the total possible loss of execution time when discarding IC's, we go through
all cache blocks and compare the tag in IC's with the tag in IC;, and determine the
number of entries where they differ. This number is then multiplied by the cache
miss penalty to form the worst-case execution penalty.
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Formally, the worst-case penalty for a direct-mapped instruction cache, WCET ¢,
can be expressed as:

n—1

WCETc = Prc Y c(i)

=0

where Pj¢ is the instruction cache miss penalty, n is the number of cache blocks,
and c(7) is defined by:
. { 1 if ICL(7) # ICs(7) and IC (i) # invalid
c(i) = !
0 otherwise

where IC' (i) and ICs(%) is the cache tag for block ¢ in the long and short path,
respectively. We get a contribution to the worst case penalty if the tags differ
between cache blocks in the long and short path, but not if the cache block in the
long path is invalid. Then, it is impossible for the state in the short path to cause
any additional misses in the future.

To derive the worst case penalty for set-associative caches, we need to first redefine
the timing state of a cache. For an m-way set-associative cache with n sets, the
timing state can be represented by a 2-dimensional array, IC, with size n x m. The
tag IC(s,1) is then tag number ¢ in set s. If we assume a LRU replacement policy,
i.e., the least recently used block is replaced when a cache miss occurs, then the
ordering of tags in a set reflects their relative LRU status, i.e., tag ¢ = 0 belongs to
the most recently used block and ¢ = m <1 to the least recently used block, which
is the one to replace next.

Consider again the timing state of two instruction caches, IC'; and ICg, asso-
ciated with the long and short path, respectively. To estimate the impact on the
future execution time of discarding IC's, we must consider all cases where IC's may
lead to a greater number of future cache misses than IC', would. This can happen
if a cache block only is resident in ICy, and not in ICg, or if it also is resident in
IC s but could get replaced earlier than in IC'r,. A block, b, can be replaced earlier
in ICg than in ICy, if there exists another more recent block in IC'g that does not
exist among the younger blocks in IC'r,. In other words, all blocks younger than b
in IC's must also exist in IC'r, and be younger than b in ICr, in order for block b
to survive in the worst case.

Formally, the worst-case penalty for a m-way set-associative instruction cache,
WCET ¢, can be expressed as:

n—1m—1

WCETIC = PIC Z Z C(S, Z)

s=0 =0

where Pjc is the instruction cache miss penalty, n is the number of sets, and c(s, 7)
is defined by:
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Figure 3. Example of (a) two instruction cache states and (b) two pipeline states.

and ICyp, # invalid

c(s,1) = and ICy # invalid

0 otherwise

1 if there exists no block k so that ICL(s,i) = ICs(s, k)
1 if there exists a block k so that ICr(s,i) = ICs(s, k)

and if there also exists a block g < k such that
ICs(s,g9) # ICL(s,h) for all h < ¢

15

It should be noted that the WCET ;¢ expression above is quite pessimistic. In
reality, it may be impossible to replace combinations of blocks only in IC's without
replacing them in IC', as well. The evaluation of the impact of this pessimism is

outside the scope of this paper.

The pessimistic merging is done by invalidating cache blocks in the cache associ-
ated with the long path which are not already invalid and contribute to the worst
case penalty. In this way, WCET ;o can be reduced.

4.4. Pipeline analysis

Because it is well known how to take into account arbitrarily detailed timing models
of pipelines in an architectural simulator (Pai et al., 1997), we will here focus on an
approach to define the timing state needed to make an optimistic (or pessimistic)

merge operation.
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The pipeline will incur penalties caused by resource contention (structural haz-
ards) and register dependencies (data hazards). For our pipeline model, resource
contention and dependencies can be modeled using pipeline reservation tables,
which record when each resource (pipeline stage or register) is released. An ex-
ample is seen in Figure 3b. The ID- and DS-stages are divided into two sub-stages,
IDO, ID1 and DSO0, DS1, since each stage can hold two instructions at a time and
each pipeline-stage buffer is treated as an individual resource. If two instructions
are present in the pipeline stage, then both sub-stages are reserved. If only one
instruction is present, then only ID1 (or DS1) is reserved.

During the simulation, the reservation table can be updated for each instruction
at a time because all resources that the instruction requires are known. First, the
instruction and data cache accesses are simulated. Then, the pipeline reservation
table is updated to show when each resource is released. The current WCET of
the path, i.e., the one used when merging, is updated to reflect the earliest point
in time when it can be determined when each resource is released. Since this is the
time when the last instruction is fetched we always keep WCET updated to this
time. When a path through a program has been simulated the estimated WCET
is the execution time of that path, defined as the time when the last resource is
released in order to make a safe estimation.

Consider now the timing state of two pipelines, PL; and PLg, belonging to the
long and short path, respectively (see the example in Figure 3b). We want to
estimate the possible future effect on the execution time that PLg may lead to
compared to PLy, and must in this case consider all future hazards that PLg
can lead to, which PLy cannot lead to. For each pipeline stage and register we
determine whether PLg can make future instructions to stall for a longer time than
PLj, would. The maximum difference in stall delay found is the worst-case penalty.

Formally, the worst case penalty for the pipeline, WCET py,, is:

WCETpy = ma})zc(ss(r) “sr(r))
re

where R is the set of all resources in the pipeline reservation table and sg(r) and
sr(r) are the future stall times that resource » may cause based on the reservation
tables of the short and long path, respectively.

To find the future stall time sg(r) (or si(r)) we simply imagine an instruction
that uses only resource r, besides the ID and DS stages, and determine if it gets
stalled if executed as the next instruction in the pipeline. However, since we model
a dual-issue pipeline it is not enough using only one future instruction. To correctly
handle the sub-stages of ID and DS, we must imagine two future instructions and
choose the maximum stall time of the two instructions. An example of the stall
times can be seen in Figure 3b. Using the stall times in the example we get:
WCETpr, = 10.

If we are not allowed to discard PLg, we must do the pessimistic merge instead.
To reduce the worst case penalty for the pipeline we must identify the resources
which contribute to WCET pr,. Then, by increasing the release-time entries in the
pipeline reservation table for the long path, we can reduce WCET py..
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4.5. Pessimistic merging

It is now possible to describe how the pessimistic merging approach can be done
so that the instruction cache, data cache, and pipeline are taken into account alto-
gether, and not as separate entities.

As described in Section 4.1 the merging is determined by the following opti-
mistic merge condition, where WCET p is the worst case penalty and WCET f, and
WCET s are the WCET of the long and short path, respectively.

If this condition is true we can do an optimistic merge and discard the timing
state of the short path and continue the simulation from the timing state of the long
path. Otherwise, we must do a pessimistic merge. Before we describe how to do
pessimistic merging for the complete system, we must define WCETp, WCET,
and WCET g for the entire high-performance system.

The worst case penalty, WCET p, is the sum of the penalties for the instruction
cache, data cache, and the pipeline:

WCETp = WCET c + WCETpc + WCETpy,

This is a safe, although pessimistic, estimate of the worst-case penalty that as-
sumes that no overlap exists between future pipeline stalls, instruction, and data
cache misses. Note, however, that this is only used as a merge condition; simulation
of each path will accurately account for the overlap of long-latency events.

The pessimistic merge is done by modifying the timing state in order to reduce
the worst-case penalty and make the optimistic merge condition true. We have
chosen the following procedure:

1. Reduce the worst case penalty of the instruction cache (WCET¢).

2. If the merge condition still is false reduce the worst case penalty of the data
cache (WCET pc).

3. If the merge condition still is false reduce the worst case penalty of the pipeline
(WCETpL).

When doing the pessimistic merge for the caches or the pipeline, it is not always
necessary to reduce the worst-case penalty to zero. For example, when invalidating
blocks in the instruction cache we can stop if the merge condition becomes true. In
this way, as little pessimism as needed is introduced in the timing state. Fortunately,
as we will see in the next section, optimistic merging is done in most cases.

5. Experimental Results

In order to evaluate the analysis accuracy of our cycle-level symbolic execution
method, we have estimated the WCET of seven programs run on two different



18

Table 2. Characteristics of the programs used.

Name Description

matmult Multiplies 2 10x10 matrices

bsort Bubblesort of 100 integers

isort Insertsort of 10 integers

fib Calculates n:th element of the Fibonacci sequence for n < 30
DES Encrypts 64-bit data

jfdctint Does a discrete cosine transform of an 8x8 pixel image

compress Compresses 50 bytes of data (downscaled version of compress
from SPEC CPU95 benchmark suite)

processor architectures making it possible to evaluate the path and timing analysis
capability in isolation. While both architectures support the same instruction set
— a subset of POWERPC — the first one assumes that all instructions execute
in a single cycle with a zero-cycle memory access time. In contrast, to focus on
the accuracy of the timing analysis, the timing model of the second architecture
corresponds to the system presented in Section 4. The timing parameters assumed
for the caches and the latencies in the pipeline stages and functional units are
depicted in Figure 2.

5.1. Methodology: Systems, test programs, and metrics

The WCET simulation method has been implemented by extending an existing
instruction-level simulator, PSIM (Cagney, 1994-1996), with the capability of han-
dling unknown values to allow for symbolic execution of all the programs. The
WCET algorithm described in Section 3.2 has been added to control the path ex-
ploration and merging algorithms.

The GNU compiler (gec 2.7.2.2) and linker has been used to compile and link
the programs. No optimization was enabled. The simulated run-time environment
contains no operating system; consequently, we disabled all calls to system functions
such as I/O in the programs.

An overview of the seven programs can be seen in Table 2. There are four small
programs: matmult, bsort, isort, and fib, and three larger programs: DES, jfdctint,
and compress.

In order to make a useful comparison how good estimates our method produces,
we need to calculate the actual WCET of each program. The actual WCET has
been determined by running the programs on the simulator with the worst case
input data. This is straightforward to determine for all programs except compress,
where the worst case input data is hard to find. Instead, a random sequence of 50
bytes has been used as input.

Another evaluation issue is that two of the programs, fib and compress actually
have a termination condition that depends on input data. Therefore, we need to
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Table 3. The estimated WCET using the ideal architecture.

Actual Estimated Structural
Program WCET WCET Ratio WCET  Ratio
matmult 7063912 7063912 1 7063912 1
bsort 292026 292026 1 572920 1.96
isort 2594 2594 1 4430 1.71
fib 697 697 1 697 1
DES 118675 118675 1 119877 1.01
jfdctint 6010 6010 1 6010 1
compress 9380 49046 5.2 161161 17.2

bound the number of iterations to make WCET statically decidable. A common ap-
proach is to add manual annotations. This is not supported in our implementation.
Instead, we have added an extra exit condition in the loops. In fib we have added
the condition: ¢ < 30 because we know that input data is always in this range.
In compress we have bound an inner loop whose iteration variable is j, using the
current iteration count, ¢, of the outer loop: j < ¢. This is a safe but pessimistic
bound, but we have found it difficult to prove that a tighter bound could be used.
The inner loop implements a secondary probe in a hash table and the number of
iterations depends on unknown input data in a complex manner.

5.2.  Path analysis results

In this section we evaluate to what extent our method manages to extract path
information such as loop bounds and to what extent it manages to exclude infeasible
paths from the analysis. We do this by using the idealized POWERPC architecture
where each instruction executes in a single cycle.

In Table 3, we show three WCET numbers for each program: actual, estimated,
and structural. The actual WCET is our measurement of the actual WCET as
explained in Section 5.1. The estimated WCET is the WCET determined by the
method and the structural WCET is the execution time of the longest structural
path, including all infeasible paths, in the control flow graph of the program when
using fixed bounds on the number of iterations of all loops. This number represents
what a WCET method would estimate that does not eliminate any infeasible paths
and uses fixed iteration bounds for all loops. The purpose of doing this is to analyze
the capability of the method to eliminate infeasible paths. In the table, WCET is
expressed in clock cycles and ratio is the estimated (or structural) WCET divided
by the actual WCET.

For all benchmarks, except compress, we can see that the method succeeds in
finding the actual WCET. In compress, the overestimation is caused by the inner
loop. As mentioned previously, we bound this loop using the pessimistic condition
j <1, but during a normal run, we have found that this inner loop is actually only



20

doing one single iteration. It should be mentioned that for compress, we do not
know if the WCET we determined is the actual WCET. We suspect that the actual
WCET we use is lower than the real one.

Two of the programs, matmult and jfdctint, have no infeasible paths at all, and
only one path is simulated. In DES, however, there exist infeasible paths caused
by data dependencies between different functions. These infeasible paths are elim-
inated by our method and only one path is simulated. In bsort and isort, all
infeasible paths were not eliminated. Still, this does not lead to any overestima-
tion, since all simulated infeasible paths are shorter than the worst-case path that
the method finds.

If we take a look at the estimated structural WCET of the programs, we see that
the WCET is grossly overestimated for bsort, isort, and compress. In bsort and
isort it depends entirely on using a fixed iteration count for an inner loop which
is normally bound by the current iteration count of the outer loop. This leads to
an overestimation of a factor of two of the execution time for the loop and affects
bsort more than isort because of the greater number of iterations done in bsort.
In compress, there is a similar inner loop which is forced to have a fixed iteration
bound again causing an overestimation of a factor of two. In addition, there exists
a very long infeasible path that extends the structural estimate. As for DES, the
tiny overestimation results from infeasible paths. As shown in Table 3, our method
successfully manages to extract the loop bounds and eliminates the infeasible paths
automatically.

A strength of doing the analysis on the instruction level has been revealed in
DES. In the source code, one can find several conditional expressions which seem
to indicate several possible feasible paths through the program. However, the com-
piler (gcc with no optimization enabled) automatically generates code without any
branches for these conditional expressions and the resulting program has only a
single feasible path. This is detected by our method.

5.3. Timing analysis results

In this section, we analyze how well our integrated path and timing analysis method
manages to estimate the WCET of each program. We now assume the detailed tim-
ing model of the POWERPC architecture discussed in Section 4.2 with the timing
parameters according to Figure 2. Table 4 shows three WCET numbers: actual, es-
timated, and conservative. Again, actual is the actual WCET we have determined
whereas estimated WCET is the WCET determined by our method. Finally, con-
servative WCET corresponds to the estimated WCET when caches are turned off
and each instruction proceeds through the pipeline one at a time. Finally, the
two ratios shown correspond to estimated and conservative WCETs divided by the
actual WCET, respectively.

Starting with all applications except DES and compress we note that our method
manages to make an exact estimate of the actual WCET. This is somewhat unex-
pected even if these same programs were perfectly analyzed with respect to path
properties. The expected added complication now stems from two sources: pes-
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Table 4. The estimated WCET with caching and pipelining enabled. The ratios for the cache-
all versions of DES and compress include the slowdown resulting from not caching accesses
to unpredictable data structures.

Actual D-cache Estimated Conservative
Program WCET  Miss-rate WCET Ratio WCET Ratio
matmult 9715029 21.2 % 9715029 1 89741658 9.2
bsort 387331 3.0 % 387331 1 3474229 9.0
isort 3614 2.1 % 3614 1 38208 10.6
fib 1367 3.5 % 1367 1 12072 8.8
DES (cache pred) 323898 15.6 % 323898 1 1810204 5.6
DES (cache all) 323276 15.5 % 1.002 5.6
jfdctint 15276 8.0 % 15276 1 97213 6.4
compress (cache pred) 32235 53.4 % 103901 3.22 638265 19.8
compress (cache all) 27345 32.0 % 3.80 23.3

simistic merging of the timing state and the use of a data cache. We will now take
a closer look on these sources in order to understand the reason for the good result.

The first reason for the good result when doing timing analysis is that no pes-
simistic timing merge was performed at all during the analysis. In matmult, DES,
and jfdctint, no merge at all was needed since only one feasible path was simulated.
In fib, all paths reached the end of the program before any merge was needed. Fi-
nally, in bsort, isort, and compress, only optimistic merges were needed, i.e., two
paths that were to be merged always differed enough in length making it possible
to discard the timing state of the short path and continue the simulation with the
timing state of the long path.

The second issue which can cause overestimation is data caching. If the address
of a data reference depends on unknown input data, this reference may in the worst
case result in a miss which forces another block to be evicted from the cache. Thus,
a safe estimate would be to charge two miss penalties to an unknown data reference.
However, all applications, except DES and compress, contain only predictable data
structures meaning that all data references are independent of input data. Thus,
data caching is predictable and can be perfectly analyzed by our method.

DES and compress contain unpredictable data structures as defined in Section 2.3.
In our method, we avoid the pessimism of charging two misses by using an alterna-
tive approach. Since unpredictable data structures are mapped into a special area
of the memory, as discussed in Section 2.3, we also mark this area as non-cacheable.
This is supported by most processors, since memory mapped I/O locations are in
general not cached. During analysis we then know that an unknown reference will
at most cause a single cache miss. Further discussion about unpredictable data ac-
cesses can be found in (Lundqvist and Stenstrém, 1999). For comparison purposes
we have included two versions of DES and compress: one where only accesses go-
ing to predictable data structures are cached — called cache-predictable version —
and one where all accesses are cached — called cache-all version. WCET estimation
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has only been done for the cache-predictable versions. These numbers are shown
in Table 4. The ratios shown for the cache-all versions of DES and compress are
the estimated and conservative WCET for the cache-predictable versions divided
by the WCET for the cache-all versions. It should also be mentioned that when
data caching is enabled it is hard to find the worst case input data for the cache-all
versions of DES and compress; the data addresses going to the data cache some-
times depend on unknown input data. We have not made any effort to address this
problem.

As can be seen from Table 4, an almost perfect estimate of the WCET of DES
is determined by our method in spite of unpredictable data structures. The num-
bers for the cache-all versions of compress and DES reveal to what extent the
unpredictable data structures affect the estimation. In DES, only 0.6 % of all
data accesses are directed to unpredictable data structures resulting in a slight
overestimation. On the other hand, in compress 34 % of all accesses are directed
to unpredictable data structures. By not caching these accesses we increase the
execution time (and the overestimation) by 18 %.

The overestimation by a factor of 3.22 in compress is due to the inner loop as
mentioned Section 5.2. This is lower than the factor of 5.2 previously found for the
idealized architecture. The reason for this is that cache misses in the initialization
part of the program makes the loop in the middle of the program a little less
significant for the total program execution time.

To fully realize the importance of doing timing analysis, we can take a look at
the conservative WCET in Table 4. We see that when treating all cache accesses
as misses and permitting no pipelined execution we increase the overestimation of
the WCET by a factor of between 5.6 and 10.6. In compress, for example, we
find that the additional overestimation when doing no timing analysis is a factor
of 6.1. Additionally, as we saw in the previous section, the overestimation when
doing no path analysis (the structural WCET) is a factor of 3.3. Together, we get a
factor of 20 in additional overestimation for compress when ignoring both path and
timing analysis which clearly shows the importance of integrating accurate path
and timing analysis.

6. Discussion

As the results indicate, to get a tight estimation of the WCET of a program, it
is crucial to eliminate infeasible paths, especially in the presence of nested loops
where a loop bound depends on the loop iteration variable of an outer loop. Of
equal importance is an accurate timing analysis. The potential of detailed timing
analysis is especially emphasized when optimistic merge is the common case. Then,
as we saw in the previous section, it is possible to derive an exact estimate of the
actual WCET. Also, as was illustrated by DES, matmult, and jfdctint, where there
is only a single path through the program, this path can be simulated with an
arbitrarily detailed timing model and will always give us an estimated WCET with
no overestimation. Thus, by eliminating infeasible paths we can concentrate on the
feasible ones, and make a more accurate timing analysis.
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A big advantage of integrating the path and timing analysis can be seen when
comparing with approaches where the path and timing analyses are kept separated.
If an automatic path analysis is done first, we would need a way to represent
the path information generated from the path analysis, and the timing analysis
phase must be able to utilize this information. On the other hand, if the timing
analysis is done first, we would be forced to work with fixed WCETSs for blocks of
statements when doing the automatic path analysis and WCET calculation. These
problems are not present in our method, which does the path and timing analysis
simultaneously.

Our cycle-level symbolic execution approach uses a domain where values can be
either known or unknown. This simple domain performs remarkably well com-
pared to more complex domains, e.g., based on intervals of values which is used in
(Ermedahl and Gustafsson, 1997; Altenbernd, 1996). However, as we saw in Sec-
tion 2.3, overestimations may sometimes arise for mutually exclusive paths. There
is no inherent problem in extending our method to a more powerful domain. The
result would be a slower simulation that needs more memory. Our choice of domain
results in an additional 1 bit of memory for each 32-bit word of memory to hold
the known/unknown status. An interval representation would need 2 extra words
for each word of memory. Also, a more complex semantics would be needed, which
would result in a slower execution of each instruction. On the other hand, the more
complex domain might be preferable for some applications, if it manages to cut
more infeasible paths and thereby gain speed and accuracy compared to our simple
domain.

A more serious problem with our simple domain is that if all exit conditions of
a loop is input data dependent, we get a completely unknown upper bound on the
number of iterations in the loop, and our WCET algorithm will not terminate. This
can be detected by using some heuristics or by user interaction. In these cases, we
must add a manual annotation or add a known exit condition by modifying the loop
condition in the program. For example, the loop in the program below, where b is
unknown input data, will never do more than 100 iterations regardless of b. This
fact cannot be represented with our simple domain, and during the simulation the
loop will get a completely unknown exit condition, forcing us to add annotations
or modify the program.

if (b < 100)
for (i =0 ; i < b ; i++)
sum = sum + i;

The problem is caused by the simple domain of values. A similar problem can also
arise when merging. The union operation used when merging may cause information
needed to bound a loop to be lost. If this happens, we are also forced to annotate
or change the program.

Our method uses the same basic idea regarding path analysis as the method used
by Altenbernd in (Altenbernd, 1996), but he did not integrate any timing analysis.
His method uses precalculated execution times on each basic code block and uses
this to prune paths during the path exploration. However, in some cases, the
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method suffers from complexity problems. We use a path merging strategy instead,
which guarantees a manageable number of paths, and also makes it possible to
integrate the timing analysis.

7. Related Work

We will finally put our method in context of recent work on path and timing analysis
methods from the open literature.

Historically, one of the first approaches to provide path information was to re-
quire it from the programmer in terms of annotations (Puschner and Koza, 1989).
This, of course, requires a considerable programming effort and is error-prone. In
terms of automated approaches to path analysis two similar methods were recently
proposed that rely on symbolic execution. Ermedahl and Gustafsson (Ermedahl
and Gustafsson, 1997) use a path analysis approach that associates ranges with
unknown input data and can use this domain to exclude infeasible paths automat-
ically at the source-code level. Similar techniques that also use symbolic execution
to perform timing analysis were proposed by (Chapman et al., 1994; Altenbernd,
1996). They estimate the WCET of programs with fixed execution times for basic
code blocks. Like our method, they use symbolic execution but do not apply it on
the cycle level. This prevents them from deriving useful estimates of WCET for
high-performance processors where instruction execution-times depend on complex
interactions between low-level long-latency events such as pipeline stalls and cache
misses.

Timing analysis approaches for high-performance processors has gained a lot of
attention recently (Li et al., 1995; Li et al., 1996; Ottosson and Sjodin, 1997; Lim
et al., 1995; Kim et al. 1996; Lim et al. 1998; Healy et al., 1995; White et al., 1997;
Alt et al., 1996; Ferdinand and Wilhelm, 1998). Three quite different techniques
are used in these approaches.

Integer linear programming and constraint solving is one approach (Li et al.,
1995; Li et al., 1996; Ottosson and Sjodin, 1997; Theiling and Ferdinand, 1998).
It expresses WCET as a function of constraints on number of times specific paths
are executed and the number of long-latency events that result from the execution
of each path. Fixed-cycle penalties of cache misses and pipeline stalls are then
associated with such events to derive an estimate of the WCET. Such methods
provide accurate estimates only if exact path information is provided to express
the constraints and if the execution time is a linear function in the number of long-
latency operations. Unfortunately, accurate estimates have only been demonstrated
for pipelined processors with caches where the overlap of long-latency events is not
critical to the accuracy. Moreover, they have not yet demonstrated how to integrate
it with an automated approach to provide path information.

The approach taken by (Lim et al., 1995; Kim et al. 1996; Lim et al. 1998) is
to extend Shaw’s timing schema (Shaw, 1989) to account for long-latency events
in each basic code block. Unfortunately, unlike our method, their extension only
approximates the overlap of long-latency events across basic blocks. In addition,
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since they do not integrate the method with automated path analysis methods, it
can result in considerable overestimations due to infeasible paths (Kim et al., 1996).

Abstract interpretation and dataflow analysis is another approach taken (Healy et
al., 1995; White et al., 1997; Alt et al., 1996; Ferdinand and Wilhelm, 1998; Theiling
and Ferdinand, 1998). Especially in the modeling of caches, dataflow analysis
techniques have shown powerful to estimate a tight upper bound on the worst-case
number of cache misses (Mueller and Whalley, 1995; Alt et al., 1996; Ferdinand
and Wilhelm, 1998; Theiling and Ferdinand, 1998). Moreover, in combination with
a reservation-table driven approach to model pipeline hazards, it is possible to
model overlap between e.g. pipeline stalls and cache misses (Healy et al., 1995).
Unfortunately, these methods also suffer from overestimations of WCET as they
lack integration with automatic path analysis methods. In contrast, while we have
shown that our cycle-level symbolic execution approach can make as accurate timing
analysis as these methods, it also manages to extract important path information
automatically. In this paper, we have demonstrated that it can model as aggressive
multiple-issue processors as in (Lim et al. 1998) and as fancy cache organizations
as in (White et al., 1997). In addition, we do not see any inherent limitation of the
method to model multi-level caches as in (Mueller, 1997).

To the best of our knowledge, our method is the first that combines accurate path
and timing analysis in one holistic approach.

8. Conclusions

In this paper we have presented a new method for estimating the WCET of a
program. This method uses cycle-level symbolic execution to integrate path and
timing analysis and thereby has the potential to do tight estimations by eliminating
certain classes of infeasible paths and concentrating accurate timing analysis on the
feasible ones.

Our results concerning the path analysis aspects show that many infeasible paths
indeed are eliminated in the tested programs. In fact, for six out of the seven
programs we managed to do a perfect estimation. We also studied how the impact
of performance enhancing features in high-performance processors, such as pipelined
multiple-issue execution, instruction and data caching, could be incorporated in the
symbolic execution method. The critical issue to address is to formulate conditions
for the merge operation. We demonstrated how this is done for pipelining and
caching. In evaluating the accuracy of the timing analysis we found that we could
make an exact estimate of the WCET, again for six out of the seven programs we
tested. The overall effect of integrating path and timing analysis was shown to
improve the WCET estimation a factor of twenty in some cases over a conservative
method.
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Abstract

Safe and tight estimations of the worst-case execution time (WCET) of pro-
grams run on processors employing pipelining and caching is important when con-
structing high-performance real-time systems. Previous timing analysis methods
have assumed that the worst-case instruction execution time necessarily corresponds
to the worst-case behavior. We show that this assumption is wrong in dynamically
scheduled processors. A cache miss, for example, can in some cases result in a
shorter execution time than a cache hit. Many examples of such timing anomalies
are provided.

A first contribution of this paper is to provide necessary conditions for when
timing anomalies may show up and identification of what architectural features
that may cause such anomalies. We also show that analyzing the effect of these
anomalies with known techniques would result in prohibitive computational com-
plexities. Instead we propose some simple code modification techniques to make it
impossible for any anomalies to occur. These modifications make it possible to esti-
mate WCET by known techniques. We use an existing WCET analyzer to evaluate
how much pessimism the code transformations impose on some benchmarks. Our
evaluation shows that the pessimism imposed by these techniques is fairly limited;
it is less than 27 % for the programs in our benchmark suite.

Introduction

Estimation of an upper-bound on the execution time, called worst-case execution time
(WCET), is important for highly dependable real-time systems. Because of pessimistic
timing assumptions, WCET is often grossly overestimated which results in poor re-
source utilization, especially in real-time systems using high-performance processors
with advanced pipelining and caching techniques.

WCET is typically estimated as tight as possible by analyzing the WCET of each

path in the program—aoften in combination with heuristics to prune the number of paths



to analyze. Moreover, this analysis often proceeds from the first to the last instruction
in each path. In doing this, one must take into account that the execution time (latency)
of each instruction is not fixed; it can take one of many discrete values depending
on input data. The way known methods deal with this problem [2—8] is to assume the
longest execution time because the intuition is that this will always cause a conservative
estimate of the WCET. For example, if the outcome of a cache access is unknown, a
cache miss is assumed.

We show in this paper that this intuition is simply wrong for many high-performance
processors using dynamic instruction scheduling. Because the instruction schedule de-
pends on the execution time of each individual instruction, the scheduling of future
instructions can actually cause a counter-intuitive increase or decrease in the execution
time of the rest of the execution path. We will show many examples of such timing
anomalies in the paper.

To find a safe estimate of the WCET in the presence of such anomalies, one would
have to analyze the effect of all possible schedules resulting from a variable-latency
instruction to find the instruction execution time that leads to the longest overall exe-
cution time. In general, if we have variable-latency instructions along a path in the
program, where each instruction may leadtdifferent future schedules, then, in the
worst case, one must analyiZedifferent schedules. We show that previously published
analysis methods for cache and pipeline analysis [2—4, 6, 8] would result in prohibitive
computational complexity for analyzing these anomalies.

This paper first identifies necessary conditions for when timing anomalies can show
up in dynamically scheduled processors and what architectural features that may cause
them. We then propose some simple code modification techniques that eliminate the ex-
istence of timing anomalies, thus enabling known WCET analysis methods to estimate
WCET. The main idea exploited is to make program modifications that will guarantee
that a future instruction schedule is not affected by a variable-latency instruction. We
evaluate the amount of pessimism introduced on a number of benchmark programs by
instruction-level simulation and a model of a dynamically scheduled processor. Our
main conclusion is that the pessimism introduced by the modifications is fairly limited;
it is less than 27 % for the programs in our benchmarks suite.

The rest of the paper is organized as follows. In Section 2, we first consider when
and how timing anomalies show up in dynamically scheduled processors. In Section 3,
we show why previous methods fail to handle these anomalies. The rest of the paper
is devoted to our approach to handle the anomalies. We introduce the idea of program
modifications in Section 4 which we evaluate experimentally in Section 5. Finally, we
discuss our approach and also point out future directions of research in this area in
Section 6, before we conclude in Section 7.



2 Timing Anomalies in High-Performance Processors

In this section, we will give examples of the timing anomalies present in dynamically
scheduled processors. But first, we define necessary conditions that can lead to such
anomalies. The term dynamically scheduled processors is often used to describe a pro-
cessor for which instructions execute out-of-program-order. In the first section, a first
contribution is that we show that it is not the out-of-order execution that is the central
issue here. Rather, it is the order in which resources are allocated in the processor.

2.1 Timing anomalies: definitions and conditions

The execution time of an instruction can take one of many discrete values depending on
input data. One example is a load instruction whose execution time depends on whether
the address hits or misses in the cache. Another example is an arithmetic instruction
whose execution time may depend on the operands. A common assumption is that
if the worst-case instruction execution time is assumed, the WCET estimation will be
safe. Throughout this paper, we define a timing anomaly as a situation when such
assumptions do not hold. For clarity reasons, we will use the l&iencymeaning the
instruction execution time. When we use the term execution time it will often mean the
overall execution time of the program.

Consider the execution of a sequence of instructions. Let us study two different
cases where we modify the latency of the first instruction. In the first case, we increase
the latency byi cycles. In the second case, we decrease the latendycgles. Let
C be the future change in execution time resulting from the increase or decrease of the
latency. Then:

Definition 1 A timing anomaly is a situation where, in the first caSe;> : or C < 0,
or in the second casé€; < —d or C > 0.

That is, if C' is guaranteed to be in the intervdl: < C < i in the first case or
—d < C < 0inthe second case, we have no timing anomalies.

To model the instruction execution in a pipelined processor, one often uses a re-
source model. In this model, whenever an instruction that proceeds through a pipeline
gets stalled, it is due to resource contention with another instruction that accesses a
common resource or operand. Typical examples of resources are functional units and
registers, but also buses, read and write ports, and buffers should be treated as resources
if they can cause instructions to stall.

The resources that an instruction can use can be dividednrdaler and out-of-
order resourcesln-order resources can only be allocated in program order to instruc-
tions. Out-of-order resources can be allocated to instructions dynamically, i.e., a new
instruction can use a resource before an older instruction uses it according to some
dynamic scheduling decision. Typical out-of-order resources are functional units that
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Figure 1: A simplified, yet timing-anomalous, PowerPC architecture.

service instructions dynamically (out-of-order initiation). An example of in-order re-
sources is such registers which must be reserved in-order to guarantee that data depen-
dencies in the program are not violated. It is now possible to state exactly a sufficient
condition when a processor is free from anomalies:

Condition 1 If a processor only contains in-order resources no timing anomalies can
occur.

To see why this condition is sufficient, consider a processor that only contains in-
order resources. This means that two instructions can only use a resource in program
order. If the completion of an instruction is postponed bycles, later instructions will
also be postponed since they cannot allocate the resource before the first instruction.
However, it is possible that future instructions will be postponed by lessitbgdes
if the new schedule becomes more compact, i.e., containing less idle time. The amount
postponed cannot be less than 0 cycles however. Thuwd]l be less than or equal to
7 and greater than 0. The same principle apply if an instruction is compietgdles
earlier. To conclude, if all resources are in-order no timing anomalies may occur.

2.2 Timing anomaly examples

If out-of-order resources are present, timing anomalies may occur. To see how, we will
now study an architecture containing out-of-order resources and give examples of how



timing anomalies may occur.

The focus of our study will be the model of an architecture seen in Figure 1 based on
a simplifiedPowerPC architecture containing no floating point units. A more realistic
model is expected to contain more features that would result in out-of-order resource
allocation. Our point is then that even for this simplified architecture, timing anomalies
show up.

The architecture consists of a multiple-issue pipeline, capable of dispatching two
instructions each clock cycle, and separate instruction and data caches. To implement
out-of-order execution of instructions, each functional unit has two reservation stations.
These can hold dispatched instructions before their operands are available. Register
renaming is used to avoid unnecessary data hazards. Also needed, but not shown, is a
completion unit with a reorder buffer, which completes instructions in-order by updat-
ing the register file from the renaming buffers.

All resources in the modeled processor are considered to be in-order resources ex-
cept the integer unit (IU) and the multiple-cycle integer unit (MCIU) which are out-of-
order resources. The load/store unit (LSU) often initiate execution in-order to preserve
ordering of memory accesses so we also treat it as in-order here. The out-of-order re-
sources, IU and MCIU, make timing anomalies possible as we will demonstrate in three
examples: one showing that a cache hit may be worse than a cache miss, another show-
ing that the miss penalty can be greater than expected, and a third showing a possible
domino effect when executing loops.

2.2.1 Anomaly 1: A cache hit can result in worst-case timing

The first example presents a case where a data cache hit causes an overall longer execu-
tion time than a data cache miss. Consider the table in Figure 2, which shows a sequence
of instructions (A-E) and in which cycle they are dispatched. The instructions represent
the use of different functional units: thé rd,0(ra)  instruction uses the LSU, the

ADD rd,ra,rb  usesthe IU, and th®lUL rd,ra,rb  uses the MCIU. Registed

is the destination register amd andrb are the source registers. The registers cre-
ate data dependencies and thereby an ordering between instructions. To simplify the
discussion of the examples we focus only on the functional units and their reservation
stations. We assume that the instructions are dispatched according to the relative times
seen in the instruction table in Figure 2 although in reality, on a dual-issue pipeline,
additional instructions would be needed to make the instructions dispatch according to
the example.

The diagram in Figure 2 shows when each functional unit is busy executing an
instruction. Also shown as horizontal dashed lines is when the reservation stations
are occupied. At the top, arrows indicate when each instruction is dispatched to the
reservation stations. Two cases can be seen, one when the load address hits in the data
cache and one when it misses the cache.
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Figure 2: An example when a cache hit causes a longer execution time than a cache
miss.

If the load address hits in the cache then tieinstruction executes for 2 cycles
and can forward its result to instruction B which can start executing in cycle 3. Here,
we assume that B gets priority over C since B is older. Thus, C must wait for B. On
the other hand, if the load address misses in the cache thémbtimstruction executes
for 10 cycles and the execution of B will be postponed. This means that C can start
executing in cycle 3, one cycle earlier than in the cache hit case. This will make D and
E execute one cycle earlier as well, leading to an overall reduction of the execution time
by 1 cycle in the cache miss case. In this case, the anomaly is made possible due to the
IU being an out-of-order resource permitting B and C to execute out-of-order.

2.2.2 Anomaly 2: The miss penalty can be higher than expected

The second example shows that the overall penalty in execution time due to a cache miss
can be higher than the normal cache miss penalty. Consider the instruction sequence in
Figure 3. The first instruction is a load instruction which can either hit or miss in the
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Figure 3: An example when the cache miss penalty is higher than expected.

cache. We assume that the second load instruction (C) always misses. The first three
instructions: A, B, and C, depend on each other and must execute one at a time. In the
cache hit case all instructions will execute as soon as possible. The last instruction, D,

will not interfere with the execution of the other instructions.

If the first load experiences a cache miss, the execution of B will be postponed. In
this unfortunate case, instruction D has already started when B becomes eligible for
execution and B will be further postponed. The result of this is that instruction C will
finish executing 11 cycles later in the cache miss case compared to the cache hit case.
This is greater than the normal cache miss penalty of 8 cycles. In this case, the anomaly
is due to the MCIU being an out-of-order resource, which allows instruction B and D
to execute in arbitrary order.

2.2.3 Anomaly 3: The impact on WCET may not be a fixed constant

We saw in the previous example how the total penalty of a cache miss can be increased
due to changes in the instruction schedule. However, it is bounded by a constant value.
We will now show an example when the increase is not necessarily limited by a constant
value, but can be proportional to the length of the program. This means that a small
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interference in the beginning of the execution may contribute with an arbitrarily high
penalty to the overall execution time.

Consider the instruction sequence in Figure 4. The two instructions A and B con-
stitute the body of a loop doing a number of iterations. The delicate execution scenario
shown here demands special requirements on the dispatch and execute cycles. There-
fore, the table entry for the dispatch cycle and the additional table entry for the execute
cycle show the dispatch and execute cycle relative to a previous instructiafi, Bye
mean the cycle when A executed in the previous iteration of the loof Byve mean
the cycle when A was dispatched in the current loop iteration.

The two different scenarios shown in Figure 4 are the result of dispatching and
executing the two instructions A and B repeatedly according to the dispatch and execute
cycle rules starting from two different executions of the first A instruction. In the fast
case, instruction A in the first iteration executes immediately when it is dispatched. In
the slow case, we imagine that it gets delayed one cycle because of a dependency with
an earlier instruction. This delay in the beginning is enough to cause a domino effect
that will delay the execution of A by one cycle in each iteration. The total penalty on
the execution time, caused by the small delay of A in the beginning, witl becles if
the loop does: iterations. In the slow case, we assume that the old B instruction gets
priority over the new A instruction in each iteration.

In summary, we have shown three examples when timing anomalies may show up



in dynamically scheduled processors. These anomalies were possible due to the pres-
ence of out-of-order resources. The first two examples show that worst-case instruction
execution assumptions may result in optimistic estimates of the WCET if the future
scheduling is not taken into account. It is not difficult to construct other instruction
sequences where similar anomalies appear. While the last example shows a presumably
rare event, it emphasizes that it may not be safe to make assumptions regarding timing
on the instruction level.

3 Impact of Timing Anomalies on WCET Methods

In the previous section we have seen that timing anomalies may occur in dynamically
scheduled processors. To correctly estimate the WCET, one would have to consider
the effect all variations in instruction execution times have on the possible instruction
schedules. We will now consider the problems that arise if we want to perform accu-
rate pipeline analysis for dynamically scheduled processors and how previous methods
fail to handle these problems. To simplify the discussion, we will use the following
definitions:

Definition 2 The current pipeline state is the current state of the pipeline timing model.
It describes which instructions are currently executing in the pipeline and the current
resource allocations.

Definition 3 The current cache state is the current content of the cache timing model.
It consists of the cache tag memory, i.e., the identification tags of the current blocks in
the cache.

Consider first a program containing only a single feasible path. The WCET is then
the longest execution time of the instruction sequence along this path. Assume that the
sequence containsvariable-latency instructions with unknown latencies, but we know
that each instruction can hawkedifferent latencies. Then, we must for each variable-
latency instruction find the latency that causes the longest overall execution time. To be
safe, we must examiri€® instruction schedules because the execution of each variable-
latency instruction may caugeschedules of all succeeding instructions.

In general, analyzing ak™ combinations is not feasible and another approach is
needed. Normally, timing analysis methods rely on the possibility of making safe de-
cisions locally at the instruction or basic block level. That is, a pessimistic choice is
always made at this level. Unfortunately, due to the anomalies, we cannot make a lo-
cal safe decision. Consider a partial sequence of the instructions, e.g., a basic block,
containing a variable-latency instruction. When simulating the execution of this partial
sequence in the pipeline we may end up wittlifferent pipeline states. To be safe, we
must then choose the pipeline state that will give us the longest overall execution time.
But this is impossible without knowledge of the whole instruction sequence.



All previously presented methods for doing cache and pipeline analysis [2—-8] per-
form the pipeline analysis by first looking at each instruction or basic block and then
combining the WCET of all these entities into a total WCET for the whole program.
While none of these methods are designed to handle dynamically scheduled proces-
sors, they nevertheless rely on being able to make local safe decisions when regarding
variable-latency instructions. For example, in [2, 8] the cache analysis is done first and
then later used in a pipeline analysis step. Whenever it is not possible to classify a
cache access as a hit or a miss, it is conservatively assumed to be a miss. This may lead
to an optimistic estimation as we have seen in the first anomaly example according to
Figure 2.

Consider next a program containing several feasible paths. The WCET is then the
maximum WCET found among all paths and to find the WCET we would have to exam-
ine all paths in the program. This is in general not feasible and timing analysis methods
again rely on the possibility of making local safe decisions to reduce the complexity.
When analyzing a small section of the program, e.g., a loop, the longest path in this
section is chosen before doing the analysis of the rest of the program. Unfortunately,
due to the anomalies, it is not possible to make local safe decisions. Assume that the
small section containkdifferent paths. When simulating the execution of the differ-
ent paths in the pipeline we may end up wittlifferent pipeline states, leading to the
same problem as for the variable-latency instructions. It is not possible to know which
pipeline state (path) that gives us the longest overall execution time.

An example of when local decisions are used to reduce the path complexity is the
prune operation used in [4, 5]. Itis used to discard some combinations of basic blocks
that will execute in shorter time than another combination of blocks found. To make
this pruning decision, one must know how the execution of some basic blocks will
influence the execution of other parts in the program. Due to, e.g., the domino anomaly
(Figure 4), this can be very hard or impossible. The same problem exists in [2] where
the longest path is chosen in each iteration of a loop.

To conclude, when doing timing analysis in the presence of timing anomalies, it is
not possible to make local safe decisions, i.e., safe choices between different pipeline
states that an unknown event may give rise to. There are two typical cases. The first
case is how to know which latency to choose for a variable-latency instruction and the
second case is how to select the longest path in a small section of the program in order
to reduce the path complexity.

In spite of these problems, we will in the next section show two new approaches
that can make it possible for previously published timing analysis methods to handle
dynamically scheduled processors.
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4 Timing Analysis Methods for Dynamically Scheduled
Processors

In this section, we will present two new approaches to estimating the WCET of a pro-
gram running on a dynamically scheduled processor where we might experience timing
anomalies. Both approaches can be used together with previously published timing
analysis methods. We first present the serial-execution method, a pessimistic but safe
method to handle architectures with timing anomalies. After this, we present our new
method based on program modifications—by modifying the program we make it possi-
ble for timing analysis methods to rely on safe local decisions. At the end of this section,
we present a case study of how the program modification method can be used together
with our previously published method based on cycle-level symbolic execution [6]. We
only focus on the basic pipeline and instruction and data cache analysis.

4.1 Pessimistic serial-execution method

A straight-forward way to make safe estimations for architectures containing anoma-
lies is to use the pessimistic serial-execution estimate. This means that we model all
instructions as being executed non-pipelined in the functional units. That is, we sum
all instruction latencies. In addition to this, we add the miss penalties for all instruction
and data cache misses. We now formulate a claim that needs to be proven although
intuitive in nature.
Claim: The WCET corresponding to a serial execution of the instructions, assum-
ing their worst-case latencies, is always higher than the WCET corresponding to any
pipelined execution of the same instruction sequence.
Proof: Instructions can not execute slower than non-pipelined since this would mean
that some functional units are idle sometime. This can not be true since instructions are
always available for execution. The only possibility for an instruction to stall is cache
misses which we add separately.

The serial-execution estimate will be safe but not very tight. A big advantage, how-
ever, is that unknown events in the system are handled in a safe way. They can not lead
to a greater execution time than the one estimated for serial execution.

4.2 Program modification method

The serial-execution method is very pessimistic. If we want a tighter estimated WCET
we must model the pipelined execution accurately and deal with the problem of timing
anomalies. One way of accomplishing this is to modify the program so that we can rely
on safe local decisions. In short, we want to make sure that the following conditions are
true:
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1. All variable-latency instructions that have an unknown latency must when sim-
ulated still result in a predictable pipeline state. Also, we must make sure that
the worst-case latency is used for the instruction. In addition, other unknown
events such as unknown instruction cache accesses must also result in a pre-
dictable pipeline state.

2. If the number of paths in a small section of the program is being reduced by
selecting the longest one or discarding the shortest ones, then the state of the
pipeline and the caches at the beginning and end of the paths must not differ
when comparing them.

To fulfill the first condition one must force an in-order resource use when execut-
ing the variable-latency instruction. Also, the pipeline state must be predictable before
allowing out-of-order resource use again. The way to accomplish this is highly archi-
tecture dependent. Unfortunately, no support for in-order resource scheduling is present
in processors today, but other instructions may be used for this purpose. For example,
in the PPWERPC architecture, there is a memory synchronization instruction called
sync , which inhibits further dispatching until th&/nc instruction completes. This
instruction can be used as a way to force serialization together with a variable-latency
instruction.

If one sync is placed after the variable-latency instruction then the pipeline state
will be known afterwards. If onsync is placed before the variable-latency instruction
we will know for sure that the instruction will execute in-order and the maximum la-
tency will be the worst-case latency. Also, for other unknown events, like an unknown
instruction cache access, we can also use the same method to make the pipeline state
predictable. In the rest of this paper we will assume that an instruction ssymas
exists.

To fulfill the second condition above we can again usedjiec instruction to
handle the pipeline state. For example, by placing such an instruction at the end of two
paths, the pipeline states in the two paths are made equal to each other. The state of
caches is more tricky to handle. One need to set the state of the caches corresponding
to the two paths being compared equal to each other. How this can be done is also
highly architecture dependent. There are several options available:

1. One can invalidate all blocks in the caches. This should be possible in almost all
processors.

2. One can invalidate only the blocks that differ in the two caches. This requires
support for invalidation on the block level.

3. One canreplace the blocks that differ with blocks that will be needed in the future
by preloading blocks into the caches. This requires support for explicitly loading
blocks into a cache.
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The first option of invalidating the complete contents of the caches is obviously
not an attractive solution since the performance will most probably become poor. This
is true also for the second option since each invalidate operation will in many cases
cause an additional cache miss later on. The third option is the most promising one but
requires special instructions to preload the cache. An example of such instructions is
the instruction and data cache block touch instructigeist ( anddcbt ) found in the
PoweRPC architecture (but not all processors implement them).

When preloading blocks, it is best to preload a block that will be needed somewhere
along the worst case path. Then, no unnecessary pessimism is added due to additional
cache misses. To automatically calculate the best blocks to preload is a complex issue,
which we do not investigate further in this paper. In the experimental evaluation, we
derived this information manually (see Section 5).

When safe local decisions can be made, one can use previously published timing
analysis methods when estimating the WCET for programs running on a dynamically
scheduled processor. However, to really use one of these methods one must also spec-
ify at which points in the program a particular method relies on safe local decisions.
Furthermore, the timing model used by the method must be extended to model the dy-
namically scheduled pipeline. If this is possible and how it is done for each individual
method is beyond the scope of this paper. Yet, in the next section, we will describe how
it is done for our previously published method based on symbolic execution.

4.3 Case study: Cycle-level symbolic execution method

We will now take a closer look at how the program modification method can be used
together with our previously published WCET estimation method [6], based on cycle-
level symbolic execution. We start with a brief description of our timing analysis
method.

Our WCET estimation method is based on a cycle-level architectural simulator,
which can be seen as an instruction-level simulator together with a detailed timing
model of the architecture. By using such a simulator, it is possible to get tight es-
timations of the WCET for single paths through the program. However, in order to
estimate the WCET for the whole program, the simulator has been extended to handle
unknown data values and to enable symbolic execution of programs. In addition to
exploring all feasible paths in the program, many infeasible (non executable) paths are
also eliminated. The number of paths to explore can easily become prohibitive. There-
fore, a path merge strategy is used to reduce the number of simulated paths. Typically,
if a loop contains two feasible paths, these will be merged into one path before starting
a new iteration, thereby reducing the number of paths to simulate to at most two in this
case.

In order to estimate the WCET for a dynamically scheduled processor we must first
attach the simulator to a timing model which accurately model the execution of instruc-
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tions in the pipeline including the instruction and data caches. Then, we must modify
the program to be able to make safe local decisions. This is done by first estimating the
WCET of the unmodified program. In this process, we identify all places in the program
where the analysis needs to make local decisions. In our case, this is when variable-
latency instructions with unknown latency is found and whenever a merge operation
is done during the analysis. At all identified places in the program, modifications are
applied in order to make all the local decisions safe,$yn¢ instructions are inserted
to handle pipeline states that differ, and all blocks that differ in the instruction and data
cache are replaced by preloading other blocks that will be needed in the future. Finally,
a safe estimation of the WCET of the modified program can be made.

The integration of the program modification and our WCET estimation method de-
scribed here is the one used in the next section where we evaluate the program modifi-
cation method and also compare it with the pessimistic serial-execution method.

5 Experimental Evaluation

We have evaluated the amount of pessimism introduced when estimating the WCET
of seven benchmark programs, using the two different methods presented in Section 4,
the pessimistic serial-execution method, and the program modification method. The
modeled architecture is the one presented in Section 2.2, consisting of a multiple-issue
pipeline with instruction and data caches.

The key question to answer is how much pessimism is introduced by the two meth-
ods. If the pessimism is too severe, it will prompt for advancements in timing analysis
methods for dynamically scheduled processors. If it is reasonable, previous methods
can be used in combination with the method presented in this paper to enable tight es-
timations of WCET for programs on dynamically scheduled processors. These are the
objectives of the evaluation in this section.

5.1 Methodology

An overview of the seven benchmark programs can be seen in Table 1. There are four
small programsmatmult bsort isort, andfib, and three larger programBES jfdctint,
andcompress The GNU compiler (gcc 2.7.2.2) and linker has been used to compile
and link the benchmarks. No optimization was enabled.

To estimate the WCET of the benchmark programs, the WCET simulator and method
described in Section 4.3 has been used. The implementation is built upon the instruction-
level simulator, PSIM [1], which simulates th@®ERP C instruction set. The original
simulator has been extended with a WCET algorithm that uses the simulator to estimate
the WCET by exploring and merging paths in the program.

The timing model used in the WCET simulator is based on the model ofahe P
ERPC architecture discussed in Section 2.2 with the timing parameters according to
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Name Description
matmult | Multiplies 2 10x10 matrices

bsort Bubblesort of 100 integers

isort Insertsort of 10 integers

fib Calculates:th element of the Fibonacci sequenceqfox 30
DES Encrypts 64-bit data

jfdctint Does a discrete cosine transform of an 8x8 pixel image
compress| Compresses 50 bytes of data (downscaled version of compress from SPEC
CPU95 benchmark suite)

Table 1: The benchmark programs used.

Figure 1. However, instead of a detailed simulation model of the pipeline, we use an
analytical approach. During simulation, the latency of the simulated instructions is
summed together with instruction and data cache miss penalties. This we call the serial
time, T,eria- We then assume that the tirfito execute the program on the dual-issue
architecture is:

Tserial

T —
2

The relation betweeff’ and T.;q; iS Obviously not this simple in reality. For a
dual-issue pipeline executing only instructions with latency equal to 1 with no cache
misses, the above formula would represent the ideal situation of dispatching 2 instruc-
tions each cycle. This is often not possible in reality and is highly program dependent.
Nevertheless, this formula makes it easy to compare the different estimation methods.
When estimating the WCET our model automatically produces the pessimistic serial-
execution estimate, which then always over-estimates the actual WCET by at least a
factor of 2.

When modifying the programs we usegnc instructions to handle the pipeline
state and preload instructions to handle the instruction and data cache states as described
in Section 4.3. We assumed that a singjac placed at a merge point in the program
incurs a penalty of 5 cycles in the dual-issue architecture. Whesyme instruction
are placed before and one after a variable-latency instruction, we assumed a penalty of
8 cycles, i.e., the secorgync incurs less penalty than the first one since the pipeline
is already flushed by the firsync . When adding preload instructions, the program
becomes larger. The effect of this on the latency and possible additional instruction
cache misses has been estimated manually and accounted for in the results. Three
integer multiply instructions were assumed to be variable-latemayihw, mulhwu,
andmullw . The multiply immediate instructiomrmulli , and all other instructions
were assumed to have fixed latencies.
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Estimated WCET

Actual Serial Method Unsafe program | Modified program| Modified
Program WCET WCET Ratio| WCET Ratio| WCET Ratio| slowdown
matmult | 5283287 | 10566574 2| 5283287 1| 6323287 1.20 1.20
bsort 230490 460981 2| 230490 1| 256854 111 111
isort 2085 4170 2 2085 1 2325 1.12 112
fib 797 1594 2 797 1 797 1 1
DES 186166 372716 2.002| 186358 1.001] 186358 1.001 1
jfdctint 9409 18819 2 9409 1 9921 1.05 1.05
compress| 16486 109167 6.62| 54583 3.31| 69291 4.20 1.27

Table 2: The estimated WCET using the serial method.

5.2 Evaluation results

The results from our evaluation of the seven benchmark programs can be seen in Ta-
ble 2. The actual WCET has been determined by simulating the program using the
worst-case input data, or using random input data if the worst-case input were to com-
plex to determine. The table also shows the estimated WCET when using the serial
method and when using the modified program. Also included for comparison purposes
is the unsafe program estimate, i.e., the dual-issue timing model has been assumed but
no program modifications have been made. This is unsafe since timing anomalies can
lead to an underestimation of the WCET. The ratio columns in the table is the estimated
WCET values divided by the actual WCET. The modified slowdown is the modified
program estimate divided by the unsafe program estimate and shows the amount of
pessimism introduced when modifying the programs.

The serial method overestimates the WCET by at least a factor of 2. This is ex-
pected and is a result of our assumed timing model. HoweveDE$andcompress
additional sources contribute. IDES the small additional overestimation is due to
data accesses with an unknown reference address. These unpredictable accesses must
not be cached in order to keep the cache state predictable. This is accomplished by
mapping the accessed data structures into a non-cacheable part of the memory. Then,
unpredictable accesses will not interfere with the cache and will always cause a cache
miss. Incompressa small part of the overestimation is also due to unpredictable data
accesses. In addition to this, the path analysis fails to eliminate all infeasible paths due
to a pessimistic upper bound on a loop (a more thorough description of this loop can be
found in [6]).

The estimated WCET using the modified programs is lower than the serial estimate
for all examined programs. lilb andDES the program modifications method gave no
slowdown at all since no modifications were needed. These two programs contain no
variable-latency instructions and during the analysis, no merging was done.

In matmultandjfdctint, the slowdown is caused entirely by variable-latency instruc-
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tions. No merging was done during the analysigfdatint, variable-latency multiplica-
tions are only used in the beginning of the program and the inssyted instructions
have therefore quite small impact on the estimated valuemdtmult however, the
multiplications are common and the insert®thc instructions give a slowdown of
20 %.

For the remaining programbsort, isort, andcompressit is the merging that con-
tribute most to the slowdown. Ibsort and compressthere are a small number of
variable-latency multiplications but the effect of those instructions is negligible. In
bsort andisort, the merging occurred at one place in the program. At this place, a
sync instruction were added, which resulted in a slowdown of 11 % and 12 % for
bsortandisort, respectively. The highest slowdown experienced, 27 %, wasdior
press This is explained by the fact that merging occurred at four different places in
compresseach requiring 8ync instruction.

At the merge place ibbsortandisort, and at two of the four merge placesdam-
press preload instructions for the instruction cache were needed. At these merge places,
the instruction cache states differed in the paths being merged. The number of blocks to
preload varied between 6 and 10 among the three programs. By preloading blocks that
were needed along the worst-case path no extra cache misses occurred and the effect of
these preload instructions is very small compared to the merging. The data cache states
never differed when merging paths in the programs.

In summary, our program modification method can perform well in conjunction
with our symbolic execution method for all our benchmark programs. It works es-
pecially good for programs that have few variable-latency instructions and only one
feasible path so that merging is avoided when analyzing the program. On the other
hand, if a program contains many variable-latency instructions or many feasible paths
then the serial method could perform nearly as well or maybe better. For example, if
optimization is enabled when compilimgatmult the variable-latency multiplications
becomes relatively more frequent. This would change the slowdown from a factor of
1.2 to approximately 1.5, closing in on the serial method.

6 Discussion and Future Work

The results show that our program modification method can be used to obtain safe
and fairly tight estimations of the WCET for our benchmark programs. This suggests
that for a certain class of programs, running on dynamically scheduled processors, it is
possible to make safe and tight estimations of the WCET. However, to use the method
there must be some support in the architecture to be able to explicitly control the state
of caches and the resource allocation in the pipeline. Ideally, one would need explicit
program control of all internal state in a processor that may influence the future timing
of instructions. If no support exists for explicit control of the state of caches or the
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pipeline, then one is forced to use the serial estimation method which often leads to
more pessimism in the estimated WCET.

When using the program modification method the resources in the processor can be
used out-of-order except at the modification points in the program where we force an
in-order execution. An important consequence of this is that we must statically account
for all unknown events and modify the program at the proper places. This forbids the
use of preemptive scheduling where a program can be interrupted at any time. However,
limited preemption would be possible by treating preemption points in the program as
being similar to merge points. The cache and pipeline state must be predictable at
all points, regardless of the program being preempted or not. The serial method does
not rely on making unknown events safe and can be used together with preemptive
scheduling.

It is quite possible that an better analysis method can be invented that results in
tighter estimations of the WCET. However, when the processor allows out-of-order
resource allocation, timing anomalies can occur. A better analysis method could avoid
the program modifications, but each unknown event must still be statically known and
statically analyzed. An alternative interesting option would be to include the possibility
to control the resource allocation in a processor. Then, the processor could be forced to
allocate resources in-order resulting in a stable scheduling of instruction but probably
also lower performance.

In this paper, we have only dealt with the handling of caches and the basic pipeline.
To make the methods presented here useful, other features in an architecture must also
be analyzed. For example, further research is needed to analyze the effect of speculative
branches and branch history buffers and how to explicitly control the state of these
features. Moreover, we only consider dynamic scheduling done inside the processor.
To assure a safe estimate, features outside the processor need to taken into account.
For example, it may be necessary to consider contention between accesses from the
instruction and data cache going to the main memory since these accesses often occur
out of program order.

7 Conclusions

Most high-performance processors today use several features that allow out-of-order
execution. We have shown that previous methods fail in estimating WCET because
they assume that one can rely on worst-case assumptions for local entities such as in-
structions and basic blocks to estimate the effect on the overall WCET.

In order make available methods useful, we proposed to make program modifica-
tions to make unknown instruction latencies predictable. This enables existing meth-
ods to estimate the WCET safely. We applied these program modifications to seven
benchmark programs and estimated the WCET of these programs using a model of a
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dual-issue pipelined processor with instruction and data caches. We found that the pes-
simism imposed by the program modifications is less than 27 % for the programs in our
benchmark. This suggests that for a certain class of programs, useful estimates of the
WCET can be obtained for dynamically scheduled processors.
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Abstract

In this paper we study to what extent hard real-time programs can
exploit the performance potential of data caches. Data structures that are
accessed by memory instructions whose addresses are input data indepen-
dent, can be safely cached. Based on a set of non-trivial programs from the
SPEC95 benchmark suite, we find that more than 84% of the data accesses
are predictable. With static analysis methods, it appears that a high pre-
dictable hit rate can be obtained which can result in tighter estimations of
the worst-case execution time.

1. Introduction

Many time-critical real-time applications need high-performance microprocessors to
meet their performance demands. When developing software for such systems, a
main problem is to verify that it meets time constraints specified as deadlines. The
industrial practice is to carefully estimate the worst-case execution time through
exhaustive measurements which is both time-consuming and error-prone. This has
motivated us and other research groups [1, 2, 3, 13] to automate the task of estimat-
ing the worst-case execution time. Our goal is to develop methods for integration in a
combined compiler/timing analysis tool. This tool not only generates code but pro-
vides also estimations of the worst-case execution time of a program.

The task of estimating the worst-case execution time of a program can be formu-
lated as a graph problem. Consider an acydiontrol-flow graph representation of
the program, where each vertex is a basic block of instructions or an acyclic graph
with its associated (worst-case) execution time. The worst-case execution time is then

1. Constraints on loop bounds, for example, must be available to make the control flow graph
acyclic.



the longest path from the entry to the exit point. For simple microcontrollers with
constant instruction execution times, fairly tight worst-case execution time estimates
can be derived this way [10]. For high-performance embedded microprocessors that
employ pipelining and caching, however, this methodology can provide very pessi-
mistic estimations. This is because the worst-case instruction execution time can be
an order of magnitude longer than the best-case execution time; in the worst-case an
instruction can result in two cache misses which can easily stall the processor for tens
of cycles. At the same time, cache memories often handle a vast majority of all mem-
ory accesses in a single cycle. This has motivated us to develop methods to predict
data cache behavior so as to provide tighter bounds on the worst-case execution time.

The challenge is to determine the set of data accesses that are independent of input
data. Such memory instructions are allowed to cache data. Recently a few studies
have been published on methods to allow for predictable data caching. The basic
method in [7] handles all unpredictable data accesses as if they result in two cache
misses because in the worst case, a memory instruction will miss and replace data. If
the predictable hit rate is lower than 50%, this method will produce more pessimistic
results than if data caches were not used. Our approach is instead to let all memory
accesses that are not predictable bypass the cache. Support for this exists in most
embedded microprocessors. [6] is concerned with the problem of how to model con-
flicts between predictable data cache accesses and does not address the problem of
how to handle unpredictable data accesses.

Ultimately, the effectiveness of data caches in hard real-time systems is dictated by
the fraction of all memory accesses that can be predicted, i.e., are input-data indepen-
dent. The purpose of this paper is to make an estimation of this fraction by (1) formu-
lating what predictable data caching is and by (2) providing empirical data on what
fraction of data accesses that are predictable. We do this by analyzing a set of non-
trivial programs from the SPEC95 benchmark suite. While our study is preliminary,
our empirical data so far look promising; more than 84% of the data accesses are
indeed predictable. This suggests that data caching is effective in hard real-time sys-
tems although the challenge is to find tractable methods to come close to this bound.
The fraction of such predictable data accesses that can be covered by such methods
establishes a practical bound on the effectiveness. In Section 2, we provide our
approach to predictable data caching. Sections 3 and 4 present the experimental
results and, finally, Section 5 discusses our ongoing work.

2. Predictable Data Caching

Predicting cache behavior can typically be divided into two steps. The first step is to
find out the reference address/addresses of all instructions. The next step is to use this
information to statically model cache behavior so as to predict its impact on the
worst-case execution time. Such a method exists for instruction caches [4].



Recently, some methods to analyze data caches have been proposed [6, 7]. Their
approach is to extend older methods that handle instruction caches to also handle data
caches. This works because in both cases the goal is to statically determine the set of
memory accesses for each execution path in the program. However, one big differ-
ence is that the addresses generated from load/store instructions to access the data
cache are not always known or predictable. A typical case is when the reference
address of a load instruction depends on unknown input data. If the address of all
accesses to the data cache are known, it is possible to predict whether each memory
access will hit or miss in the data cache. Unknown reference addresses of a memory
instruction, however, lead to the pessimistic assumption that the memory instruction
will miss in cache and results in poor estimations of the worst-case execution time.

Definition (Predictable memory instruction With a predictable memory access
instruction (load/store instruction) we mean an instruction that generates the same
reference address or the same sequence of addresses, regardless of the unknown input
data, and also regardless of the path taken through the program as long as the path
includes the instructiof.

Predictable memory instructions will put an upper-bound on the prediction of the
number of cache hits. Unfortunately, all predictable memory instructions cannot be
determined in practice through static compiler analysis (e.g. dataflow analysis). We
will call the set of predictable memory instructions that at the same time can be ana-
lyzed asanalyzable memory instruction§he fraction of all executed memory
instructions that at the same time are analyzable will put a practical upper bound on
the effectiveness of data caching in hard real-time systems.

An interesting question is how good data cache prediction we can get. How many
of the memory accesses have an unknown address? If we succeed to analyze all pre-
dictable accesses, what improvement in the form of increased hit rate will we see?

To answer the question of how many accesses are predictable, we decided to take a
look at memory accesses from non-trivial programs and we chose the SPEC95
benchmark suite as a suitable object of study. These programs are not written specifi-
cally for real-time systems, but are interesting due to two facts. First, they are quite
big and represent real programs doing some useful work. Second, they are well-
known in the computer architecture community in performance evaluations and
thereby suitable to use as a reference.

Given that we can determine the set of predictable memory instructions, the ques-
tion is how this could be used to reach a high and predictable cache hit rate. To make

2. This means that for a fixed path through a program with only predictable memory instruc-
tions, we will get a completely statically known sequence of reference addresses, regardless of
variations in input data that still give us the same fixed path.



this upper bound on predictability more useful, it is important that unpredictable
memory instructions do not change the cache state. Fortunately, a hardware mecha-
nism that permits us to do this exists in most embedded microprocessors that use
caches. We can choose if we want to cache or not to cache each individual data
accesses. As an example, PowerPC 403 GA [8] has a double mapped memory
address space. This means that one memory location can be reached from two
addresses and we can choose different cacheability for the two addresses, one cache-
enabled address and one cache-disabled address. Since an unpredictable and predict-
able memory instruction may potentially access the same memory location, a write-
through write policy must be chosen to avoid inconsistency.

Another solution is if the system supports virtual memory. Then cacheability is
usually controlled at page level, and we can easily arrange a similar double mapping
scheme in this case. There are two ways to exploit this. We can either put our unpre-
dictable data structure in a special region in memory, marked as uncacheable, or we
can control each individual load/store instruction and make it cacheable or non-
cacheable. In the latter case, we must make sure the cache is consistent. To control
the cacheability at a data structure level, we need to control the mappings done by the
linker. For an instruction level control one might use compiler support. Data structure
control seems a little bit simpler and we have chosen this level for our experimental
classification of memory accesses. It is then useful to define theuspmedictable
data structure This is a data structure (part of the memory) that is accessed by at
least one unpredictable memory access instruction. Such data structures are not
cached.

3. Experimental Results
3.1 Methodology

We have classified data memory accesses and determined the fraction of accesses that
goes to unpredictable data structures. To this date we have studied two programs
from the SPEC95 suite.

The SPECO95 suite consists of 8 C-programs using integer arithmetic and 12 fortran
programs using floating point arithmetic. We have examined two programs, Com-
press, an integer program, and Swim, a floating-point program. Compress is an in-
memory version of the common UNIX utility. Swim calculates shallow water equa-
tions. Swim was first translated from fortran to C by using f2c, a fortran to C transla-
tor, because the simulator we used didn’t support fortran progirams

3. The fortran libraries use unimplemented operating system calls.



To analyze the data memory accesses we ran our programs on the simulator
SimICS [9]. SImICS simulates the SPARC V8 instruction-set and emulates the
SunOS 5.x operating system. When simulating a program it delivers a stream of
memory accesses to our classification and data cache simulation program.

We classify each memory access as one of the categories in Table 1, depending on
which type of data structure the access refers to. We first classify each data structure
used in the program by manual inspection of the source code as being predictable or
unpredictable. This information is fed to the classification program which registers
the number of accesses to each data structure. Since we are only interested in mem-
ory accesses originating from the application, memory accesses from library code do
not affect the statistics in our simulations.

Table 1: Categories of classification

Type Explanation
Scalar, stack A single reference address to something in the stackl area
Scalar, data A single reference address to a local or global symbol
Array, data An access to an array, referenced with a predictable sgries

of addresses

Unpredictable The exact reference addresses to this data structure
depends on unknown input data

All SPEC95 programs can be run with two different data sets, one reference data
set and one test data set. The reference data set is quite time consuming to simulate
and the test data set is usually too small for a serious analysis. We have chosen a
medium-sized data set for each of the two programs that is not too simple and not too
time consuming. In the end we plan to run the programs with the full reference data
set.

3.2 Compress

For compress, the results of the classification can be seen in Figure 1. A total of 110
million memory accesses were classified and 84% were found to be predictable.

Compress works by first filling an array with random characters. Then, it com-
presses and decompresses this array 25 times. The compression method used is a
modified Lempel-Ziv (LZW), which finds common substrings and replaces them
with a variable size code. The core of the algorithm processes one character at a time
and uses it as an index to a hash table. We regard the content of the array (the random
characters) as unknown input data, all other parameters are fixed.
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Figure 1. Memory accesses from compress

All stack accesses in compress go to scalar variables (scalar data structures have
only one possible reference address) and are therefore predictiidesame is valid
for most global and local data. Among the array variables, there are 3 arrays that are
unpredictable. These arrays are used as a hash table indexed by the unknown input
data.

Most of the predictable array accesses consist of accesses in the form of strides. A
simple loop variable is used to index the array. The number of stack accesses is quite
high and would be even higher if run on a different processor, due to the fact that the
SPARC processor has register windows, which are used for function parameter pass-
ing instead of using the stack.

3.3 Swim

For Swim, the results of the classification can be seen in Figure 2. A total of 658 mil-
lion memory accesses was classified and all accesses were found to be predictable.

Swim consists mainly of matrix calculations. Starting from some initial values, it
does the same calculation repeatedly for a fixed number of iterations. The unknown
input data in this case would be the initial values of the matrices. The calculations

4. Even if references to the stack area are relative to some stack pointer or frame pointer, it is
still possible to statically predict their absolute addresses.
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Figure 2: Memory accesses from Swim

done are independent of the actual data inside the matrices. Therefore, all accesses
are predictable.

All of the array accesses are in the form of strides. The addresses used is a linear
combination of one or two loop index variables. The number of stack accesses is very
small. Very few local, stack allocated variables are used, and there is enough registers
to hold temporary values during computations.

3.4 Hit Rate Measurements

We have seen that a vast majority of the data memory accesses are predictable. If we
cache these predictable accesses, what hit rate would we achieve?

More generally speaking, we would like to know how many of the accesses that are
analyzable. This depends on the method used and we will not try to answer that ques-
tion here, but we can still take a look on how it influences the hit rate.

We have simulated a data calaad let it cache different number of the data struc-
tures. For example, we could guess that the scalar variables are analyzable. Then, we
cache the references to the scalar variables and do not cache the others (i.e. all other
references will count as a cache miss) and see what the resulting hit rate becomes.
The result for Compress is seen in Figure 3 and for Swim in Figure 4.

5. The data cache was direct mapped, with a total size of 32768 bytes and a block size of 32
bytes.
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These diagrams tell us that if we succeed in analyzing all predictable accesses, we
will reach a fairly high hit rate. In Compress and Swim, the predictable hit rates are
83% and 98% (the same as the actual), respectively. The predictable hit rates are thus
close to the actual hit rates.



We can also translate these hit rates into execution times. Let us assume a simple
model for a microprocessor with a data cache. Each instruction takes 1 cycle, a cache
hit adds no extra cycle and a cache miss will add 10 extra cycles. For our two pro-
grams the measured relative frequency of memory instructions is approximately
23%. This simple model gives us the following relation (Figure 5).
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Figure 5: Execution time as a function of hit rate

Figure 5 tells us that if we have a hit rate of 0%, it will take a factor of 3.3 times
longer time to execute compared to a hit rate of 100%. For Compress (83%) we get a
factor of 1.4. We have thus cut the time by more than half compared to a disabled
data cache.

4. Discussion

We have found that the potential of data caching based on the two programs we have
studied is high. However, to be able to use the full potential we must find methods to
analyze the predictable part of the accesses.

We have implicitly assumed that a program is run without preemption. However, it
is possible to use the methodology of classifying accesses as predictable under pre-
emptive scheduling policies as well given that different processes use different parti-
tions of the cache. This can be achieved through software-based cache partitioning as
discussed in [5]. This same technique can also be used to allow caching of unpredict-
able data structures given that they use another partition.

Another interesting question is if we can somehow do better than the predictable
limit. The answer to that is yes, we can, but only if we have more information. With
more information about the unknown input data (converting it into known input data
maybe), we can in some cases make unpredictable accesses into predictable. Also,
more information about the program itself (the source code or the algorithm), maybe



in the form of annotations made by a programmer, will also surely prove useful. This
and other issues remain open questions for future research.

5. Work in progress

Currently, we are working on a method to estimate the worst-case execution time of a
program. A tool using this method is also under construction. Our main design prin-

ciple is to estimate the worst-case execution time by using architectural simulation.
This simulation must be feasible in spite of unknown input data. To accomplish this

we have combined architectural simulation with symbolic execution. Thus, the simu-

lator does not only work with real values but also with abstract values.

There are several advantages with doing a functional and temporal simulation of a
program. Firstly, we dynamically resolve many dependencies present in the program
without the need for extra annotations. This may automatically eliminate many false
paths in the program graph. Secondly, we can use more complex annotations, which
may be expressed with the help of variables in the program that are known during
simulation. Annotations and false-path elimination are means to tighten the estima-
tion on a high level. At the same time an architectural simulator have its strength at a
low level since it can accurately mimic the hardware of a system.

Our method is similar to a recently proposed method [11]. However, we do not use
a pure branch-and-bound algorithm. Instead we have added a path merge strategy to
keep the complexity at a manageable level. The work done in [12] has inspired us, but
they are only focusing on the annotation side of the problem.

In the near future we will try to analyze the Compress application and find out how
many of the predictable data accesses are analyzable by our method. Our tool will
primarily handle a simple architecture with the data cache as the only complex fea-
ture.
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