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Abstract

Open Shortest Path First (OSP#) a popular protocol for routing within an Autonomous System (A6-
main. In order to scale for large networks containing hundreds anddhdssof subnets, OSPF supports a two-
level hierarchical routing scheme through the us®©&PF areas Each area consists of a set of interconnected
subnets and traffic across areas is handled by routers attached to two or maorkreveasasirea Border Routers
(ABRs) OSPF ABRs are typically configured to aggregate the subnet addresses iartlas and to advertise
these aggregates in the remainder of the network instead of individbaésaddresses. Address aggregation
within areas is a crucial requirement for scaling OSPF to large AS domainsessiits in significant reductions
in routing table sizes, smaller link-state databases, and less netwdi twagynchronize the router link-state
databases. On the other hand, address aggregation also implies lossroftidn about the length of the shortest
path from the ABR to each subnet; typically, an ABR associates each advertisedatggrith a singleveight
that is common for all subnets covered by the aggregate. This, in turneadrid the selection of significantly
suboptimal OSPF routing paths between source-destination subnehpaispan different areas.

In this paper, we address the important practical problem of configurBlgFoaggregates to minimize the
error in OSPF shortest path computations due to subnet aggregatiofirs¥develop an optimal dynamic pro-
gramming algorithm that, given an upper boun@n the number of aggregates to be advertised by the ABRs
and a weight-assignment function for the aggregates, computésabgregates that result in the minimum cu-
mulative/maximum error in the shortest path computations for allcedestination subnet pairs. Subsequently,
we tackle the problem of assigning weights to OSPF aggregates suchdtwaimtiulative/maximum error in the
computed shortest paths is minimized. We demonstrate that, while f@aircepecial cases (e.g., unweighted
cumulative error) efficient optimal algorithms for the weight-assignbproblem can be devised, the general
problem itself isN“P-hard. Consequently, we have to rely on search heuristics to solvedightaassignment
problem: We propose a randomized search strategy for the general caseluideigmulative error, and an opti-
mal pseudo-polynomial time algorithm for the maximum error case. @#st of our knowledge, our work is the
first to address the algorithmic issues underlying the configuratiddSPF aggregates and to propose efficient
configuration algorithms that aprovably optimafor many practical scenarios.

1 Introduction

Open Shortest Path First (OSPE)a widely-used protocol for routing within an Autonomougs®m (AS) domain
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in today’s Internet [FT00, Hui00, Moy98]. To scale for lar§& networks, OSPF implements a two-level hierar-
chical routing scheme through the deploymenO8PF areas Each OSPF area comprises a collection of subnets
interconnected by routers. Detailed information abouktdiand subnets within an OSPF area is flooded throughout
the elements connected to the area. As a result, every ronbers the exact topology of its enclosing OSPF area
— this includes the subnets and the links connecting routihén the area. On the other hand, details of an area’s
topology are not advertised beyond the area’s borders antthas hidden from other areas in the same AS. Instead,
subnet addresses within each area are groupe@aggrmegatesand only these aggregates are flooded into the rest of
the network (thus making an area’s subnets reachable fremethainder of the AS network). This task of adver-
tising aggregate information about subnets in an area ieedanut byArea Border Routers (ABRghat is, routers
attached to two or more areas.

OSPF areas and address aggregation are crucial in enabBfd @ scale for AS domains comprising hun-
dreds or thousands of subnets; specifically, they play amitapt role in optimizing router and network resource
consumption, as explained below.

1. Router Memory. For OSPF areasot directly connected to a router in the AS, the router’s ragitibles only
need to contain entries corresponding to subnet aggregates than individual subnet addresses. In other
words, a router stores individual subnet addresses iniitgngtable only for the OSPF areas that are directly
connected to it. This obviously leads to smaller routingdatizes and, thus, lower memory requirements at
routers.

2. Router Processing CyclesThe link-state database maintained at each router is muahlespsince it only
needs to include summary information for subnets belongin@SPF areas not directly connected to the
router. Consequently, the computational cost of the shbpath calculation decreases substantially.

3. Network Bandwidth. For subnets within each OSPF area, only aggregate addfess ation (rather than
individual subnet addresses) is flooded into the rest of tBenAtwork. As a result, the volume of OSPF
flooding traffic necessary to synchronize the link-stataldases of the AS routers is significantly reduced.

Nevertheless, despite its obvious benefits, OSPF addregsgagion involves important practical tradeoffs.
This is because address aggregation typically resultsss &b information which, in turn, can lead soboptimal
routing paths. To see this, we need to delve in more depthhimoOSPF routing works in the presence of address
aggregation. Briefly, each ABR attachesvaightto each aggregate that it advertises to the rest of the nketwor
This weight is critical in determining the path used by a epw@xternal to the area to reach subnets covered by the
aggregate. More specifically, among all the ABRs advedishe aggregate (with possibly different weights), an
external router chooses the ABR (dgythat minimizes the sum of the following two quantities: {i¢ length of the
shortest path from the external router to the border robit@nd, (2) the weight advertised byfor the aggregate.
Once such an ABR is chosen, IP packets from the external router to every dutimeered by the aggregate are
forwarded along the shortest path from the external roatérand, subsequently, along the shortest path fbdm
the subnet. However, for certain subnet(s) covered by theegate, this path may be significantly suboptimal, since
there can be a much shorter path from the external routeretgubnet through a different ABR. This is illustrated
in the following example.

Example 1.1 Consider the AS network consisting of the four areas 0.0@@0.1, 0.0.0.2, and 0.0.0.3 shown in
Figure 1. (Area 0.0.0.0 corresponds to the Alssgkbone aredhat interconnects the ABRs of the different OSPF
areas in the AS.) The boxes in the figure are routers, whildilleel black thin rectangles denote subnets. The
figure also illustrates the various subnet addresses anddight of each link connecting a pair of routers. ABR
belongs to area 0.0.0.44 to area 0.0.0.2, aniy andb, to area 0.0.0.3. The subnet addresses in area 0.0.0.3 can be
aggregated to different degrees. For instance, the aggréfal.0.0/21 covers all the subnets in the area. In cdntras
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Figure 1: Example of suboptimal routing due to address aggjien.

10.1.4.0/22 covers subnets 10.1.4.0/24, 10.1.5.0/24.68.0/24 and 10.1.7.0/24, while 10.1.2.0/23 covers sgbnet
10.1.2.0/24 and 10.1.3.0/24.

Suppose one of the aggregate addresses advertised by the BRea 0.0.0.3 is 10.1.4.0/22. Suppose further
that each ABR assigns a weight to the aggregate that equatligtance of the furthest component subnet in the
aggregate from the router (as suggested, for example, by[Moy98]). Thus, routeb; advertises 10.1.4.0/22 with
a weight of 1100 (distance of subnet 10.1.6.0/24 figi while routerb, advertises 10.1.4.0/22 with a weight of
1250 (distance of subnet 10.1.4.0/24 froph Thus, external routér, belonging to area 0.0.0.1 forwards all packets
to subnets in 10.1.4.0/22 through border rowigrsince the shortest path to the aggregate thrdydtas a length of
100 4+ 1100 = 1200, while the shortest path through has lengti200 + 1250 = 1450. Note, however, that the path
from b, to subnets 10.1.6.0/24 and 10.1.7.0/24 passing throudgbrrauhas length 1200 and is suboptimal since
the shortest path frorty to both subnets is through border routgrand its length is only 400. Thus, even in this
simple scenario, address aggregation results in an eri®06f— 400 = 800 in the optimal route (i.e., shortest path)
computation betweeby and each of the subnets 10.1.6.0/24 and 10.1.7.0/24.

Further, note that considering different weight assignisidéor the aggregates does not alleviate the problem.
The root of the problem is that a single border router is $etébyb; for reaching all subnets in 10.1.4.0/22 bifis
chosen instead df;, then the paths frorh, to subnets 10.1.4.0/24 and 10.1.5.0/24 throbighecome much longer
(their length i200 + 1250 = 1450) compared to the shortest paths to the subnets that pasgltirp(whose length
is 100 + 50 = 150). I

The primary reason for suboptimal paths being selected whbnets are aggregated is that a single weight is
used by each ABR for all the subnets covered by the aggreghtepusly, a single weight may be incapable of
accurately capturing the distance of the border router éoyevovered subnet. This problem is exacerbated when the
aggregated subnets are spread across the area with sonetssbing in close proximity to distinct border routers
in the area. This was precisely the case in Example 1.1, vdggnegate 10.1.4.0/22 spans two subnets: 10.1.5.0/24
(close tobs) and 10.1.6.0/24 (close 1), the distance between which is greater than 1000. The et iis that
the single weight advertised for aggregate 10.1.4.0/2®tsepresentative of the true distance between any border
router (eithems or b4) and the two subnets in 10.1.4.0/22.
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One possible way to reduce the error in suboptimal OSPFToaths in the presence of aggregation is to avoid
aggregating distant subnets that are close to multipledsoaiters. Thus, in Example 1.1, instead of advertising the
single aggregate 10.1.4.0/22, one can choose to advevtisgggregates 10.1.4.0/23 (with weights 50 and 12%Q at
andb,, respectively) and 10.1.6.0/23 (with weights 1100 and 209 andb,, respectively). This clearly reduces the
error in the selected paths to zero, since the assigned tsaighture the ABRS’ distances to the aggregated subnets
exactly Thus, there is an important tradeoff between the numbeggfegates advertised (and, consequently, the
size of the routing tables) and the error in the selectedtebibpaths. This tradeoff is further complicated by the
fact that the aggregates advertised by OSPF border routamstchave to be disjoint — it is entirely possible for one
advertised aggregate to lsempletely containeth another. In such a scenario, tlngest match propertepf 1P
routing causes the more specific aggregate to take precedfl@moute computation to subnets within the aggregate.
Also, configuring theweight assignmentgsed by ABRs for address aggregates is another importartianeen
for controlling the quality of the OSPF routing paths in thegence of aggregation. In the following example,
we illustrate how, by carefully selecting the address aggpes as well as the associated weights, all the subnets
in area 0.0.0.3 (Figure 1) can be advertised using only twer{apping) aggregates while incurring zero error in
shortest-path computations.

Example 1.2 Consider the AS depicted in Figure 1. One way to ensure tleaetior in the selected paths to area
0.0.0.3's subnets is zero is to have the ABRs advertise fleniog three aggregates: 10.1.4.0/23, 10.1.2.0/23 and
10.1.6.0/23. The reason for this is that it is possible taoskeoveights for each aggregate at each ABR such that the
weight equals the exact distance between the border roudee\gery subnet covered by the aggregate. For instance,
for aggregate 10.1.2.0/23, weights of 1050 and 250 at ABRsdb,, respectively, reflect the exact distances of the
border routers to subnets in it.

Achieving zero error with only two aggregates is more chagilag. Note that all the subnets in area 0.0.0.3
can be covered by the single aggregate 10.1.0.0/21; how#neraggregate by itself, cannot result in zero error.
Another possibility is to consider the two disjoint aggregal0.1.4.0/22 and 10.1.2.0/23 which cover all the subnets
However, as we saw earlier, since subnets 10.1.4.0/23 aadb1lW23 covered by 10.1.4.0/22 are closer to different
routers (and distant from each other), this cannot resuem error either. Thus, the key to optimizing the error is
to bundle 10.1.4.0/23 into one aggregate, and 10.1.2.01@3.6.1.6.0/23 into the other. It turns out that this can be
achieved by advertising the following two aggregates: 100121 and 10.1.4.0/23. The longest match characteristic
of IP routing causes the latter aggregate to be used fomgti subnets in 10.1.4.0/23 and the former to be used to
route to subnets in 10.1.2.0/23 and 10.1.6.0/23.

One question still remains: what weights should assignezhtth aggregate? While this is straightforward for
the aggregate 10.1.4.0/23 (since the two subnets 10244abid 10.1.5.0/24 covered by it are at the same distance
from any given border router), it is somewhat less obviougHe aggregate 10.1.0.0/21. Simply setting the weight
equal to the distance of the ABR to the most distant coverémetu(see, e.g., [Moy98]) may not result in the
least error. To see this, suppdseandb, advertise 10.1.0.0/21 with weights 1100 and 1250, respgt{i.e., the
maximum distance to a subnet contained in the aggregate$. csed,; to selecth; for subnets in 10.1.0.0/21,
and the resulting cumulative error in the selected paths frpto all subnets in area 0.0.0.34s« (150 — 150) +
2 % (1150 — 450) + 2 % (1200 — 400) = 3000. On the other hand, a lower cumulative error can be achieved i
bs and b, advertise 10.1.0.0/21 with weights 730 and 570, respdgtiie., the average distance to the subnets
contained in the aggregate). In this calseselects border routér, to access subnets in 10.1.0.0/21, resulting in a
lower cumulative error of « (1450 — 150) + 2 (450 — 450) + 2 % (400 — 400) = 2600 (assuming again that only
10.1.0.0/21 is advertised for area 0.0.0.3).

Further, configuring border routebg andb, to advertise aggregates 10.1.0.0/21 and 10.1.4.6428ith weights
730 and 50, and, with weights 570 and 1250, causes the cumulative errobi;féo reduce to zero. This is because
b, selects ABRb; for subnets in 10.1.4.0/23 and ABR for the remaining subnets (that is, subnets in 10.1.0.0/21



but not contained in 10.1.4.0/23). Thus, the selected Edthsaggregation are indeed the shortest paths frota
the subnets in area 0.0.0B.

Our Contributions. In this paper, we address the important practical problegoafiguring OSPF aggregates to
minimize the error in OSPF shortest path computations daeltibess aggregation. From our discussion above, we
can see that OSPF aggregate configuration involves two Kkgysblems: (1) selecting the aggregates to advertise
at each ABR, and (2) assigning weights to each advertiseckggp at each ABR. We address each of these two
problems separately. We first develop gptimal dynamic programming algorithm that, given an upper boknd
on the number of aggregates to be advertised by the ABRs arglghtrassignment function for the aggregates,
computes thé: aggregates that result in the minimum cumulative/maximurorén the OSPF shortest path com-
putations for all source-destination subnet pairs. Thablgm is obviously relevant when there is a limit on the
number of aggregates that can be advertised within an ASderdo bound the routing table sizes, number of en-
tries in the link-state database, or the amount of netwaifki¢rdue to OSPF advertisements. The objective thenis to
choose thé: aggregates to advertise such that the selected paths dasasathe shortest paths as possible (where
“closeness” is measured in terms of either the total or theimam over all source-destination subnet pairs in the
AS). Furthermore, our proposed algorithm can be easilyneldd to optimally solve the dual OSPF configuration
problem, where the goal is to compute the minimum number gfeagates so that the (cumulative or maximum)
error in selected paths is less than a certain user-spethiiieshold.

We then address our second subproblem of selecting weigh®3PF aggregates at each ABR such that the
deviation of selected paths from the shortest paths is nideith More specifically, we attack the following problem:
Given an address aggregate determine an assignment of weightsataat each ABR in its area such that the
(cumulative or maximum) error in the selected paths betwsmmce-destination subnet pairs is minimized. We
demonstrate that, while for certain restricted (but indérey) cases the above problem can be solved in polynomial
time, the general problem itself i P-hard. Consequently, we have to rely on search heuristisslt@ the weight-
assignment problem. We also propose a randomized seaatbgstrfor the general case of weighted cumulative
error, and an optimal pseudo-polynomial time algorithmtfa maximum error case.

Combining our algorithmic results for the two subproblemsvides us with an effective, integrated solution for
configuring (in many cases, optimally) OSPF aggregates iA%ulomain. The idea is to first apply our weight-
assignment algorithms to determine “good” weights for alhdidate aggregates at each ABR, and then employ
our dynamic programming algorithm to select the optimalsatilof aggregates to advertise (given these weight
assignments). To the best of our knowledge, our work is tisé tir address the algorithmic issues underlying the
configuration of OSPF aggregates and to propose efficierfigemation algorithms that arprovably optimalfor
many practical scenarios.

2 System Model and Problem Formulation

System Model and Notation. We model the network as an undirected graph. Nodes in thengrapespond to
either routers or subnets. Edges in the graph connect sowidh other routers or subnets. A link exists between two
routers if the two routers can directly exchange IP packétisout going through an intermediate router (that is, the
two routers are either connected to the same subnet or anectd by a point-to-point link). A link exists between
a subnet and a router if the subnet is connected to the rdtaeh link has an associated weight, which is the OSPF
weight assigned to the link (that is, the interface to whiud link is connected to). For simplicity, we assume that
the link is assigned the same weight at both ends — our ahgasithowever, are applicable even if link weights are
not symmetric. Table 1 describes the notation employeddmptper.

The set of subnetS in the network are partitioned into disjoint areas. The $eitreas is denoted b and the
set of subnets in areR; € R is denoted by5;. A router is said to be attached to arRBaif it is directly connected
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Symbol Description
s, t Source, destination subnets
R Set of OSPF areas
R; Generic term for OSPF area
S Set of all subnets in autonomous system domain
Si Set of subnets in aref;
B Set of all ABRs
B; Set of ABRs for aredR;
b, c Generic letters for an ABR
A Set of aggregates eligible for advertising
A; Set of aggregates eligible for advertising in afea
T,y Generic advertised address aggregates
X, Y Generic sets of advertised address aggregates
D(s,t) Degree of importance of the source-destination subnet(paiy
Wx Weight assignment function for aggregatesXin
lsp(s,t) Length of shortest path between subnetadt
Isp(s,t, X, Wx) | Length of shortest path between subnetndt when aggregates i are advertised with weights iV x

Table 1: Notation used in the paper.

to a subnet irf;. A router that is attached to two or more areas is calledraa border routefABR). We denote by

B; the set of ABRs attached to ar@&. In addition to areak; (and possibly other areas), every ABRHj is also
attached to a specibbckbonearea. The backbone area serves to connect the subnets aritngsvother areas. We
denote by sp(s, t) the length of the shortest path betweesnd¢, wheres and¢ can be subnets or routers within the
AS. Note that, ifs andt belong to the same ardg, then the shortest path betweeandt is defined to be over links

in areaR;. If, instead,s andt belong to distinct areas (sal, and R; respectively), then the shortest path between
s andt involves two ABRsh € B; andc € Bj, and consists of three path segments: the first is the shqedtis
betweens andb involving links in R;, the second is the shortest path betwgemd ¢ over links in the backbone
area and the final segment is the shortest path betwaedt all of whose links belong to are&;. Note that/sp
can be defined in a similar fashion if either of the subredad¢ above are replaced by routers.

In OSPF, information relating to links and subnets in an amaflooded throughout the area. Consequently,
routers attached to arég have detailed knowledge &;’s topology. As aresult, IP packets originating in any subne
s belonging to ared; destined to a subnetin the same area are forwarded along the shortest path bewtnae
t. However, in order to ensure smaller routing table sizesraddce network traffic overhead, detailed information
about individual subnets within an area are typically noatieertised beyond the area’s borders. Instead, Arisa
ABRs will typically be configured to advertise a set of aggteg X that cover subnets iff; and a separate weight
for each aggregate iX. We denote byV x (z, b), the weight assigned to an aggregate X by ABRb € B;. Each
ABR in B; floods in the entire backbone area, every aggregate X along with the weight assigned #oby it —
this causes ABRs belonging to every other area to receiven ABR c € By, inturn, floodsz into areaR?; with an
adjusted weight equal taine g, {{sp(b, c) + Wx (z,b)}. Thus, a subnetin S;, in order to reach aggregaiethat
covers subnets if; selects a path passing through ABR B; for whichlsp(s,b) + Wx (x, b) is minimum.

Due to the longest match property of IP routing, the mostifipeggregate covering a subnet determines the
path to the subnet. We say that an aggregagemore specific than an aggregaté « is contained irny, which we
denote byz € y. Thus, for a subnetin S;, if x is the most specific aggregate M that covers, then a subnet
in S; in order to reach, selects the path comprising of the shortest path fsaim b and then fromb to ¢, where
b € B, is the ABR for whichlsp(s, b) + Wx (z, b) is minimum. We denote the length of this selected path fsdm
t for the set of advertised aggregatésand weight assignmeft’ x by lsp(s,t, X, Wx). Thus,lsp(s,t, X, Wx) =
lsp(s,b) + Isp(b, t), and the error in the selected path is simply(s,t, X, Wx ) — lsp(s,t). Whens andt belong



to the same area, we defif (s, t, X, W) to be equal tdsp(s, t). Note thatsp(s, t, X, Wx) = oc if X does not
contain an aggregate that coverghe implication here is thdtis unreachable from).

Problem Statement. We address the problem of computing the set of aggredatadvertised across all the areas
in an AS and the weight assignment functidfy such that the error in the selected paths is minimized. lese
need to impose certain restrictions &handW y in order to ensure the reachability of remote subnets infareifit
area. First, we require thaf becompletethat is, every subnet i§ be covered by some aggregateXn The next
two restrictions serve to ensure that an ABR cannot adeesiisaggregate covering a subnesjrunless it belongs
to B;. We say that an aggregaieis eligible if all the subnets inS covered by it belong to a single area. Thus,
in the network of Figure 1, aggregate 10.1.0.0/21 is ele#ihce it only covers subnets in Area 0.0.0.3; however,
aggregate 10.1.0.0/20 is not since it covers subnets 10/248and 10.1.4.0/24 that belong to different areas. Let
A denote the set of all eligible aggregates such that evereggte inA covers at least one subnetsh Note that
S C A. Further, letA; C A denote the set of eligible aggregates that cover subnéts We require that the set of
advertised aggregates C A. We also require that only ABRs iB; advertise aggregates #y. One way to model
this is by requiring thatVy (z,b) = cc if € A; andb ¢ B,;.

We are now in a position to state the two basic problems tdaki¢he remainder of this paper.

1. Aggregate Selection Problem:Given ak and a weight assignment functié#i 4, compute a complete set
X C A containing at most aggregates such that, ;. s(Isp(s,t, X, W) — Isp(s,t)) is minimum.

2. Weight Selection Problem:For an aggregate € A;, compute a weight assignment functiéf,, such that
Zs,tES,th(lSp(Sa 2 {T}a W{az}) - lSp(S, f)) is minimum.

Note that, in both problem statements above every sours#adéon subnet pair is assigned the same degree
of importance. In other words, in the final error, the errothe selected path between every subnet pair is treated
equally, that is, given an equal degree of importance. Hewaehis is somewhat restrictive since minimizing the
error in the selected paths for certain source-destinaidmets may be more important. This may happen, for
instance, for subnet pairs between which there is a disptiopately high volume of traffic, or subnet pairs carrying
high-priority or delay-sensitive traffic like voice. Thuge can consider degree of importanctinction D which for
a pair of subnets, ¢ returns a real valu® (s, t) that reflects the importance of minimizing the error in thiesed
path between subnetsandt. Note thatD (s, t) can be any arbitrary function of the volume/priority of fraflowing
between subnetsandt. Subnet pairs for whom the error in the selected path doesater (either due to very low
traffic volume or due to low priority data traffic) can be assd low values foD (s, t) or even zero. The generalized
aggregate and weight selection problems incorporatingléggees of importance are then as follows.

1. Generalized Aggregate Selection ProblemGiven ak and a weight assignment functid#i 4, compute a
complete sei’ C A containing at most aggregates such thal, ;. s D(s,t) * (Isp(s,t, X, W) —lsp(s,t))
iSs minimum.

2. Generalized Weight Selection Problem:For an aggregate € A;, compute a weight assignment function
Wigysuchthal™, jcs e D(s,t) * (Isp(s, t,{z}, Wyiay) — Isp(s, ) is minimum.

In the all problems outlined above, our goal is to minimize {tveighted) cumulative error across all source-
destination subnet pairs. An alternative statement of tB@Bconfiguration problem (also considered in this paper)
aims to minimize thenaximumerror across all the source-destination subnets. Thesmoreling aggregate and
weight selection problems can be formulated in a similahifas, except that instead of minimizing, ,s(), the
objective is to minimizenax; ;cs().
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Figure 2: Aggregate tree for eligible aggregates coveruignsts in area 0.0.0.3.

3 Generalized Aggregate Selection Problem

In this section, we present a dynamic programming algoriibinthe generalized aggregate selection problem. Our
algorithm exploits the fact that the containment structifraggregates it is a set of trees (termeagregate treds

We define the notion of error for each aggregate tree wheaioeaggregates in it are selected, and demonstrate that
the cumulative error in the shortest-path computation whenbsetX of aggregates is advertised is equal to the
sum of the corresponding aggregate-tree errors whémnselected. We present our dynamic programming algorithm
for selectingk aggregates in a single aggregate tree that minimize this gger in Section 3.2. Section 3.3 then
presents the algorithm for combining the results for thdeotion of aggregate trees to derive the fihaggregates
that yield the minimum overall error. Finally, in Sectiorb3we show how our algorithms can be extended for
minimizing the maximum error in the OSPF routing paths.

3.1 Aggregate Trees

The containment relationship among the eligible aggregated naturally form a set of trees. For aggregates
z,y € A, an edge frome to y exists if z coversy and every other aggregatec A that coversy also coverse.
Figure 2 illustrates the aggregate tree for the eligiblereggtes that cover subnets in Area 0.0.0.3 (from Figure 1).
Observe that sincd contains aggregates 10.1.4.0/22, 10.1.6.0/23 and 10247 there is an edge from 10.1.6.0/23
to 10.1.7.0/24; however, there is no edge from 10.1.4.03210t1.7.0/24 in the tree. Also, the internal nodes in the
aggregate tree have either one or two children, but no marretilvo children. For instance, in Figure 2, 10.1.0.0/22
has only one child since 10.1.0.0/23 does belond {subnet 10.1.1.0/24 does not exist in the network). Note tha
each leaf of an aggregate tree is a subn&.ifrurther, the root:(T") of treeT is basically an aggregate that is not
covered by any other eligible aggregate.

We next define the error of a tr§éwhen a set of aggregates in it have been selected. Suppssa aggregate
in the treeT’, y is the most specific selected aggregate coveriigthe tree, andX is the set of selected aggregates.
Then the error of the subtree rootedras recursively defined as follows:

P (wayer Blu,y, X, Wa) if z has children, ana ¢ X
> (u)eT E(u,z, X,W4) if 2 has children, and € X
Yoses D(s,x) * (Isp(s,z,{y}, Wa) — lsp(s,z)) if zisaleafands ¢ X
Yees D(s,z) * (Isp(s,z, {z}, W4) —lsp(s,z)) if zisaleafands € X

E(x7 y7 X7 W-A) =

The error for an entire tre@& with the set of selected aggregat&sis then simplyE(r(T), e, X, W 4) (e denotes
the empty aggregate that does not cover any other aggregstiy that each recursive invocation Bfon z's
children propagates as the most specific selected aggregate & X. Consequently, wheneveé? is invoked
for the subtree rooted at an aggregate, is always the most specific selected aggregate coverings a result,
the error of a tree is simply the sum of the errors of all the R#bnets in it, where the error of a subneis
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Yooes D(s,t) x (Isp(s, t,{y}, Wa) — lsp(s,t)), wherey is the most specific aggregate ¥ that coverst. Thus,
since every subnet ifi is contained in one of the trees, the sum of errors of all thestis essentially the cumulative
error in the selected paths, which is the metric we are igtetein minimizing.

Thus, we have reduced the aggregate selection problem pydbkem of computing a seéf containing at most
k aggregates such that the sum of the errors of all the treemismom. We break this into two subproblems which
we address in the following two subsections. First, we presar dynamic programming algorithm to compute the
optimal subset of aggregates for a single aggregate treen, Wie show how to select a combination of aggregates
from different trees (i.e., OSPF areas) that minimize theral error for the entire collection of aggregate trees.

3.2 Computing Optimal Aggregates for a Single Tree

We begin by presenting below, a set of recursive equationsdimputing a tight lower bound on the error of a tree
assuming that at mostarbitrary aggregates in the tree can be selected. The egadtirm the basis of our dynamic
programming algorithm and can be used to computé:thest aggregates to select in order to minimize the error of
the tree. Suppose thatis an aggregate in the trdéandy is the most specific aggregate in the tree covesirthat

has already been selected. Then, the minimum error of theesutnoted at if we are allowed to choose at mdst
aggregates in the subtree, is as follows.

((E(z,y,0,W4) if k=0
min{minE(u,y, k, W4), minE(u,x,k — 1, W4)}
if £ > 0 andx has a single child
mink(z,y, k,W4) = ¢ min{ming<;<p{minE(u,y,i, W4) + minE(v,y,k — i, W)},
ming<j<g—1{mink(u,z,i, Wa) + minE(v,z,k —1 —i,W4)}}
if & > 0 andz has childrenu, v
min{E(z,y,0,W4), E(z,y, {z}, W4)} if &> 0 andx is a leaf

The intuition underlying the above set of equations is that+ 0, then since no aggregates in the subtree can be

selected, the minimum error is simply the error of the subwben no aggregates in it are chosen. In éase0 and

x has children, and iX is the set of aggregates in the subtree rootedthat if selected result in the minimum error,
then the following hold forX: (1) eitherz € X orz ¢ X, and (2) of the remaining aggregatesin ; are in the
subtree rooted at its left child and the remaining i or kK — i — 1 aggregates (depending on whethes X) are in
the subtree rooted at its right child. Thus, since the erfthesubtree with: as root is simply the sum of the errors
of its left and right subtrees, we can compute the minimurardar (the subtree rooted at) by first computing the
minimum error of its left and right subtrees for< i < k selected aggregates and for the cases whisneither
selected or not selected, and then choosing the combinattbrihe smallest error. Finally, # > 0 andz is a leaf,
then there are only two possible alternatives for seledijgyegates im’s subtree: either to selegtor not to select
z. The minimum error for these two cases then yields the disirmimum error. In the following, we formally
prove thatnin FE is indeed the minimum error of the subtree rooted #tat mostk aggregates can be selected in it.

Theorem 3.1 minE(z,y, k, W 4) is equal to the minimum oF(z,y, X, W_4), whereX is any arbitrary set con-
taining at mosk aggregates in the subtree rooted:all

Proof: The proof is by induction on the number of aggregates in tiérea rooted at.

Basis: Suppose that there is only one aggregate in the subtreedratitethat is,z is a leaf. In casé& = 0, then the
minimum error of the subtree is simpl(z, y, 0, W 4) since none of the aggregates in the subtree can be selected.
On the other hand, & > 0, then the two possibilities are that eithee X or z ¢ X and the minimum error is the
minimum of the error for these two cases.



Induction Step:Suppose thafX is the set containing at most aggregates in the subtree rootedzathat mini-
mizes the error of the subtree. We show thanF(x,y, k, W4) is equal toE(x,y, X, W 4) for one case (other
cases can be handled in a similar fashion). The case we eorisidvhenz € X and has two children. and
v with U and V' denoting the aggregates selected in the subtrees rootechadl v, respectively. Note that if
\U| =1, then|V| < k — i — 1. From the definition of errorE(z,y, X, W) = E(u,z,U,W4) + E(v,z,V, W y).
Thus, sinceX minimizes the error of the subtree rootedsgtU and V must be the sets containing at most
i andk — i — 1 aggregates, respectively, and that minimizes the erroubfrees rooted al/’ and V', respec-
tively. Due to the induction hypothesisyinE(u, x,i, W) = E(u,z, U, W4) andminE (v, z,k —i — 1,W4) =
E(v,z,V,W4). Thus, sinceninE(x,y, k,W4) < minE(u,z,i, W4) +minE(v,z,k —i—1,W4), we can con-
clude thatninE(z,y, k,W4) < E(z,y, X, W4). Note thatninE(x, y, k, W 4) cannot be less thali(z, y, X, W 4)
since this would lead to a contradiction sin&ewould not minimize the error of the subtree rooted:all

From Theorem 3.1, it follows thatinE(r(T), €, k, W 4) returns the minimum possible error for a tr€avhen
at mostk aggregates in the tree can be selected. ProcedarePGTEMINERROR in Figure 3 uses dynamic pro-
gramming to compute the aggregates that result in the minimum possible error forstitetree rooted at andy
is the most specific aggregate coveringhat has already been selected. The procedure is invokédavgtiments
that include the root aggregate of the tré@"), e andk. The key ideas are similar to those described earlier for the
computation ofnin E, the minimum error for the tree. For instance, if an aggregdbas children, then procedure
ComMPUTEMINERROR(z, y, I) recursively invokes itself for each of its children for tbeses when is selected and
whenz is not selected. Furthermore, in the case thhgas two children, the procedure is invoked for each child for
all the possibilities for the number of aggregates in eadld clubtree.

The only difference is that in addition to the minimum ertbe procedure also computes the aggregates that are
responsible for minimizing the tree error. Thus, every taton of procedure GMPUTEMINERROR, in addition to
returning the minimum error for the subtree rooted galso returns the set of aggregates in the subtree that taise
error to be minimum. This set is derived by taking the uniothef optimal aggregates for the subtrees rooted at its
children, and addingz} to it if selectingz is required for minimizing the error (Steps 11, 20, and 35)té\also that
in order to improve computational efficiency, the optimafjagates and the minimum error for the subtree rooted
atz with y as the most specific aggregate and at mhestected aggregates are stored in subTreg[l].aggregates
and subTree], y, [].error, respectively. The first invocation ofdMPUTEMINERROR(z, v, [) causes the body of the
procedure to be executed, but subsequent invocationsysietpin the previously computed and stored values.

3.3 Combining the Aggregates for Set of Trees

Suppose there are aggregate tre€s;, 15, ..., T,,. Further, letZ;[4].[error, aggregates] denote the minimum error
and the set of at mogt aggregates irf; responsible for minimizindl;’s error. Then,X;[j].[error, aggregates],
the minimum error for the set of treds, . . ., T; and the;j aggregates that minimize their cumulative error can be

computed using the result of the following theorem.

Theorem 3.2 For the set of tree%, ..., Ty,
. T;[j].error ifi=1
X;[j].error= ' ,
i) { ming<;<;{X;-1[l].error+ T;[j — [].error} otherwise !

Proof: The proof is by induction omn.
Basis:When: = 1, the statement of the theorem clearly holds siAGéj].error = T, [j].error.
Induction StepSuppose for the treds , . . . , T3, the cumulative error is minimum fgraggregates whemaggregates
are selected fron1y, ..., T; 1 and the remaining — [ aggregates are selected frédin Note thatX;[j].error <

X,_1[l].error+ T;[5 — I].error. Thus, since due to the induction hypothe&is,  [/].error is equal to the minimum
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procedure COMPUTEMINERROR(Aggregater, Aggregatey, integerl)

1. if subTreet, y, [].computed= true

2 return [subTreek, y, {].error, subTreet, y, [].aggregates]

3. minError := minErrorl := minError2 :zc

4. if zisaleaf{

5. minErrorl =Y ¢ D(s, ) * (Isp(s, =, {y}, Wa) — Isp(s, z))

6 if />0

7 minError2 :=) ¢ D(s,z) * (Isp(s,z,{x}, Wa) — Isp(s, r))

8 if minErrorl< minError2

9. [subTreet, y, I].error, subTreef, y, I].aggregates] := [minError1]
10. else

11. [subTreel, y, [].error, subTree{, y, [].aggregates] := [minErrorZz}]
12.}

13. if z has a single child, {
14. [minErrorl, aggregatesl] :=@MPUTEMINERROR(u, y, 1)

15. ifi>0

16. [minError2, aggregates?] :=a€MPUTEMINERRORu, x, [ — 1)

17. if minErrorl< minError2

18. [subTreet, y, [].error, subTreet, y, I[].aggregates] := [minErrorl, aggregatesi]
19. else

20. [subTreel, y, [].error, subTree{, y, [].aggregates] := [minError2, aggregates2z}]
21.}

22. if = has childreru andv {
23. fori:=0tol{

24. [minErrorl, aggregatesl] :=a€MPUTEMINERRORu, ¥, 7)

25. [minError2, aggregates?] :=dMPUTEMINERROR(v, y, I — i)

26. if minErrorl + minError2< minError

27. minError := minErrorl + minError2

28. aggregates := aggregatesaggregates?2

29. }

30. fori:=0tol—1{

31. [minErrorl, aggregatesl] :=dMPUTEMINERROR(u, x, i)

32. [minError2, aggregates2] :=dMPUTEMINERRORv, z,l —i — 1)
33. if minErrorl + minError2< minError

34. minError := minErrorl + minError2

35. aggregates := aggregatesaggregates@{x}

36. }

37. [subTreet, y, l].error, subTreet, y, [].aggregates] := [minError, aggregates]
38.}

39. subTreef, y, [].computed :=true
40. return [subTreel, y, I].error, subTreet, y, [].aggregates]

Figure 3: Dynamic programming algorithm for computing tlygeegates that minimize tree error.
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procedure COMBINEMINERROR()

1. fori=1tom

2. forj=0tok {

3. T;[j].[error, aggregates} COMPUTEMINERROR((T}), €, 7)
4, X;[7].[error, aggregates} [oo, (]

5. }

6. forj=0tok

7. X1[j].[error, aggregates} T [j].[error, aggregates]

8. fori=2tom

9. forj =0tok

10. fori=0toj

11. if (X;_1[l].error +T;[j — I].error< X;[j].error){

12. X;[j]l.error =X, _4[l].error + T;[j — I].error

13. X;[jl.-aggregates X; i[l].aggregates T;[j — I].aggregates
14, }

Figure 4: Combining aggregates for a set of aggregate trees.

error for the firsti — 1 trees whenl aggregates are selected from them, it follows thgfj].error is less than or
equal to the minimum error for the firstrees whery aggregates are selected. In fact, SiiGgj].error is set to the
minimum of X;_[l].error+ T;[j — [].error for0 < [ < j, due to the induction hypothesis, it must be equal to the
minimum error for the first trees whery aggregates are selectdd.

Procedure ©MBINEMINERROR in Figure 4 computes iX,,[k].[error, aggregates] the minimum cumulative
error and thek aggregates that minimize the error for the trégs . . , T,,,. After computing the error and aggregates
for each individual tree in Steps 1-5, in each iteration efpSt8—14, th&X;[j]s are computed for increasing values of
i based on the individual tree errors and g ;[j]s computed in the previous iteration (as stated in Theor&n 3.
For eachX;[;], the aggregates are computed by taking the union of the gajg®for theX, ,[/] andT;[j — [] that
result in the minimum error foX;[5].

3.4 Time and Space Complexity

Suppose thad is the maximum depth of an aggregate tree, the number of gaig®inA is N and the number of
subnets irS isn. Note that for 32-bit IP addresses< 32. Then the time complexity of the procedur@@rPUTEM-
INERRORcan be shown to b@ (n? + Ndk?). The reason for this is thatp(s, t), the shortest path between subnets
s andt needs to be computed for all subnet pairs. The time complekihis step i) (n?). Also, for each subnet
and every aggregatgcovering it, one can precompute and stdte s D(s, z) * (Isp(s,z, {y}, Wa) — Isp(s, x)),
thus enabling this information to be accessed in constam. tiFurther, the body of @UPUTEMINERROR is exe-
cuted at most once for each combinationzofy andl. For a specifice, there are at mostk different possibilities
for y and! for which the body of the procedure is executed. This is beeaulnas to be an ancestor #fin the tree
and!/ < k. Each execution of the body ofdMPUTEMINERROR makes at mos2! + 1 recursive calls, and thus,
since there ar&V possible aggregates, the total number of times/€UTEMINERROR s invoked isO(Ndk?). As

a result, the time complexity of procedure@pPUTEMINERRORIS O(n? + Ndk?). Further, the space complexity
of the procedure i) (n? + Ndk), O(n?) to store the shortest path and error information for subreetd O (N dk)

to store the error and aggregate values for each oMtik possible combinations of values fory and.

It is fairly straightforward to observe that the thri loops spanning Steps 8-14 of procedureMBINEM-
INERROR executeO (mk?) steps. Thus, the overall time complexity of the proceduiis 3(n* 4+ Ndk? + mk?),
where the first two terms are the time complexity of computheaggregates that minimize the error for thérees.
Note that even though@vBINEM INERRORMakes independent successive invocationsd®@JTEM INERROR(r(T5),
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€,7)forj =0,...,k, the results computed in subTree during an invocation aaeestbetween the invocations. The
space complexity of procedured®™BINEMINERRORIs simply O(mk) to store theX; andT; arrays.

3.5 Minimizing Maximum Error

Note that instead of minimizing the cumulative error oveurse destination subnet pairs, our algorithms can be
adapted to minimize the maximum error over source destingbiairs. In order to do this, we simply need to
redefine the error of a tree to be the maximum error of the lebhsts in it (instead of the sum of errors). Thus,
the recursive definition of the error of the subtree rooted given thaty is the most specific selected aggregate
coveringz in the tree andX is the set of selected aggregates, is as follows:

Max(y ,)eT E(u,y, X, W4) if z has children, ana ¢ X
max(g,uyer E(u, z, X, Wa) if = has children, and € X
maxses D(s,z) x (Isp(s,z,{y}, Wa) —lsp(s,x)) if zisaleafand:r ¢ X
maxges D(s,z) * (Isp(s,z,{z}, W) — lsp(s,z)) if zisaleafandr € X

E(x7 y7 X7 W-A) =

Further, the minimum error of the subtree rooted: &tat mostk aggregates in the subtree can be chosen (given that
y is the most specific aggregate in the tree covesiragnd that has already been selected), is as follows:

(E(z,y,0,W4) if k=0
min{minE(u,y, k, W4), minE(u,x,k — 1, W4)}
if & > 0 andx has a single child
mink(z,y, k,W4) = ¢ min{ming<;<p{max{minE(u,y,i, W), minE(v,y,k —i,Wa4)}},
ming<;<p—1{max{mink(u,z,i, W), minE(v,z,k — 1 —1,Wx4)}}}
if & > 0 andz has childrenu, v
min{ E(z,y,0,W4), E(z,y, {z},W4)} if £ > 0 andx is a leaf

Note that unlike the cumulative error case, where we wererésted in the distributing the aggregates amongst
the subtrees of rooted at childrenw and v so that the sum of the errors of the subtrees was minimized, fo
the maximum error case, we are interested in minimizing tlagimum of the errors of the two subtrees (since
the error of the subtree rooted atis the maximum of the errors of its two child subtrees). Thts, following
modifications need to be made to procedueMPUTEM INERROR to compute thé: aggregates that minimize the
(maximum) error for the tree: (1) replace s D(s,z) * (Isp(s,z, {y}, Wa) — lsp(s,z)) in Steps 5 and 7 by
maxges D(s,z) x (Isp(s,z, {y}, Wa) — lsp(s,z)), and (2) replace minError¥ minError2 in Steps 26, 27, 33,
and 34 withmax{minErrorl, minError2. Similarly, the following simple modification to procedu@oMBINEM-
INERROReNables it to compute the minimum error of a set of trees fonthximum error case: repladg [I].error
+T;[j — I].error in Steps 11 and 12 hytax{ X; 4 [/].error, T;[j — [].error}.

4 Weight Selection Problem

In the previous section, for a given weight assignment fonctV 4, we proposed algorithms for computing the
optimal set of aggregateX for which the error in the selected paths is minimized. Hosvethe final error and set
of optimal aggregateX are very sensitive to the weight that a border router acsestfor each aggregate. Thus,
the weight assignment problem is important for ensuring shkected paths are of high quality, and is the subject of
this section.

Recall that the weight assignment problem is to compute ghweissignment functiol’,, for a single ag-
gregater € A; such that the error in the selected paths from all subnetes$tiréition subnets covered byis
minimized. The weight assignment functid¥,, assigns a weight te at each ABRb € B;. Note that we are
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Figure 5: Example of an AS where choosing maximum-distaneigiws does not minimize the maximum error.

interested in computing the optimal weights founder the assumption that no other aggregates coveringtuion
2 are concurrently being advertised. Also, since the aggeegtor whom we wish to compute weights is fixed, we
drop the subscripfz} for W — thus we will usé¥ (b) to denote the weight assigneditdy ABR b € B;.

Intuitively, sincelV (b) is supposed to represent the distance betviesard subnets covered hy two possible
logical choices fol¥ (b) are the following:

1. maxyc,{lsp(b,t)}.

2. ‘71‘ Yica lsp(b,t).

The first choice, recommended in [Moy98], is simply the maximdistance of a subnet in aggregatérom the
border router, while the latter is the average distance of subnetg from b. Note that since both choices are
oblivious of the source subnets (not covereds)yand the error to be minimized, as illustrated in the exasiple
below, for most cases, neither choice optimizes our objedairor function. In the following two examples, we
show that choosin@V (b) to bemax;c,{lsp(b, t)} minimizes neither the cumulative error nor the maximum erro

Example 4.1 Consider the network in Figure 1. Suppose we are interestedrmputing weights for the aggregate
10.1.0.0/21 that covers all the subnets in Area 0.0.0.3adhéorder router chose the maximum distance to a subnet
in 10.1.0.0/21 as the weight for ity would assign 10.1.0.0/21 a weight of 1100 (distancé;dfom 10.1.6.0/24)

and b, would assign to 10.1.0.0/21 a weight of 1250 (distance betvig and 10.1.6.0/24). Consequently, both
subnets 10.1.16.0/24 and 10.1.8.0/24 select the pathghr@BR b3 to access the subnets in 10.1.0.0/21 which has
a cumulative error o x 0 + 2 % 700 + 2 * 800 = 3000 (for 10.1.16.0/24) and x 0 + 2 x 900 + 2 * 1000 = 4800 (for
10.1.8.0/24). In contrast, assigning weights 1000 and 6aM11.0.0/21 at ABR&; andb,, respectively, causes the
selected paths to be throughwhich results in much smaller cumulative error26f 1300 + 2 % 0 4+ 2 * 0 = 2600

(for 10.1.16.0/24) and * 1100 + 2 * 0 + 2 * 0 = 2200 (for 10.1.8.0/24)1

Example 4.2 Consider the network in Figure 5. Suppose we are interestedmputing weights for the aggregate
10.1.0.0/21 that covers all the subnets in Area 0.0.0.3adhéorder router chose the maximum distance to a subnet

14



in 10.1.0.0/21 as the weight for ib; would assign 10.1.0.0/21 a weight of 900 (distancésofrom 10.1.6.0/24)
and by would assign to 10.1.0.0/21 a weight of 1100 (distance betvig and 10.1.4.0/24). Consequently, both
subnets 10.1.16.0/24 and 10.1.8.0/24 select the pathghraBR b3 to access the subnets in 10.1.0.0/21 which
has a maximum error ahax{0,700} = 700 (for 10.1.16.0/24) andnax{0,900} = 900 (for 10.1.8.0/24). In
contrast, assigning weights 1000 and 500 to 10.1.0.0/21B&s%; andb,, respectively, causes the selected paths
to be throughb, which results in lower values for maximum erroneax{700,0} = 700 (for 10.1.16.0/24) and
max{500,0} = 500 (for 10.1.8.0/24)1

ChoosingWW (b) = ﬁ >iex Lsp(b, 1) yields somewnhat better results because intuitively thimidse represen-
tative of the distance betweérand subnets i thanmax,c,{lsp(b,t)}. As a matter of fact, setting/ (b) to be
the average distance 6fto subnets inc can be shown to minimize the cumulative error for the weighection

problem. However, it does not minimize the maximum erroflastrated by the example below.

Example 4.3 Consider the network in Figure 1. Suppose we are interestedmputing weights for the aggregate
10.1.0.0/21 that covers all the subnets in Area 0.0.0.3a¢heborder router chose the average distance to a subnet
in 10.1.0.0/21 as the weight for #; would assign 10.1.0.0/21 a weight of 730 dndvould assign to 10.1.0.0/21 a
weight of 570. Consequently, both subnets 10.1.16.0/24.8rid8.0/24 select the path through ABRo access the
subnets in 10.1.0.0/21 which has a maximum error30i0 for 10.1.16.0/24 and100 for 10.1.8.0/24. In contrast,
assigning weights 500 and 1000 to 10.1.0.0/21 at ABRand b4, respectively, causes the selected paths to be
throughbs which results in lower values for maximum erroff80 for 10.1.16.0/24 and000 for 10.1.8.0/241

In the following subsections, we first show that selectifigb) = ﬁ Y iex Isp(b, 1) results in the minimum
cumulative error and is a solution to the weight selectiasbfgm. However, the generalized weight selection prob-
lem that involves minimizing the product of the cumulativeoe of selected paths and their degrees of importance
is an NP-hard problem [GJ79]. Consequently, we present searobeblasuristics to solve the generalized weight
selection problem and a pseudo-polynomial time algorithisolve the weight selection problem when the objective
is to minimize the maximum error. Finally, we show that eé#fidi algorithms can be devised for the generalized
weight selection problem wheB; contains only 2 ABRs.

4.1 Problem Formulation

In this subsection, we simplify some of the notation andoiditice some new terminology that we need in order to
address the weight selection problem which is: for an agdeege A;, compute a weight assignment functidn
such thal~ s ;. (Isp(s,t,{z}, W) — Isp(s,t)) is minimum. For each source the selected paths to subnets cov-
ered byz is through the ABR € B; for whichlsp(s, b) + W (b) is minimum (among all the ABRs). We denote the
ABR selected for sourceby B(s, W). Note that fort € =z, Isp(s,t,{z}, W) = lsp(s, B(s, W))+Isp(B(s, W), 1).
Further, suppose(s, b) denotes the error in the selected paths to subnet#iABR b is selected for source Thus,
e(s,b) = 3 ycn lsp(s,b) +lsp(b,t) —Isp(s,t). Thene(s, B(s,W)) = >, lsp(s. t,{z}, W) —lsp(s, t), and thus
the weight selection problem becomes that of computing ghteissignmenty such thafy_", s e(s, B(s, W)) is
minimum.

The above problem formulation is for minimizing the cumivaterror. If we wish to minimize the maximum
error, thene(s,b) = maxyec,{lsp(s,b) + lsp(b,t) — Isp(s,t)} and the weight assignmelt’ must be such that
maxges e(s, B(s, W)) is minimum.

4.2 Weight Selection Problem (Cumulative Error)

For the cumulative error case, it can be shown that chodgitig) to be the average distance iofo subnets in:
minimizes the cumulative error in the selected paths batvgeerces and destination subnets in
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Theorem 4.1 The weight assignment functioi which assigns a weight (b) = ﬁ Yicalsp(b.t) to ABR b
results in the minimum value for, s e(s, B(s, W)). 1l

Proof: Suppose the weight assignment functidh assigns a weightV (b) = ‘17‘ >iex lsp(b,t) to ABR b. For
each source, Isp(s, B(s,W)) + W (B(s, W)) is less than or equal #Bp(s, b) + W (b) for all ABRsb. Thus, first
expandingW’ and then multiplying by constaft| and subtracting constadt, ., Isp(s,t) from both sides, we get
Yoicalsp(s, B(s,W)) + lsp(B(s, W),t) — lsp(s,t) < 3 ,c.lsp(s,b) + lsp(b,t) — lsp(s,t) for all ABRsb. As a
result, for every source, e(s, B(s, W)) < e(s, b) for all ABRsb and thusy" s e(s, B(s, W)) is minimum for the
weight assignmerit/. I

4.3 Generalized Weight Selection Problem (Cumulative Error)

For the cumulative error case(s,b) = >, lsp(s,b) + lsp(b,t) — Isp(s,t) is closely related to the criterion
for selecting an ABRb for s which is thatlsp(s, b) + W (b) is minimum (note thad_,., Isp(s,t) is a constant).
However, for the generalized cumulative error cage,b) = >, D(s.t) * (Isp(s,b) + lsp(b,t) — lsp(s,t)) and
thuse(s, b) can be any arbitrary value based on the valu®¢f, t). This fact thate(s, b) can be any arbitrary value
makes the problem of computing a weight assignment fundtiothat minimizesy_, s e(s, B(s, W)) intractable,
as the following theorem demonstrates. The proof of therdmadnvolves a rather complex reduction from 3-SAT
and, in the interest of space, has been moved to Appendix A.1.

Theorem 4.2 For arbitrary values of(s, b) and constank, determining if there exists a weight assignment function
W forwhich ", s e(s, B(s, W)) < E is N'P-hard.li

A simple iterative greedy search heuristic can be used tgotena weight assignme#t’ that results in a low
value for the cumulative error. The basic idea is to starhwaitset)V of random weight assignments. Then, in
each subsequent iteration, for edéh € W, from a number of candidate modifications, the one that mizem
the cumulative error is greedily chosen and appliedifo For aW € W, each candidate modification consists
of adjusting the weightV (b) for a single ABRb € B;. Thus, for each weight assignmeit, we are interested
in computing the ABRb and a weightw such that settingV (b) = w (and leaving the weights for other ABRs
unchanged) results in the smallest value for the cumulaiver Y-, e(s, B(s, W)). Forn sources anadn ABRS,
this can be computed i@(mn(log n + m)) time as follows. First, we compute for each ABRhe weightw such
that settingl¥ (b)) = w minimizes the error. Then, we choose from all the (ABR, w#igiairs (b, w) the one that
results in the minimum error.

In order to compute the optimal weight for an ABR b, we first compute for every source the ABRc¢ in
B; — {b} for which lsp(s,c) + W(c) is minimum (this can be achieved i(mn) steps). For the source let
v(s) = Isp(s,c) + W(c) — lsp(s,b) ande(s) = e(s,c). Suppose thab(s;),...,v(s,) are the values for the
sources in sorted (increasing) order (sorting thealues take)(n logn) steps). Also, let(s,4+1) = oo. Then,
choosing a value fol (b), such that(s;—1) < W(b) < v(s;) causes the cumulative error to @{;11 e(s)) +
Y1 e(s1,b) (since ABRG is selected for sources;, . . . , s, whenW (b) < v(s;)). Thus, in a single pass over the
sequence(sy),...,v(sy,), the optimal weight(s;) for W (b) which minimizes the cumulative err@{;ll e(s;) +
>_i-; e(s1,b) can be computed. Thus, the optimal weight for each ABR cambpated inO(n(logn +m)) steps
and for all ABRs, inO(mn(logn + m)) time.

To recap, the greedy heuristic, in each iteration, modifgeheveight assignmemt” € W by settingiV (b) = w,
where ABRb and weightw result in the minimum error fol and are computed as described above. It terminates
the search computation either after a fixed number of itemator if the improvement in cumulative error during an
iteration due to modifying everi{y € W drops below an error threshotd
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4.4 Generalized Weight Selection Problem (Maximum Error)

Recall that if we are interested in minimizing the maximumoerthene(s, b) = max;c,{lsp(s,b) + lsp(b,t) —
Isp(s,t)} and the weight assignme¥lt must be such thahaxscs e(s, B(s, W)) is minimum. Thus, we can employ
an algorithm similar to the greedy search heuristic desdribarlier to compute a weight assignment function that
minimizes the maximum error (instead of the cumulative Brro

However, if we assume that weight assignmdiitsaand shortest path distanck® to be non-negative integers,
then we can devise a more efficient pseudo-polynomial tirgerdhm for computing the weight assignment that
minimizes the maximum error. Suppose we could devise a guyed” that computes a weight assignmé#it (if
there exists one) such thatixcs e(s, B(s, W)) < E for some constank. Then, a simple procedure for computing
the weight assignment that minimizes the maximum error k®vs: (1) Sort the errorg(s, b) between (source,
ABR) pairs — letFEy, . .., E, be the errors in order of increasing value, (2) Repeatedigka the proceduré for
increasing values aof until P returns a weight assignmeWt for which max,cs e(s, B(s, W)) < E;. Thus,F; is
the smallest value for which a weight assignment exists epigsents the minimum possible value for the maximum
error. Further]¥/ is the weight assignment that minimizes the maximum errotelhat instead of considering each
E; sequentially, one can also use a binary search proceduripute the minimum value for the maximum error
more efficiently.

Thus, the crucial task for us is to develop the proceditbat computes a weight assignméfit(if there exists
one) such thaiaxcs e(s, B(s, W)) < E for some constank. We show that the problem of computingia such
that the maximum error is at most is equivalent to solving a set of inequalities involving th&b)s as variables.
For a sources, let R(s) denote the set of ABRE € B; for which e(s,b) < E — thus, for the remaining ABRs
b € B; — R(s), e(s,b) > E. Consequently, since the error for each source can be at maste computedV’
must be such that one of the ABRsH{s) is selected fos. For this, we requiréV to satisfy the following set of
inequalities:

bgg(rl){W(b) +Usp(s,b)} < W(c)+lsp(s,c) forall c € B; — R(s)

Thus, for each source we obtain the set of inequalities described aBowote that thé/’s in the equations
are variables and thigp’s are constants. Also, for each ABRW also needs to satisfy the constraink W (b).
Suppose? denotes the set of inequalities over all the sources and ABRsstraightforward to observe that for a
W the maximum error i if and only if W is a solution for the set of equatiods Thus, we simply need to focus
on computing &V that satisfies the inequalities @. Observe that if for a source the setR(s) is empty, then
there does not exist& for which the set of inequalitie® is satisfiable. The reason for this is that for the source,
we obtain inequalities of the formmin{} < W (c) + Isp(s, ¢) which cannot be satisfied sinegin{} = co. Also,
no equations are generated for a sowdeR(s) = B; (that is, the error for the sourceis at mostF irrespective of
the chosen ABR).

Procedure ©MPUTEWEIGHTSMAX in Figure 6 is an iterative pseudo-polynomial time algaritfor computing
a W that satisfieg). In the procedureW,,.,, and W, store the weight assignment values prior to and after each
iteration. In each iteration, a new weight assignmBny.,, is computed after substituting the previous weight
assignmentV,,;; for the W's only on the LHS of each inequality i) (Steps 3-4). (We use LHS and RHS to
denote the left and right hand-side of an inequality, retypelg.) Note that each inequality i’ has the form
C < W(c) + Isp(s,c), whereC andlsp(s, c) are constants and’ (c) is a variable. AlSO/sp;,q, IS the maximum
value forisp(s, b) for a (source, ABR) pair.

"We assume that if for two ABRsande, W (b) + Isp(s, b) = W (c) + lsp(s, ¢), then the ABR with a smaller error is selected forln
case this assumption does not hold, the following stronggguality can be employed.

bmigl){W(b) +1sp(s,0)} +1 < W(c) +Isp(s,c) forallc € B; — R(s)
ER(s
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procedure COMPUTEWEIGHTSMAX(Q)

1. foreachb € B;, setW,4(b) :==0

2. while (Yycp Wora(b) < (LD wsp,0,) {

3. Let@’ be a new set of inequalities that result when the vailug; (b) is substituted for each variabl€ (b)
only on the LHS of each inequality i§)

4, for eachb € B;, setiV,,.,, (b) to the smallest possible value such that each inequaly is satisfied when
Whew (b) is substituted for variabl&/ (b) in @’

5. if Whew = Woia
6. return Wew
7. else

8. Wold = Wnew
9. }

10. return “there does not exist a weight assignm@rnt

Figure 6: Algorithm for computing weights for 2 ABRs.

Isp=40 e=15
b2
L]

s2

sl

Figure 7: Example network for tracing execution of proced0oMPUTEWEIGHTSMAX.

Example 4.4 Consider sources; andss, and ABRsh;, bs andbs shown in Figure 7. Let the functiorisp ande
for the (source, ABR) pairs be as depicted in the figure. For 10, R(s1) = {b2,b3} andR(s2) = {b1}. Thus,
for sourcesy, ) contains the following inequality:

min{W(bQ) + 40, W(b‘;) + 50} < W(bl) + 30 (1)
And for sources,, () contains the following two inequalities:
Wi(by) +40 < W (bg) + 40 2

W (by) + 40 < W (b3) + 70 3)

Note that since weight assignments cannot be negative teoagh we don’t explicitly state thi€) andQ’ always
contains the following three constraints:< W (b;), 0 < W (be) and0 < W (bs).

We now trace the execution ofdPUTEWEIGHTSMAX for the above set of inequalities . Initially, W,;4(b;)
is set ta) for all 3 ABRs. In the first iteration, substituting O for ¢V (b;) variables on the LHS of Inequalities (1),
(2) and (3) results in the following set of equatioR$ (Step 3 of the procedure)nin{10,20} < W (b;) (due to
Inequality 1),0 < W (by) (due to Inequality 2) and-30 < W (b3) (due to Inequality 3). As a resulty/, ., (b1) is
set to 10, whiléW,,.,, for b, andb; continue to be 0. At the beginning of the second iterations ti#,;4(b;) = 10.
Consequently, after substitution @f,;4(b;) for the W (b;) variables on the LHS of inequalities @, Q' contains
equationsmin{10,20} < W (by), 10 < Wi(be) and —20 < W (bs). This causedV,4(b1) and Wy4(b2) to be
set to 10 and 10, respectively, at the end of the iteratiors{ap 8). Similarly, it can be shown that at the end of
the third iteration,W,;4(b1) andW,,4(b2) are set to 20 and 10, respectively, and during the 4th iteral/,;4(b1)
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and W,,4(by) are set to 20 and 20, respectively. In the fifth and final itenatequations inQ’ after substitution
are20 < W(by), 20 < W(bg) and—10 < W (b3), causingW,,.,, to be equal td¥,4. Thus, in the final weight
assignment returned byd®mPUTEWEIGHTSMAX, W (by) = 20, W (by) = 20 andW (b3) = 0.1

In the following, we show that GMPUTEWEIGHTSMAX returns alW that is a solution ta? if and only if
Q is satisfiable. In order to show this, in the following lemmas show that (1) for any¥ that satisfies?,
Waa(b) < W (b), and (2) ifQ is satisfiable, then there existdla that is a solution ta) for which 3=, 5 W (b) <
(BB 4 15p,,,. Thus, sinceV,,, does not decrease between successive iterations and treipre termi-
nates only when & is found ory_, 5. W4(b) becomes greater thiw) *18pmaz, COMPUTEWEIGHTS-
MAx computes¥’ correctly. In the proofsi¥;,, denote the value div,, at the end of thg'" iteration. Also,Q
denotes the set of inequalitiesghwhenW, , is substituted for all variables on the LHS of each inequaiitQ).

Lemma 4.3 For every ABRb € B;, W/ (b) > W/ ,(b).1

Proof: The proof is by induction orj.

Basis: Clearly the lemma holds foi = 0. At the end of the)'" iteration (that is, initially),W " ,(b) = 0 for every
ABR b € B;. SinceQ) contains the inequality < W (b) for every ABRb, W, (b) > 0 and thusiv’ ), (b) > 0.
Induction Step:Consider g > 0. Since due to the induction hypothesi&;, (b)) > W' (b), it follows that the
LHS of each inequality i)} , is less than or equal to the LHS of the corresponding inetialiQ’;. Thus, since
W,4(b)/W7,5 (b) is the smallest possible value f@r (b) for which the inequalities i)', _,/Q’; with W (b) on the

RHS are satisfied, it follows thav}' (b) > W7,,(b). 1
Lemma 4.4 For every weight assignmefit”’ that is a solution t@), W'(b) > W,,4(b), for every ABRb € B;. 11

Proof: We use induction to show that the lemma holds at the end of iearetiion ;.
Basis: Clearly the lemma holds foi = 0. At the end of the)" iteration (that is, initially), W9, (b) = 0 for every
ABR b € B;. Thus, sincéV'(b) > 0, the lemma holds at the end of thé iteration.
Induction Step:Consider a > 0. At the start of thej!” iteration, due to the induction hypothesis, we have that
W' (b) > ng;] (b). Suppose thaf)’ denotes the set of inequalities h when all variables on the LHS of every
inequality inQ are substituted with¥’. Due to the induction hypothesis, it follows that the LHS atle inequality
in Q;_; is less than or equal to the LHS of the corresponding inetyuii()’. Thus, sinceI/Vgld(b)/W’(b) is the
smallest possible value fd#/ (b) for which the inequalities IrQ; ,/Q" with W (b) on the RHS are satisfied, it

1

follows thatW’(b) > W7, ,(b).

Lemma 4.5 If Q) is satisfiable, then there exists a weight assignni@htthat is a solution tap and for which
ZbEBi Wl(b) < (W) * 1spmaz- 1

Proof: Let W' be a weight assignment that is a solution épwith the smallest value foy_,. 5. W'(b) and fur-
ther suppose that",c 5. W'(b) > (w) * [Spmaz. SuUpposey is the smallest value fo'(h) among
all the ABRs. Thenp must be0 since the weight assignmefit” whereW"”(b) = W'(b) — v is also a solu-
tion to @ and Y e, W"(b) < e, W'(b) — which leads to a contradiction. Without loss of generaligy
W'(b1),...,W'(bg,) be the weights for ABRs sorted in increasing order. ThU&b;) = 0. Since}_, 5, W'(b) >
(w) * [Spmagz, it Must be the case that for a pair of consecutive ABRandb; 1, W'(bj41) — W' (b)) >
lspmaz. We show that?’” is a solution forQ), whereW" (b;) = W'(b;), for1 < j < landW"(b;) = W'(b;) — 1,
for/ +1 < j <|[B;|. However, this leads to a contradiction sifCg. 5. W"(b) < >y, W'(b).

In order to show thaf) is satisfiable fol¥”, we need to consider the following two cases for each indgyual
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1. VariableW (b;) is on the RHS of the inequalityl (< j < [). In this case, the value of the RHS of the inequality
is identical for bothi/’ andWW"”, while the value of the LHS foW"” is less than or equal to the LHS féir’.
Thus, if the inequality was satisfiable f@r’, it is also satisfiable for/"”.

2. VariableW (b;) is on the RHS of the inequality ¢ 1 < j < |B;). In this case, the value of the RHS of the
inequality decreases by 1 foF” compared tdV’. If the value of the LHS of the inequality also decreases by
1 for W" compared td¥V’, then since the inequality is satisfiable 187, it is also satisfiable fol/".

The other case we need to consider is when the value of the & dnequality is the same fd¥’’ and
W'". This corresponds to the case when the minimum value of th® (fef bothW’ andW") is due to the
term W (b;) + lsp(s,bg) for somel < k < [. Since the inequality holds faW’', W'(by) + lsp(s,bg) <

W'(bj) + Lsp(s,b;). Further, sincé <1 < j, W'(b;) — W'(bx) > lspmas. Rearranging termsy’(b;) >

W' (bi) + Ispmaq, OF alternatelyW’(b;) > W'(by) + Isp(s, bi) (Sincelsp(s, by) < lspmaz). Thus,W'(b;) +

Isp(s,bj) > W'(b) + Isp(s,br) and W'(b;) + Isp(s,bj) — 1 > W'(by) + Isp(s, b;). However, since
W"(b;) = W'(b;) — 1 andW"(b,) = W'(by), the inequality holds foiv”.

Thus,W" is a solution forQ. However, this leads to a contradiction sifcg. s, W (b) < Yy g, W'(b), and thus
it must be the case that .z, W'(b) < (W) * [$pmaz- B

Clearly, if a weight assignmen¥ is returned by procedure@PUTEWEIGHTSMAX, then this is a solution to
Q. The reason for this is that for the return@d, W = W, = W4 — thus, when the value fd# (b) returned
by the procedure is substituted for the occurrence of veiib(b) in each inequality, every inequality is satisfied.
However, we also need to show that our procedure finds a gnltdr () if one exists.

Theorem 4.6 If () is satisfiable, then procedureo®@PUTEWEIGHTSMAX returns a weight assignmelt that is a
solution toQ). i

Proof: Suppose&? is satisfiable. Due to Lemma 4.5, it follows that there ex&s® that is a solution ta) such
that 3°,c 5, W(b) < (%) * [Spmaz. Further, due to Lemma 4.4¥,4,(b) < W(b) and so foriW,,
>oven; Waa(b) < (W) * 15pmaz- AlSO, due to Lemma 4.3y, 5. Wy4(b) at the end of an iteration is
greater than or equal to it's value at the end of the previtergtion. Thus, sincg . 5. W4(b) cannot exceed
(BB 4 1sp,a,, at SOme point during the execution of the procedure, theevaf IW,,; between two con-
secutive iterations does not change. This weight assighiieis returned by the procedure and is a solutiotito
The reason for this is that for the return@d, W = W,,.,, = W,;4 — thus, when the value fd# (b) returned by the
procedure is substituted for the occurrence of varidlg) in each inequality, every inequality is satisfidid.

The worst-case time complexity of the overall proceduredmpute alV that minimizes the maximum error
(by repeatedly invoking GMPUTEWEIGHTSMAX for error values inFy, ..., E., r = mn) can be shown to be
O(m* log(mn)lspmas ), Wherem = |B;| is the number of ABRs and is the number of sources. Theg(rnn) term
is due to the binary search over all the errors to determiaartimimum error for which a weight assignméfit can
be computed by GMPUTEWEIGHTSMAX. In the worst case, GUPUTEWEIGHTSMAX performsO(m?lspmaz)
iterations since the procedure terminates when the surmreof/élights become%) * [Spmaer @and the sum
increases by at least 1 in each iteration. Finally, the tiovemexity for computing¥,,.., in each iteration i) (m?)
since in the worst case, the number of inequalitie®iis > (one inequality for every pair dfi’ variables, one on
the LHS and the other on the RHS of the inequality).

4.5 Generalized Weight Selection Problem (2 ABRS)

For the special case whds contains only 2 ABRsh; andbs, it is possible to devise an efficient algorithm whose
time complexity isO(n log n) wheren is the number of sources. In this subsection, due to spacgraors, we
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procedure COMPUTEWEIGHTSTWOABR()
1. SetVop :=wv(s1), B := Eopt := ) c5€(s,b1)
2. forj:=1ton{

3 E:=FE +e(sj,b2) —e(sj,b1)

4. if £< Eopt

5 Vopt 1= 0(Sjt1), Eopt := E

6. }

7

return Vo,

Figure 8: Algorithm for computing weights for 2 ABRs.

only address the problem of computing a weight assigniiiérsiuch that the cumulative errdr, s e(s, B(s, W))
is minimized; however, it is straightforward to modify owoposed algorithm to minimize the maximum error.
The error for a source is e(s, by) if W(by) + lsp(s,b1) < W(by) + lsp(s,bs) ande(s,bs) otherwise. For

sources, suppose that(s) = Ilsp(s,b2) — lsp(s,by) and (without loss of generality) let(s;),...,v(s,) de-
note the values in the sorted order. Also, dgtand s, 1 be two dummy sources with zero error to both ABRs,
v(sp) = —oo andwv(s,41) = oo. Then, for0 < j < n, if v(s;) < W(b1) — W(b2) < v(sj41), the cumulative

eroris>>i ;. e(s;, ) + Z{:] e(s, b2). Thus, the problem of computingl& reduces to that of computing the
v(s;),v(sj41) pair for which the cumulative error is the smallest.

Procedure ©MPUTEWEIGHTSTWOABR in Figure 8 computes in variablé,,; the upper value of the(s;), v(s;j41)
pair with the minimum cumulative error (that is storedsby,;). Variable E in the procedure is used to keep track of
the cumulative error for the(s;), v(s;+1) pair that is currently under consideration in the for loofws, choosing
values forWW (b;) and W (by) such thati (b;) — W (b2) = Vj,, yields the desired weight assignment functioh
that minimizes the cumulative error.

5 Concluding Remarks

Address aggregation within OSPF areas is critical for dailitha since it can result in significant reductions in rout-
ing table sizes, smaller link-state databases and lesorietvaffic to synchronize the router link-state databases.
However, address aggregation can also lead to the selemtisnboptimalOSPF routing paths between source-
destination subnet pairs that span different areas. Inpiger, we addressed the important practical problem of
configuring OSPF aggregates/Area Border Router§ABRs) to minimize the error in OSPF shortest path compu-
tations due to subnet aggregation. We first developed amaptiynamic programming algorithm that, given an
upper bound: on the number of aggregates to be advertised by the ABRs amightrassignment function for the
aggregates, computes theaggregates that result in the minimum cumulative/maximurar én the shortest path
computations for all source-destination subnet pairs.s8gbently, we tackled the problem of assigning weights to
OSPF aggregates such that the cumulative/maximum errbeindmputed shortest paths is minimized. We showed
that, while for certain special cases (e.g., unweightedutative error) efficient optimal algorithms for the weight-
assignment problem can be devised, the general probleihigs&P-hard. We proposed a randomized search
strategy for the general case of weighted cumulative earat,an optimal pseudo-polynomial time algorithm for the
maximum error case. To the best of our knowledge, our workesfirst to carry out a systematic study of the al-
gorithmic issues underlying the configuration of OSPF ag@gfies and to propose efficient configuration algorithms
that areprovably optimalfor many practical scenarios.

Acknowledgements:We would like to thank Mihalis Yannakakis for pointing outue the optimality of the weight
assignment that assigns to each aggregate the averagewditités in subnets covered by it.
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— This appendix contains material that can be read at the discretion of the rereie
and has been included only for the purpose of completeness. —

A Proofs of Theoretical Results

A.1 Proof of Theorem 4.2

Si S
Isp=w+d1 Isp=w-d2
e=1 e=1
ISD = Isp=w
%0 e=0
by bxi

Figure 9: Values ofsp ande for each Literal

Proof: We show that the problem of determining the existence of ajmeassignment id/P-hard by reducing
3-SAT to it. In 3-SAT we are given a boolean formula of the fofimA - -- A C,, over literalszq, ..., z,,. Each
conjunctC}; consists of a disjunction of 3 terms, where each term is edHhiteral z; or its negationz;. The 3-SAT
problem is to determine if there exists an assignment of tvatues to each literat; (true or false) such that every
conjunct becomes true.

Given an instance of the 3-SAT problem, we construct anmest®f the weight assignment problem as follows.
For each literalz;, we introduce two sources;, ands;, and two ABRsh,,, andb;,. Further, we assign values to
Isp ande between the sources and ABRs as depicted in Figure 9. Hede andd, are constants andy, < ds.
Thus,lsp(sg,, bz,) = lsp(sg;, bz,) = w, Isp(sg,, bs;) = w+ dy andlsp(sg,, by,) = w — do. AlSO, e(sy,,bs,) =
e(sz;,bx) = 0, ande(sz,, bs;) = e(sz,,bg;) = 1.

Note that the above choice of values fep and e ensures that for any weight assignméfit only one of
B(sg;, W) = by, or B(sz,, W) = bg, is possible, but not both. This is because if for an assigniiér,,; is to be
chosen for source,, andb;, is to be chosen for soureg;, then the following constraints need to hold:

W (bg,) +w < W(bg,) +w + dy or alternatelyW (b;,) — W (bz,) < dy
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Figure 10: Values ofsp ande for each Conjunct

and
W (bg,) +w < W(bg,) +w — dy or alternatelyW (b,,) — W (bz,) > do

This is clearly impossible sinaé < ds.

In addition, for each conjunat’;, we introduce one source; and 3 ABRsh¢;,, b¢,, andbc,,. Depending
on whetherCy, = z; or C;; = z;, we assign values tsp ande as shown in Figure 10. Thus, @;; = =;, then
Isp(sz;,bc;) = w + ds, Isp(sc;, be;,) = wandlsp(sc;, by;) = w — dy. AlSO, e(sz;,bc;,) = e(sc;, bz;) = 100
ande(s(;j , b(;ﬂ) = 0. Note thatds < d4. Thus, using an argument similar to the one used earlier,ameshow that
in any assignmerit, it cannot be the case that batt(s,,, W) = b, andB(s¢;, W) = bc;,.

Finally, note that for the remaining source and ABR pdisg,is set tooc ande is set to 100. For example, for
distinct literalsz;, x;, Isp(ss;,bs;) = oo ande(sy,, by;) = 100. Similarly, if C; does not contain literat;, then
Isp(sc;,bz;) = oc ande(sc; , by;) = 100. Also, thed;’s are related as followsi; < d3 — 1 anddy > 2 * dg + 1.

We are now in a position to show the following: there exists#lut assignmerit’ suchthab_, s e(s, B(s, W)) <
m if and only if there exists an assignment of truth values ®literals such that the 3-SAT formula is satisfiable
(note thatmn is the number of literals).

only if: SupposédV is the weight assignment function such that s e(s, B(s,W)) < m. As discussed earlier,
sinced; < dg, for each literalz;, both B(s,,, W) = b,, and B(sz,, W) = bz are not possible. Thus, the
two sources corresponding to each literalcontribute at least 1 td", e. Further, since there ane literals and
Y. e < m, it follows that for the two ABRs selected fer,, ands;,, the sum of the errors must be 1. Thus, either
(1) B(8g;, W) = by, andB(sz,, W) = by,, Or (2) B(s3;, W) = bz, andB(sz,, W) = bz,. Also, since)_, e < m,

it must be the case that for each sousee, one of the ABRs¢;,, bc;, or bc;, must be chosen (since these are
the only ABRs for whom the error is 0). Suppo&e, is chosen. Then, i;, = z;, it cannot be the case that
B(s4;, W) = by, and if Cj; = x;, it cannot be the case th&Y(s;,, W) = b, (sinceds < dy).

Consider the following assignment of truth values to eatshdl z;: if B(s,,, W) = b,,, thenz; is assigned
false and ifB(sz,, W) = bz, thenz; is assigned true. This assignment of truth values is camisince as shown
earlier, bothB(s,,, W) = b,, andB(s;,, W) = b, are not possible. Further, we can show that every conjaiact
is true under the assignment. Suppose is the ABR chosen for sourcg;;. Then, ifC;; = z;, it must be the case
that B(sg,, W) = bz, and soz; is assigned true. Similarly, ';, = x;, it must be the case th#t(s,,, W) = b,
and saz; is assigned false.

if: Suppose there exists an assignment of truth values tol$itera. . ., z,,, such that every conjunct is satisfiable.
We show that there exists an assignment of weights suchythat e(s, B(s, W)) < m. Specifically, we show
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that there is an assignment of weights such that the foligwABRs are selected for the two sourcgs and s,
corresponding to each litera} and the sourcec; for each clause’;.

1. Ifz;istrue: B(sy,, W) = by, andB(sz,, W) = bg,.

2. If z; isfalse:B(sy,, W) = by, andB(sgz,, W) = by,.
3. IfCjistrue: B(sc,, W) = be;, -

Clearly, since for the first two cases, the sum of the erroestduthe choice of ABRs is 1, amas(;j , b(;ﬂ) =0,
the above-mentioned selection ensures fiats e(s, B(s, W)) < m. (Note that for each conjunct; at least one
Cj; is true.) In the following, we show that there exists an amsignt of weights to the various ABRs that ensures
the selection of ABRs for sources described above. Noteftinat sources, we do not need to concern ourselves
with ABRsb for whomsp(s, b) = oo sinceB(s, W) can never bé.

We first consider the weights for the two ABRs andb;, corresponding to literat;. If z; is true, then we
setW (b;,) = oo andW (bz,) = 1. This ensures that ABR,, is not selected for any source. On the other hand,
if z; is false, then we st/ (b;,) = ds + 1 andW (bz;) = oco. This ensures that ABR;, is not selected for any
source. Next, we consider the weights for the three ABRs corresponding to conjunct;. If Cj; is true, then
W (bc, ) = 0; else,W (bc,,) = oc.

In the following, we show that the above assignment of weaighsults in the desired selection of ABRs for
sources.

1. z; is true: For source;,, b,, cannot be selected sind& (b,,) = oo. Similarly, if for some conjunctC},
Cj = z;, then sincdV (Cj;) = oo, bc,, cannot be selected fek; either. ThusB(sz,, W) = by, .

For sources,,, b,; cannot be selected sind& (b,,) = co. However, if for some conjunat’;, Cj; = =;,
then sinceW(b(;ﬂ) = 0, if ABR b, is to be selected over ABPC” for s, then we need to show that the
following inequality holds:

W(bz;) + w+di < W(bg,,) +w + ds

SinceW (bz,) = 1, W (bc;,) = 0 andd; < ds — 1, the above equation is true and thlds,.,, W) = by,.
2. z; is false: For source,,, b;, cannot be selected sin¢& (b;,) = oo. Similarly, if for some conjunct},
Cj; = w;, then sincéV (C};) = oo, bc;, cannot be selected for, either. ThusB(sz,, W) = b,.

For sources;,, bz, cannot be selected sind& (b;,) = oco. However, if for some conjunat’;, Cj; = ;,
then sinceW(b(;ﬂ) = 0, if ABR b,, is to be selected over ABPC” for sz, then we need to show that the
following inequality holds:

W(bs,) +w —dy < Wi(bc,,) +w — dy

SinceW (by,) = da+1, W (bg,,) = 0 and2xds+1 < do, the above equation is true and thaigs.;,, W) = ba,.

3. Cj istrue: In order to show that ABP(;J,I is selected for sourcer;, we need to ensure that neither ABR
norb,;, corresponding to literat; can be selected foi, . Thus, we need the following two equations to hold:

i

Wi(bc,,) +w < W(bs,) +w —dy

and

i

W(bc,,) +w < W(bs,) +w+ds
SinceW (bc;,) = 0, W (by,) > ds + 1 andW (bz;) > 1, the above equations are true and th(sc;, W) =

bey-

Thus, there exists an assignment of weights to ABRs suchthat e(s, B(s, W)) < m. 1
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