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Abstract fluorescently-labelled ~mRNA-derived  targets
[Eisen & Brown, 1999, Schena, 2000]. The pattern
Motivation: Gene expression levels are obtainesf hybridisation to the elements is visualised by
from microarray experiments through the extractioffuorescent imaging and the raw microarray data
of pixel intensities from a scanned image of thignages are subsequently transformed into gene
slide. It is widely acknowledged that variabilitiesxpression matrices [Brazma & Vilo, 2000]. Sev-
can occur in expression levels extracted from thegal different software packages are available to
same images by different users with the same safletermine the position of each element by fitting
ware packages. These inconsistencies arise dugytigls over the image to extract the level of the
differences in the refinement of the placement of tiample’s expression [Yargf al., 2000].
microarray ‘gridS’. We introduce a novel automated The recent increase in microarray experiments
approach to the refinement of grid placements thgés |ed the academic community to an international
is based upon the use of Bayesian inference for dgfort to adopt standards for DNA-array experiment
termining the size, shape and positioning of the Minnotations and data representatiafhe Minimum
croarray ‘spots’, capturing uncertainty that can b@formation About a Microarray Experiment (M-
passed to downstream analysis. AME) [Brazmaet al, 2001] standard, for example,
Results: Our experiments demonstrate that vargims to establish gene expression data repositories
ability between users can be significantly reduceBat will allow consistent comparison of the data col-
using the approach. The automated nature of th&ted from different sources. It is therefore imper-
approach also saves hours of researchers’ time ngfive that the processing of microarray image data
mally spent in refining the grid placement. by different researchers leads to consistent results.
Availability: A MATLAB implementation of Our experience and that of other users of microar-
the algorithm and tiff images of the slides useghy technology suggests this is not the case; we have
in our experiments, as well as the code negound that even when two researchers use the same
essary to recreate them are available for nogoftware package to process the same images, re-
commercial use fromt t p: // www. dcs. shef.  sults are not consistent. The inconsistencies we fo-
ac. uk/ ~nei | / VI S. cus on are not associated with normalisation of the
Contact: nei | @cs. shef. ac. uk slides, but with differences arising from misplace-
ment of the circles which specify the spots.
. In the following experiment, labelled cDNA was
1 Introduction prepared from mRNA obtained from optic primor-

) ) _dia dissected from E11.5 wild-type araphakia
The basis of DNA microarray technology is

the construction _Of high density arrays (?f IMicroarray Gene Expression Database Group coordinated
spots on glass slides that are hybridised witly the EBI,http:// www. nged. org/ .




mouse embryos [Varnum & Stevens, 1968]. A mi-
croarray slide was hybridised with 2g of Cy3-
labelled cDNA and Rg of Cy5-labelled cDNA.
Scans were obtained #i pixels/ um resolution us-

ing a Genomic Solutions GeneTac LSIV scannel
Figure 1 compares log ratios of expression level
obtained through analysis by two different users o
this slide using the ScanAlyzesoftware package.
The slide contains 6144 PCR products printed ir
duplicate (12,288 spots) from plates 1-16 of the
National Institute of Aging 1K cDNA Clone Set
(NIA 15K)[Tanakeet al,, 2000] obtained from the
MRC UK Human Genome Mapping Project. The
ScanAlyze package relies on information providec
by the user, including the layout of the grids, size
and shapg of each spot. Each user provided the
software with the same information (grid layout), -8
but then placed the grids independently and sub-

sequently refined the spot size and position to al- 1 Thel i wracted from th ,
low for discrepancies in the array manufacture. Fi Jgure L. The log, rafios extracted from the sanmai-

. . . . i by two diff t h ing Scan-
ure 1 illustrates that image analysis by different rpAroarray IMage by two CITISTent researcners sing scan

h lead | di iesin th \lyze software with the same grid parameters. Ideally
searchers leads to large discrepancies in the genepﬁ%ﬁts should lie along the central line. The outer lines lie

pression level values obtained from a single arrayong points for which there is a two-fold variation in the
Note that these differences aretconfined to a sin- ratios. Whilst there were 6,144 PCR products on the slide,

gle source errori.e. they arise from discrepanciesve only plot points for those spots which had hybridised
in both the specification of centers and widths, arshd were not contaminated by dust leading to 4,900 sepa-
they are not limited to low intensity spots which areate points.

potentially removable. Figure 1 shows that there is

up to a two-fold variation in the ratios purely arisin o _
from grid placement errors. Interestingly, when pe he concept of Bayesian inference, upon which the

forming the same experiment across dif‘ferentslidg%@hm,j IS bqsed, Fhe I|k_eI|hood funct|0n,.and the
other researchers [Hughesal, 2000] have discov- PTif distribution will be introduced. Section 2.3

ered variations of a similar magnitude, but assumggscnbes the posterior distribution that can then be
that they resulted from ‘biological noise’ Whilstused to extract expression levels. Because the result
slide image data and grid placement information {89 POsterior density does not have a simple func-

not publicly available for this work, it seems plautiona! form, it cannot be computed exactly and in

sible that a portion of this variation was due to gri@ppgndlx A we discuss approx-|mat|ons. .F|naIIy n
placement error. Section 3 we repeat the analysis of the slide used in

In this paper we present a novel way of procesgigure 1 with the automated approach demonstrat-

ing microarray images based upon Bayesian infdh9 greater consistency, comparisons with an alter-
ence. The method reduces variation between di@tive, automated spot finder and using an additional

ferent researchers’ grid placements and, since it%léde are also included.
automated, saves researchers’ imén Section 2,

8 -4

25canAlyze software is free for academic use and downloa@ M| ethods
able from http://rana.lbl.gov/Ei senSoftware.
ht m . . . .
3In this paper, we shall generally use shape to refer tarthe One possible cause of the inconsistencies we have

radius andy-radius of an ellipsoid. However it should be notedbserved isuncertainty The correct location
that some packages allow spots to be of arbitrary shape. and shape of the spot is not a deterministic con-

4Fine manual placement of the grids, such as thatundertaligépt When such uncertainties exist a popular
for the experiment shown in Figure 1, may take 2-6 hours de- |

pending on factors such as the quality of the slide. Our agro way of maklng progress is throth Bayesian In-
in common with others, requires the initial rough grid layen  ference. Bayesian inference [Bernaetal., 1980,

be specified manually, for a previously unused microarrides! Cox, 1946] is a mathematical way of formulating
this may take about 15 minutes. For the slide we considered au
automated refinement algorithm then takes about half anteourexecute. The run, however, may take place unattended.




the process of extracting useful information froriMore complex assumptions are of course possible
data. For the problem we are considering, the ife.g., involving rotated ellipses or a more general
formation of interest is the position and shape of thiass of shapes) and extending the algorithms pro-
spots on our microarray slide. Before observing th@psed here to such shapes is straightforward. How-
microarray we hold a ‘belief’ about how the spotegver, it should be borne in mind that, in implemen-
are laid out, this belief might involve an assumpation, evaluation of the likelihood function dom-
tion that the spots are laid out in grids. We mainates CPU-time requirements, so any increase in
know from the manufacturer that these grids comomplexity will be accompanied by a corresponding
tain, for example, sixteen rows and sixteen columriacrease in CPU-time. Our use of axis constrained
We may also believe that the spots are circular witHlipses mimics the approach of the ScanAlyze soft-
a particular radius. Finally we may be given som&are which has becomede factostandard.
information about the spacing between the spots.To undertake the inference process we must
Once we view the image, we soon realise that whilst
our prior belief was roughly true, many of the spots ® Specify our prior distribution (c, r|G).
do not lie exactly on the grid and they also, due to .
inconsistencies in the manufacture of the slide, may
vary in shape. Therefore, having observed the im-e Obtain our posterior distributiom, (c, r|G, T),
age, we can update our belief about the size and po- through taking the product of these two distri-
sitioning of the microarray spots. Bayesian infer-  putions and normalising it:
ence provides us with a mathematical technique for
this updating of beliefs in the light of observed data. _p(Zle,r)p(e,r)
. : p(e,r|Z) = TN )

As an example of the inference process we will p(Z)
first consider the positioning of the spot centres.
Our initial belief is that the centres are laid out on
a grid. This can be combined with an estimate of
the uncertainty of these positions and incorporated

|n a prior probablllty dIStrIbutlon This distribu- e Use the posterior for estimaﬁng gene expres-
tion, p (c|G), gives the probability of the centre po-  gjon levels, and their variances, from the im-

sitions,c= 2’” , given the parameters of the grid, ~ @9¢€.

Specify a likelihood functiop (Z|c, r).

where we have dropped the dependence of the
grid parameters7, to avoid cluttering the no-
tation.

Yy
G. What we are really interested in obtaining is thghere is an unfortunate complication in the simple
posterior distribution p (c/G,Z). It is our updated picture of Bayesian inference that we have portrayed
belief about the position of the spot centres given tiigus far; the normalisations of the type shown in
grid parameterandthe intensity of the pixels in theeqn (2) will very often be intractable. Under these
image. The relationship between the prior and tlfrcumstances we will not be able to obtain an ana-

posterior is given byBayes’ rule lytic representation of the posterior distribution and
p(Zlc) p (c|@) we will be forced to turn to approximations to make
p(c|G,I) = (1) progress. We will deal with this problem in Ap-

p(I1G) pendix A, for now we disregard such considerations
where we have also introduced tlieslihood func- and turn to our choice of likelihood function and
tion, p (Z|c), which represents a probabilistic modeprior.
of the observed image given that there is a spot cen-

tre atc. The normalisation constant,(Z|G), may 21 [ikelihood Function
be computed in terms of the likelihood function and

the prior distribution by the integral The likelihood function represents what we expect
to see in the image given a particular centre and
p(Z|G) = /p(I|c)p(c|G) de. (2) radius of oval, we would expect to find the pixels

within the oval are from the spot and those out-

For this paper we assume that the spots are méiiée the oval are from the background. For the sake
up of axis aligned oval shapes, so as well as th@i simplicity it is common, though rarely correct,
centres we must also consider a radius in ihe t0 assume that the probability of each pixel com-
direction and a radius in thg-direction. We pair ing from the background is independent of the ori-
Ty > gin of other, perhaps neighbouring, pixels. In this

these as a vector and denote itmas= < first stab’ at Bayesian inference for processing of

Ty



microarray slides, we will use a fairly simple like-2.2 Prior Distribution
lihood function that models this scenario. Similar . _ o
likelihood models are widely used in computer Vi'_l'he remaining part of the model is the prior distribu-

sion, in particular in video based tracking; seq. ti?nh, our ?eliif about the <.:f.entre, agd;he radiir, q
[Isard & MacCormick, 2001]. of the oval. The user specifies a grid that represente

the approximate centres of the spais,, and radius

We consider a ‘box’ of pixels with associated in | i0a th d si £ 1h
tensities,Zpox, SUrrounding the proposed position oy dIUES r(_apresent_lng t € expec_te size of t € s_pots,
A simple prior which can incorporate this in-

our microarray spot. The positioning and size of tH&'r

oval we place in this box constitutes a hypothesi@,rmaﬂon is a Gaussian distributiinFor simplic-

74, about the location and shape of the spot (sg}ﬁ we consider covariance matrices which lead to
’ ircular Gaussian priors so for the prior governing

Figure 2). Consider the intensity of an individual . _ :
pixel from the box,I;. If the likelihood model is the radii we take, = o, ’jnd for ‘h"’?‘ governing
based on individual likelihoods for each pixel, Wéhe c_entres we haVEC.: o, where is Fh@ x 2
can model the probability of the intensity given thdfient'ty matrix a‘ndac_|s_ a ,scalar. _Each_ Is then a
the pixel is part of a spo (1;|S), and the proba- measure of the ‘precision’: the higher its value, the

bility of the intensity given that a pixel is not parlmore confident we are about our prior t_’e"ef- Fi-
of a spot,p (I;]| ~ S). A particular hypothesis for nally, we assume independence in the prior between

our oval's position and size partitions the pixels ine radii and the centres, giving,
the box into a set which comes from the sp8t,

and a set that is not from the spet, S as shown
in Figure 2. The likelihood function, due to our in

ple,r)=p(c)p(r),
‘Where

p(e) =N (elmeag’), p(r) = N (rjmear )

. @ . . IE[ . and we have dropped the dependencé&'ab avoid

cluttering the notation. Figure 3 shows some sam-
ples from this type of prior distribution. Reasonable
parameters may vary from slide to sligeve found
Figure 2:Left: A hypothesised oval with its radii shownthat standard deviations of the _order of two _pl_x_els
orked well across a range of slides. Our definition

as arrows over a spot from a microarray image. The bd¥ A e h
shows pixels which belong to the sBfx. Right: Pixels ©f the prior and the likelihood give us the elements

which are allocated to the sét are shaded dark, thoseWe need to compute the posterior.
allocated to the set S are shaded lighter.

dependence assumption, may then be written as the
product of each individual pixel’s likelihood

pTowle,r) = [[pls) I] p@l ~9).

i€S i€~S

To complete our likelihood function, we are re-
quired to estimate the individual pixels’ likelihoods
p (I;|S) andp (I;] ~ S). We built histograms rep-
resenting the intensities of the foreground and back-
ground pixe|s for both the red and green Channeﬁgure 3:The ovals in this figure represent samples from
These histogranisvere based on the initial roughthe prior distribution.p (c. r). For this examplem. =
grid localisation. The likelihood of each pixel was? 0] + @e = 1, me = [5 5] andax = 1.

then taken to be the product of the likelihoods from

the red and green histograms. More complex like= 6A K-dimensional Gaussian distribution is specified by its

lihood functions may also be straightforwardly immean, m, and its covariance matrix®: A (x|m,=) =
T —
plemented. m exp (7% (x—m)T 51 (x — m)) .
5The histograms are generated separately for each subagrid i “For large standard deviations the algorithm becomes less
the microarray slide to account for changes in backgroumelde sensitive to the prior's means, for small standard deviatithe
across the slide. algorithm becomes more dependent on the prior's means.




2.3 Posterior Distribution 3 Resultsand Discussion

In microarray image processing the objective is tfo demonstrate the utility of the variational impor-
obtain the level of gene expression from each spihce sampler (VIS) algorithm the grid layouts as
image. The expression level for a particular sgot, identified by the two different researchers using Sc-
is a function of the pixel intensities, the spot positioanAlyze softwar® for Figure 1, were used to ini-
and shape, tialise our algorithm. In Figure 4 we compare the
E— expectations of théog, ratios as computed by our
=fcr). (4) ; . ;
algorithm. The computation of theg, ratios was
as suggested in the manual of the ScanAlyze soft-

We are given the image intensities, so if ¢ and )
g 9 &5 ¢ r ware package, and are therefore directly comparable

are also precisely specified then the expression IeY R, .
o those presented in Figure 1. Spots that were iden-
m m .Inth fB ian infer ) .
ay be computed. In the case of Bayesian infe en“ led as not being present, corrupted by artifacts and

though,c andr are not specified exactly, our knowl- . . .
ghe T are P Cty . ql.hose with an associated variance of greater E&an
edge about them is encapsulated in a posterior dis-

tribution, p (c, r|G, I). Therefore, instead of simplyare not presented.
computing the function in egn (4), we now compute
its expectation under the posterior distribution, 8

(B)yern = [ Lex)p(e.x[G. D) dedr. (5)

It is possible to compute other quantities of inter-
est such as a ‘error bars’ which may be obtaine:
through the expression level's variance (&) =
(E?) - (E)’, where we have dropped the subscrip -8
on the expectations, which are assumed to be tak:
(as in egn (5)) over the posterior distribution.

The posterior distribution is, in theory, now fully
specified; in practice though we find that it is dif-
ficult to recover. As noted before the principal ob-
stacle is the normalisation which makes up the de
nominator of eqn (3). For the prior and likelihood -8
given in the preceding sections it is not obvious
how the relevant integral may be computed. This
problem is common to many implementations dfigure 4: Thelog, ratios extracted from the same mi-
Bayesian inference; to resolve it we must look tgfoarray image using our Bayesian inference algorithm.
approximations. The approximations we used afé€ initial grid positions were given by two different re-
detailed in Appendix A and we refer to the aIgo§earCher.S’ initialising the qlgqnthm n qlffergnt plf’mes
rithm which uses them as the variational importan Thez-axis shows théog, ratio given by initialising with

?—'?esearcher 1’s grid, and theaxis shows théo i

- , g, ratio
sampler (VIS). They allow us to approximate expegained through initialising with Researcher 2’s grid.
tations under the true posterior.

Note that the use of a probabilistic model within Quantitatively the mean squared error between
the VIS algorithm allows us to, in a very straightfory,e points was calculated %) x 10~2 which com-
ward manner, compute the probability that there jgyres 1o the mean squared error as calculated for
no spot at the location. We simply need to evaluali§e manual grids 08.23 x 10~2. In other words
the likelihood of no spot being present and compaggr automated approach leads to a 37% increase in
it with the likelihood of our proposed spot |Ocat'onsconsistency. The approach also affords additional

Accordingly we may choose to flag the location ggformation in the form of variance estimates as-
not containing a spot. These flags were used to iden-

tify locations where no spots were present for all the 8The positions as identified by the two researchers were used

results above. For non-probabilistic approaches d%r_initialisation here to demonstrate that from incoresigtstart-
’ INg points we converge on a more consistent solution. Ofsmur

CiSiPn making of this type generally relies on arbig practice, one would initialise the algorithm with only augh
trarily chosen thresholds. placement of the grid.




sociated with thdog, ratios. In Figure 5 we plot is deterministic in that it will allocate the same pix-
the base 10 logarithm of these variance estimats as foreground and background every time it is
againstlog,, ‘intensity’, where intensity has beerrun. However, for different seeds the regions will
defined [Yanget al, 2001] as the product of the redalso differ.

and green channel. The ratio between the two chan-To assess the quality of the algorithms, we took
nels is more sensitive to small changes in the inteadvantage of the replicates which were present on
sity of the channels when the intensity is low. Athe slide. Each replicate is attempting to measure
a result, we might expect that the variances asthe same gene’s expression ratio. Their measure-
ciated with thelog, ratios to be high when the in-ments differ due to various noise processes as well
tensity is low. This hypothesis is confirmed by thas the inconsistencies we identified above. By as-
results depicted in Figure 5 which, while indicatingessing the mean squared error between these val-
some spread for a given intensity, generally exhihies we are able to assess the consistency of the dif-
a downward trend as intensity is increased. ferent algorithms across different measurements as-
sociated with the same gene. As far as the practi-
cal utility of the methods, this is an important per-
formance measure. Unfortunately it does not allow
us to fully evaluate performance as any algorithm
which is consistently incorrett will still perform

well under this measure. However a true assessment
of the quality of thdog, ratios would require exten-
sive PCR experiments which are beyond the scope
of this paper.

We therefore compared theg, ratios associated
with each of the two replicates for 2,077 probesn
Figure 6 we have depicted theg, ratios for each of
‘ the these replicates on two different axes. The NIA
® log,,intensity | 15K is a ‘whole genome’ slide, therefore only ten

per cent of the probes were hybridised. We there-
fore also considered a slide developed specifically

Figure 5: Plot of thdog, , intensity, the against thefor the mouse eye (ME) by [Soulliet al, 2003].
log,, of the variance of théog, ratio. As expected Thls_sllde contamed 5,760 PCR prpducts printed in
the variances tend to reduce as intensity increase§uplicate of which 5,492 had hybridised and were
uncontaminated. The mean squared errors between
Estimates of variance can be made further use B estimates of thivg, ratios for both slides are
in downstream analysis, for example, they may gemmarised in Table 1 Recall that here a portion of
used to weight théog, ratios for each of the repli-
cates when averaging them to obtain a representativ
value for a single gene [Lawreneg¢al,, 2003].
In the next section we compare the, ratios ex-
tracted by the VIS with a set extracted by another
automated software package known as ‘8pot  Taple 1: Mean squared errors fdbg, ratios from the
manual grid refinement, the VIS algorithm and the Spot
algorithm.

Iog10 of variance of Iog ratio

Slide | Manual | VIS | Spot
0.270 0.232 0.806
416 x 1072 | 4.71 x 1072

ME‘

3.1 Brief Comparison with Spot

One alternative approach to extractihg, ratios each error is due to noise processes which are not as-
involves allowing each spot to take on any generd@ciated with image processing so the improvement
shape which may be determined using ‘seeded f8-consistency over spot (which initially appears to
gion growing’. This is the approach taken by thEe 347% for NIA and 13% for the eye specific slide)
Spot software paCkage [Yam al, 2000]' In this 10Consider, for example an algorithm which simply assigns a

package the location of each spot is specified Wiy, ratio of 0. This algorithm will perform extremely well under

a given pixel. Given this ‘seed’ pixel, the algorithrnpur measure but will be useless in practice.

whilst there were 6,144 PCR products on the slide, we only
9See http://experinental.act.cmis.csiro. evaluated the error for those which had hybridised and wete n

au/ Spot/ and [Yanget al,, 2000]. contaminated by dust leading to 2,077 separate points.




the variances of the VIS log ratios. Note that often
these error bars are larger when the extracted values
from the two approaches are inconsistent.

Figure 7: Plot of the results from the VIS algorithm
against those from the Spot algorithm for the ME
array. Error bars at one standard deviation are shown
for the VIS results.

3.2 Discussion

We have shown how Bayesian inference can be used
in the extraction of gene expression levels from mi-
croarray data. The framework outlined allows re-
finement of prior information about grid layouts us-
ing information in the image intensities. It circum-
(c) vents a problem with a ‘vanilla’ importance sam-
pling technique, where a naive choice of proposal
. distribution, namely the prior distribution, is of-
Figure 6: For these plots the axes representdBg (en made, by introducing a novel, hybrid, Bayesian
ratios from the t\{vo replicas of each spo_t that argnroximation, whose details are given in the ap-
present on the slide. There are 2,077 points on th&ndix. The resulting algorithm showed how incon-

plots representing the 4,154 spots on the slide outQ§iencies between different researchers could be re-
12,288 which were present and not corrupted by gf;,ceqd.

tifacts. (a) Results from manual grid refinement. (b) In theory the true Bayesian posterior can be multi-

Results from refinement with VIS. (c) Results frorTr"nodal whilst our proposal distribution is always uni-

the Spot algorithm. modal. In practice this could mean that the sampling
procedure focuses on one of the multiple modes
which may not be that with the largest probabilis-

is likely to be higher. To demonstrate that there ic mass. For our experiments this was not found to

no bias between the Spot algorithm and the VIS ape a problem.

proach we have have plotted the extracted log ra-One advantage of our approach is the facility to

tios for each algorithm against each other (Figure flace error bars on our estimates of the gene expres-

Also included in the plot are error bars derived frorsion levels. This is possible because our Bayesian




approach gives us samples from a posterior distri-lmportance sampling involves the following
bution over the position and and sizes of the spogeps; consider we wish to approximate an expecta-
giving us an estimate of the uncertainty. This union, (6 (%)) (o) OVer a distribution (z) = p(z)

. Z !
certainty can be propagated through the downstregich is known subject to a constafit If we obtain
analysis. a set of sample§z, } from a furthemproposaldistri-

The algorithm is stochastic, and variations in inbution, R (x) , we may estimate the expectation as
tial random seeds do result in variations in extracteg () () & Zi\’zl Wy (z,), where the parame-
log, ratios. However, even though Spot, for exersq,, (known asmportance weightsare given by
ample, uses a theoretically deterministic algorithiy  — 2 (@) \yith 4j, = —= . A key compo-
we found that similar levels of variation resulted fo

R(zs) —1 Ws
S . ; hent of importance samplfﬁé is the proposal distri-
Spot when initial rough location of the grids Wa%ution: for the method to be effective it is impor-
changed by only a little as one pixel. The robus{-

in t ; tability. of the VIS alaorith ant that the proposal distribution is similar to the
Ness, In terms of repeatabiiity, of the algortMisiribution of interest. In the context of Bayesian

to differentinitialisations was illustrated in Figure 4Inference, a candidate for the proposal distribution

The algorithm led to a four and a half fold ims yhe prior: if the prior belief is accurate, it might

provementin consistency over manual refinementgl poneq that the prior is similar to the posterior.
grids and at least a two fold improvement in CONf, yhis case, the unnormalised importance weights
sistency over another automated spot finding alggs, simply given by the likelihood of each sample.
rithm. _ _ _ This is one approach taken by, for examppeyti-

The algorithm was implemented in the MATLABe filters [Doucetet al, 2001]. One disadvantage
programming environment. The processing of thg this approach is that if the prior distribution is not
NIA 15K slide, containing 12,288 spots, 00k aRyell matched to the posterior, the importance sam-
proximately 62 minutes on a Pentium Il 1.2 GHg)er's estimate will be dominated by a small number
computer, or in other words about 0.3 of a secong samples with very large weights; to finesse this
per spot. Note, however, that the researcher negéplem, we will introduce a technique which com-
not be in attendance during this processing time. pines variational inference [Jordanal, 1998] with

A pre-release MATLAB version of our softwareimportance sampling. The first step though will be
is available for academic use from t p: / / Www.  to introduce a ‘hierarchical prior'.

dcs. shef. ac. uk/ ~nei |l / VI S.

A.1 Hierarchical Prior

ACknO\NIedgmentS In the main text we focused on a Gaussian prior for

) . . the centres and radii of the spots. In practice we used
PR is supported by a fellowship from the Lister Ing, 5temative form of prior. It was still based around

stitute of Preventative Medicine and SSis a Fight fof 5 ussian distribution, but one whose parameters,

Sight research fellow. m, anda. are governed by a so-calléxyper-prior.
In the following text we demonstrate this procedure

. . . for the values of the centres, however exactly the
A Posterior Approximations same reasoning holds for the radi,

Our options for approximating the posterior are _
twofold:; firstly, we could look for a functional form (c) = /p (clme, ac) p (ae) p (me) Imedac
which approximates our intractable posterior distri-
bution, expectations under our approximation could
then be substituted for the true expectations. We
shall return to this approach in Section A.2, for the
moment we focus on the alternative: Monte Carlo p(mc)
methods [Gilkset al., 1996] and specifically impor- p(ac)
tance sampling. Whilst we may not be able to nor-

malise our posterior distribution, there are methodghere gant:) is the gamma distribution defined by
which allow us to obtain samples from it. Then, ingam(z|a,b) = %x“*l exp (—bz), in whichT (+)
stead of obtaining expectations of interest exactig, the gamma function. This is a convenient choice
we may obtain their sample based approximation®f prior as it isconjugateto the Gaussian precision

p(c‘mmac) = N(C‘mc:agl):

N (mc“l'c:/Bc_l) )
gam(acmmbC):



ac. The parameters of the gamma hyper-prior gov- Unfortunately no such simple functional form
ern our confidence in.. The mean of the distribu-can be found forg(c). This is one weakness
tion is ata./b. and its variance decreasesisand of the variational approach: the class of mod-
be — oc. els to which it can be applied is restricted to
We could proceed with our new prior and oncthose which are in the conjugate exponential fam-
again use an importance sampler to approximate éy-{Ghahramani & Beal, 2001], the likelihood func-
pectations of interest; but this would not necessarilpn, p (Z|c), does not fall within this family and we
improve the match between the proposal distributionust therefore return to importance sampling to ob-
(our new prior) and the distribution of interest (théain the expectations we require und€c).
posterior). Instead we turn to an alternative method

of approximate inference known as variationalinfela 3 \/griational | mportance Sampler
ence.

Using a free-form optimisation may re-wrigec) as
A.2 Variational Inference 2(c) = %p (Z\c)/\f(c\ <mc>,<ac>‘1)
In variational inference [Jordaet al., 1998] an in- c
tractable posteriop () , is approximated by an al-which means that we can obtain expectations un-
ternative tractable distributiorg, () . The approxi- derq (c) using importance sampling with a proposal
mation is found by minimising an informationtheodistribution,R () = N (c| (mg), (ac)_l  This

retic measure of the discrepancy beween wo diSt{r'ﬁ ortance sampler is then used to obtain estimates
butions known as the Kullback-Leibler (KL) diver P b

for (c) and{c"c). These estimates are then sub-

gence, stituted into the equations in Section A.2 to obtain
_ p(z) new values(m.) and{«.) giving a new proposal
KL (g (2) || p(2)) = _/q (z)In q(z) dx. distribution from which new estimates fde) and

c'c) can be found. This process is repeated until

If no constraints are imposed upon the form onvergence. Details of the initialisation of the algo-

q (), minimising the. KL-divergence simply reCOV-ithm and one possible ordering of the updates can
ersq () = p (z), to discover a tractable approximag . ¢\ q'in [Lawrencet al, 2003].
tion we must impose constraints on the functional 1 . advantage of combining the importance sam-
forn: O.fq (). For_ ourt_model we chooste tg force th%Ier with the variational approach is that the pro-
pobsl eror app{oxma oy (ct’ mc_,glc), 0 be sepa- posal distribution becomes focused on an area of
rable across Its component variables, high probability density in the posterior. This should
q(c,me,ac) = q(c)q(me) g (ac). alleviate a common problemin importance sampllr_lg
where the sum used to approximate an expectation
Given this constraint it is possible to show, througig dominated by a few large values®f.

a free-form minimisation of the KL divergence
[Waterhousest al,, 1996], that
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