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tRea
hability and distan
e queries in graphs are fun-damental to numerous appli
ations, ranging from ge-ographi
 navigation systems to Internet routing. Someof these appli
ations involve huge graphs and yet re-quire fast query answering. We propose a new datastru
ture for representing all distan
es in a graph. Thedata stru
ture is distributed in the sense that it may beviewed as assigning labels to the verti
es, su
h that aquery involving verti
es u and v may be answered usingonly the labels of u and v.Our labels are based on 2-hop 
overs of the shortestpaths, or of all paths, in a graph. For shortest paths,su
h a 
over is a 
olle
tion S of shortest paths su
h thatfor every two verti
es u and v, there is a shortest pathfrom u to v that is a 
on
atenation of two paths from S.We des
ribe an eÆ
ient algorithm for �nding an almostoptimal 2-hop 
over of a given 
olle
tion of paths. Ourapproa
h is general and 
an be applied to dire
ted orundire
ted graphs, exa
t or approximate shortest paths,or to rea
hability queries.We study the proposed data stru
ture using a 
ombina-tion of theoreti
al and experimental means. We imple-mented our algorithm and 
he
ked the size of the result-ing data stru
ture on several real-life networks from dif-ferent appli
ation areas. Our experiments show that thetotal size of the labels is typi
ally not mu
h larger thanthe network itself, and is usually 
onsiderably smallerthan an expli
it representation of the transitive 
losureof the network.1 Introdu
tionWe 
onsider the problem of eÆ
iently answering dis-tan
e or rea
hability queries in dire
ted or undi-re
ted graphs. We fo
us on s
enarios in whi
h thegraph/network is given to us expli
itly and we are ableto do some prepro
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stru
ture should be fairly 
ompa
t and should speed-up query answering by as mu
h as possible. Often, the
omputational resour
es available for pro
essing queriesare weaker than those available during the prepro
essingstage. This is the 
ase, for example, in geographi
 nav-igation systems, where the prepro
essing may be doneon a large 
omputer, while queries are answered usinga mu
h weaker pro
essor installed in a 
ar.There are two naive solutions to the problem. The �rstis to pre
ompute answers to all possible queries, e.g.,by solving the all-pairs shortest paths (APSP) problem,or by 
omputing the transitive 
losure of the network.Ea
h query 
ould then be answered in 
onstant time.This however, is not a viable option, espe
ially for sparsenetworks, as the data stru
ture produ
ed for an n-vertexgraph would be of size 
(n2). The se
ond is to do noprepro
essing at all and answer ea
h query, e.g., usinga single-sour
e shortest path (SSSP) 
omputation. Thespa
e requirements here are minimal, but answering aquery on an m-edge graph may take 
(m) time.We present here a new pro
essing s
heme, and a 
or-responding query answering algorithm, for answeringrea
hability and distan
e queries. Our prepro
essings
heme generates a data stru
ture of reasonable size,i.e., not mu
h larger than the original network, andtypi
ally mu
h smaller than, say, an expli
it represen-tation of the transitive 
losure of the network. Giventhe pre
omputed data stru
ture, our query answeringalgorithm 
an answer distan
e and rea
hability queriesqui
kly, mu
h faster than what is possible without pre-pro
essing.The data stru
ture generated by our prepro
essingalgorithm is distributed. We assign to ea
h vertex ofthe network a distan
e or rea
hability label su
h that we
an later 
al
ulate the distan
e (or rea
hability relation)between two verti
es using only the labels of these twoverti
es. Distan
e labels were 
onsidered, among others,by Peleg [10℄, Gavoille et al. [4℄ and Thorup and Zwi
k[12℄. All these papers, however, 
onsider only undire
tedgraphs , and only worst 
ase results. We are interestedmainly in dire
ted graphs, and in the performan
e ofthe proposed labeling s
heme on networks that o

ur inpra
ti
e.



Our labels are based on the 
on
ept of 2-hop 
overs.Let G = (V;E) be a (dire
ted or undire
ted) graph.For every u; v 2 V , let Puv be a 
olle
tion of pathsfrom u to v in G. (For example, Puv may be the setof all shortest paths from u to v.) Let H = (H1; H2),where H1 and H2 are 
olle
tions of paths in G. We saythat H is a 2-hop 
over of the 
olle
tion P = fPuvg,if for every u; v 2 V su
h that Puv 6= ; there is apath in Puv that is a 
on
atenation h1h2 of a pathh1 2 H1 and a path h2 2 H2. We show that su
h a
over yields a 
orresponding 2-hop labeling. The totalsize of the labels is jH j = jH1j + jH2j. (We 
ount herethe number of paths in the 
over, not their total length.)Ea
h distan
e/rea
hability query 
an then be answeredin time that is linear in the size of the 
orrespondinglabels. Therefore, on average, in O(jH j=n) time.We show that �nding a 2-hop 
over (and thus, a 2-hoplabeling) of minimum size is an NP-hard problem. Wepresent, however, an eÆ
ient and pra
ti
al algorithm,whi
h we implemented, for obtaining almost optimal 2-hop 
overs. The size of the 2-hop 
over returned bythis algorithm is larger than the minimum possible 2-hop 
over by at most a logarithmi
 fa
tor. In pra
ti
e,we expe
t the performan
e ratio of this algorithm to bemu
h better.Our algorithm produ
es an almost optimal 2-hop label-ing of any input graph. Some graphs may have shorterlabelings that are not 2-hop labelings. But, for manyinteresting families of graphs, su
h as planar graphs, theoptimal 2-hop labelings are almost as short as the opti-mal labeling. Thus without being spe
i�
ally designedfor any su
h graph family, our algorithm produ
es al-most optimal labelings. It is also expe
ted, as veri�edby our experiments, to work well on graphs that are, say,`mostly' planar, or `mostly' tree-like, as many pra
ti
alproblem are.We 
onje
ture that any n-vertex,m-edge dire
ted graphhas a 2-hop 
over, and thus a 2-hop labeling, of totalsize ~O(nm1=2). We show there exist graphs for whi
hany distan
e or rea
hability labeling is of size 
(nm1=2).A useful property of our approa
h is that by properlysele
ting the underlying set of paths, labels 
an be pro-du
ed for di�erent variants of the shortest paths prob-lem: rea
hability or distan
es, dire
ted or undire
ted,exa
t or approximate distan
es, and for the 
ompleteor partial set of vertex-pairs. Even though exa
t di-re
ted distan
e labeling for all pairs of verti
es is themost general variant in the sense that all other variants
an be redu
ed to it, the distin
tion is important asa less-
onstrained variant often enjoys a more 
ompa
tlabeling. One su
h example is the family of dire
ted pla-nar graphs: Rea
hability or (1+�)-approximate shortest

paths have worst-
ase 2-hop labels of size O(n log2 n)(using some slight modi�
ation of a 
onstru
tion byThorup [11℄) whereas for exa
t-distan
es, there is aknown 
(n4=3) lower-bound for any labeling s
heme [4℄.It is also not too hard to 
onstru
t spe
i�
 graphs whi
hadmit more 
ompa
t labeling for less-
onstrained vari-ants. Thus, 2-hop labels should always be produ
ed forthe least-
onstrained appropriate variant.We have made an experimental study of our proposedlabeling s
heme. We used several real-world networksand obtained promising results, showing that the sizeof the labels produ
ed is typi
ally signi�
antly smallerthan what would have been required for expli
it repre-sentation.2 Rea
hability and distan
e queriesLet G = (V;E) be a weighted graph (whi
h may bedire
ted or undire
ted) with n = jV j and m = jEj.If (u; v) 2 E is an edge, we let w(u; v) be the weight(or 
ost, or length) atta
hed to that edge. In networksused in appli
ations, the weights atta
hed to the edgesare non-negative. Our approa
h, however, works alsowhen there are edges of negative-weight. We let Æ(u; v)be the distan
e from u to v in the graph, i.e., thesmallest weight of a path from u to v in the graph, ifone exists, or 1, otherwise. (We assume that there areno negative weight 
y
les in the graph so all distan
esare well de�ned.)We would like to prepro
ess the graph G and obtain a
ompa
t representation of it su
h that given a pair ofverti
es u; v 2 E, we 
ould qui
kly answer the followingqueries:rea
h(u; v): Is there a path from u to v in the graph?dist(u; v): What is the distan
e from u to v in thegraph? Sometimes, we would be satis�ed with(1 + �)-approximate distan
es.�rst-edge(u; v): Whi
h edge emanating from u is a�rst edge on a (shortest) path from u to v?path(u; v): Find a (shortest) path from u to v in thegraph.Rea
hability queries are of 
ourse spe
ial 
ases of (di-re
ted) distan
e queries as there is a path from u to vif and only if the distan
e from u to v is �nite. If weare only interested in rea
hability properties we may as-sume that the weight of all the edges of the graph is 0.Path queries 
ould be answered using repeated �rst-edgequeries. In some 
ases, it would be possible to speed-upthe pro
essing of repeated �rst-edge queries so that if



a shortest path from u to v 
ontains, say, ` edges, thenthe pro
essing time of the ` �rst-edge queries produ
ingit would require substantially less time then ` times thetime required by a typi
al �rst-edge query.3 2-hop labelsA possible s
heme for a
hieving the obje
tive set forthabove is the following: During the prepro
essing stage,we atta
h to ea
h vertex u of the graph a relatively shortlabel L(u) su
h that for any two verti
es u and v, the twolabels L(u) and L(v) would 
ontain enough informationto answer the required queries. More formally:Definition 3.1. (Distan
e labelings) A distan
elabeling of a weighted, dire
ted or undire
ted, graphG = (V;E) is a pair (L; F ), where L : V ! f0; 1g�and F : f0; 1g��f0; 1g� ! (IR[f1g)� (E[f�g), su
hthat for every u; v 2 V , if F (L(u); L(v)) = (d; e), thend = Æ(u; v), the distan
e from u to v in the graph. Ifd = 1, then e = �. Otherwise, e is the �rst edge ona (shortest) path from u to v in the graph. The totalbit-size of the labeling is Pv2V jL(v)j, where jL(v)j isthe length of L(v). The maximum label size is natu-rally maxv2V jL(v)j. We say that a labeling s
heme haslinear 
omplexity if F (L(v); L(u)) 
an be 
omputed inO(jL(u)j+ jL(v)j) time.Rea
hability labelings are de�ned similarly, and (1+ �)-approximate distan
e labelings are de�ned by requiringÆ(u; v) � d � (1 + �)Æ(u; v): We fo
us on rea
habil-ity/distan
e labels of the following form:Definition 3.2. (2-hop distan
e labeling) LetG = (V;E) be a weighted dire
ted graph, A 2-hopdistan
e labeling of G assigns to ea
h vertex v 2 Va label L(v) = (Lin(v); Lout(v)), su
h that Lin(v) isa 
olle
tion of pairs (x; Æ(x; v)), where x 2 V , andsimilarly, Lout(v) is a 
olle
tion of pairs (x; Æ(v; x)),where x 2 V . With a slight abuse of notation, we also
onsider Lin(v) and Lout(v) to be subsets of V , and forany two verti
es u; v 2 V , we require that:Æ(u; v) = minx2Lout(u)\Lin(v) Æ(u; x) + Æ(x; v) :The size of the labeling is de�ned to be Pv2V jLin(v)j+jLout(v)j.For undire
ted graphs, the above de�nition 
an be some-what simpli�ed. For every vertex v, there is only one
olle
tion L(v) of pairs (x; Æ(x; v)), su
h that for ev-ery u; v 2 V we have Æ(u; v) = minx2L(u)\L(v) Æ(u; x) +Æ(x; v).

A slightly more general 
lass of distan
e labelings is thefollowing:Definition 3.3. (Steiner 2-hop distan
e labeling)A Steiner 2-hop distan
e labeling is a labeling inwhi
h Lin(v) and Lout(v) 
onsists of pairs of the form(x; d(x; v)) and (x; d(v; x)), respe
tively, where x 2 X,d(x; v); d(v; x) 2 IR, and X is some arbitrary �nite set.We require thatÆ(u; v) = minx2Lout(u)\Lin(v) d(u; x) + d(x; v) :(A similar de�nition 
an be stated for undire
ted graphs)Note that any 2-hop distan
e labeling is a Steiner 2-hoplabeling, with X = V and d(x; v) = Æ(x; v).We also use the following de�nition of 2-hop rea
habilitylabels.Definition 3.4. (2-hop rea
hability labeling)Let G = (V;E) be a dire
ted graph. A 2-hop rea
habil-ity labeling of G assigns to ea
h vertex v 2 V a labelL(v) = (Lin(v); Lout(v)), su
h that Lin(v); Lout(v) � Vand there is a path from every x 2 Lin(v) to v andfrom v to every x 2 Lout(v). Furthermore, for any twoverti
es u; v 2 V , we should have:u; v i� Lout(u) \ Lin(v) 6= � :The size of the labeling is de�ned to be Pv2V jLin(v)j+jLout(v)j.A 2-hop Steiner rea
hability labeling is de�ned similarly,but we allow Lin(v) and Lout(v) to 
ontain verti
es froman arbitrary �nite set X .Remarks 1) In De�nition 3.1, we measure the labelsize in bits. On the other hand, in De�nitions 3.2 and3.4 we measure the size of 2-hop labels by the totalnumber of hops they 
ontain. 2) Our 2-hop labelings,as de�ned, do not support �rst-edge queries. But, itis easy to add �rst edge information to the hops so thatthey would support su
h queries.Given the labels L(u) = (Lin(u); Lout(u)) and L(v) =(Lin(v); Lout(v)), we 
an easily 
ompute Æ(u; v), thedistan
e from u to v in O(jLout(u)j + jLin(v)j) time.(We keep Lout(u) and Lin(v) in sorted order and mergethem to �nd their interse
tion.) We 
an in fa
t do italso in O(minfjLout(u)j; jLin(v)jg) time, if we keep hashtables for the sets Lout(u) and Lin(v). As an examplefor 2-hop rea
hability labeling, 
onsider the graph inFigure 1 and the 2-hop labeling shown in the table nextto it. We assume there that ea
h vertex v is 
ontained,by default, in Lin(v) and Lout(v).
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Figure 1: Solid edges are the edges of the graph. Dashed edges are hops that are not edges of the graph.4 2-hop 
oversClosely related to 2-hop labelings is the notion of a 2-hop 
over of a 
olle
tion of paths in a graph.Definition 4.1. (2-hop 
over) Let G = (V;E) be agraph. For every u; v 2 V , let Puv be a 
olle
tionof paths from u to v (for undire
ted graphs we havePuv � Pvu). Let P = fPuvg. Let H = (H1; H2),where H1 and H2 are 
olle
tion of paths in G. Then,H is said to be a 2-hop 
over of P if for every u; v 2 Vsu
h that Puv 6= �, there is a path p 2 Puv, and pathsh1 2 H1 and h2 2 H2, su
h that p = h1h2, i.e., p isthe 
on
atenation of h1 and h2. The size of the 
over isjH j = jH1j+ jH2j, the number of elements in H.We 
an obtain rea
hability labels from a 2-hop 
overH = (H1; H2) of the set of all paths in G by settingLin(v) = fx j (x; v) 2 H2g and Lout(v) = fx j(v; x) 2 H1g. The size of this labeling is equal tothe size of the 2-hop 
over. The 
onverse also holds:From rea
hability labels of G we 
an obtain a 2-hop
over of the same size by adding to H1 an arbitrarypath from v to x if x 2 Lout(v) and an arbitrary pathfrom x to v if x 2 Lin(v). Similarly we 
an obtain 2-hop distan
e labels from a 2-hop 
over of the set of allshortest path in G, and vi
e versa. We 
ould also obtainapproximate distan
e labels from a 2-hop 
over of theset of all approximate shortest paths and vi
e versa.Thus we obtain that the size of an optimal 2-hop 
overfor the set of all paths, the set of all shortest paths,and the set of all approximate shortest paths is equal tothe minimum size of a 2-hop rea
hability labeling, twohop distan
e labeling, and 2-hop approximate distan
elabelings, respe
tively.The 
ommon property of the set of all paths, the set ofall shortest paths, and the set of all approximate short-

est paths, that makes their 2-hop 
overs 
orrespond to2-hop labelings is the following:Definition 4.2. (Hop invarian
e) A set ofpaths P = fPuvg in a graph G = (V;E) is saidto be hop invariant, if there exists a 
olle
tion Q ofpaths su
h that� For any two verti
es vi and vj , there is at most onepath qij 2 Q su
h that vi ;qij vj .� Whenever vi ;p1 vj ;p2 vk is a path of P , thenqij and qjk exist and qijqjk 2 P .Lemma 4.1. A set P 
onsisting of all shortest pathsbetween a parti
ular set of vertex pairs (in dire
ted orundire
ted graphs) is 2-hop invariant. In parti
ular theset of all shortest paths is hop invariant. A similarstatement holds for (1 + �)-approximate shortest paths,and for the set of all dire
ted paths.Proof: In all these 
ases, it is suÆ
ient to pla
e in Q anarbitrary shortest path 
onne
ting ea
h pair of nodes.2In the full version of the paper we des
ribe a redu
tionthat proves the following theorem.Theorem 4.1. Finding a minimum 2-hop 
over of a
olle
tion P of shortest paths in a dire
ted graph is anNP-hard problem.We 
an, however, eÆ
iently �nd an almost optimal 2-hop 
over if the 
olle
tion of paths P is hop invariant.Theorem 4.2. Let G = (V;E) be a graph with jV j = n,and let P be a hop invariant set of paths in G. Then,



there is an eÆ
ient algorithm for �nding a 2-hop 
overof P whose size is larger than the smallest su
h 
overby at most an O(logn) fa
tor.Before proving the theorem we introdu
e some notation.As before, let Puv , for u; v 2 V , be the paths of Pthat start at u and end at v. Let Buv � V be theset of verti
es that appear on paths from Puv . (Notethat u; v 2 Buv , if Puv 6= �.) A moment of re
e
tionshows that the size of the minimum 2-hop 
over of Pdepends only on the sets Buv, for u; v 2 V . We alsoneed to de�ne the densest subgraph problem and statesome results that are known for it.Definition 4.3. (Densest subgraph) The densestsubgraph problem is de�ned as follows: Given an undi-re
ted graph G = (V;E), �nd a subset S � V for whi
hthe average degree in the subgraph indu
ed by S is max-imized, i.e., a set that maximizes the ratio jE(S)j=jSj,where E(S) is the set of edges 
onne
ting two verti
esof S.The densest subgraph problem 
an be solved exa
tlyin polynomial time using 
ow te
hniques. One su
halgorithm is given by Lawler [8, Chapter 4℄. The
urrently best available time bound for the problemis O(mn log(n2=m)), due to Gallo, Grigoriadis, andTarjan [3℄. It is obtained by redu
ing the densestsubgraph problem to a parametri
 min-
ut problem andthen solving it using a parametri
 max-
ow algorithmwhose running time is the same as the running time ofthe non-parametri
 max 
ow algorithm of Goldberg andTarjan [5℄.Of more pra
ti
al interest is a mu
h simpler linear time2-approximation algorithm for the densest subgraphproblem whi
h is a slight modi�
ation of an algorithmmentioned by Kortsarz and Peleg [7℄. This algorithmiteratively removes a vertex of minimum degree fromthe graph. This generates a sequen
e of n subgraphs ofthe original graph. The algorithm returns the densestof these subgraphs. It is not diÆ
ult to 
he
k thatthis algorithm 
an be implemented to run in lineartime, and that it is a 2-approximation algorithm forthe densest subgraph problem, i.e., the average degreein the subgraph returned is at least a half of the averagedegree in the densest possible subgraph.We 
an now present a proof of Theorem 4.2.Proof: (of Theorem 4.2) We 
ast the problem of�nding a minimum 2-hop 
over of P as a minimum set
over problem. We then apply the greedy algorithmand �nd a 
over that is larger than the optimal 
overby at most a logarithmi
 fa
tor (Chv�atal [1℄, Johnson

[6℄, Lov�asz [9℄). One diÆ
ulty whi
h arises is that theresulting set 
over instan
e is huge. We show, however,that it is possible to apply the greedy algorithm to thisset 
over instan
e without generating it expli
itly.We �rst re
all the 
ow of the greedy algorithm of the set
over problem. The instan
e of the set 
over problemis a ground set T , and a set S of subsets of T . Forea
h S 2 S, there is an asso
iated weight w(S). Thegoal is to �nd a subset U � S, su
h that [S2U S = T ,and PS2U w(Si) is minimized. The greedy algorithmfor the problem is the following. We maintain theset of un
overed elements T 0, whi
h is initialized toT 0 = T . In ea
h iteration of the algorithm, we add to Ua set S, whi
h maximize the ratio jS\T 0jw(S) . We iterateuntil T 0 = �.The set 
over instan
e 
orresponding to the 2-hop 
overinstan
e is 
onstru
ted as follows. The ground set ofelements to be 
overed is T = f(u; v) j Puv 6= �g. Forea
h vertex w 2 V and two subsets Cin; Cout � V , wehave a set S(Cin; w; Cout) =f (u; v) 2 T j u 2 Cin ; v 2 Cout ; w 2 Buv g :The weight atta
hed to this set is jCinj + jCoutj. Thevertex w is 
alled the 
enter of the set S(Cin; w; Cout).The goal is to �nd a 
olle
tion of su
h sets of minimumtotal weight that 
over T . (Note that the 
olle
tion ofsets is exponential in size.)The proof that this set 
over instan
e is equivalent to the2-hop 
over problem is as follows IfH is a 2-hop dire
ted
over of minimum size, we let Cin(w) = fuj((u;w); u) 2Hg and Cout(w) = fuj((w; u); u) 2 Hg. We 
an then
over the set T using the sets S(Cin(w); w; Cout(w)) forw 2 V .Conversely, we �rst 
laim that we may assume w.l.o.g.that the minimum 
over 
ontains at most one set with agiven 
enter. If a 
over 
ontains two sets with the same
enter, i.e., S(C 0in; w; C 0out) and S(C 00in; w; C 00out), thenthese two sets 
an be repla
ed, without in
reasing thesize of the 
over, by the set S(C 0in[C 00in; w; C 0out[C 00out).Thus, Let S(Cin(w); w; Cout(w)) be the set 
orrespond-ing to w 2 V . We 
an now de�ne a 
orresponding 2-hop 
over, in the following way: ((u;w); u) 2 H if andonly if u 2 Cin(w) and ((w; u); u) 2 H if and only ifu 2 Cout(w). For undire
ted 
overs, let S(C(w); w) bethe set 
orresponding to w and (u;w) 2 H if and onlyif u 2 C(w).We next have to show that we 
an eÆ
iently applythe greedy algorithm to this exponential size set 
overinstan
e. Let T 0 be the part of T that is still un
overed.



Initially T 0  T . In ea
h step of the greedy algorithmwe are supposed to �nd a set S with the best ratiojS\T 0jw(S) . In the dire
ted 
ase we are looking for a setS(Cin; w; Cout) for whi
h the ratiojS(Cin; w; Cout) \ T 0jjCinj+ jCoutjis maximized.To do that we �nd, for every w 2 V , the set S(w)whi
h maximizes the above ratio over all the setsS(Cin; w; Cout), in whi
h w is their 
enter. We 
onstru
tan auxiliary undire
ted bipartite graph Gw = (Vw; Ew),whi
h we 
all the 
enter graph of w in the followingway. The vertex set Vw 
ontains two verti
es vin andvout for ea
h vertex v of the original graph G. Wehave the undire
ted edge (uout; vin) 2 Ew if and only if(u; v) 2 T 0 and w 2 Buv . Many of the verti
es in Gwmay be isolated and 
an therefore be removed from thegraph. It is straightforward to prove that the problemof �nding the sets Cin and Cout that maximize theratio jS(Cin; w; Cout) \ T 0j=(jCinj+ jCoutj) is exa
tlythe problem of �nding the densest subgraph of Gw.We solve this problem, 
omputing S(w) for ea
h 
enterw 2 V , and �nally 
hoose the vertex w for whi
h S(w)has the best ratio. We then add the 
orrespondingset S(w) to the 
over, update T 0, and repeat until T 0is empty. It is shown by Johnson [6℄, Lov�asz [9℄and Chv�atal [1℄ that the greedy heuristi
 a
hieves aperforman
e ratio of Ht for the set 
over problem,where t is the number of elements to be 
overed and Htis the Harmoni
 number. For our problem, the numberof elements is equal to the number of vertex-pairs su
hthat there is at least one path in P between them. Thus,we obtain an approximation ratio ofHjfijjPij 6=;gj � Hn2 < 2 logn+O(1) :This 
onstru
tion is slightly di�erent for undire
tedpaths. The set T to be 
overed is a set of (unordered)vertex-pairs fu; vg su
h that Buv 6= ;. For ea
hvertex w 2 V and a subset C � V , we have a setS(C;w) = f fu; vg j u 2 C ; v 2 C ; w 2 Buv g. Theproof that this set 
over problem is equivalent to ouroriginal 2-hop 
over problem is essentially as for thedire
ted 
ase. To solve the set 
over instan
e we areinterested in S(C;w) whi
h maximizes jS(C;w)\T 0jjCj . Weagain �rst solve this maximization problem separatelyfor ea
h w. Here the auxiliary graph Gw = (V;Ew)
ontains a single 
opy of ea
h vertex of V and generallyis not bipartite. We have the edge (u; v) 2 Ew if andonly if (u; v) 2 T 0 and w 2 Buv . Similarly, the problemof �nding the set S(w) = (C;w) that maximize the ratio

jS(C;w) \ T 0j=jCj is then exa
tly the problem of �ndingthe densest subgraph of Gw. 2The approximation algorithm presented is similar toan approximation algorithm given by Kortsarz andPeleg [7℄ for the 2-spanner problem.4.1 Spe
i�
 graph families In the full version ofthe paper, we will show that the algorithm we introdu
ein the last se
tion generates 2-hop labeling of sizeO(n logn) for all trees (for any variant of the problem).This mat
hes a lower bound of 
(n log2 n) on the bit-size of any tree labeling, due to Gavoille et al. [4℄.Some other graph families are known to have 
ompa
t2-hop labeling: Graphs with separator-de
omposition ofsize O(n�) have 2-hop labels of size O(n1+� logn) (e.g.,see [2℄). It is possible that the optimal 2-hop labelingfor small-separator graphs is o(n1+� logn). (This wouldbe the 
ase if our Conje
ture 5.1 is true.)For planar graphs, Thorup [11℄ shows that O(n logn)size rea
hability and approximate distan
e labels arepossible. It follows from his 
onstru
tion that thereare 
orresponding 2-hop labels of size O(n log2 n). Weare not aware of a mat
hing lower bound for 2-hoprea
hability labelings, thus, it is possible that there areoptimal 2-hop rea
hability labeling of size O(n logn) forplanar graphs. Thorup's result is parti
ularly intriguingsin
e there is an 
(n4=3) lower bounds on exa
t distan
elabels for planar graphs.Another parti
ular family of interest 
onsists of graphswith bounded degree d where for ea
h pair of verti
esthere is at least one path between them of length atmost D = logd n + o(logd n) edges. For example arandom d-regular graph will have this property withhigh probability. For su
h graphs we 
an obtain 2-hoplabelings of size O(n1:5+�) by pi
king the hops ((v; u); v)and ((v; u); u) for every two nodes v; u su
h that thereis a path of at most dD=2e edges from v to u. Observethat the total number of hops is O(ndD=2) = O(n3=2+�).5 Lower bounds on rea
hability and distan
elabelingsIn this se
tion we prove lower bounds on the sizeof rea
hability labels and 2-hop rea
hability labels indire
ted graphs. The bounds we prove also hold fordistan
e labelings in dire
ted and undire
ted graphs,and it is straightforward to extend the proofs for these
ases. We begin with the following simple lemma thatgives a lower bound on the size in bits of any rea
habilitylabeling (not ne
essarily a 2-hop rea
hability labeling).



Lemma 5.1. Any rea
hability labeling s
heme must as-sign some n-vertex m-edge graph rea
hability labels oftotal size 
(m log(n2=m)) bits.Proof: Consider the set of all dire
ted m-edge graphson the set of verti
es V = f1; 2; : : : ; ng in whi
h alledges are dire
ted from V1 = f1; 2; : : : ; n=2g to V2 =fn=2 + 1; n=2 + 2; : : : ; ng. (Assume that n is even.)There are �(n=2)2m � su
h graphs, and ea
h one of themhas a distin
t transitive 
losure. Hen
e, no two of thesegraphs may be assigned rea
hability labels that areidenti
al for every vertex. It follows that most of thesegraphs must be assigned rea
hability labels of total size
(log �(n=2)2m �) = 
(m log(n2=m)). 2Note that ea
h graph from the family of graphs 
onsid-ered in the proof of Lemma 5.1 may be assigned 2-hoprea
hability labels of total size O(m logn) bits. We sim-ply let Lout(v) = fu 2 V2 j (v; u) 2 Eg for every v 2 V1,Lin(v) = fvg for every v 2 V2, and all other sets areempty. Thus, 2-hop rea
hability labels are almost op-timal for this family of graphs. The Corollary belowsummarizes this dis
ussion and shows that 2-hop labelsare almost optimal in the following sense.Corollary 5.1. Let g(n;L) be the 
olle
tion of n-nodegraphs with 2-hop-labels (distan
e or rea
hability) ofsize L (L logn bits). Then any general labeling s
hemeassigns labels of maximum size 
(L log(n2=m)) bits ong(n;L).Proof: Consider the family of graphs 
onsidered in theproof of Lemma 5.1, with n nodes and L = m edges.These graphs have 2-hop-labels of size L. The 
orollaryfollows from the proof of the Lemma. 2We next use Lemma 5.1 to obtain a stronger lowerbound on the total size of rea
hability labels.Theorem 5.1. Any rea
hability labeling s
heme mustassign to some graphs with n verti
es and m edgesrea
hability labels of total size 
(nm1=2) bits.Proof: Consider graphs of the following form: startwith a bipartite graph on vertex sets V1 and V2, wherejV1j = jV2j = m1=2, with m=2 dire
ted edges going fromV1 to V2. Next, make ea
h vertex of V1 the 
enter ofa star with n=m1=2 leaves. All these leaves are disjointand the edges from these leaves are dire
ted towardsthe verti
es of V1. Similarly, make ea
h vertex of V2 the
enter of a star with n=m1=2 leaves. Edges this time aredire
ted away from the verti
es of V2. The total number

of verti
es in this graph is 2m1=2 � n=m1=2 + 2m1=2 =2(n + m1=2) = �(n), and the number of edges is2m1=2 � n=m1=2 + m=2 = m=2 + 2n = �(m). (Notethat n � m � n2 and therefore m1=2 � n.)Let Ui, for 1 � i � n=m1=2, be the set 
omposed ofthe i-th leaf of every star. For every i, the rea
habilityrelation restri
ted to Ui is isomorphi
 to the rea
habilityrelation on the set V1 [ V2. It follows from Lemma 5.1that for at least one su
h graph, we need rea
habilitylabels of total size at least 
(m) bits. Thus, the totalsize of the labels atta
hed to all the verti
es must be atleast 
(n=m1=2 �m) = 
(nm1=2) bits. 2Our next lemma will allow us to obtain a slightly betterlower bound than the one in Theorem 5.1 on the sizeof 2-hop rea
hability labelings . The lemma establishesa lower bound on the size of the optimal 2-hop 
overfor a set of paths. To spe
ify this lemma we needthe following de�nitions. Given a set P of paths andv; w 2 V , we de�ne hv(w) to be the number of verti
esrea
hable from v via a path in P going through w. Wealso de�ne hv(w) to be the number of verti
es fromwhi
h you 
an rea
h v through a path in P goingthrough w. Formally, hv(w) = jfu j w 2 Bvugj, andhv(w) = jfu j w 2 Buvgj. For ea
h pair of nodes (a; b)we de�ne the eÆ
ien
y of 
overing Pabe�(a; b) = maxp2Pab maxv2p minfha(v); hb(v)gLemma 5.2. For any 2-hop 
over,jH j � X(a;b)jPab 6=; 1=e�(a; b) :Proof: Any pair (a; b) is eventually 
overed by 2 hops.One of these hops parti
ipates in at most e�(a; b) paths.Thus, if the 
ost of ea
h hop is partitioned among thepairs it 
overs, (a; b)'s share is at least 1=e�(a; b). Thus,the total number of hops is at least Pab 1=e�(a; b). 2We 
an obtain a slightly stronger lower bound for 2-hoprea
hability labels than the bound in Theorem 5.1 forgeneral labelings. In Theorem 5.1 the lower bound of
(nm1=2) is on the size of the labels in bits whetherin the following theorem the lower bound is on the thetotal number of hops in the 2-hop labels.Theorem 5.2. There exist n-vertex m-edge graphs forwhi
h any 2-hop rea
hability labeling s
heme must havea total size of 
(nm1=2).Proof: The graphs we 
onsider are a subset of thoseused in the proof of Theorem 5.1. We start with




omplete bipartite graph with jV1j = jV2j = m1=2. Asbefore, we make ea
h vertex of V1 and V2 the 
enterof a star with n=m1=2 leaves. The proof follows usingLemma 5.2. 2Last we show that for some graphs with large rea
ha-bility labels mu
h shorter steiner labels exist.Corollary 5.2. There exists a family of graphs withSteiner rea
hability labels of size O(n) where the bestproper 2-hop rea
hability labels are of size 
(nm1=2).Proof: The graphs in the proof of Theorem 5.2 
anbe viewed as 4-layer graphs, with v rea
hable from u ifand only if the layer of u is lower than the layer of v.We use the set X = fx1;2; x1;3; x1;4; x2;3; x2;4; x3;4g theidenti�er xi;j is pla
ed in Lout(v) for all v in layer i andin Lin(v) for all v in layer j. 2A similar, slightly more involved 
onstru
tion, 
an beused to generate O(n)-size Steiner labels for the undi-re
ted uniform-weighted version of this 
onstru
tion:Corollary 5.3. There exists a family of undire
tedgraphs with Steiner distan
e labels of size O(n) wherethe best proper 2-hop distan
e labels are of size
(nm1=2).We 
onje
ture that the bound given in Theorem 5.2 isbest possible:Conje
ture 5.1. Let G = (V;E) be a dire
ted graphwith jV j = n and jEj = m and let P the set of allshortest paths in G. Then, there is a 2-hop 
over of Pof size O(nm1=2).6 ImplementationWe implemented a variation of the algorithm des
ribedin the proof of Theorem 4.2 and used it to 
onstru
tdistan
e labels. We 
onstru
t for ea
h 
enter, a 
orre-sponding (undire
ted) 
enter-graph. The nodes of the
enter-graph are all hops asso
iated with the 
enter.Ea
h edge 
orresponds to a path traversing through the
enter, and its endpoint are the hops 
orresponding tothe pre�x and suÆx of the path. Note that if the un-derlying network is dire
ted, the 
enter-graphs are bi-partite, but this is generally not true with undire
tednetworks.The algorithm iteratively sele
ts subsets of hops andedges whi
h 
onstitute an (approximate) densest sub-graph in some 
enter-graph. Our implementation of ap-proximate densest subgraph (ADS) 
omputation runs

in linear time in the size (number of edges and nodes)of the 
enter-graph: nodes are maintained sorted byremaining-degree (initially using bu
ket-sort) and ea
hedge is looked at on
e.Edges in di�erent 
enters that 
orrespond to the samepath are linked, and the path that 
orresponds to asele
ted edge is 
onsidered 
overed. Covered edges areremoved from the 
enter graph, thus ADS sele
tion inone 
enter-graph may result in removing edges fromother 
enter-graphs.The high-level loop maintains all 
enters in the heap.The key of a 
enter 
 is the ratio of edges to nodes in themost re
ently-
omputed ADS of the 
enter-graph G
.The following is repeated until all paths are 
overed:� A 
enter 
 of maximum key is removed from theheap.� If edges got removed from the 
enter-graphG
 sin
ethe last ADS 
omputation was performed, then theADS is re
omputed, and 
 is pla
ed in the heap witha new key.� Otherwise, if the 
enter-graph was untou
hed, theADS is sele
ted. If unsele
ted edges remain in G
,then a new ADS is 
omputed, and 
 is inserted tothe heap with a new key.For this implementation to work 
orre
tly, it is impor-tant that a 
enter of (approximately) minimum key issele
ted at ea
h step. To see this, noti
e that the key ofa 
enter-graph (ratio of edges to nodes in densest sub-graph) 
an only de
rease if edges are removed from thegraph.In our implementation we used a slightly di�erent
onstru
tion of the set 
over instan
e than the oneoutlined in the proof of Theorem 4.2. Suppose thealgorithm sele
ted several subsets whi
h 
orrespondto the same 
enter: S(C1; w); S(C2; w); : : : ; S(Ck; w).Then the ratio atta
hed to a remaining subset S(C;w)is updated to jS(C;w) \ T 0j=jC n k[i=1Cij :(instead of jS(C;w) \ T 0j=jCj.) where T 0 is the set ofun
overed edges in the 
enter graph Gw. We imple-mented this variant by removing sele
ted nodes fromthe 
enter graph (edges, however, are removed only ifboth endpoints are sele
ted).Observe that the numerator of this ratio 
an de
rease assubsets are sele
ted in other 
enters. The denominator




an also de
rease but only as a result of a subset beingsele
ted from the same 
enter. Even though the ratioasso
iated with a parti
ular subset may in
rease, it iseasy to see that it 
an never ex
eed that of the most-re
ently sele
ted densest subgraph from the same 
enter(if it was, then this subset 
ombined with the re
entdensest subgraph would have yielded a denser subgraph,hen
e a 
ontradi
tion). Thus, the maximum ratio of thedensest-subgraph of a 
enter is non-in
reasing. As a newdensest subgraph is 
omputed when a 
enter is pla
edba
k in the heap, a 
enter with maximum ratio is stillfound by our heap implementation.As for worst-
ase performan
e, it is not hard to showthat this variant has the same approximation ratio asthe variant where the denominator of the ratio of asubset remains jCj (the proof is a slight modi�
ationof the analysis given for the standard greedy algorithm- the proof will be des
ribed in the full version of thepaper). In our experiments, however, it performedbetter.7 ExperimentsWe used di�erent syntheti
 and real networks to evalu-ate our labeling algorithm. The network sele
tion wasguided by two important appli
ations of our labelings
heme, namely routing and geographi
 navigation sys-tems. For geographi
 navigation, distan
e queries 
antell a user the time or distan
e to rea
h a desired des-tination. First-edge queries 
an be used to generateturn-by-turn driving dire
tions.Routing tables for pa
kets traveling in a 
ommuni
a-tion network 
onstitute another appli
ation of distan
elabels. The model is that ea
h pa
ket 
arries its desti-nation label, and the 
urrent router obtains the next-hop and if desired, the \distan
e", by 
onsidering thelabel at the 
urrent router and the destination label.This is somewhat similar to the way Internet routingis performed now: ea
h pa
kets 
arries its destinationIP-address. The router looks up the IP-address (longestpre�x mat
h) in its lo
al routing table in order to ob-tain the next-hop. Routing tables, however, are growingin size. As for the stru
ture of the network, they typ-i
ally have small diameters. For inter-AS1 graphs, the
ore of the graph has high expansion whereas intra-ASnetworks 
ould be almost planar.ISP-net is the network of a large ba
kbone ISP (Inter-net Servi
e Provider). The nodes and (dire
ted) edgesof the network 
orrespond to routers and links. This1AS stands for an autonomous system whi
h is an independentsubnetwork of the global network.

parti
ular ISP uses OSPF (Open Shortest Path First)routing, and the edge-weights are the OSPF weights ofthe links.BGP is the set of (dire
ted) paths advertised by BGP(Border Gateway Proto
ol) routers. The nodes of thenetwork are all Autonomous Systems (AS's) in theInternet rea
hable from the 
ore. The paths are alladvertised paths. We 
onsidered only paths of 3 ormore hops, as shorter paths 
an be re
onstru
ted bymaintaining edge information at ea
h node.Roads is the road map of Alpine County, CA (USA),obtained from the TIGER 
ensus data [13℄. This graphis undire
ted with weights 
orresponding to a
tualdistan
es.Grid-k is a syntheti
 network. The underlying networkis a k � k grid. Edges are dire
ted in a Manhattan-fashion, with even and odd row-edges dire
ted in op-posite dire
tions and similarly, even and odd 
olumns-edges are dire
ted in opposite dire
tions. The edgeweights were sele
ted uniformly at random from [1; 100℄.Table 1 lists for ea
h network, the number of nodes,number of edges, number of pairs of nodes su
h thatthere is a path from one to the other, and the total sizeof labels (number of hops). The 
ompression ratio is theratio of the number of pairs to the total size of the labels.The 
ompression ratio varies with di�erent graph sizesand stru
tures and was between 3 to 19.6. Generally,we expe
t better ratio for larger graphs. In parti
ular,our analysis shows that for the planar k-grid graphsthe view size is O(k3) whereas expli
it representation is�(k4), thus the ratio is at least k.So far we 
onsidered the total size of the labels. An-other parameter of interest is the maximum label sizeof a parti
ular node. This parameter is parti
ularly im-portant for distributed appli
ations. It is also relevantsin
e the a
tual 
omputation of the distan
e from thelabels is linear in the size of the labels. For dire
tedgraphs we also 
onsider the maximum size of an in-listor out-list of a node. The average and maximum la-bel sizes for the di�erent networks are listed in Table 2.Although geared to minimizing the total label size, ouralgorithm seems to perform well also with respe
t to themaximum-label metri
.Another interesting question regards the dependen
e ofthe label size on the number of 
overed paths. Ouralgorithm 
an be set to stop after any given fra
tionof the paths is 
overed (and a
tually, provides thesame performan
e guarantees even in this 
ase.) Thedependen
e seemed Zipf like and similar a
ross networks(e.g., 20%-25% of the hops suÆ
es to 
over half thepaths).



network # nodes # edges # paths (pairs) label-size 
ompressionISP-net 229 880 38466 2969 13.0BGP 9236 { 164037 22454 7.3Roads 548 686 128491 6567 19.6Grid-10 100 180 2744 843 3.3Grid-20 400 760 42852 5759 7.44Grid-30 900 1740 212819 18667 11.40Table 1: Parameters and performan
e for di�erent networksnetwork # nodes label-size average-label maximum label maximum in/out listISP-net 229 2969 13 29 15BGP 9236 22454 2.4 145 140Roads 548 6567 12 28 {Grid-10 100 843 8.43 15 14Grid-20 400 5759 14.4 30 30Grid-30 900 18667 20.7 60 58Table 2: total label size and the maximum size of the label of a parti
ular node for di�erent networks8 Con
luding remarksWe introdu
ed simple and natural distan
e and rea
h-ability labeling s
hemes for dire
ted and undire
tedgraphs. Our labelings are derived from 2-hop 
overs ofsets of paths in graphs. We give an eÆ
ient algorithmfor 
onstru
ting a 2-hop 
over whose size is larger thanthe smallest 2-hop 
over by a fa
tor of at most O(logn).We 
onje
ture that there exists a 2-hop 
over of size~O(nm1=2) of the set of shortest paths in any weighteddire
ted graph with n verti
es and m edges. Proving,or disproving, this 
onje
ture, is perhaps the most in-teresting problem left open. We also demonstrated thee�e
tiveness of our s
hemes by an experimental analy-sis using syntheti
 and real networks from appli
ationssu
h as geographi
 navigation and Internet routing.Referen
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