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Abstract—Current routing protocols are monolithic, specifying the algo-
rithm used to construct forwarding tables, the metric used ly the algorithm
(generally some form of hop count), and the protocol used toidtribute these
metrics as an integrated package. The Flexible Intra-AS Raiing Environ-
ment (FIRE) is a link-state, intra-domain routing protocol that decouples
these components. FIRE supports run-time-programmable gorithms and
metrics over a secure link-state distribution protocol. Byallowing the net-
work operator to dynamically reprogram both the properties being adver-
tised and the routing algorithms used to construct forwarding tables, FIRE
enables the development and deployment of novel routing abgithms with-
out the need for a new protocol to distribute state. FIRE supprts multiple
concurrent routing algorithms and metrics, each construcing separate for-
warding tables. By using operator-specified packet filtersseparate classes
of traffic may be routed using completely different routing dgorithms, all
supported by a single routing protocol.

This paper presents an overview of FIRE, focusing particuldy on
FIRE'’s novel aspects with respect to traditional routing protocols. We con-
sider deploying several current unicast and multicast rouing algorithms in
FIRE, and briefly describe our Java-based implementation.

Keywords—IP Routing, Active Networks, Class-Based Forwarding, Dif
ferentiated Services, Virtual Private Networks

|. INTRODUCTION

Q- ROUTING protocol has three constituent functions: it dé.[l
fines a set of metrics upon which routing decisions aft

made; it distributes this information throughout the netkyo

and it defines the algorithms that decide the paths packets

network nodes. Many techniques provide such flexibility by a
lowing individual data packets to explicitly participaterbuting
decisions [21], [22], [34], [43], creating a large range ets-
rity and stability concerns. Others limit such functiomalio
specially authorized and authenticated control traffi¢,dither
severely restrict functionality [45], require per-packebcess-
ing on the forwarding path [49], or both [39].

FIRE, the Flexible Intra-AS Routing Environment, is an at-
tempt to provide a more flexible routing system without sacri
ficing forwarding performance. Operators control a variety
key routing functions, including choosing which algorithare
used to select paths, choosing what information is used &y th
algorithms, and identifying traffic classes to be forwarded
cording to the specified algorithms. Expressing these iddzs
more formally, FIRE splits the standard routing protocabiits
constituent parts: secure state distribution, computatfofor-
warding table(s), and the generation of state informatian, (
determining what values to distribute). FIRE then exposes i
state distribution functionality, making computation ofWard-

g tables and the generation of state information prografien
run-time.

The motivation for the novel aspects of FIRE springs disectl

Ug)m three simple observations:

to traverse the network. Furthermore, a well-designedgprot * Routing algorithms continue to evolve.

col contains security mechanisms to protect the routingagif

tructure from attack as well as from mischance or misconfigu-

ration. In today’s routing protocols, these functions agatly

« Today's simple link metrics are often insufficient to sugpor
new routing algorithms.
« Network providers are increasingly interested in providin

integrated and cannot be unbundled. When a network operator SP€cialized routing for different classes of traffic.

chooses to use 1S-IS [10] or OSPF [30], for instance, therinfo Over the past s_everal years there h_ave beeq considerable fer
mation that is distributed about each link and the algorithat Mentand change in the design of multicast routing protdédls

is used to select paths are fixed; the operator is largelylaniab [18], [23]. Potential improvements for unicast routing kav
tune the system to use a new algorithm or different metriee T2ls0 been developed [6], [44]. Getting any of these algorith
operator may select a more sophisticated set of metricsartel r actually deployed is difficult. Because current routingtpro

ing algorithm by moving to Cisco’s Enhanced Interior Gatywa90|5 have |nt.ertW|ned th§|r algorithm ywth their state db_n-
Routing Protocol (EIGRP) [48], but the operator is then éafc tON me_chamsm, (_jeploy|_ng new algorithms has meant, in most
also to accept EIGRP’s state distribution and security rmeci$2Ses, implementing entirely new protocols. In short, dueiér
nisms. to deploying new routing algorithms is very high. Indeeditpa

Recent work has attempted to hamess the power of Actigkthe motivation for FIRE came from our experience trying to

Networking [43] to provide extensible routing functiorglin
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deploy a new unicast routing algorithm that finds approxatyat
optimal paths based on multiple, orthogonal link metrick[1

Most protocols use hop counts to approximate the cost of a
link. More sophisticated protocols like EIGRP compute thetm
ric from a mix of several link properties, but the EIGRP equa-
tion for combining metrics is fixed and represents a balamee b
tween possibly conflicting values. FIRE distributes a rieh s
of properties for use by routing algorithms. Properties ban
configured values, extracted from router MIBs, or even dynam
ically generated by operator-provided applets. FIRE ptesi
for programmable property generation, and properties eaneb
generated when conditions suggest that forwarding talded n
updating.
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The increasing het_erogenei_ty of I_nterrjet ponnectivitgmgly SAs SA :r_ ;;o;y::r;y"e
suggests that there is a growing diversity in path choicas. D _SAs Generation 7 Applets |}
ferent paths between two points will be better suited foiedif _ e |
ent applications. An obvious example is satellite linksjakih Flooding } Virtual

) . . Mechanisni i Machine
are being used more frequently in the Internet and which of- SA [ [
. . . . S | |
fer high bandwidth but also high delay. Most routing protgco — Property 2| Routing |!
in use today forward all traffic based upon the same forward- Repository 1| Algorithms|
ing table. Traffic classes may be differentiated with respec ek ke
resource reservation [9] and queuing priority [33], but lgste Data Path
are generally routed identically. In FIRE, each packet iged e F e B s 3 — T N
based upon a forwarding table constructed to best suititicpa  +——»{ uberfilter - Eﬁ‘t‘;kr‘;t - Fo;xgg&ng_»i
ular traffic class, as determined by the contents of the g&cke ' !

head_er- By assigning different classes of traffic to Sep_d[_m Fig. 1. Architecture of a FIRE Router. Each property apptet eouting algo-
warding tables, FIRE allows network operators to optimize f  rithm instance is run in a separate virtual machine.

each class. Each forwarding table is constructed with adifft
algorithm, which may use its own set of metrics. ) ) )

This paper is organized as follows. Section Il provides a A N0de is responsible for generating values for each of the
brief overview of FIRE, while sections IIl, IV, V, and VI Properties being advertised in the network. Property \alue
present novel aspects of FIRE that are particularly intargs O links are generated by adjacent nodes. Network proper-
when compared to existing protocols, including configurati ti€s are the responsibility of nodes called Designated &sut
and management, programmable routing algorithms, dynaﬁ’l‘{E'Ch are selected using a distributed election processasim
properties, and our security model. Section VI describ&ey 10 OSPF [41]. Some property values may be configured into the
state distribution mechanism in more detail. Section Vtg-p N0des (e.g., multicast support or policy-based cost val@ts-
vides a quick tour of the programming interface to FIRE, whil€"S may be readily available from the router's MIB (e.g. rage
section IX demonstrates its flexibility by sketching FIRE-imduéue length, CPU utilization, etc.). FIRE also allows afens
plementations of several popular routing algorithms. ®ecx 0 Write their own property applets. Like algorithms, praye
very briefly discusses our FIRE implementation, and secfion gpplets are written in Java and each is executed in its own JVM
examines the strengths and shortcomings of FIRE’s design. \Stance.

survey related work in section XIl before concluding in sec- All property values are distributed to every node in the net-
tion XIILI. work using reliable flooding. Each node stores these values i

a property repositoryin order to build a complete and consis-
Il. EIRE OVERVIEW tent map of the network. Updates of the values of these proper
ties are periodically flooded throughout the network thitothe

A traditional routing protocol generates a single forwagli ¢ of State Advertisements (SAs), refreshing the repasitat
table at each router, which the router then uses to determifie-h, router.

where to forward incoming traffic. FIRE extends that notion

by generating a set of forwarding tables, each uniquely definc  Fijtering

by three pieces of information: the algorithm used to coraput . ] .

the table, the properties used by the algorithm in its comput A Single instance of FIRE may manage several forwarding ta-
tions, and a packet filter that determines which classesfffar bles, and thus serve several classes of traffic concurréimty-

use the forwarding table. In FIRE, all three of these vagablfic is classified using operator-specified filters and forearrd

may be configured by the network operator at run time. according to the generated forwarding tables. The tablesith
selves are generated by the routing algorithms which ar@nun
A. Algorithms the property repository, an internal link-state databas#ain-

) ) ) ing property values for each entity in the network.
Routing algorithms in FIRE are downloaded Java programs.c|pe permits multiple instances of the FIRE protocol to be

The algorithms are designed to use distributed networke¥op, nning concurrently in a system. Each FIRE instance is tyhol

ties to generate a local forwarding table. Each instancenof &lf-contained, propagates its own state, and maintaiepa-s

algorithm is run in a separate Java Virtual Machine (JVM) 0ftq set of forwarding tables. This feature is designed ppstt

the router itself. This sandboxing prevents a buggy or M@&IE ;4,4 private Networks (VPNs), where overlays are used to
routing algorithm from disabling the entire router. make a single network look like several independent neta:ork

The internal architecture of a FIRE router is shown in Fig. 1.
In the router’s data path, all incoming traffic on the routestfi

A FIRE system is composed of two classes of entities: nodeasses through diberfilterthat assigns the traffic to a particu-
and links. Nodes consist of both routers and broadcast mkesyo lar instance of FIRE. A packet can belong to only one instance
while links are uni-directional adjacencies between noesh hence the filters must be disjoint. (In a router with only one
entity in the FIRE system has a unique ID and a set of propertiastance of FIRE, the uberfilter would contain a single entr
associated with its ID. The ID encoding specifies whether tllgat matches all packets.) Within a FIRE instance, packet fil
entity is a link, subnet, or router. ters determine which forwarding table the packet is to ugee T

B. Properties
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packet’s destination address is looked up in the indicatbtt  The OCM tags each OCF with one of three directiviesid,

and the packet is forwarded accordingly. advertise or run. An OCF load directive simply causes the
. ) router to retrieve the files from the file repository. An OCF
D. Design philosophy advertise directive additionally forces the generatiorpafp-

The most basic contribution of FIRE is the ability to modifyerty values and their issuance as SAs once the OCF has finished
at runtimethe routing algorithms and property metrics used #@ading. In addition to the steps required by the loading ad
generate forwarding tables. This dynamism requires gra cVertising states, an OCF number tagged with the run directiv
to ensure robust, reliable behavior; the sheer scope ofgienficauses routers to run the associated routing algorithmsre g
ration and, even more importantly, programming options ena@rate forwarding tables. The resulting forwarding tab&eng
available by FIRE’s model tremendously increases the anafc With the specified packet filters, are installed into the eout
misconfiguration or buggy implementations. This vulneligbi ~ The list of OCFs can change from one OCM to the next. In
has guided our design of the FIRE protocol. We have soughtfast, this is precisely how the Operator introduces new OCFs
make FIRE as stable a platform as possible. into the system, and prepares the network to run them. A care-

The desire for robustness manifests itself in FIRE’s seguriful Operator will iterate a particular OCF through the loagli
model, which is based on the philosophy of containment. SA8d advertising stages, ensuring the expected operationebe
are signed by their creator to prevent modification in fligit: ~Switching it to the run state. Old OCFs that are removed in suc
vertisements can be suppressed or damaged in flight but cé@eding OCMs are purged from the system, along with any al-
not be surreptitiously modified or spoofed. Furthermorgheagorithm files they use.

FIRE entity has an associated authorization certificateigpe

ing what information it is allowed to advertise. These derti B. OCFO

cates are used, for example, to prevent a malicious or misconThere is one OCF that is considered immutable—OCF 0. All
figured router from advertising a route to a distant portibthe entities must advertise OCF 0 properties regardless of athat
network and “black-holing” traffic. OCFs are loaded or which one is running. This OCF contains the
minimum amount of information necessary to maintain ragitin
functionality, and is always operational.

Central to the FIRE model is the notion of @perator. FIRE An OCF 0 forwarding table is always built using SPF [28]
works within a particular Autonomous System (AS)—an are@ijkstra’s algorithm [16]) with hop count as its metric. FE
completely controlled by one administrative entity. Thatity control traffic is always sent using this forwarding table. &h-
appoints one or more people (e.g., a network operationggdensuring control traffic is forwarded using a straightforwareli-
as the Operator. The Operator is authorized to configure thlele routing table, OCFs and their associated files can ba-dow
network through two mechanisms: the Operator Configuratit@aded regardless of the state of (in)operation of the cdye
Message (OCM) and the Operator Configuration File (OCF). running OCF.

OCF 0 contains exactly four properties:
A. Configuration messages and files FIRE Metric: The hop count for this entity used to build the

The OCM is a special State Advertisement that contains the SPF routing table for FIRE management traffic.
configuration rules for the FIRE system, the set of OCFs thatP AddressesThe set of IP addresses associated with this en-

IIl. CONFIGURATION & MANAGEMENT

are to be |Oaded, and names one of them aguheing OCF. tlty For |inkS, this is the set of IP addresses associatéal wi
An OCEF lists the routing a|gorithms to use, the propertiesd:e the destination interface. For routers, this includes anb S
vertise, and the filters to map traffic classes to forwardiges. hosts that are reachable through this node. Networks do not

Both the OCM and OCFs are cryptographically signed with the participate in this property.

Operator's secret key. There can be only one OCM valid at anyFIRE Up: This boolean value states that FIRE is currently

point in time. The OCM is injected into the network by an Op-  running for this node or link. If set to false, no traffic is

erator at any FIRE node, and is distributed along with normal routed through this entity.

routing updates throughout the network by the standard flood OCFs Loaded:A list of the OCF numbers (other than zero)

ing mechanism. for which this entity is flooding SAs. Only router nodes
Upon receipt of the OCM, a node retrieves the listed OCFs participate in this property.

from one of the file repositories specified in the OCM. File rdn addition to being used by the OCF 0 routing algorithm, éhes

trieval is facilitated by a special, simple file transfer fmool Properties are also available to routing algorithms rugrinany

called the Large Data Transfer Protocol (LDTP) [35]. This-pr 0ther OCF number.

tocol is based on the Trivial File Transfer Protocol (TFT#2]]

enhanced to protect against insertion attacks and reduigalit

nerability to Denial of Service attacks. When an OCF is re- After an algorithm’s support files are downloaded, the cade i

trieved from a file repository, the OCF is parsed and any addibaded into an execution environment on the router. Our FIRE

tional support files downloaded. In particular, the OCF aorgé implementation invokes algorithms in a Java Virtual Maehin

the list of routing algorithms and property applets, aloritha (JVM). If the algorithm is being asked to generate multige f

list of file repositories where these files can be obtainedTRD warding tables based on different properties, a separak¢ JV

is again used to retrieve these files. All files to be downldadéeach with the same algorithm code) is created for eachrinsta

are cryptographically signed to ensure integrity. Because we expect SPF to be a frequently used algorithm, in

IV. ALGORITHMS
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addition to being an integral part of OCF 0 routing for FIRE The final protection is not on algorithms themselves, but in-
packets, SPF is implemented as a built-in function rathem #n stead results from FIRE’s limits on SA frequency. Since SAs

downloadable applet. can only be issued at a specified maximum rate (which is en-
o forced by neighboring routers as part of the flooding protpco
A. Programming interface a particular node cannot trigger system-wide algorithnsnam

The FIRE algorithm programming interface is intentionalljrequently. This mechanism is discussed in more detail @ se
very simple. Whenever new information is inserted into théon VI-B.
property repository by the reception of an SA, a snapshdief t
repository is made and the routing algorithm invoked. Thymal
rithm'’s job is to generate a forwarding table from the snapsh Any information needed by routing algorithms to construct
of the repository. forwarding tables must be distributed throughout the netwo

The programming interface does not explicitly supportécr FIRE packages this information into typed values cajiezper-
mental updates. Our reasoning is that requiring algoritbonsties Properties differ from metrics used in traditional roggil-
support incremental updates is both unreasonable (sonoe algprithms. Metrics are weights, assigned to a link, that evilce
rithms may not have a straightforward way to do incrementtile link’s likelihood of inclusion in forwarding paths. Ryer-
updates) and, as an added complexity, subjects them to adigis, on the other hand, are applicable not only to links,tbut
tional bugs. However, FIRE does permit the JVM to preserveuters and networks as well.
state across algorithm invocations, so programmers aestfre = The OCF defines the set of properties that a node or link must
perform incremental updates if they wish. The programmiragvertise. Some of these properties will make sense for both

V. PROPERTIES

interface is discussed in more detail in section VIII-A. nodes and links, some will make sense only for nodes or links,
) and some will make sense for only some nodes or some links.
B. Algorithm frequency The OCF’s grammar allows the Operator to specify the class of

When determining how frequently to run an algorithm, thentity that should participate in advertising a particyleoperty.
key issue is correctness of routing. The fundamental idea Bbea participating entity is unable to generate a value foae p
hind link-state routing is that if everyone has the samerinfdicular property (perhaps it does not have the requiredwarel
mation (the flooding protocol ensures information at all emd to support routing based on that property), the propertglse
will converge) and runs the same algorithms, they will get tHtan be set tansupported
same results and routing tables will be consistent. Oblydhe Links are abstractions and cannot themselves issue SAs. The
sooner one runs algorithms in response to updates, the faste same is true for network nodes. The node that is the origigati
convergence and the less likely that routing loops or blakes1 endpoint of a link is responsible for advertising the linkorF
will occur. In our view, loop freedom and black hole avoidancnetwork nodes, the Designated Router undertakes the respon

is vital to proper operation, so FIRE runs algorithms whemevsibility of advertising for the network node and, in additjdor

new information arrives. the links going from the network node to adjacent nodes ak wel
_ This implies that all network properties must either beistdlly
C. Thrashing configured or able to be measured by an adjacent router.

Given FIRE’s predilection for invoking routing algorithiis A Property can be generated by (a) using a configured value,
becomes important to protect against thrashing, where any n(P) obtaining information from the router's MIBs, or (c) mimg
piece of information could cause an algorithm to run. FIR&str & Property applet. Configured values and MIBs are assumed to
to avoid thrashing in three ways: pe in place prior to the circulation of an OCF containing algo

First, algorithms cannot be stopped in mid-run. They run f§hms that rely on these values.
completion with the property snapshot they have, and if an up
date is received while running, the algorithms are simply in"~
voked again as soon as they complete. So FIRE algorithms ard he ability to generate dynamic properties is one of the most
guaranteed to generate forwarding tables, regard|es$0'blb powerful aspects of FIRE, as well as its most dangerous. FIRE
of incoming property updates. borrows from the Active Networks [43] philosophy, allowing

Second, FIRE dallies slightly before invoking an algorithnflownloaded code to be executed on the router itself. Unlike a
Rather than starting up each algorithm as soon as one new or@@fithms, however, which simply compute a function over the
dated SA arrives, FIRE waits a brief, configurable periodiusProvided property repository, property appfeteed access to a
ally a few seconds) to allow additional new information te afar larger set of capabilities, possibly including file aretwork
rive, since routing updates tend to come in bursts. Indemut, c access. Clearly this represents a potential security tislad-
ventional wisdom holds that routing protocol traffic tendse dition to requiring all downloaded code to be cryptographic
either very heavy (lots of new SAs) or very light (very few SAssigned by a software authority, our FIRE implementationsuse
at any given momeritDallying tries to ensure that during peri-Java’s security infrastructure [20] to provide a balanceveen

ods of heavy traffic, algorithm runs balance responsivewitss code security and applet functionality. The FIRE speciitcgt
efficiency. however, allows for implementations to provide supportedr

ditional execution environments. The large body of work on

Property applets

Iwe have not found a careful study that discusses this behawthin an
autonomous system. Chinoy’s study [12] of backbone adeertents supports  2Note that neither routing algorithms nor property appletsappletsin the
the idea that updates are bursty. strict Java sense of inheriting from tfeva.applet.Appletlass.
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Proof-Carrying Code [32] could be leveraged for instating Ax Al
with particularly tight security constraints. Router A

Regardless of language or execution environment, property
applets are provided sufficient security permissions teraut
with the router and any directly connected links. Since eosit
need only advertise properties related to themselvescaxija
links, or directly-connected networks (in the case of Deatgd
Routers), applets have no need for multi-hop communication
Similarly, they are not provided with any network-level\dees \ e ~
that would require multi-hop communication by the routets Router B Router C
as name resolution. Other than these basic restrictiomdesp BV '
are allowed to execute arbitrary Java instructions. Itfisup to
the software signing authority to ensure that approved gntyp
applets function appropriately for use in a production emw
ment.

B.2 C.2

Fig. 2. An example FIRE network model. Solid arrows représiérected
adjacencies; dashed arrows indicate router peeringoaktips.

FIRE builds on a considerable body of prior work [25], [30] to
B. Property updates provide mechanisms that are secure, efficient, and robust.

Scheduling property applets is another difficult task. The o
erator schedules applets to be run at specified intervalsen
OCF. Applets must be run at discrete times, however, and thelopologically, FIRE models a network as a meshnoties
processes the applets are trying to capture may not be tisce@nnected bylinks. Besides all participating routers in the
in nature. Furthermore, even if applets were run continlypusnetwork, broadcast subnets are also treated as nodes, as in
some control must be placed on the advertisement of new V@ISPF [30], thereby reducing the number of links between
ues. FIRE cannot, in general, determine when properties haouters on a broadcast subnet frénn?) to O(n).
changed materially, since property values and types arie arb Unlike OSPF, however, FIRE explicitly supports uni-
trary. Therefore property applets themselves are chargdd wdirectional links. Links are defined as uni-directional,asbi-
notifying FIRE when their generated values have changedi, affirectionally connected pair of nodes has two links between
to what degree. For instance, noisy properties such as CPU thiem, one in each direction. Two nodes are considered neigh-
lization or queue length may be too variable to advertis@ahe bors if some combination of adjacencies (that does not pass
update; instead the applet may chose to advertise onlyfisigrthrough another router node) supports bi-directional camim
cant deviations from recent history. cation between the two nodes—a two-way link is not required.

FIRE uses the applet notification mechanism to determine
when to issue new SAs. In the absence of explicit notificd-1 Neighbor discovery
Fion, FIRE issues new SAs periodically, gt some configurabIeNeighbor discovery in FIRE is handled by the Peering Pro-
interval, usually on the order of tens of minutes. If, howeveyyco| [41], which is based largely upon OSPF’s Hello Proto-
one or more property values have changed recently, FIRE wilh| [30]. Fig. 2 depicts the peering relationships formedin
schedule new SAs to be issued at a rate commensurate withdhgple internetwork containing six nodes: three routei an
configured maximum SA rate. If an applet has indicated that@ee proadcast networks. The solid arrows representtdilec
property value has changed dramatically enough to warmant iagjacencies. Since FIRE models links as uni-directiohaket
mediate notification, an SA is issued immediately, subjethé 5,e two links between Router A and Network 1, as opposed to

{A. Peering

flapping rules discussed in section VI-B.3. the single, directed link from Router B to Router A. The links
between Router A and Network 2, Router B and Network 3,
VI. PEERING & STATE DISTRIBUTION and Network 3 and Router C are similarly represented as two

Every routing protocol needs a mechanism to discover separate links. Suppo.se Networks 1 a_nd 3 were Ethernets, and
jacent routers, termedeighborsor peers and to reliably dis- Network 2 was a satellite network. In this example Router_A ha
tribute state information to all other routers in the systebe- the only uplink to Network 2, while all routers have downlgk
veloping secure, robust mechanisms to support these @urcti 1 '€ dashed lines depict the peering relationships thatdvoe
can be quite difficult. Many previous routing protocols haveStablished in this topology. Routers B and C peer in the-stan
been plagued by limited functionality, such as neighbocalis dard fashion across Network 3. Routers A and B also form a

ery algorithms that do not support uni-directional linkg[3or P€ering relationship, even though they must use two separat
buggy implementations [38]. physical links in order to communicate. In contrast, Rosier

Because of the difficulties in implementing state distridt and C do not peer, as no single-hop path exists from C to A.

and peering protocols, we decided not to make these fursx:tic'nd'?2 Desianated Routers
programmable. Rather, FIRE fixes these essential mechanismi 9
as built-in (non-programmable) infrastructure. Routingoa In addition to identifying neighbors, the Peering Protocol
rithms running on top of FIRE need not concern themselves wialso selects ®esighated RoutefDR) andBackup Designated
the subtle details involved in convergent, soft-stateriigtion. Router(BDR) for each broadcast subnet. Designated Routers
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serve two purposes. First, they are responsible for isgoiog- FIRE. To preventinstability caused by expiring SAs, rosiee-
erty updates for the subnet and its associated links. Secomaddically renew SAs they have generated before the previou
they help to limit the number of peering relationships estabersion expires. To reissue an SA, the router first replaces t
lished over a particular subnet. Routers on a broadcastsulsuperseded SA in its own SA cache with the newly generated
peer only with the DR for the network, rather than having teersion, and then floods the new SA to each of its neighbors.
peer with all routers on the subnet.

Routers functioning as DRs in FIRE must have a bB.3 Damping

directional connection (possibly using two separate fa®s)  \yhenever an attached interface comes up, the router must ad-
to the network they are representing. In the case of Wire!e\%rtise its existence by issuing SAs. In order to previapiping
broadcast networks, there may be no guarantee that a single rapiq re-issuance of SAs for the same entity, we utiliee t
node can communlcate_wnh all other FIRE node_s on the Wir8gentic model from Autonet [37]. When a property update war-
less subnet. If there exists no node that can reliably b@&tdc.;nts 4 new SA, the Skeptic delays slightly before issuirey th
to all the others, the wireless network must be modeled tfer tg it not only limits the rate of SA issuance to a fixed maximum
purposes of FIRE peering) as a mesh of point-to-point linksye put penalizes rapidly changing SAs by exponentiatly i
rather than as a broadcast medium. The same is true for NRsasing the delay with each new request. As request freguen
broadcast multi-access networks (NBMA) networks. decreases, the Skeptic reduces the delay penalty acclyrding

To preventflapping of the DR (and hence repeated re-ISSUanCg g\vever, if a router determines an associated link has gone
of th(_e network properties for which the DR is_ responsible® t y5vn and was previously advertised as being up, it immelgiate
Peering Protocol also elects a Backup Designated ROUter'cggnerates a new SA for that link indicating the link has gone

the DR ever fails, the BDR assumes the role of the DR, andjgyyn This insures inoperable links are always eliminatechf
new BDR is elected. If two DRs (or BDRS) are ever present Re topology.

a single subnet due to network healing, one of the candidates
selected based upon election rules very similar to those&S6f0 ¢ Reliable flooding

B. State distribution Each FIRE router maintains a cache of all current SAs. The

Once a peering relationship has been established betwBEfPOS€ ofthe st_ate distribution mechanism is to maintama .
Istent shared view of the set of current SAs across all mguti

two or more neighboring routers, they begin exchanging—rOLﬁ : T
ing information through the use of SAs. These SAs are reﬁpdes' Reliable flooding is employed to make sure that an SA

ably flooded throughout the network, thereby providing a r(g_enerated by one node is eventually receivgd by all nOdeS in
bust, convergent method of distributing shared state adios the AS. Stated S'mPIY’ each router is responsible forfodrvzg.
network. any new SA to all of its neighbors. To prevent SAs from being

unnecessarily flooded to neighbors that have already itetica

B.1 State Advertisements they have a copy, either by preemptively acknowledgingrit, o
_ SAs contain information about the AS ir_1 whic_h FIRE i_s_ runggigﬁtll; (;arlIzss,seonc?;r:g;rﬁtié\l}ssf,sflith]eig (T;ilﬁfm stateeteh
ning. There are four types of SAs: configuration, certificate
external route,. and propertﬁ:onfiguration SAsalso known as ¢ 1 siate message transmission
Operator Configuration Messages (OCMs), are generatedby th o )
operator and are detailed in section I@ertificate SAsas dis- Information is exchanged between FIRE nodes using State
cussed in section VII, are used to distribute public keysand Messages [36]. A State Message contains either an SA or an
thority certifications. Routes managed by protocols othant a@cknowledgment of the receipt of one or more SAs. State Mes-
FIRE (such as exterior routes) are advertised through taefis Sages are flow controlled using a simple windowing protocol,
External Route SAs where the transmission window is specified in terms of the-num

Property SAsadvertise an entity’s metrics for a particularber of SAs that may be transmitted without acknowledgment.
OCF. Each node and link has an associated property SA for each _
OCF being advertised. The particular properties listedlater- C.2 State message processing
mined by the OCF and the type of the entity being advertised.Upon receipt of a State Message, a router first looks into its
The payload of a property SA is a self-parsing S-expression ¢ cache to see if it has already been received. If so, it simply a
taining values for each property. Special flag values arégdble  knowledges the message and completes processing. If, on the
to define a property as being unsupported, or that a partienla other hand, the message contains an SA the router has not seen
tity is a non-patrticipant. before, it firsts validates that the SA header is properlynied.

If the header is invalid for whatever reason, the router irdime

B.2 SArefreshment ately sends an acknowledgment to the sender, echoing back th

An SA is uniquely identified by its type, the entity it de-header information.
scribes, and its OCF number. Every SA is also timestampedRouters receiving acknowledgments compare the enclosed
and has a sequence number, so SAs with the same type, levader with outstanding transmissions. If the SA was dadhage
tity identifier, and OCF values can be ordered. In addition o transmission, the headers will not match, and the SA vell b
being timestamped, each SA is also given an expiration tinrefransmitted as if unacknowledged. If, however, the qatian
after which it is considered invalid, and is no longer floottyd occurred in the sender itself (hence any retransmissiongdvo
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be equally useless), the acknowledgment will cause thedffe containment: our goal is to bound the effects of misbehavior
ing router to cease its transmissions of the corrupted SA. and detect the misbehavior whenever possible.

Assuming a received SA has a well-formed header, a routefFIRE meets this goal using three sets of mechanisms. First,
then verifies the signature before sending an acknowledgemeIRE employs a certificate infrastructure with a tiered auitly
caching the SA, and flooding the SA to its neighbors. In thetructure. These certificates advertise the public keysodea,
case of a non-DR router on a broadcast subnet, it has only dinks and entities such as the Operator. All SAs are digjtall
neighbor on that subnet: the DR. Only the DR floods SAs #igned to provide end-to-end authentication and integBic-

every member of the subnet. ond, FIRE makes use of IPsec [24] to protect against certain
o hop-by-hop attacks that end-to-end security measuresotann
D. Synchronization prevent. IPsec’s authentication, data integrity, and-eeyiay

Reliable Flooding distributes SAs to all routers curremtiyi- services make it very difficult for a non-participating éntio
nected to the network. When new routers come up, however,ject FIRE traffic. Third, and most importantly, the FIREopr
disjoint portions of the network are reconnected, the SAogep tocols are designed to be robust against the failure or seimre
itories must be resynchronized. This synchronization isedoof an individual router or set of routers.
through theState Dumpprocess.

The State Dump process is initiated whenever a new adi- Certificates and digital signatures

cency is formed. Since the adjacency may form asynchrogousl FIRE’s basic security mechanisms are based on public key

due to the beaconing process of the Peering Protocol, m@macryptography, using X.509 [1] certificates, and patterntdra

th_dump is delayed for some period or until the ad.jacentanou}he existing work on Secure OSPF [31] and Secure BGP [25].
initiates it. The State Dump procedure seeks to swiftly syoe E?ch FIRE node participates in a certificate hierarchy that i

nize two neighbors while generating the near minimum amourrﬁanaged by the FIRE system. At the top of the hierarchy is

of traffic. No special message types are used by the proaes%;lé Root. Each separate FIRE instance has its own certificate

sends only SAs and acknowledgments. This allows the StGlij’1‘|rerc';1rchy, therefore different ASs will have unique Ro&sut-

reliable flooding mechanisms to ensure any new SAs discdvere . .
: ; Ing information shared at border routers must be securetidy t
during the State Dump process are flooded appropriately.

exterior gateway protocol.
VIl. SECURITY The Root creates certificates for a set of principals that are
entitled to perform various actions. These principalsudel the
Operator and a Software Master. The Operator is the logital e
tity that runs the network. The Software Master is the logca
6{ity that approves algorithm and property applets (the choif
. 7 . o which approved programs are used is left to the Operator). Be
ality. Our solu_t|0n IS t(.) 'mp'e”?e”‘ the security infrastuse low the Operator sit the FIRE nodes themselves. Each node has
that FIRE requires within FIRE itself. its own public-private key pair and certificate. FIRE cectfies
A. Attacks are c.irculate.d. as part of the normal EIRE roodi_ng protocnls.i
] ) ) ) ) special Certificate SAs. Each node is responsible for flapdin
A routing protocol, FIRE in particular, is subject to attaa¥ it own certificates.
two _baS|c t)_/pes: Each SA is signed by its creator. Thus, even though almost
Wwetappmg: Attackers are assumed to have access 1o t f FIRE messages are relayed through other nodes, messages
f:ommunlcatlc)_ns links in such a way that they may mo ire protected from tampering in-flight. Because each messag
ify, suppress, insert, or replay FIRE messages or fragme%sunambiguously linked to its signer, advertising of fals@r-

EIREfmbust thferefore protecltjagalnst such attacksl. O:ns ation is limited and can be traced. A node can only lie about
tion o ogus_ragments cou prevent_a re-assembole m?ﬁ? information it is entitled to advertise.
sage from being accepted at the destination; replaying o

messages might disrupt gurrent activities (such as e@cti&_ Protocol robustness
a DR); flooding a router with bogus FIRE messages or tam-
pering with data in FIRE messages could result in a denialSome security features are implemented by the FIRE pro-
of service. tocols themselves. Most notably, FIRE implements reliable
Subversion: The routers and other FIRE nodes may be sufleoding. Reliable flooding ensures that if one uncomprothise
verted, either physically such that an attacker completepath exists between a creator of a message and a consumer, the
controls a router’s behavior or by use of compromised kegonsumer will eventually see the message. Reliable flooding
ing material such that an attacker may originate messageieves this guarantee by (a) allocating buffering in ezue
that appear to come from the router. A subverted node cowld a peer-by-peer basis, so no one peer can consume all the
send out inaccurate data, possibly affecting a much lardasffering in a node and cause a Denial of Service attack that
portion of the network. prevents a message from being relayed; and (b) flooding every
Many of the harmful behaviors described could also occoressage over all links.
due to bugs in software or hardware. Thus, FIRE’s design ex-Unlike many previous routing protocols, FIRE'’s flooding
pects that a certain amount of misbehavior (intentionalai} n mechanism does not utilize any explicit request messades. T
will occur. FIRE’s security model is built on a philosophy ofavoidance of suchull mechanisms prevents Denial of Service

Implementing a security infrastructure for a routing piaxb
presents an interesting problem. To provide most secueity s
vices, one needs a key infrastructure. But generic key snfr
tructures generally require pre-existing packet routunggtion-
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TABLE |

attacks launched by malevolent routers that continue toest
A PROPERTYREPOSITORY

already-received information from adjacent routers.

FIRE also limits the spread of disinformation. The informa- OcFo ocr1
. . . . . . resses S elay (ms, rop %
t th t d d t | t d b d t f L FID FIRE IP Add FIRE OCF Delay (ms) Di %
ion that a node may advertise is limited by a signed set of per Vietric Up | Loaded
missions contained in an X.509 attribute certificate. Timas; A 1T [ AL A2 AXx | true 1 NP 2%
ticular routers can be restricted to advertising links dolpdja- | A —1 0 Al true | NP 2 0%
cent networks, preventing a subverted router from being &bl | _{A 8 NP gﬁz mﬁ N2P 8‘;}
black hole arbitrary traffic. _ C[A=2] 0 Ao ttue T NP 550 unsup
Other FIRE protocols also have protective mechanisms. 2 0 NP frue | NP NP NP
LDTP has mechanisms to protect against attacks similar(tg—A | 0 true | NP 250 324’
SYN-flooding, where an attacker creates multiple partia+ s 2:2 8 gﬂg HE ggg 302
sionsf that tie up resources at the LDTP server. .Sirr_1il_arlgi, th—s 1 B2, B3 By | true 1 NP 05%
Peering Protocol contains features that make it difficutt foB = A 0 By true NP 40 1%
routers to cause the DR to change unless the existing DR gpo&—~3 | 0 B.3 true | NP 1 0%
down 3 0 NP true | NP NP NP
' 3-8 0 true | NP 1 0%
3-C | 0 true | NP 5 0%
VIIl. PROGRAMMING INTERFACES C 1 C2,C3 true 1 NP 0%
C—3 0 C.3 true NP 5 0%

One of the key features of FIRE is the ability to dynamicall
load new routing algorithms and to define new propertiesgisin

applets. Ideally, FIRE implementations would use a languag . . . . .
designed to support self-proving applets (programs thatdco % in addition to the OCF 0 properties. AdjacenC|e§ can bt.-:‘.de-
duced from FIRE IDs (FIDs), as can the type of entity. Ergitie

be verified to meet certain constraints). By making it pdsdit T .
¢ ot participating in a particular property are denoted\&s

verify (within limits) how a program behaved, the risk of 50 lorithm’s imol ion has built | .
ware bugs could be dramatically reduced. Our reference imAn algorithm’s implementation has built into it property

plementation, however, uses Java, both because the segifigr namles Ejo use a(sj input. The OCF speﬁifies a mapping f:jo(;n Cl;r'
languages were not mature enough (not one had a stable W]t.y a \I/ert[sre]z pggirtg r}ames to tl € nams;Ere'\(Aqwrg yt
tual machine that could be embedded into the FIRE impleme,rﬁ—Utlng algorithm. , for example, map etricto

tation) and because Java's popularity reduces the leacning the name expected by the built-in SPF algorithm in order toco
for FIRE algorithm and applet developers pute routing tables for FLINT traffic. If the operator desitt®

The choice of Java, however, forced us to pay more attd " the algorithm on a different property in another OCF, & ne

tion to the design of FIRE’s programming interfaces. Watin" o< mapping would be used. If, on the other hand, more so-
esign. _programming - W9 phisticated preprocessing is desired, such as EIGRP'Swost
graph algorithms is a notoriously difficult problem—buge ar’

. : ; tion, a wrapper function can be employed to read the existing
common. This difficulty is compounded by Java's support f%rp sitory and rewrite the desired metrics into the appeater

a range of complex language features such as concurrency a : .
event handling, which also tend to produce programmer bu Sroperty, before passing the repository on to the standaut r

FIRE's programming interface is deliberately simple, inedn g algorithm.

fort to encourage a straightforward programming style At the end of a run, a routing algorithm must generate
' a forwarding table using the provided forwarding table API.

Again the interface is deliberately simple, providing oifdyr
functions: updateentry(), deleteentry(), purgetable(), and
A routing algorithm is provided with two separate programdo_updates() The forwarding table is created before the JVM
ming interfaces: the algorithm interface and the forwagdi is invoked, so the table is always present (no initializafiore-
ble API. Every algorithm must implement a specific Java publguired). Furthermore, the interface does not distinguetivbeen
interface containing exactly three functionisit(), run(), and modifying and adding an entry; the algorithm simply statest t
cleanup() The algorithm is invoked by FIRE through calls tat needs the specified entry by callingpdateentry(), and the
this interface. API will either modify the existing entry or add a new one as
After an algorithm’s code files are loaded, a separate iestarrequired. All updates are batched for efficiency, and change
of the JVM is created for each invocation of the algorithm arfd the forwarding table are only made when theupdates()
the init() function is called with an array of strings specifiednethod is called.
in the OCF. The argument strings may be used to pass arbi- _
trary operator-specified values into the algorithm (simiteC’s B- Property appletinterface
ar gv), such as threshold values. The roldmif() is to do any  The interface for property applets is similar to that for al-
initialization required and prepare the environment fowfard- gorithms. FIRE callsnit() when the property is first specified
ing table generation. by the current OCF and passes in the argument string from the
FIRE periodically invokes the algorithmisin() method on a OCF. As with routing algorithms, when the property applet is
shapshot of the repository for the relevant OCF. Table | shawno longer in use, FIRE terminates it by callinganup()before
sample property repository for the network in fig. 2. The eposhutting down the enclosing JVM.
itory contains two properties the operator has selecte®foF Unlike algorithms, which respond to changes, the goal of

A. Routing algorithm interfaces
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?ubl ic class SA update A. SPE
/1" report data back to FIRE Fig. 4 presents an abridged version of our (unoptimized) im-
public static native void report_data ( . . . . . .
Obj ect val ue); plementation of an SPF routing class in FIRE; it dutifullynmi

_ _ ics Dijkstra’s algorithm as presented in [13]. In the inttref
//blt_e" FIRE it should Sg“d ?“ SAh' n thde next cycle previty, some details of the algorithm (including most etran-
public static native void value changed (); dling) have been omitted in favor of code that interacts it

// tell FIRE to send an SA ASAP FIRE classes. For clarity, this version only builds routesét-
public static native void force_SA(); works, ignoring routeable addresses on the router intesfaés
} discussed in section VIII-A, the class implements the atgor
interface, although in this case the only interesting fiorcts

Fig. 3. Java SA API run()'

We do not describe the operation of Dijkstra’s algorithmeher

interested readers can find a careful treatment in [13]. We no

property applets is to detect changes. One might imagirse B,y that the straightforward implementation of Dijksgalgo-
difference would resultin very different ways of invokifem. - jhm can be considered in two steps: It first initializes ah a

While it would be desirable to allow applets to specify a comscency matrix data structure given a particular sourceHis
plex, event-driven mechanism to trigger themselves, snéa 56 the router for whom the table is being constructed) and

plementation proved far too complex and mistake-prone. Ifian conducts a series of relaxation steps to compute a-prede
stead, the applet invocation interface is essentiallytidehto  ~ossor matrix for the shortest paths from the source.
that of algorithms; an applet is simply invoked periodigdly ¢ ipitializeSingleSource(function performs the matrix

callingrun(). The timing and frequency of FIRE's callston()  qngtryction here. It uses the repository’s pair-vasiacent()
are specified in the OCF. predicate to construct an initial adjacency matrikore inter-
When an applet is run, it may choose to record an updatgsking in this case, however, is the algorithm’s interacticth
value for the property or leave the existing value alone. €%r the repository class in order to retrieve the appropriateicse
pecially noisy properties, it may be desirable to squeledl-  The name2index(junction is used to map the predefined string
ues within the applet itself, rather than continually is§uBAS  tg the index of the appropriate property as defined by theaper
with different values. Furthermore, some changes may be sigr in the OCF. Each entity is then extracted from the repogit
nificant while others are not (e.g., a change in measuredejueiind stored locally for efficient access, taking note of thevoek
ing delay from 50 ms to 49 ms probably isn’t very importanintities (the destinations of interest).
but a change from 50 ms to 10 ms likely is). FIRE itself has no The relaxation step is not presented here, although there is
idea what changes in values are significant, so the API showrgjight caveat in its implementation. Since entities may Isy d
fig. 3 allows the property applet to provide a notion of signifiributing State Advertisements but not (yet) be willing tate
cance. The applet can simply record a new value, in which capgfic (as indicated by th&IRE Up property), the algorithm
the new value will be advertised only when the next SA is pefinust make sure it does not relax through entities that are-unu
odically generated (assuming the value is not updated dgain aple. Furthermore, it may be asked to build an SPF table on a
fore the SA is generated). If the change is significant, h@nevmetric that not all entities participate in (latency, forexple),
the applet can calfaluechanged()indicating that it would be jn which case it should consider relaxing through only theise
desirable to send an SA with the new property value. Or thges participating in that particular property.
applet can indicate witforce SA()that the property’s value has  Finally, after constructing a predecessor matrix for thersh
changed so dramatically that an SA should be sentimmeyliatgkt paths, the routing algorithm uses the forwarding tatie A

(subject to SA damping rules). to insert routes for each reachable network entity in thesep
tory. As can be inferred from the call furgeTable()this SPF
IX. APPLICATIONS implementation does not support dynamic updates—it rdbuil

the entire routing table each time. In general, howevernan i

In order to validate our claim that FIRE provides a robust arglementation could consult state from previous iteratimnsp-
easy-to-use platform for rapid routing algorithm deployme timize the table updates.

we have implemented several different routing protocolsstfF
we present our implementation of SPF, showing that basit rod.1 Augmenting existing algorithms

ing protocols can be implemented in a straightforward manne Perhaps more interesting is fig. 5, which shows all the code

using the API provided by FIRE, ) necessary to implement a policy-based derivative of SPF. By
~ We then present a wrapper function that shows how addireprocessing the property repository before invokind&iia’s
tional functionality can be added to previously defined it 41g0rithm, we are able to remove all adjacencies that do eetm
algorithms in a straightforward manner. Finally, to demtea®  5ome requirement; in this instance, we do not allow traffiodo
that FIRE provides sufficient capabilities to implement @8&X 1, ted over entities that cannot meet a minimum bandwid#. W
routing algorithms, we consider three of the most populakmu

ticast routing algorithms, based on the intuition that neakt 3While such a predicate allows for random access, it impos&3(a?) over-

. ; . . head on any algorithm (such as Dijkstra) that expects arcedgy matrix rep-
algorlthms are “kely to be more compllcated than typlcal- unresentation, although other, more optimal representstioay be available in

cast algorithms. general.
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public class SPF inplenments Algorithm

{
private FID _ne;
private int[] di st ance;
private Entity[] node;
private Vector[] adj;
private Vector net wor ks;
private int nunmNodes, netric, addr, fireUp;

public void init (FID me, String[] args) {
networks = new Vector(); _me = ne; }

public void run (Repostiory repo) {

dijkstra(repo, _ne);
/1 For each network in domain, find its next-
/1 hop and add it to forwarding table
For war di ngTabl e pur geTabl e() ;
for (int i =0; i < networks.size(); i++) {
Entity n = (Entity) networks.el emAt (i);
Entity nHop = nextHop(node.fid);
if(nHop !'= null)
For war di ngTabl e addEntry(n. fi d. get | ocaddr (),
n.fid.locaddr_cidr_nmaskl en(), nHop.fid);

}
For war di ngTabl e doUpdat es() ;

}
public void cleanup () { }

/1 Dijkstra' s algorithmfrom CLR [13, p. 527]
public void dijkstra (Repostiory repo,
FI D source) {

initializeSingl eSource(repo, source);
for (int i = 0; i < nunNodes; i++) {
int u=extractMn(); // closest node
for (int v = 0; v < adj[u].size(); v++)
rel ax(u, ((Integer)adj[u].elemt(v)).intV());
}

}

/1 Initialize the working state for
public void initializeSingleSource(
Repostiory repo, FID source) {

Dijkstra

metric = repo.nanme2i ndex("netric");
addr = repo. nane2i ndex("address");
fireUp = repo. nane2i ndex("up");
numNodes = repo.entities.|ength;

net wor ks. renoveAl | El ement s() ;

new i nt [ nunmNodes ];

di stance =
= new Entity [ numNodes ];

node

for (int v = 0; v < nunNodes;

node[v] = repo.entities [V];

if(node [v].fid.equal s(source)) {
di stance [v] = 0;

} else distance [v] =

v++) {

I nt eger. MAX_VALUE;

if (repo.entities [v].fid.network())
net wor ks. addEl enent (repo.entities [Vv]);

... Build adjacency matrixadj [ O...numNodeg] ...] using the
Entity. adj acent (FI D) predicate...
}

/1 Edge relaxation over participating, up vertices
private void relax (int src, int dst) {...}

}

Fig. 4. Abridged FIRE SPF Implementation. Function detiars and FIRE-
provided classes are shownhnold, elided code is denoted by “..."

public class BaudRat eGuar ant ee ext ends SPF
i mpl ements Al gorithm

{

private int mn_baud;

public void init (FIDne, String[] args) {
super.init(ne, args);
m n_baud = Integer.val ueX (args[0]).intValue();

}

public void run (Repository repo) {

i nt baud_i ndex, up_index;

baud_i ndex = repo. nane2i ndex("baudrate");
up_i ndex = repo. nanme2i ndex("up");

/! down entities whose baud rate is too | ow

for (int i =0; i <repo.entities.length; i++) {
Entity e = repo.entities[i];
Val ue baud = e.val ues[ baud_i ndex] ;
Val ue up = e.val ues[up_i ndex] ;

i f(((Integer)baud. value).intValue() < m n_baud)
up. val ue = new Bool ean(fal se);

}

/1 run SPF over the nodified repository
super. run(repo);
}
}

Fig. 5. A FIRE routing class that provides a baud rate guarrrror checking
has been removed due to space constraints.

note, however, that this simplistic high-pass filtering heatism
does not imply that the remaining entities could actualbyvnte
such a guarantee; doing so would require interfacing wite-a r
source reservation mechanism [9] on the routers, which s ou
side the scope of this work. FIRE could, however, help enumer
ate the candidate paths that a resource reservation msahani
should explore while attempting to secure resources behaee
particular source/destination pair.

We find this filtering paradigm particularly applicable to
policy-based routing constraints. For instance, simibaer-
sions can be written to ensure packets intended for a prauate
dience are never transmitted over wireless or bridged nédsvo
or shared links by exporting the appropriate propertiesfzed
processing the repository in a manner similar to that shown
above.

B. Multicast

Multicast routing protocols contain some of the most com-
plicated routing algorithms currently in use today. We ekam
how three different classes of algorithms—dense mode separ
mode, and EXPRESS [23]—could be implemented in FIRE.

We note that unlike unicast operation, when all hosts implic
itly request service by attaching to the network, the goahaf-
ticast (as opposed to broadcast) protocols is to deliveteriin
only to those end hosts explicitly requesting service. This
quires a signalling mechanism between end hosts and routers
Most multicast protocols in use today use the Internet Group
Membership Protocol (IGMP) [19] for this purpose, although
some have developed their own extended protocols as wéll [23
These host/router signalling mechanisms are orthogonidleto
operation of the routing algorithm itself, hence they aredis-
cussed here. Clearly for a FIRE router to support any type of
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multicast routing, it would have to implement the approf@iaB.2 Sparse Mode
membership protocol as well. For purposes of discussion, we

assume such an implementation could store state accems'eblet Itﬂ netwol;ks v:c/hertg;_group me_mbclershlp tlst_small fW'th :;:pect
property applet (perhaps through a MIB). o the number of entities, many implementations of revesath p

multicast algorithms become increasingly wasteful, eithe-
cause they initially flood traffic to new groups throughout th
B.1 Dense Mode entire network until prune messages are received from enint
Most of the original multicast routing algorithms, ReversgSted routers [46], or because they must store state fozrilyr
Path Forwarding (RPF) and its variants, Truncated Reveatie punused groups as discussed abov_e. This observz_mon leld to t
Forwarding (TRPF) and Reverse Path Multicasting (RPM), af€velopment of sparse mode algorithms that provide betég s
best suited for domains with a large number of members @bility properties in the wide area. While the link-statéura of
each multicast group. These algorithms are implementedfHRE limits the scalability of any algorithm it implementse
both distance-vector (Distance Vector Multicast Routingte €xamine the viability of a property-based paradigm herd ran
col (DVMRP) [46] and Protocol Independent Multicast-Sparéum to explore extending FIRE to distance vector in seckbn
Mode (PIM-SM) [18]) and link-state (Multicast-OSPF (MO-D-
SPF) [29]) intra-AS protocols. Core-Based Trees (CBT) [8] are one such algorithm. The
The particular link-state variant of RPM found in MOSPFSParse mode of the Protocol Independent Multicast protocol
which builds individual Shortest Path Trees (SPTs) for cadRIM-SM) uses Rendezvous Points as cores for its distobuti
group, can be implemented in FIRE directly by building shorfr€€s. Selecting optl_mal cores in a metric-based routingpeol
est path trees precisely as described in [29]. Similar to F)SPS @n open problem; current implementations use either a sin
FIRE already maintains a notion of a Designated Router, derfil€ Bootstrap router (BSR) to select cores for the entireaiom
no additional machinery is necessary to ensure only onerod@S found in PIM-SM), or manual placement. In a property-
multicasts to each subnet. The information contained incur Pased system, however, routers can dynamically advetise t
Membership LSA (the groups to which a router is interested RfOPerty that they are willing to be cores. Each router might
subscribing) could be implemented as an additignalipprop- support aﬂulncast—.coreproperty v_vhose value is a list of multl—
erty that each router would participate in. Upon receipt iof £25t groups for which the router is currently a core. Theirmut
IGMP join message from an end host, a FIRE router would upl90rithm would then perform a distributed computatioralev
date its group property to contain the new multicast addre&&ting the potential cores for one that was well-placed ffer t

This processing could be done through a property applet tiaended set of multicast recipients (since both the paibrare
monitored some list of addresses maintained by the IGMP ifjformation and membership information is flooded througho
plementation. the network). While the optimal core location remains diffic

One drawback of this implementation is that the rate of su[bo— d_ete_rrnlne, and likely changes with group members_hlp, the
scription updates is governed by the maximum rate of SA igyallablllty of global topology and membership informatien-

suance within the network. If an end host issues a join mess les a reasonable heurigtic, which V_VOUId be an improvement
immediately after a router has reached its SA limit for the C“ﬁasirncu;ﬁ;gcﬁsgf}'smf,viohmegsﬁa“t%gC%urled82;;;?3?6 d
rent time period, it must wait until the damping algorithrioals 9 y they 9.,

the router to emit a new SA before it will be grafted to the st number Of. groups for which they are glready s_erving as cores)
bution tree. Furthermore, if the IGMP processing simplyupse and factoring Iogd |.nto.the f:ore selection algorithm.

requests to be serviced by a property applet run by FIRE, an ad? further _opt|m|zat|on implemented by PIM-SM allows
ditional lag is imposed until FIRE invokes the multicastpecy routers to switch over to a shortest path tree rooted at theceo

applet. This could be ameliorated by allowing the IGMP inclpléOr high_er _performance if tre_n‘fi_c reache_s a certain Ievelnc_ﬁi
mentation to directly invoke specific property applets. FIRE distributes membership information to each routehim t

Further, MOSPF builds the shortest path trees “on deman%e’r;twgtrila’zmls dli %Zloirrl]f%?rlﬂgt?oenn;i%itlrlr?enggrec);cr;teigls?(égttga
when the first multicast packet for a groupis received. FIREc 99 holog

. : . . trees. Note, however, that the rate of SA flooding is not uni-
rently only invokes routing algorithms (tree construc)ion SA " e
. . . ) form throughout the network, so a race condition could eKkist
arrival, not arbitrary packet arrival. Hence for proper md®n

FIRE should pre-construct shortest path trees for any gr—:oupl;he switch was not implemented properly. If a router sudglenl

host has registered interest in, regardless of whethdictiafic- issued an SA joining the shortest path tree and removing itse
. . : from the core-based tree, the SA may be propagated to the CBT
tually flowing or not. In some instances, this may waste nout

resources on unused multicast addresses. We examine th?F:r%t-’ interrupting the delivery of traffic from the initialistribu-

. ) X : N on tree before it resumes from the SPT, causing a disratio
sues involved in event-driven algorithm and property iratoemn . ; . !
. . . service. Hence a robust implementation would likely beltng
in detail in section XI-C.

I . ! ., _both trees for a short while before issuing a new SA resigning
Similar interactions occur with prune messages, althobgh t ¢ the initial CBT

has less impact on end hosts, as they do not notice the lag as a

disruption in seyrw_ce, only as wasted bqndmdth. We notw-hoB.3 EXPRESS

ever, that FIRE’s link-state implementation obviates thedfor

explicit pruning employed by distance-vector protocolstsas Recently, Holbrook and Cheriton extended the multicast
DVMRP’s poison reverse messages. model to support the notion of channels, which allow for &ipl
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subscription control and provides membership information < ™ VM F ==
the source [23]. Their EXPlicitly REquested Single Soutex{ FIRE applet
PRESS) protocol implements a reverse path forwarding algo 22¢m°n | algorithm 1
rithm to build distribution trees, but extends it to allow Hiu - A Repository oo 2
cast sources to specify an authentication key requiredrfmrm | SACache| [ ™ Snapshot B _ INLAPI
subscription, and to request timely estimates of channehme |------ - B ~1 CWrapper
bership. Both of these classes of information can be expdess
quite naturally in the FIRE model. — ;‘:{ """"" ernel [ Forwardin "4’ ol
In order to provide channel authentication, each routetccou L@ ________ © r_nf ______ o_wv_ar_ Tg_ _a_e_s|_;
participate in &eyproperty, where the property was a set of keys Fig. 6. FIRE Daemon Implementation

associated with the channels originating at that sourcaceSi
each key is only distributed by its source, but flooded thraug
the network, this presents no additional scaling comgbecst matches afilter installed in the Gberfilter, itis passedtigh the
To communicate subscription information, the group properspecified secondary filter set. A matching filter in the seeopd
discussed previously could be extended from a simple booleget specifies the appropriate forwarding table to use. If atchm
value to a counter, which would indicate the number of endsho$s found, the packet is dropped. Each FIRE daemon requssts it
subscribed directly to that particular router. By summirngio own filter set, and then installs a filter in the Uberfilter reer
the appropriate property entry for all routers in the neteya sponding to the set of traffic it is responsible for, causirFD
source router could compute a reasonable estimate of the darroute any matching packets through the daemon’s secpndar
rent channel membership, although the timeliness of tHiseva filter set.
would be governed by the rate of SA advertisement in the net- i
work. A.2 Forwarding tables
Once the correct forwarding table has been selected, FIRE
X. IMPLEMENTATION follows the standard IP forwarding mechanism and finds a best
We have implemented FIRE as a user-level daemon with supatching prefix for the destination address. Due to the addi-
porting kernel modifications for FreeBSD. Multiple FIRE daetional performance cost of filtering, we replaced the statida
mons may coexist to support separate FIRE instances on BfD radix-trie lookup tables [40)F(W') performance, where
same router . Each FIRE daemon, however, must be resp®n-is the length of an address) with the ETH-WASHU lookup
sible for a disjoint set of traffic. This section discussesemf algorithm [47]. This algorithm both reduces the worst-case
the more interesting features of the implementation. lookup toO(log W) and is more space efficient than the BSD
algorithm.
A. Forwarding
FIRE places two new requirements on the IP forwardirlg: Sandboxing
mechanism. First, it requires every packet to be filteredc- Se Each algorithm or applet is run in its own Java Virtual Ma-
ond, it requires support for multiple forwarding tables. tBo chine (JVM), interfacing with FIRE through the use of thepro

changes were novel for a BSD kerrfel. vided Java Native Interface (JNI) API discussed in sectith V
o The JNI functions are supported by a thin C wrapper thatinter
A.1 Packet filtering faces with both the FIRE daemon and the kernel. Forwarding

FIRE packet filters are specified using the Berkeley PacKkéble updates are communicated directly to the kernel by the
Filter (BPF) [27] syntax, which provides a well-known andvrapper. In the case of algorithms associated with OCFs that
highly portable specification language. For performanee reare onlyadvertised and not yetrunning, the forwarding table
sons, we restrict FIRE BPF filters to the IP header. Even witanctions are stubbed, and requested updates are loggethtou
this limitation, however, the BPF kernel implementatiomét Yet installed into the kernel forwarding tables.
adequate for filtering at line speed. We chose to implement Dy Communicating property values is a bit trickier, however.
namic Packet Filtering (DPF) [17] in the FreeBSD kernel witince the Property Repository is constantly in a state of, flux
a device driver interface similar to BPF. Our kernel DPF igapl @ static snapshot is provided to routing algorithms whely the
mentation provides multiple filter sets, each of which isiindare invoked. This snapshot is passed to the JVM through the
vidually accessible using standard UNIX file system sensantifile system. The C wrapper reads the repository snapshot files
(and permissions). and marshals them into appropriate Java structures asreelqui

One particular filter set is known as tligerfilter. All IP by the algorithm. The FIRE daemon passes control messages to
packets forwarded by the router (tyy_forward()) are passed the JVM through a UNIX pipe. Results of property applets are
through the tberfilter. If no match is found, the packet is focommunicated back to the FIRE daemon in a similar fashion.
warded according to the default kernel forwarding table (- Fig. 6 depicts the interaction of the various parts of ourEIR
fault kernel table exits to support legacy applicationg tieed implementation.

access to the old kernel routing table). If, however, thekpaic
C. Performance

4We note that in-kernel packet filtering itself is not new, amdsed for effi- We h f d limi : lvsi
cient protocol demultiplexing in the Nemesis [26] and Sd@lioperating sys- € have perrormed a preliminary perrormance analysis on

tems, among others. our prototype implementation. Because FIRE is implemented
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in a FreeBSD kernel rather than a commercial router platforqproperty invocation messages described above, it hassipiit
the forwarding performance results are not particulartgiiest- falls. The inability to issue SAs at a rapid rate is one of thimp
ing. Our implementation forwards packets ab88% slower motivations for additional inter-router communicatiokdithat
than stock FreeBSD, mostly due to deficiencies in our prgmtydescribed above, hence limiting its rate in a similar fash®
code. We believe this performance gap would be almost &ntireounter productive.
eliminated in an optimized implementation. o

Of more import is the performance of the routing protocdp- Synchronization
itself, measured in packet exchanges. Our FIRE implementain a similar vein, properties are bundled together in a sin-
tion generates at most 2 packets (ignoring retransmisslaes gle advertisement that is issued sporadically. An altéraatp-
to packet loss) on a subnet for each entity advertised (otkepa proach, the logical consequence of the previous discusisitm
from the creating entity to the DR, and one multicast packeflow properties to be advertised individually, therebyleling
from the DR to the other nodes). ACKs are bundled togethetie update rate of certain volatile properties such as oasti
hence the exact ACK count varies dramatically based on tg&up membership to be decoupled from properties involwed i
precise timing of events. At OCF 0, which provides SPF funemicast routing.
tionality, our message count is a small multiple of OSPF (ap-In the general case, however, it becomes difficult to reason
proximately a factor o8, since, unlike OSPF, we count linksabout the freshness of property data for any particulartrizig
and networks as separate entities). Each additional aseert when each property is updated at its own rate. Associatifig di
OCF generates a similar number of packets, resulting in-a ligrent rates with individual properties would require nli,
ear growth in traffic. Note, however, that one OCF may contageparate damping policies. It seems dubious to assumehthat t
properties for generating multiple forwarding tables, tethe Operator has a sufficient understanding of the various requi
incremental cost of additional forwarding tables is onlytiie ments of each routing algorithm to appropriately set the glam
size of the messages, not the packet count. ing threshold for every property individually. Additiorglit is
not clear how FIRE could determine when it has a sulfficiently
fresh version of the link-state database to invoke pawictdut-

FIRE allows for the rapid deployment of novel routing aling algorithms. If routing algorithms depend on multipleper-
gorithms, and the dynamic reconfiguration of operationa! ndies, invoking an update on each new individual propertivalr
works. In order to provide such a high level of flexibility vidni would result in a rapid increase in computational expense.
maintaining reasonable levels of security, performannd,ra- Fundamentally, each of these limitations stems from the fac
bustness, several architectural aspects of FIRE impaetpits that FIRE specifies a rigid flooding mechanism. As the mustica
plicability to certain classes of routing. We re-examinesh examples demonstrate, hardwiring state distribution aam- c
design decisions here, and comment on the plausibilitytef-al tribute to less-efficient implementations of certain aitjons.

XI. DISCUSSION

native schemes. We believe this is only one symptom of a basic tradeoff be-
. . . tween security and efficiency, and that the robustness gtees
A. Event-driven invocation FIRE's flooding mechanism provides, both in terms of segurit

While FIRE allows property applets great freedom in the ty/d protection against misconfiguration, outweigh the qrerf
of computation they can perform, the multicast algorithriss d Mance impact in most cases.
cussed in section 1X-B highlight the additional flexibilitiat C. Property fidelit
could be gained by allowing applets to be invoked based upo6h perty y
an event-driven model. As discussed in section VIII-B, hesve ~ The granularity of FIRE's properties allows not only for
such a mechanism proved difficult to implement in a secure ariiters to advertise their state, but for links to advertgter-
robust fashion. In general, consuming resources basedamporent properties in different directions, and propertiesetivorks
external event presents an opportunity for Denial of Serdiz  distinct from links. As discussed in section X-C, making esd
tacks. In the particular instance of invoking property apgl both link directions, and networks all first-class entitieshe
upon the receipt of a certain type of packet, attackers spgofrouting system imposes a substantial overhead on the nushiber
the appropriate packet could cause FIRE routers to invalg-pr routing messages flooded throughout the network. The exam-
erty applets arbitrarily. ples in section IX clearly demonstrate how router propsrtian
While invocation messages could be authenticated usibg leveraged to ease the implementation of sophisticages al
FIRE’s certificate hierarchy, such a mechanism would velatithms, but the utility of property advertisements for tieeain-
FIRE’s security model, which is based on containment. A suif\g entities bears closer examination.
verted router could issue properly authenticated messalgies

would cause adjacent routers to begin invoking propertyetpp C.1 Links

at an uncontrolled rate, possibly issuing similar invozatnes- It is clear that links are asymmetric in reality, and it is ionp
sages to next hop routers, allowing one subverted routesrte ctant to advertise them separately. The upstream and daxemstr
sume resources throughout the entire network. traffic for many stub networks’ border routers vary dramaitic;

Related issues arise when a router issues SAs too frequeritgnce any properties that attempt to capture attributdsedfrik
FIRE implements a damping mechanism (described in sehat are dependent on traffic need to be handled indepegdentl
tion VI-B.3) that limits the rate of SA generation at any on&ven properties that are not traffic related may benefit frioen t
router. While the Skeptic model could be extended to hatdie tseparation. For instance, an operator could annotate Visitks
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TABLE Il

a conduit property, exposing the physical co-location afots
ACTIVE NETWORKING COMPARISON

network links.

System Technique Layer Domain Language

C.2 Networks Active Bridging [3] | Device Bridging Caml
. . .. , Router Plugins [15]| Device Services C

The evidence in support of network properties is somewhagt— x5 [43] Capsule General Java
less conclusive, although there are specific instances Hartw PLANet [22] Capsule General PLAN
network properties are distinct from adjacent links. Foarmx PAN [34] Capsule General Javd
ple, each router connected to a heavily-loaded gigabitrBgte Joust [21] Capsule General Java

dvertise a link bandwidth of 1Gbps. A routing algorithm Smart Packets [39]] Capsule Management| Sprocket

may a, . . p : g alg NetScript [49 Control | NVN | Management| NetScript
searching for a high-bandwidth path might select such aerput Tempest [45] Control | ATM | Management|  Ariel
only to find that only a fraction of the bandwidth was actually FIRE Control IP Routing Java

available across the Ethernet. If, on the other hand, thearkt
was advertising anediaproperty, the algorithm could recognize

that despite the high link speed, the network media is shar%
hence the available bandwidth across the network may be syl
stantially less.

ch AS will differ, based upon the diverse interests of eatja

5s. Hence the summarization process would be further com-
plicated by the need to translate or map the traffic classds an
D. Distance vector advertised properties in each AS to the adjacent ones.

FIRE is a link-state protocol; an interesting question is X1
whether one could develop a FIRE-like distance-vectorgrot
col. The major difference between distance-vector and-link There has been considerable work over the past decade on
state protocols is that distance-vector protocols sunmadhe supporting different types of service. The focus of the vaat
state information at each hop in a path. So rather than rieggivjority of this work has been on queueing disciplines suchais F
property advertisements of each network entity, a routapgi  Queueing [14], and techniques such as Guaranteed Seruce an
learns the properties of a path to each destination, as seiés bDifferentiated Services [33] that use these queueing sebdm
neighbor. In bandwidth-constrained and highly-connecietd  support different service levels. This work, however, hatsax-
works (e.g., some wireless networks) distance vectorigyahd  amined routing system support. FIRE is, therefore, complem
summarize the data at each hop is an advantage becaus¢st litary to these schemes, in that FIRE provides support foirrgut
the spread of topology updates, reducing bandwidth usage. according to different requirements, but does not speaifye-
One approach to distance vector would retain multiple proj#g regimes.
erties and property applets while replacing routing alidponis Other routing protocols have sought to be extensible.
with summarization algorithmswhose job it would be to re- OSPF [30] allows the definition of new state advertisement
ceive and process each received routing advertisementend gnessages (this feature was used for both Secure and Mtilticas
erate the new advertisement to transmit. (Presumablyrdiffte OSPF). I1S-IS [10] has similarly flexible features. The major
portions of an advertisement would be summarized by differedistinction between these protocols and FIRE is that both pr
summary applets in order to support multiple properties.)  tocols require recoding of existing implementations toayate
Unfortunately, we are aware of at least two serious probleraad use the new information being advertised, while FIRE pro
with the summarization approach. First, robustness isi-saarides run-time support. FIRE’s dynamism also contrast$ wit
ficed; the failure of a summarization applet means a routeeei Multi-Protocol Label Switching (MPLS) [4], where an operat
stops advertising information or advertises incorrecbinfa- can manually configure paths through the network for specific
tion about its neighbors. Second, there is a conflict withEP$R classes of traffic. The MPLS solution is static, while FIREe|
security model—in FIRE, a node’s advertisements are digitamost routing protocols, offers a completely dynamic soluoti
signed by the node. In a distance-vector system, a nod@s inf While FIRE provides the ability to download and execute ar-
mation is only transmitted to its neighbors, which then suanmbitrary code on production routers, FIRE is not a traditiohe:
rize the information in their advertisements. As a resulfdis- tive Network—unlike capsule-based techniques [22], [B43]
tance vector, a router must trust its neighbor to correatiyia- user generated traffic cannot affect routing behavior inEEIR
rize. Adding a complete verification trail of all changes Wbu The separation of operator-initiated control flow and fore
effectively undo the summarization process; rather, soneets data traffic allows FIRE to sidestep many of the difficult per-
verification must be achieved, which remains an open problggimance and security issues associated with Active Networ
in general. ing, although not all. In particular, FIRE’s authenticatiand
authorization scheme addresses similar problems as tteade d
with in SANE [2]. In addition, resource isolation betweenitro
The task facing an inter-AS protocol is even more dauntinopg algorithms, property applets, and individual FIRE arstes
Not only does it need to summarize the routes internal to the Ais crucial for deployment in production environments. I th
but an inter-AS variant of FIRE would need to somehow equaparticular instance of JVMs, these issues have been address
its internal, class-based routes to routes advertisedi®r étSs. recently in the KaffeOS [5].
Unfortunately, as routing information crosses AS bourakgrit
is likely that the traffic classes and advertised propestiiisin 5Native (i386) object code was also explored, but is not ptatfindependent.

. RELATED WORK

E. Inter-AS operation
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Many aspects of FIRE grow out of its particular choice of do-
main. Table Il presents a taxonomy of Active Networking sys-
tems, categorizing each according to its general techragule
application domain. For informational purposes we alstuide
the language used to encode the “active” components. We
vide the systems into three general classes: those thaidanc
via direct interaction with the components (device), thtrsst
distribute code in data traffic (capsule), and those thatspse
cial control traffic to alter node behavior (control). Noteat
most systems focusing on network management, configuration
or routing, share FIRE'’s separation of control and datditraf
By limiting the domain scope, FIRE can provide greater Ieveﬂtl]
of assurance and performance than more general-purpose Ac
Networking techniques. [2]

For those systems that expose networking control intesface
we classify them in terms of their layer of operation. Netfcr [3]
provides a scripting language for constructing an overlet n
work, called a NetScript Virtual Network (NVN), for handtin 14
specified classes of packets. While sufficiently generalete p
form routing functionality, the design of NetScript reqesrac- [°]
tive processing of packets by NetScript agents to perfore sp
cific forwarding tasks. FIRE's avoidance of such per-packesi
computation provides a fundamental performance advantage

Indeed, the previous work most closely aligned with FIREg)
goals is Tempest [45], which, like FIRE, focuses on so-dalle
“out-of-band” control functions, such as forwarding padi€and
resource reservation. As an implementation, however, Bstp
partitions an ATM switch into multiple virtuadwitchlets each
of which can be configured by different administrators. Imma [l
ways, FIRE is a generalization of the Tempest approachjgrov

8]

ing enhanced forwarding capabilities at the IP level, whieey [10]
are most commonly implemented in today’s networks. (11]
XIIl. CONCLUSION [12]

FIRE significantly increases the control network operatorss]
have over how their network routes traffic. Operators camgba
routing algorithms and metrics at run time and dynamicadiy-c [14]
figure which traffic classes are forwarded by the various -algo
rithms. By enabling network operators to change the routifp
algorithms employed by the protocol, FIRE significantly &ne
the barrier to deploying new algorithms in an AS. [16]

The fine granularity of FIRE properties allows routing algo—17]
rithms to make highly-informed decisions. We have demoh-
strated that FIRE supports the implementation of existog-r
ing algorithms, and provides a straightforward mechaniem fl18l
extending them to support novel policy-based routing con-
straints. It remains to be seen, however, whether routing al
gorithms can be developed to take full advantage of FIRE]
property-based routing paradigm. [20]

As opposed to capsule-based Active Networking techniques
which provide general execution environments to mobileecoo[zﬂ
or restrictive remote router configuration mechanisms H-#®
tempts to strike a balance of flexibility, performance, aadus
rity that is appropriate for a dynamic routing infrastrugtuBy
focusing on the particular domain of IP routing, FIRE prasd [23]
much of the convenience and expressiveness of Active N&twor
ing while ensuring the level of robustness and forwarding P&24]
formance required of a production routing protocol.

[22]
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