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omAbstra
t. Subset Di�eren
e Revo
ation (SDR) [8℄ has been proposedto perform group rekeying in a stateless manner. However, statelessness
omes at a 
ost in terms of storage and message overhead when thenumber of 
urrently a
tive members is mu
h smaller than the numberof potential group members [3℄. We propose a dynami
 SDR s
heme toaddress these problems. Rather than maintaining a large stati
 key treethat a

ommodates all potential group members, we use a smaller dy-nami
 key tree for only 
urrently a
tive members. We dynami
ally assign
urrent members to the positions in the key tree rather than using �xedpre-assignment. The smaller key tree requires less storage and dynami
assignment a
hieves a smaller rekeying 
ost. Our evaluation shows thatthe dynami
 s
heme signi�
antly improves the performan
e of SDR, re-du
ing by half the rekey 
ommuni
ation 
ost in the 
ase that the numberof the 
urrently a
tive members is mu
h less than the total number of po-tential members. Compared to SDR in [8℄, dynami
 SDR does not needto know the maximum number of potential group members in advan
e,a value that 
an be diÆ
ult to estimate in pra
ti
e.Key words: Multi
ast se
urity, Group rekeying, Subset Di�eren
e Revo
ation1 Introdu
tionMembership-based appli
ations, su
h as pay-per-view and spe
ialized information ser-vi
es (e.g., sto
k pri
e, live news), require that information 
ontent be delivered to (andonly to) subs
ribed members. This is typi
ally a

omplished by en
rypting data usinga 
ommon TraÆ
 En
ryption Key (TEK) that is shared by all 
urrently a
tive mem-bers. When a member joins the group, the TEK must be 
hanged to ensure that thenewly joining member 
annot de
rypt previous 
ommuni
ations (a requirement knownas \ba
kward 
on�dentiality"). Similarly, the TEK must be 
hanged when a memberleaves the group to ensure that future messages 
annot be de
rypted by the depart-ing member (a requirement known as \forward 
on�dentiality"). The algorithms thatmanage the distribution, updating and revo
ation of the TEK are 
olle
tively known asgroup key management proto
ols. The IETF MSEC framework suggests using a GroupController and Key Server (GCKS) for rekeying. Generally, the TEK is en
rypted us-ing Key En
ryption Keys (KEKs) and then multi
ast by the GCKS. Several workshave dealt with the group rekeying problem [2, 6{11℄.Subset Di�eren
e Revo
ation (SDR) [8℄ has been proposed as a \stateless" grouprekeying algorithm. By stateless, it is meant that members do not need to keep tra
k ofrekeying messages in order to maintain their states. This desirable property 
omes as apri
e, however [3℄ - SDR 
an require high key storage at both the member and GCKSsides, and 
an generate a signi�
ant amount of messaging traÆ
 during rekeying.These two problems arise from the fa
t that SDR maintains a stati
 key tree that is
onstru
ted in advan
e. This tree must be large enough to hold all potential members.
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e key storage 
ost is determined by the size of the key tree [8℄, key storage 
osts
an thus be large. Further, a member joining the group is atta
hed to a pre-assignedposition in the key tree. Assuming that member a
tivity is independent of position,when the number of 
urrently a
tive members is mu
h smaller than the number ofpotential members, the positions o

upied by a
tive members are likely to be sparse,i.e., there are many holes (positions not o

upied by an a
tive member) among thepositions o

upied by a
tive members. The sparse distribution of these positions 
an
ause SDR to perform as ineÆ
iently as en
rypting the TEK separately for ea
h a
tivemember [3℄. We will refer to the SDR proposed in [8℄ as stati
 SDR in this paper.In this paper, we propose a dynami
 SDR s
heme to redu
e both the key storage
ost and the rekey 
ommuni
ation 
ost of stati
 SDR. Dynami
 SDR uses a key treethat is large enough to hold 
urrently a
tive members (as opposed to all members,both a
tive and ina
tive) in order to redu
e key storage. This is done by dynami
allyassigning a joining member a new position in the tree. Ideally, our goal will be toposition a
tive members adja
ent in the key tree in order to redu
e rekeying 
ost.This paper has the following 
ontributions. First, we design a new group rekeyingalgorithm, dynami
 SDR. The algorithm is based on Subset Di�eren
e and uses adynami
 key tree to redu
e both storage 
osts and messaging overhead. The algorithmis \multi
ast stateless" (i.e., it does not require nodes to maintain states when re
eivingthe multi
ast rekeying messages, whi
h distribute only TEKs) and does not requirea priori knowledge of the number of potential members. Se
ondly, we propose andevaluate several enhan
ements on dynami
 SDR. Our simulations show that dynami
SDR signi�
antly redu
es both the key storage 
ost and rekey 
ommuni
ation 
ostwhen the number of 
urrently a
tive members is mu
h less than the number of potentialmembers. Finally, we investigate the tradeo� between the uni
ast and multi
ast 
ostsin dynami
 SDR.The rest of the paper is organized as follows: In Se
tion 2, we brie
y overview thestati
 Subset Di�eren
e Revo
ation algorithm. The dynami
 SDR s
heme is des
ribedin Se
tion 3. Se
tion 4 presents our evaluation. Se
tion 5 dis
usses various propertiesof dynami
 SDR. Related work is given in Se
tion 6. Finally, we 
on
lude the paper inSe
tion 7.2 Ba
kground: Subset Di�eren
e Revo
ation AlgorithmStati
 SDR [8℄ is a tree-based group key management proto
ol. For a �nite set ofpotential members N (N = jN j), the GCKS maintains a tree with N leaves andassigns a �xed position (a leaf in the key tree) to ea
h distin
t member3. For a nodei in the key tree, let Si be the set of the potential members whi
h are des
endantsof i. Given two nodes i and j, where j is a des
endant of i, subset Si;j is de�ned asSi n Sj . Ea
h subset Si;j is initially assigned a long-lived key Ki;j that is only knownby members 
overed by Si;j .LetM� N be the set of members 
urrently a
tive in the group and M = jMj. Todistribute an updated TEK, the GCKS uses a Subset-Cover framework to partitionMinto disjoint subsets. More spe
i�
ally, the GCKS divides M into s subsets su
h thatSsd=1 Sid;jd = M and 8m 2 M, m is 
overed by one and exa
t one resultant subset.The updated TEK is then en
rypted using Kid;jd . Consequently, only members in M
an dedu
e the new TEK.SDR is a stateless algorithm for the KEKs (Ki;j) are un
hanged after initializationsu
h that ea
h member m in M is able to dedu
e the KEKs at ea
h rekeying instan
e3 In the rest of this paper, a leaf node in the key tree and the member assigned to that node aretreated indistinguishable when there is no risk of ambiguity.
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heme 3based on the se
ret information, denoted as Im, re
eived during initialization. Im allowsm to dedu
e the keys of all possible subsets to whi
h m may belong.Although the total number of possible subsets to whi
h a member m may belongis O(N), the size of Im is jImj = (log2N + logN)=2 + 1 [3℄. It is important to notethat Im is the only required information for member m to parti
ipate in the group
ommuni
ation for the statelessness of SDR. Also note that Im is determined by theposition of m in the key tree. As a 
onsequen
e, on
e a leaf position in the key tree isassigned to a member m, that position 
annot be assigned to any other member evenwhen m is 
urrently not in the group. That is the reason why the GCKS in stati
 SDRneeds to maintain a key tree large enough for N . Typi
ally, in stati
 SDR, a returnedmember (a member joining the group again after leaving) is assigned to the positionthat the member was assigned last time.The number of the resultant subsets of M is determined by the positions of mem-bers of M in the key tree of size N . Generally speaking, under the assumption thatmember a
tivity is independent of position in the key tree, the larger the di�eren
ebetween N and M , the more likely that a
tive members are sparsely distributed inthe key tree, resulting in O(M) disjoint subsets. On the other hand, the smaller thedi�eren
e between N andM , the more adja
ent the positions of a
tive members in thekey tree, resulting in O(N �M) disjoint subsets. As pointed out by [3℄, given M , theexpe
ted number of resultant subsets of M is �(min(N �M;M)). Moreover, stati
SDR requires O(N logN) storage overhead at the GCKS [3℄, and O(log2N) storageoverhead at the member side.3 Dynami
 SDRWe have seen that stati
 SDR generally requires a very large key tree to a

ommodateall unique members. As a 
onsequen
e, 
urrently a
tive members, usually a small fra
-tion of all of the unique members, are likely to be widely dispersed in the key tree spa
e.Both of these fa
tors de
rease the performan
e of SDR. In this se
tion, we propose adynami
 SDR approa
h that addresses these two ineÆ
ien
ies of stati
 SDR.First, we des
ribe an observation on stati
 SDR, based on whi
h dynami
 SDR isproposed.In the binary key tree of SDR, a node i has a height of h if the subtree Ti rootedat i has 2h leaves. A leaf itself has a height of 1. The heights of Ti and Si;j are alsode�ned as the height of node i.
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(b)Fig. 1. Constru
ting dynami
 SDR key treeProposition 1. In the key tree T of stati
 SDR, if there exists a set of disjointsubtrees fTig with the same height H su
h that(1) leaves of T=Sifleaves of Tig;(2) ea
h Ti has at least one leaf in N nM, i.e., a member 
urrently ina
tive,then all resultant subsets of M have height h � H (Fig. 1(a)).Proposition 1 implies that, if su
h set of fTig exists in the key tree of stati
 SDR,all nodes with height h > H will not 
ontribute to the resultant subsets of M. Thus



4 Weifeng Chen, Zihui Ge, Chun Zhang, Jim Kurose, and Don Towsleythe GCKS only needs to maintain a set of smaller subtrees satisfying Proposition 1with an appropriate height H (we will address how to 
hoose H shortly). The idea ofdynami
 SDR is to dynami
ally maintain su
h set of subtrees.3.1 S
heme of dynami
 SDRIn dynami
 SDR, the positions of members are not pre-assigned. Instead, the spa
esin the key tree are dynami
ally allo
ated and re
laimed, adapting to the 
urrent setof a
tive members. More spe
i�
ally, the GCKS dynami
ally 
reates leaves when newmember joins, or dis
ards a subtree when all positions of the subtree are ina
tive. Bydoing this, the GCKS maintains a
tive members in a dynami
 key tree, rather than alarge key tree 
onstru
ted in advan
e.For simpli
ity, we use set of subtrees fTikg as allo
ation units, one 
an view thesubtrees 
onne
ted to a virtual root r (Fig. 1(b)). Initially, the GCKS has a singlesubtree Ti1 
onne
ted to the virtual root r. When a member joins the group, regardlessof being a new member or a returned member, the member is assigned to the nextavailable position in the key tree (from left to right) and is uni
ast the se
ret informationasso
iated with the new position. The GCKS thereafter en
rypts and multi
asts theupdated TEK to the 
urrent members in exa
tly the same way as in stati
 SDR. Ifnew positions are required, the GCKS 
reates a new subtree Tik . When a member, m,leaves the group, the position be
omes empty and will never be used by any member(even m itself). And a new TEK is multi
ast to the members that remain in the group.If all positions of the leftmost subtree be
ome empty, the GCKS dis
ards that subtree.This pro
ess is detailed in [4℄.The advantages of maintaining su
h a dynami
-membership key tree are two-fold.First, dynami
 SDR may require a mu
h smaller key tree of a size suÆ
ient to a

om-modate the maximum number of 
on
urrently a
tive members. This helps redu
e keystorage 
ost, both at the members and at the GCKS. Se
ond, by assigning membersthat arrive 
lose in time to positions that are 
lose in the key tree, the GCKS is likelyto �nd a subset that 
an 
over many adja
ent members. This implies that the mes-saging overhead asso
iated with rekeying is also redu
ed. Dynami
 SDR a
hieves theadvantages by introdu
ing additional uni
ast, 
orresponding to deliver Im to a join-ing member m. However, the overall 
ommuni
ation 
ost (in bytes per se
ond), 
anbe redu
ed by more than 50% in 
omparison to that of stati
 SDR, as we will see inSe
tion 4.Sin
e the key tree of dynami
 SDR 
an be extended arbitrarily, dynami
 SDR doesnot require a priori knowledge of the size of total member population, N . This avoidsthe problem, whi
h exists in stati
 SDR, of estimating N . Overestimating N makes thestati
 SDR key tree unne
essarily large, in
reasing both rekey 
ommuni
ation 
ost andkey storage 
ost, whereas, underestimating N may introdu
e the problem of having toreje
t members when all positions have been assigned.In dynami
 SDR, however, the size, L = 2H , of SDR subtree Tik should be 
hosenproperly, as we des
ribe next.3.2 Determining LThe 
hoosing of L is a design tradeo�. Based on Proposition 1, one subset 
overs atmost L members. Therefore, when L is small, more resultant subsets are required to
over M, whi
h 
onsequently in
reases the multi
ast 
ost. When L is large, we maystill en
ounter the spa
e ineÆ
ien
y of stati
 SDR that a
tive members disperse in thesubtree.We thus 
hoose L as a reasonable value of 2dlogE[M℄e, where E[M ℄ is the expe
tedvalue of the number of 
on
urrent members. Ideally, we want to put the 
on
urrentmembers in one subtree.
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heme 53.3 Key storage of dynami
 SDRIn dynami
 SDR, the size of se
ret information, jImj, is redu
ed from (log2N +logN)=2 + 1 to (log2 L+ logL)=2 + 1 for the following Proposition.Proposition 2. In dynami
 SDR, if a member, m, is assigned a position in subtreeTik , for any resultant subset Si;j 
overing m, i is a des
endant of ik.Although the key storage size required by a member is �xed when L is 
hosen, thisis not the 
ase for the GCKS, whose key storage is related to the number of subtreesTik . Assuming that the GCKS sequentially assigns the available positions of the keytree from the left to the right to the joining members, we de�ne S as the distan
e fromthe leftmost position o

upied by an a
tive member to the �rst available position atthe right side. These S positions are referred as the 
on
urrent spa
es, whi
h determinethe key storage at the GCKS. To hold S 
on
urrent spa
es, at most dS=Le+1 subtreesare required. Sin
e the GCKS has 2L logL + 1 key storage for a subtree Tik of sizeL [3℄, it follows that the key storage at the GCKS is (dS=Le+ 1)(2L logL+ 1).When members arrive a

ording to a Poisson pro
ess with rate � and the time thatea
h a
tive member stays in the group (whi
h is referred as lifetime) is exponentiallydistributed with mean 1=�, the expe
tation of S 
an be 
omputed as follows [4℄, where� = �=�: E[S℄ = �e�� 1Xm=0 �mm! m+1Xi=1 1i (1)Using Little's law, the average number of the 
on
urrent membersE[M ℄ = � = �=�,thus E[S℄ 
an be viewed as a fun
tion of E[M ℄, as shown in Fig. 2(a). The top 
urvein the �gure presents E[S℄ as a fun
tion of E[M ℄ a

ording to (1), whi
h shows thatE[S℄ in
reases super-linearly with E[M ℄.E[S℄ also depends on the distribution of members' lifetime. If members' lifetime isdeterministi
 (e.g., members are First-In-First-Out), E[S℄ is identi
al to E[M ℄. Gener-ally, the higher varian
e members' lifetime has, the larger E[S℄ is.A large value S results in an in
reased key storage at the GCKS side. Also, 
urrentlya
tive members disperse in the key tree as S in
reases, in
urring more resultant subsetsand thus more rekeying messages. As a result, it is desirable to keep S small, a topi
we address next.
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heme (b)3.4 Redu
ing S by shiftingIn this subse
tion, we propose a simple operation, namely shifting, to redu
e S.We de�ne shifting as the operation of deta
hing the leftmost a
tive member in thekey tree and re-atta
hing the member to the next available position (for new arrivals)in the key tree. When some holes (i.e., positions with departed members) are generatedin the key tree, shifting the leftmost a
tive member may redu
e the 
on
urrent spa
es,S, and make a
tive members more adja
ent, as illustrated in Fig. 2(b).
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tive members are shifted, they are delivered new se
ret information asso-
iated with the new positions by uni
ast. From the 
ollusion-proof property of stati
SDR, we 
an show that shifting does not jeopardize the 
on�dentiality [4℄. There aremany strategies for shifting. Here, we investigate two approa
hes, namely probabilisti
shifting and threshold-based shifting.Probabilisti
 shifting Probabilisti
 shifting is de�ned as follows. When a memberjoins the group, that member is assigned to the next available position in the key tree.Meanwhile, with a probability p, the GCKS shifts the leftmost member to the positionjust to the right of the newly arrived member. Note that the shifting probability p a�e
tsthe tradeo� between the shifting 
ost, asso
iated with uni
asting the se
ret informationfor the new position to the shifted member, and the value of S. In pra
ti
e, the shiftingprobability p is a parameter set by the GCKS and 
an be appli
ation spe
i�
.When members join the group a

ording to a Poisson pro
ess with rate � and amember's lifetime is exponentially distributed with mean 1=�, we 
an 
ompute theexpe
ted number of the 
on
urrent spa
es, E(S), as a fun
tion of p, where � = �=�:E[S℄ = �e�� 1Xm=0 �mm! (m+1Xi=1 1i+ p� + p mXi=1 1i+ p� ) (2)Fig. 2(a) presents the result of E[S℄ for p = 0; 0:1 and 0.5 respe
tively. We observethat E[S℄ de
reases as a fun
tion of p. In parti
ular, when the expe
ted group sizeE[M ℄ = 105, the spa
e-member-ratio, E[S℄=E[M ℄ is 12.1 for dynami
 SDR withoutshifting, and redu
es to 2.6 when p = 0:1, and further redu
es to 1.6 when p = 0:5.Thus, by introdu
ing a small shifting probability p, dynami
 SDR 
an e�e
tively redu
ethe average 
on
urrent spa
e S, therefore redu
ing the key storage 
ost at the GCKSand potentially the rekey 
ost as well.We next 
onsider a di�erent kind of shifting strategy { threshold-based shifting.Threshold-based shifting We de�ne the o

upan
y ratio 
 as the number ofa
tive group members to the number of 
on
urrent spa
es, i.e., 
 = M=S. Informally,the larger the o

upan
y ratio is, the more likely the members are adja
ent to ea
hother in the key tree, and thus 
an be 
overed by fewer subsets. To keep the rekeypro
ess eÆ
ient, the GCKS should keep the o

upan
y ratio high. A natural way toa
hieve this is to de�ne a threshold � < 1; when a member leaves the group, the GCKS
omputes the o

upan
y ratio 
 and 
ompares it to the threshold � . If the o

upan
yratio falls below the threshold (i.e., 
 < � ), the GCKS will keep shifting the leftmostmember until 
 � � . We refer to this strategy as threshold-based shifting.As with the shifting probability p in the probabilisti
 shifting s
heme, the threshold� is also an appli
ation-spe
i�
 parameter a�e
ting the tradeo� between the shifting
ost (uni
ast) and the rekey 
ost (multi
ast), as dis
ussed in Se
tion 4.2.3.5 Blo
k alignmentSo far, we have treated the newly arrived members and the shifted members identi
allywhen assigning a member to an available position. However, a member that has beenin the group for a long time and has be
ome the leftmost member in the key tree mayhave very di�erent 
hara
teristi
s in terms of the remaining servi
e time,than that ofa member who just joined the group.Given the above 
onsiderations, we further propose an enhan
ement to the dynami
SDR with shifting s
heme by allo
ating di�erent blo
ks with size B in the key tree fornew members and shifted members. Detailed pro
edure of blo
k alignment is left in [4℄for page limitation. B is an appli
ation-spe
i�
 parameter similar to p and � . We alsoevaluate the e�e
ts of su
h blo
k alignment through simulation in Se
tion 4.2.
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heme 74 EvaluationIn this se
tion, we evaluate the performan
e of the dynami
 SDR through simulation.We will �rst des
ribe the simulation model and the performan
e metri
s, then presentthe results.4.1 Simulation model and performan
e metri
sWe assume a �xed N = 217 to whi
h a GCKS provides key management, i.e., thenumber of potential members is 217. Ea
h member independently de
ides to join orleave the group. We approximate the members' arrival by a �xed-rate Poisson pro
essand assume that the lifetimes are iid random variables. We evaluate di�erent lifetimedistribution fun
tions, whi
h in
lude exponential, lognormal and uniform distribution.In the following, we will only present results for immediate-rekey s
heme sin
e theperforman
e of SDR is insensitive to the rekey period [3℄.The performan
e metri
s of interest are the key storage 
ost (both at the memberside and at the GCKS side) and rekey 
ommuni
ation 
ost. The key storage 
ost ismeasured as the key storage des
ribed in the previous se
tion. More spe
i�
ally, weassume to use 3DES for en
ryption and ea
h label has 128-bit of storage.The rekey 
ommuni
ation 
ost is measured as the number of unit-size rekey mes-sages (assuming one message 
ontains one 128-bit key) per unit time, whi
h is furtherdivided into multi
ast 
ost and uni
ast 
ost.The multi
ast 
ost equals to the minimum number of subsets used to 
over thea
tive members in the key tree. Sin
e the GCKS is performing immediate rekeying,and when the system is in steady state, the rate at whi
h members depart the groupshould equal to the rate that members join the group, we 
an 
ompute the overallmulti
ast 
ost CM as CM = 2�NSD, where � is the arrival rate and NSD is the averagenumber of subsets that the GCKS uses for one TEK update.The uni
ast 
ost in
ludes the messages for delivering the se
ret information to ajoining member or a shifted member. For stati
 SDR s
heme, the se
ret information isdelivered to a user when that user joins the group for the �rst time. Sin
e a member'sposition in the key tree is �xed, no additional uni
ast 
osts are in
urred when themember returns to the group. To favor stati
 SDR, we assume that the system hasbeen running for long enough so that ea
h member has re
eived the se
ret informationfor its position. Thus, we 
ount the uni
ast 
ost for stati
 SDR as zero.For dynami
 SDR s
hemes, the uni
ast 
ost is 
omputed as CU = (� + v)NK ,where v is the rate that members are shifted and NK is the key storage at the memberside and equals to (dlogE[M ℄e2 + dlogE[M ℄e)=2 + 1 based on the analysis result inSe
tion 3.The overall rekey 
ommuni
ation 
ost of dynami
 SDR is the weighted sum of themulti
ast 
ost and the uni
ast 
ost. In the rest of the evaluation, we treat the 
ost ofuni
asting a message the same as that of multi
asting, even though the uni
ast 
ostshould be mu
h lower than the multi
ast 
ost with respe
t to the number of links thatthe message travels. Some more dis
ussion on the relative weight of the uni
ast 
ostand multi
ast 
ost is in
luded in Se
tion 4.2.In summary, the overall rekey 
ommuni
ation 
ost of stati
 SDR isCs = 2�NsSD (3)where NsSD is the average number of subsets using stati
 SDR for one TEK update.The overall rekey 
ommuni
ation 
ost of dynami
 SDR isCd = 2�NdSD + (�+ v)NK (4)where NdSD is the average number of subsets using dynami
 SDR for one TEK update.
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ts of group size We �rst 
ompare the performan
e of stati
 SDR and dynami
SDR for di�erent group sizes.With a �xed total population (N = 217 = 131072) and a �xed mean lifetime(1=� = 100), we use di�erent value of the arrival rate (�) to vary the expe
ted groupsize (E[M ℄ = �=�) from 100 to 1:3� 105. For now, we only 
onsider the dynami
 SDRs
heme without shifting.Fig. 3(a) 
ompares the key storage of stati
 SDR and dynami
 SDR for di�erentgroup size with exponentially-distributed lifetimes. The top two 
urves represent thekey storage 
ost at GCKS and the bottom two 
urves represent the key storage 
ostat member side. Sin
e stati
 SDR maintains a �xed key tree whose size is determinedby the total member population, its key storage 
osts, at both GCKS and memberside, are invariant with di�erent group size. For dynami
 SDR, however, the key stor-age in
reases when the expe
ted group size in
reases. Compared to stati
 SDR, themember-side key storage 
ost of dynami
 SDR is 
onsistently lower, sin
e M is alwayssmaller than N . However the GCKS key storage 
ost of dynami
 SDR begins to ex
eedthat of stati
 SDR as E[M ℄ in
reases. This is be
ause the expe
ted size of 
on
urrentspa
es E[S℄, whi
h in
ludes both a
tive members in the key tree and departed membersin between, be
omes larger than N when E[M ℄ is signi�
ant (> 10%) 
ompared to N .
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(b)Fig. 3. Key storage (a) and rekey 
ommuni
ation 
ost (b) of stati
 SDR and dynami
SDR for di�erent group sizeWe next 
ompare the rekey 
ommuni
ation 
ost of stati
 SDR, Cs, and dynami
SDR, Cd, as des
ribed in (3) and (4) respe
tively (Fig. 3(b)). We observe that the rekey
ommuni
ation 
ost of stati
 SDR in
reases as E[M ℄ in
rease, rea
hing a maximumwhen E[M ℄ is about N=2, and then starts to de
rease when E[M ℄ gets 
lose to N .This behavior mat
hes well the reasoning in Se
tion 2. Furthermore, we observe thatwhen E[M ℄ < 2 � 104, the rekey 
ommuni
ation 
ost Cd is mu
h lower, nearly half,
ompared to Cs. Only when E[M ℄ is greater than N=2, does Cs outperform Cd.We have seen the bene�t of dynami
 SDR when M � N . In fa
t, many pra
ti
alappli
ations have this property. For example, the MBone STS-71 session has M � 360while having N � 4000 [1℄. Another example is in pay-per-view servi
e: the number ofpeople wat
hing a movie at the same time, M , is usually orders of magnitude smallerthan the total number of people having 
able TV, N .In the next, we will fo
us on the s
enario where M � N and evaluate the impa
tof shifting and blo
k alignment.Impa
t of shifting In this subse
tion, we study the performan
e of dynami
 SDRwith shifting. We 
onsider the 
ase where E[M ℄ = 1000(� N). Table 1 shows the
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heme 9Table 1. Parameters of the simulation 
on�gurationsCon�g. ID Poisson arrival Distr. of lifetime Mean of lifetime Var. of lifetimeEXP � = 10 exponential 100 104UNI � = 10 uniform 100 3:3� 103LOGl � = 10 lognormal 100 103LOGm � = 10 lognormal 100 104LOGh � = 10 lognormal 100 105�ve di�erent 
on�gurations that we use to obtain the simulation results. We simulateprobabilisti
 shifting and threshold-based shifting strategies for ea
h 
on�guration.Figure 4(a) shows the 
ommuni
ation 
ost, Cd, of dynami
 SDR with probabilisti
shifting for the �ve di�erent 
on�gurations. We observe that, without shifting (p = 0),Cd, tends to be higher when members lifetime is of high varian
e.
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(b) Threshold-based shiftingFig. 4. Rekey 
ommuni
ation 
ost of dynami
 SDR 
ombined shifting (E[M ℄ = 103)With shifting (p > 0), we �nd two di�erent kinds of behaviors among the �ve
on�gurations. For 
on�gurations EXP; LOGm and LOGh, whi
h have high varian
elifetime, in
reasing the shifting probability generally redu
es Cd. This is be
ause, withno shifting, S is large; while introdu
ing shifting, although uni
ast 
ost is in
reased, S
an be substantially redu
ed, whi
h results in a redu
ed multi
ast 
ost.For low varian
e 
on�gurations, UNI and LOGl, when in
reasing the shifting rate,the 
ommuni
ation 
ost Cd does not ne
essarily de
rease. In these 
ases, S is 
lose toM without shifting. Shifting 
annot redu
e S mu
h. On the 
ontrary, shifting mighta�e
t the distribution of members in the key tree, whi
h may in
rease the number ofsubsets needed to 
over the a
tive members. As a result, the 
hoi
e of optimal value ofp depends on the lifetime distribution.Fig. 4(b) shows the evaluation of threshold-based shifting s
heme applied to the �ve
on�gurations in Table 1. In the �gure, it appears that, all 
on�gurations have a lo
alminimum rekey 
ommuni
ation 
ost when � � 0:9. When � goes beyond 0.9, thereis a dramati
ally in
rease of the rekey 
ost. This is be
ause, for a threshold � > 0:9,even though multi
ast 
ost may be redu
ed, uni
ast 
ost asso
iated with frequentshifting be
omes so high that the overall rekey 
ost is dramati
ally in
reased. Ex
eptfor LOGl, the lo
al minimum rekey 
ost is also the global minimum. For 
on�gurationLOGl, although the global minimum 
ost is a
hieved when � = 0, the lo
al minimumrekey 
ost at � � 0:9 is very 
lose to the global minimum. Thus 
hoosing a propervalue of the threshold parameter � is not as sensitive to members' lifetime distributionas in probabilisti
 shifting.Enhan
ement with blo
k alignment We next evaluate the performan
e of blo
kalignment as an enhan
ement to probabilisti
 shifting and threshold-based shifting forthe �ve simulation 
on�gurations. Here we present the results of 
on�guration EXPand LOGh.



10 Weifeng Chen, Zihui Ge, Chun Zhang, Jim Kurose, and Don TowsleyFig. 5 plots the rekey 
ommuni
ation 
ost when applying blo
k alignment with B =0; 2; 16 and 32 for probabilisti
 shifting (5(a) and 5(b)) and threshold-based shifting(5(
) and 5(d)). We observe that, for 
on�guration EXP , introdu
ing blo
k alignment(with various B) does not have mu
h improvement on redu
ing rekey 
ommuni
ation
ost (sometimes is even worse). This is due to the memoryless property of exponentialdistribution However, for 
on�guration LOGh, the improvement of blo
k alignment issigni�
ant. Furthermore, for this parti
ular group size, we �nd that in
reasing blo
ksize B beyond 16 does not provide mu
h additional improvement.
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(e) Tradeo� between uni
astand multi
ast on LOGhFig. 5. Costs and tradeo� of dynami
 SDR using shifting and alignment (E[M ℄ = 103)From the �gure, one 
an also see that, 
ompared to threshold-based shifting, im-provement of using blo
k alignment is more evident in probabilisti
 shifting.Tradeo� between uni
ast 
ost and multi
ast 
ost As des
ribed in Se
tion 3,dynami
 SDR redu
es multi
ast 
osts by introdu
ing additional uni
ast, by whi
hthe se
ret information is delivered to shifted or returned members. Sin
e the di�erentstrategies proposed in this paper have di�erent parameters (p or � ) to 
on�gure, ea
hof whi
h re
e
ts the tradeo� between uni
ast 
ost and multi
ast 
ost. To 
omparedi�erent s
hemes, we study the tradeo� graph of these proposed s
hemes as shown inFig. 5(e). In the tradeo� graph, a point on a 
urve denotes the multi
ast and uni
ast
ost for the 
orresponding strategy with a parti
ular parameter. For example, point Ain Fig. 5(e) is asso
iated with uni
ast 
ost of 853 and multi
ast 
ost of 27, denotingthe total 
ost of 880 for the threshold-based shifting 
ombined alignment of B=16 withparameter � = 0:98 (point A in Fig. 5(d)).From the �gure, we observe that redu
ing multi
ast 
ost 
omes at a 
ost of in
reas-ing uni
ast 
ost, and vi
e versa. The relative weight of uni
ast 
ost and multi
ast 
osta�e
ts the 
hoi
e of the optimal s
hemes and the operating parameters. If we treatuni
ast 
ost as expensive as multi
ast 
ost, in the tradeo� graph, all points on a linewith a slope -1 are equally preferable. While points on a line 
lose to point (0,0) are
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heme 11preferred over points on lines far away. In this sense, the threshold-based shifting 
om-bined alignment with blo
k size B=16 o�ers the best tradeo� among the algorithms
onsidered, a
hieving an optimal value with multi
ast 
ost of 146 and uni
ast 
ost of114 (point B in Fig. 5(e)). In general, if the relative weight of uni
ast 
ost and multi-
ast 
ost is w, the equal-preferen
e lines will have slope �w in the tradeo� graph. Inthis 
ase, the best approa
h and the optimal parameters may be di�erent.5 Dis
ussionSe
urity In this paper, we use three 
riteria to measure se
urity: forward 
on�dential-ity, ba
kward 
on�dentiality and 
ollusion problem. As we know, stati
 SDR maintainsforward/ba
kward 
on�dentiality, and has no 
ollusion problem. We �nd that thoseproperties hold for dynami
 SDR. S
rat
h proof is given out in [4℄.Multi
ast Stateless Among all group key management algorithms, stati
 SDR be-longs to the so-
alled stateless algorithms in that members do not need to keep tra
k ofhistory of rekeying. In dynami
 SDR, KEKs (keys of resultant subsets) are long-livedand 
an be 
omputed based on the se
ret information se
urely uni
ast to members.Multi
ast messages in dynami
 SDR distribute only TEKs. The multi
ast messagesare not required to be reliably delivered to members so as to maintain their states 
or-re
tly. However, in dynami
 SDR, the GCKS is required to reliably uni
ast a memberthe se
ret information for the new position when the member joins or shifts. For thisreason, we 
lassify dynami
 SDR as a multi
ast stateless algorithm.6 Related WorkMost s
alable 
entralized key-management algorithms make use of a tree stru
ture tomanage members. These algorithms 
ould be broadly divided into stateful algorithmsand stateless algorithms depending on whether members need to tra
k the 
ommuni-
ation history to parti
ipate in the group 
ommuni
ation.In stateful algorithms ([2, 6, 10, 11℄), the a
tive members are leaves of the tree.While in stateless algorithms ([8℄), the potential members are leaves of the tree.LKH is a stateful algorithm. In an LKH tree, there is a leaf node 
orresponding toea
h a
tive member. There is a key asso
iated with ea
h node in the tree, and ea
hmember holds a 
opy of every key on the path from its 
orresponding leaf node tothe root of the tree. Hen
e, the key 
orresponding to the root node is shared by allmembers, and serves as the TEK.Stati
 SDR is a stateless algorithm. In a stati
 SDR tree, there is a leaf node
orresponding to ea
h potential member. Subsets are de�ned through the tree, andea
h member holds subset keys for all subsets to whi
h it belongs.The performan
e of key-management algorithms is mostly determined by the posi-tions of 
on
urrent members in the tree. [5, 12℄ propose methods to improve the perfor-man
e of LKH by adjusting the positions of members dynami
ally so as to balan
e thekey tree and redu
e the overall height. Our work aims to improve the performan
e ofSDR using the similar methodology { dynami
ally adjusting the positions of members.A performan
e 
omparison between stati
 SDR and LKH is given in [3℄. Both thekey storage and the rekey 
ommuni
ation 
ost are 
ompared in di�erent s
enarios, e.g.immediate rekeying, periodi
al bat
h rekeying and membership bat
h rekeying.7 Con
lusionStati
 Subset Di�eren
e Revo
ation (SDR) is the 
urrent state of the art in statelessgroup rekeying algorithms. However, it works ineÆ
iently when the number of the
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tive members in the group is mu
h less than the number of potential members,whi
h is the 
ase in many pra
ti
al appli
ations.In this paper, we have proposed a group rekeying algorithm, dynami
 SDR, whi
hstill keeps multi
ast stateless without the requirement of estimating the number ofall potential members. By dynami
ally 
onstru
ting the key tree, dynami
 SDR usesa smaller key tree suÆ
iently large for the 
urrently a
tive members rather than thepotential members. The smaller key tree redu
es both the key storage 
ost and rekey
ommuni
ation 
ost 
ompared to stati
 SDR. We also introdu
e some enhan
ements tofurther improve the performan
e of dynami
 SDR. Our evaluation shows that dynami
SDR signi�
antly improves the performan
e of stati
 SDR, redu
ing by half the rekey
ommuni
ation 
ost in the 
ase that the number of the 
urrently a
tive members ismu
h less than the total number of potential members. Also, 
ompared to stati
 SDR,dynami
 SDR does not need to know the maximum number of potential group membersin advan
e, a value that 
an be diÆ
ult to estimate in pra
ti
e.8 A
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