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Abstra
tConvex programming involves a 
onvex set F � Rn and a 
onvex fun
tion 
 : F ! R.The goal of 
onvex programming is to �nd a point in F whi
h minimizes 
. In this paper,we introdu
e online 
onvex programming. In online 
onvex programming, the 
onvex set isknown in advan
e, but in ea
h step of some repeated optimization problem, one must sele
ta point in F before seeing the 
ost fun
tion for that step. This 
an be used to model fa
toryprodu
tion, farm produ
tion, and many other industrial optimization problems where oneis unaware of the value of the items produ
ed until they have already been 
onstru
ted. Weintrodu
e an algorithm for this domain, apply it to repeated games, and show that it is reallya generalization of in�nitesimal gradient as
ent, and the results here imply that generalizedin�nitesimal gradient as
ent (GIGA) is universally 
onsistent.
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1 Introdu
tionImagine a farmer who de
ides what to plant ea
h year. She has 
ertain restri
tions onher resour
es, both land and labour, as well as restri
tions on the output she is allowed toprodu
e. How 
an she sele
t whi
h 
rops to grow without knowing in advan
e what thepri
es will be? Here we present an algorithm based on gradient des
ent whi
h will earn heralmost as mu
h as she 
ould given that she knew all pri
es in advan
e but produ
ed the sameamount of ea
h 
rop year after year. This is an example of an online 
onvex programmingproblem.Online 
onvex programming is a generalization of the well-studied experts problem [9, 23℄.Imagine that one has n experts, ea
h of whi
h has a plan at ea
h step with some 
ost. Atea
h round, one sele
ts a probability distribution over experts. If x 2 Rn is de�ned su
h thatxi is the probability that one sele
ts expert i, then the set of all probability distributions isa 
onvex set. Also, the 
ost fun
tion on this set is linear, and therefore 
onvex.In this paper, we present an algorithm for general 
onvex fun
tions based on gradientdes
ent. The algorithm applies gradient des
ent in Rn , and then moves ba
k to the set offeasible points. There are three advantages to this algorithm. The �rst is that gradientdes
ent is a simple, natural algorithm that is widely used, and studying its behavior is ofintrinsi
 value. Se
ondly, this algorithm is more general than the experts setting, in that it
an handle an arbitrary sequen
e of 
onvex fun
tions, whi
h has yet to be solved. Finally,in online linear programs this algorithm 
an in some 
ir
umstan
es perform better than anexperts algorithm. While the bounds on the performan
e of most experts algorithms dependson the number of experts, these bounds are based on other 
riterion whi
h may sometimes belower. This relationship is dis
ussed further in Se
tion 4, and further 
omments on relatedwork 
an be found in Se
tion 5. The main theorem is stated and proven in Se
tion 2.1.The algorithm that motivated this study was in�nitesimal gradient as
ent [25℄, whi
his an algorithm for repeated games. First, this result shows that in�nitesimal gradientas
ent is universally 
onsistent [11℄, and se
ondly it shows that GIGA, a nontrivial extensiondeveloped here of in�nitesimal gradient as
ent to games with more than two a
tions, isuniversally 
onsistent. GIGA is de�ned in Se
tion 3.3 and is proven universally 
onsistentin Se
tion 3.4.Also, Bansal et al [2℄ use the results of this paper in the oblivious routing domain.2 Online Convex ProgrammingDe�nition 1 A set of ve
tors S � Rn is 
onvex if for all x; x0 2 S, and all � 2 [0; 1℄,�x+ (1� �)x0 2 S.De�nition 2 For a 
onvex set F , a fun
tion f : F ! R is 
onvex if for all x; y 2 F , forall � 2 [0; 1℄, �f(x) + (1� �)f(y) � f(�x+ (1� �)y)If one were to imagine a 
onvex fun
tion R2 ! R, where the fun
tion des
ribed thealtitude, then the fun
tion would look like a valley.1



De�nition 3 A 
onvex programming problem 
onsists of a 
onvex feasible set F anda 
onvex 
ost fun
tion 
 : F ! R. The optimal solution is the solution that minimizesthe 
ost.An example of a 
onvex programming problem is that of a farmer who knows the restri
tionson labor and land before she begins, and also knows the demand for her goods in advan
e.Suppose that the farmer is not aware of the demand for her produ
ts before she begins.She knows that the 
orresponding 
ost fun
tion is 
onvex, but she is unaware of its a
tualvalues. After the year is over and she has sold her items, she then be
omes aware of herpro�t, and 
an use this to plan the next year. This is an instan
e of an online 
onvexprogramming problem.De�nition 4 An online 
onvex programming problem 
onsists of a feasible set F �Rn and an in�nite sequen
e f
1; 
2; : : : g where ea
h 
t : F ! R is a 
onvex fun
tion.At ea
h time step t, an online 
onvex programming algorithm sele
ts a ve
torxt 2 F . After the ve
tor is sele
ted, it re
eives the 
ost fun
tion 
t.Be
ause all information is not available before de
isions are made, online algorithms do notrea
h \solutions", but instead a
hieve 
ertain goals. See Se
tion 2.1.De�ne kxk = px � x and d(x; y) = kx� yk. Throughout the remainder of the paper wewill make seven assumptions:1. The feasible set F is bounded. There exists N 2 R su
h that for all x; y 2 F ,d(x; y) � N .2. The feasible set F is 
losed. For all sequen
es fx1; x2; : : : g where xt 2 F for all t, ifthere exists a x 2 Rn su
h that x = limt!1 xt, then x 2 F .3. The feasible set F is nonempty. There exists an x 2 F .4. For all t, 
t is di�erentiable1.5. There exists an N 2 R su
h that for all t, for all x 2 F , kr
t(x)k � N .6. For all t, there exists an algorithm, given x, whi
h produ
es r
t(x).7. For all y 2 Rn , there exists an algorithm whi
h 
an produ
e argminx2Fd(x; y). Wede�ne the proje
tion P (y) = argminx2Fd(x; y).Given this ma
hinery, we 
an des
ribe our algorithm.Algorithm 1 Greedy Proje
tion Sele
t an arbitrary x1 2 F and a sequen
e of learningrates �1; �2; : : : 2 R+ . In time step t, after re
eiving a 
ost fun
tion, sele
t the next ve
torxt+1 a

ording to: xt+1 = P �xt � �tr
t(xt)� :The basi
 prin
iple at work in this algorithm is quite 
lear if we 
onsider the 
ase where thesequen
e f
1; 
2; : : : g is 
onstant. In this 
ase, our algorithm is operating in an un
hangingvalley. The boundary of the feasible set is the edge of the valley. By pro
eeding along thedire
tion opposite the gradient, we walk down into the valley. By proje
ting ba
k into the
onvex set, we skirt the edges of the valley.1Although we make the assumption that 
t is di�erentiable, the algorithm 
an also work if there existsan algorithm that, given x, 
an produ
e a ve
tor g su
h that for all y, g � (y � x) � 
t(y)� 
t(x).2



2.1 Analyzing the Performan
e of the AlgorithmWe measure the performan
e of an algorithm in 
omparison to the the best algorithm inhindsight that knows all of the 
ost fun
tions and sele
ts one �xed ve
tor.De�nition 5 Given an algorithm A, and a 
onvex programming problem (F; f
1; 
2; : : :g),if fx1; x2; : : : g are the ve
tors sele
ted by A, then the 
ost of A until time T isCA(T ) = TXt=1 
t(xt):The 
ost of a stati
 feasible solution x 2 F until time T isCx(T ) = TXt=1 
t(x):The regret of algorithm A until time T isRA(T ) = CA(T )�minx2F Cx(T ):Our goal is to prove that the average regret of Greedy Proje
tion approa
heszero. In order to state our results about bounding the regret of this algorithm, we need tospe
ify some parameters. First, let us de�ne:kF k = maxx;y2F d(x; y)kr
k = supx2F;t2f1;2;::: g kr
t(x)k:Here is the �rst result derived in this paper:Theorem 1 If �t = t�1=2, the regret of the Greedy Proje
tion algorithm is:RG(T ) � kF k2pT2 + �pT � 12� kr
k2Therefore, lim supT!1RG(T )=T � 0.The �rst part of the bound is be
ause we might begin on the wrong side of F . The se
ondpart is be
ause we always respond after we see the 
ost fun
tion.Proof: First we show that without loss of generality, for all t there exists a gt 2 Rn su
hthat for all x, 
t(x) = gt � x.First, begin with arbitrary f
1; 
2; : : :g, run the algorithm and 
ompute fx1; x2; : : : g.Then de�ne gt = r
t(xt). If we were to 
hange 
t su
h that for all x, 
t(x) = gt � x, thebehavior of the algorithm would be the same. Would the regret be the same?Be
ause 
t is 
onvex, for all x:
t(x) � (r
t(xt)) � (x� xt) + 
t(xt):3



Therefore, for all x� 2 F : 
t(x�) � gt � (x� � xt) + 
t(xt). Thus:
t(xt)� 
t(x�) � 
t(xt)� �gt � (x� � xt) + 
t(xt)�� gt � xt � gt � x�Thus the regret would be at least as mu
h with the modi�ed sequen
e of fun
tions.We de�ne for all t, yt+1 = xt � �tgt. Observe that xt+1 = P (yt+1). We will attempt tobound the regret of not playing a
tion x� on round t.yt+1 � x� = (xt � x�)� �tgt(yt+1 � x�)2 = (xt � x�)2 � 2�t(xt � x�) � gt + �2t kgtk2Observe that in the expression a2�2ab+ b2, a2 is a potential, 2ab is the immediate 
ost, andb2 is the error (within a fa
tor of 2�t). We will now begin to fully 
ush out these properties.For all y 2 Rn , for all x 2 F , (y � x)2 � (P (y)� x)2 [13℄. Also, kgtk � kr
k. So(xt+1 � x�)2 � (xt � x�)2 � 2�t(xt � x�) � gt + �2t kr
k2(xt � x�) � gt � 12�t �(xt � x�)2 � (xt+1 � x�)2�+ �t2 kr
k2Now, by summing we get:RG(T ) = TXt=1 (xt � x�) � gt� TXt=1 � 12�t �(xt � x�)2 � (xt+1 � x�)2�+ �t2 kr
k2�� 12�1 (x1 � x�)2 � 12�T (xT+1 � x�)2 + 12 TXt=2 � 1�t � 1�t�1� (xt � x�)2 + kr
k22 TXt=1 �t� kF k2 12�1 + 12 TXt=2 � 1�t � 1�t�1�!+ kr
k22 TXt=1 �t� kF k2 12�T + kr
k22 TXt=1 �tNow, if we de�ne �t = 1pt , then TXt=1 �t = TXt=1 1pt� 1 + Z Tt=1 dtpt� 1 + h2ptiT1� 2pT � 14



Plugging this into the above equation yields the result.2.2 Regret Against a Dynami
 StrategyAnother possibility for the o�ine algorithm is to allow a small amount of 
hange. Forinstan
e, imagine that the path that the o�ine algorithm follows is of limited size.De�nition 6 The path length of a sequen
e x1; : : : ; xT is:T�1Xt=1 d(xt; xt+1):De�ne A (T; L) to be the set of sequen
es with T ve
tors and a path length less than or equalto L.De�nition 7 Given an algorithm A and a maximum path length L, the dynami
 regretRA(T; L) is: RA(T; L) = CA(T )� minA02A (T;L) CA0(T ):Theorem 2 If � is �xed, the dynami
 regret of the Greedy Proje
tion algorithm is:RG(T; L) � 7kF k24� + LkF k� + T�kr
k22The proof is in the appendix.2.3 Lazy Proje
tionIn this se
tion, we de�ne a di�erent algorithm that performs suprisingly well.Algorithm 2 (Lazy Proje
tion) Sele
t an arbitrary x1 2 F and a sequen
e of learningrates �1; �2; : : : 2 R+ . De�ne y1 = x1. In time step t, after re
eiving a 
ost fun
tion, de�neyt+1: yt+1 = yt � �tr
t(xt)and sele
t the ve
tor: xt+1 = P (yt+1):Theorem 3 Given a 
onstant learning rate �, Lazy Proje
tion's regret is:RL(T ) � kF k22� + �kr
k2T2The proof is in the appendix. 5



3 Generalized In�nitesimal Gradient As
entIn this se
tion, we establish that repeated games are online linear programming problems,and an appli
ation of our algorithm is universally 
onsistent.3.1 Repeated GamesFrom the perspe
tive of one player, a repeated game is two sets of a
tions A and Y , and autility fun
tion u : A� Y ! R. A pair in A� Y is 
alled a joint a
tion. For the examplein this se
tion, we will think of a mat
hing game. A = fa1; a2; a3g, Y = fy1; y2; y3g, whereu(a1; y1) = u(a2; y2) = u(a3; y3) = 1, and everywhere else u is zero.As a game is being played, at ea
h step the player will be sele
ting an a
tion at randombased on past joint a
tions, and the environment will be sele
ting an a
tion at random basedon past joint a
tions. We will formalize this later.A history is a sequen
e of joint a
tions. H t = (A�Y )t is the set of all histories of lengtht. De�ne H = S1t=0H t to be the set of all �nite histories, and for any history h 2 H, de�nejhj to be the length of that history. An example of a history is:h = f(a3; y1); (a1; y2); (a2; y3); (a2; y2); (a3; y3); (a1; y2)gIn order to a

ess the history, we de�ne hi to be the ith joint a
tion. Thus, h3 = (a2; y3),h1;1 = a3 and h6;1 = a1. The utility of a history h 2 H is:utotal(h) = jhjXi=1 u(hi;1; hi;2):The utility of the above example is utotal(h) = 2. We 
an de�ne what the history would looklike if we repla
ed the a
tion of the player with a2 at ea
h time step.h�!a2 = f(a2; y1); (a2; y2); (a2; y3); (a2; y2); (a2; y3); (a2; y2)gNow, utotal(h�!a2) = 3. Thus we would have done better playing this a
tion all the time.The de�nition of regret of not playing a
tion a for all h 2 H, for all a 2 A is:R�!a(h) = utotal(h�!a)� utotal(h)In this example, the regret of not playing a
tion a2 is R�!a2(h) = 3� 2 = 1. This regret ofnot playing an a
tion need not be positive. For instan
e, R�!a1(h) = 1� 2 = �1. Now, wede�ne the maximum regret, or just regret, to be:R(h) = maxa2A R�!a(h):Here R(h) = 1. The most important aspe
t of this de�nition of regret is that regret is afun
tion of the resulting history, independent of the strategies that generated that history.Now, we introdu
e the de�nition of the behavior and the environment. For any set S,de�ne �(S) to be the set of all probabilities over S. For a distribution D and a boolean6



predi
ate P , we use the notation Prx2D[P (x)℄ to indi
ate the probability that P (x) is truegiven that x was sele
ted from D.A behavior � : H ! �(A) is a fun
tion from histories of past a
tions to distributionsover the next a
tion of the player. An environment � : H ! �(Y ) is a fun
tion fromthe history of past a
tions to distributions over the next a
tion of the environment. De�neH1 = (A � Y )1 to be the set of all in�nite histories, and hjt to be the history trun
atedto the �rst t rounds. De�ne F�;� 2 �(H1) to be the distribution over histories of in�nitelength when � and � play with ea
h other.De�nition 8 A behavior � is universally 
onsistent2 if for any � > 0 there exists a Tsu
h that for all �: Prh2F�;� �8t > T; R(hjt)t > �� < �:In other words, after some time, with high probability the average regret never againex
eeds �. Observe that this 
onvergen
e over time is uniform over all environments.We will need other distributions on histories later, so we de�ne them now. We de�neF T�;� 2 �(HT ) to be the distribution over histories of length T when � and � play ea
h other.In addition to these operations, for all h where jhj < T we de�ne F T�;�(h) 2 �(HT ) as thedistribution when � and � begin with a history h and then play for T � jhj rounds.3.2 Oblivious Deterministi
 EnvironmentsAn environment is an oblivious deterministi
 environment if it plays the same sequen
e ofa
tions regardless of the a
tions of the player. We will use this type of environment to bridgethe gap between the results in online linear programming and repeated games.Formally, an environment � : H ! �(Y ) is an oblivious deterministi
 environment ifthere exists a fun
tion r : f1; 2; : : :g ! Y where for all h 2 H:Pry2�(h)[y = r(jhj+ 1)℄ = 1:3.3 Formulating a Repeated Game as an Online Linear ProgramFor simpli
ity, suppose that we 
onsider the 
ase where A = f1; : : : ; ng. Before ea
h timestep in a repeated game, we sele
t a distribution over a
tions. This 
an be represented as ave
tor in a n-standard 
losed simplex, the set of all points x 2 Rn su
h that for all i, xi � 0,and Pni=1 xi = 1. De�ne this to be F .Sin
e we have a utility u instead of 
ost 
, we will perform gradient as
ent instead ofdes
ent. The utility u is a linear fun
tion when the environment's a
tion be
omes known.Algorithm 3 (Generalized In�nitesimal Gradient As
ent) Choose a sequen
e oflearning rates f�1; �2; : : :g. Begin with an arbitrary ve
tor x1 2 F . Then for ea
h roundt: 2This is the generally a

epted de�nition of universally 
onsistent, appearing in [12, 11, 15, 22℄. A lessrestri
tive de�nition originally appeared in [10℄. 7



1. Play a

ording to xt: play a
tion i with probability xti.2. Observe the a
tion ht;2 of the other player and 
al
ulate:yt+1i = xti + �tu(i; ht;2)xt+1 = P (yt+1)where P (y) = argminx2Fd(x; y), as before.In this online 
onvex programming problem, kF k � p2, and kr
k �pjAjjuj, where:juj = max(a;y)2A�Y u(a; y)� min(a;y)2A�Y u(a; y):Now, we 
an apply the result about greedy proje
tion to get the following result:Theorem 4 If �t = t�1=2, the expe
ted regret of GIGA for all oblivious deterministi
 envi-ronments � : H ! �(Y ), for all a 2 A, for all T is:Eh2F�;�[R�!a(hjT )℄ � pT + �pT � 12� jAjjuj23.4 Self-Oblivious BehaviorIt is important to observe that the above is more a method of 
onstru
ting a behavior thanan a
tual behavior. By proper simulation, the above 
an be reformulated into a behavior.Before we begin, we �x x1. Then, whenever we see a history h 2 H t, we simulate howwe would have 
onstru
ted x2; : : : ; xt based on the a
tions of the environment. Thus, givenx1, the above 
an be reformulated into � : H ! �(A) for any game.Moreover, � here is self-oblivious, in that it only depends on the history of a
tions ofthe environment. De�ne Y � = S1i=0 Y i, and �2 : H ! Y � su
h that for all h 2 H,�2(h) = fh1;2; h2;2; h3;2; : : : ; hjhj;2gDe�nition 9 A behavior � is self-oblivious if there exists a fun
tion f : Y � ! �(A) su
hthat for all h 2 H, �(h) = f(�2(h)).Self-oblivious algorithms tend to be robust against adaptive adversaries, those that 
hangetheir te
hnique based on past a
tions of the behavior.GIGA is self-oblivious, in that the strategy in the 
urrent time step 
an be 
al
ulatedgiven x1 (a 
onstant) and the past a
tions of the environment. It should be noted that notall algorithms are self-oblivious. For instan
e, Kalai and Vempala [19℄ des
ribe an algorithmthat is not self-oblivious, be
ause it uses a \random seed" at the beginning that an adaptiveadversary 
ould learn over time and then use in some settings.The following lemma 
ompartmentalizes the te
hnique used at the end of [9℄.Lemma 1 Given a self-oblivious behavior �, if for every � > 0 there exists a T su
h that,for all deterministi
, oblivious environments � : H ! �(Y ), for all a 2 A, for all t > T :Eh2F�;� �R�!a(hjt)t � < �Then � is universally 
onsistent. Therefore, GIGA is universally 
onsistent.The proof is in the appendix. 8



3.5 Lazy Proje
tion and Fi
titious PlayThere have been some te
hniques presented to smooth �
titious play in [10℄, and here wepresent a very simple version whi
h has mu
h of the \spirit" of �
titious play.Algorithm 4 (Z Fi
titious Play)Choose � > 0. At time step t de�ne:yti = t�1Xi=1 �u(i; hi;2)In other words, the total reward one would have re
eived if one had played a
tion i over theentire history. De�ne: xt = P (yt) = argminx2�(A)d(x; yt)Play a

ording to xt in round t.This algorithm is an instan
e of Lazy Proje
tion.4 Converting Old AlgorithmsIn this se
tion, in order to 
ompare our work with that of others, we show how one 
anna�ively translate algorithms for mixing experts into algorithms for online linear programs,and online linear programming algorithms into algorithms for online 
onvex programs. Thisse
tion is a dis
ussion and no formal proofs are given.4.1 Formal De�nitionsWe begin with de�ning the expert's problem.De�nition 10 An experts problem is a set of experts E = fe1; : : : ; eng and a sequen
eof 
ost ve
tors 
1; 
2; : : : where for all i, 
i 2 Rn .On ea
h round t, an expert algorithm (EA) �rst sele
ts a distribution Dt 2 �(E),and then observes a 
ost ve
tor 
t.We assume that the EA 
an handle both positive and negative values. If not, it 
an beeasily extended by shifting the values into the positive range.Now, we de�ne an abstra
t online linear programming problem.De�nition 11 An online linear programming problem is a 
losed 
onvex polytopeF � Rn and a sequen
e of 
ost ve
tors 
1; 
2; : : : where for all i,
i 2 Rn .On ea
h round t, an online linear programming algorithm (OLPA) �rst plays adistribution Dt 2 �(F ), and then observes a 
ost ve
tor 
t.An OLPA 
an be 
onstru
ted from an EA, as des
ribed below.9



Algorithm 5 De�ne v1; : : : ; vk to be the verti
es of the polytope for an online linear pro-gram. Choose E = fe1; : : : ; ekg to be the experts, one for ea
h vertex.On ea
h round t, re
eive a distribution Dt from the EA, and sele
t ve
tor vi if expert eiis sele
ted. De�ne 
0 2 Rk su
h that 
0i = 
t � vi. Send EA the 
ost ve
tor 
0 2 Rk .The optimal stati
 ve
tor must be a vertex of the polytope, be
ause a linear programalways has a solution at a vertex of the polytope. If the original EA 
an do almost as wellas the best expert, this OLPA 
an do at least as well as the best stati
 ve
tor.The se
ond observation is that most EA have bounds that depend on the number ofexperts. The number of verti
es of the 
onvex polytope is totally unrelated to the diameter,so any normal expert's bound is in
omparable to our bound on Greedy Proje
tion.There are some EA that begin with a distribution or uneven weighting over the experts.These EA may perform better in this s
enario, be
ause that one might be able to tweak thedistribution su
h that it is spread evenly over the spa
e (in some way) and not the experts,giving more weight to lonely verti
es and less weight to 
lustered verti
es.4.2 Converting an OLPA to an Online Convex Programming Al-gorithmThere are two reasons that the algorithm des
ribed above will not work for an online 
onvexprogram. The �rst is that an online 
onvex program 
an have an arbitrary 
onvex shape asa feasible region, su
h as a 
ir
le, whi
h 
annot be des
ribed as the 
onvex hull of any �nitenumber of points.The se
ond reason is that a 
onvex fun
tion may not have an minimum on the edge ofthe feasible set. For instan
e, if F = fx : x � x � 1g and 
(x) = x � x, the minimum is in the
enter of the feasible set.Now, this �rst issue is diÆ
ult to handle dire
tly3, so we will simply assume that theOLPA 
an handle the feasible region of the online 
onvex programming problem. This 
anbe either be
ause that the OLPA 
an handle an arbitrary 
onvex region as in [19℄, or be
ausethat the 
onvex region of the 
onvex programming problem is a 
onvex polytope.We handle the se
ond issue by 
onverting the 
ost fun
tion to a linear one. In Theorem 1,we �nd that the worst 
ase is when the 
ost fun
tion is linear. This assumption depends ontwo properties of the algorithm; the algorithm is deterministi
, and the only property of the
ost fun
tion 
t that is observed is r
t(xt).Now, we form an Online Convex Programming algorithm.Algorithm 6 (Exa
t) On ea
h round t, re
eiveDt from the OLPA, and play xt = EX2Dt[X℄.Send the OLPA the 
ost ve
tor r
t(xt).The algorithm is dis
rete and only observes the gradient at the point xt, thus we 
anassume that the 
ost fun
tion is linear. If the 
ost fun
tion is linear, then:EX2Dt[
t(X)℄ = 
t(EX2Dt[X℄):xt may be diÆ
ult to 
ompute, so instead of expli
itly 
al
ulating xt, we 
an sample.3One 
an approximate a 
onvex region by a series of in
reasingly 
omplex 
onvex polytopes, but thissolution is very undesirable. 10



Algorithm 7 (Approx) Sele
t the number of samples s1; s2; : : : to be taken ea
h round.On ea
h round t, sample X1; : : : ; Xst independently from the distribution Dt. Play:zt = 1st stXi=1 XiSend OLPA the 
ost ve
tor r
t(zt).We will bound the worst-
ase di�eren
e between Approx and Exa
t. There are severaldiÆ
ulties in doing so. The �rst is that Approx is a randomized algorithm, so althoughit only eventually takes the derivative at a single point, it has a probability of taking thederivative at one of many points, and so both the value and the derivative matter at thosepoints. Se
ondly, the long-term strategy of the adversary, how it for
es the algorithm to movein 
ertain dire
tions, might depend on the random result. Therefore, we try to separate therandom element from the deterministi
 element in a new game. At round t:1. Re
eive Dt from the OLPA.2. Sample X1; : : : ; Xst independently from distribution Dt.3. Cal
ulate and reveal to the adversary zt = 1st Psti=1Xi.4. Cal
ulate and reveal to the adversary xt = EX2Dt[X℄.5. The adversary sele
ts gt; ht 2 Rn where kgtk; kht k � kr
k.6. Send the OLPA gt.This game updates the OLPA in the same fashion as the Exa
t algorithm. We de�ne thesuper regret S as: S(T ) = TXt=1 ht � (zt � xt) + TXt=1 gt � xt � minx�2F TXt=1 gt � x�We 
an relate this super regret to the regret of both the Exa
t and Approx algorithms.The se
ond half of the super regret is the regret of the Exa
t algorithm on a sequen
e oflinear fun
tions. E[S(T )℄ = E[ TXt=1 ht � (zt � xt)℄ +RExa
t(T )We 
an bound E[ht � (zt � xt)℄ based on the number of samples taken:E[ht � (zt � xt)℄ � E[kr
kd(zt; xt)℄E[ht � (zt � xt)℄ � kr
kE[d(zt; xt)℄Without loss of generality, we assume that xt = 0, 0 2 F .E[d(0; zt)℄ = 1stE24sXi;j XiXj3511



For a random variable Y : E[Y ℄ �pE[Y 2℄We use this fa
t to prove that:E[d(0; zt)℄ � 1stvuutE"Xi;j Xi �Xj#E[d(0; zt)℄ � 1stsXi E �kXik2�E[d(0; zt)℄ � 1stqstkF k2E[d(0; zt)℄ � kF kpstE[S(T )℄ = kr
kkF k TXt=1 1pst +RExa
t(T )By 
hoosing st = t, PTt=1 1pst � 2pT � 1. Thus, by sele
ting st properly:E[S(T )℄ = kr
kkF k(2pT � 1) +RExa
t(T )We will now prove that S(T ) � RApprox(T ). Imagine that in the approx algorithmea
h round the adversary knew in advan
e the random sele
tion zt before it sele
ts the
ost fun
tion 
t. This only in
reases the regret. In the new game, the adversary sele
tsgt = r
t(zt). Therefore:
t(zt)� 
t(x�) � gt � (zt � x�)� gt � (zt � xt + xt � x�)� gt � (zt � xt) + gt � (xt � x�)The adversary sele
ts ht to be a ve
tor of length kr
k in the dire
tion of zt � xt.ht � (zt � xt) = kr
kd(xt; zt)� kgtkd(xt; zt)� gt � (zt � xt)So, �nally: 
t(zt)� 
t(x�) � ht � (zt � xt) + gt � xt � gt � x�TXt=1 
t(zt)� 
t(x�) � TXt=1 ht � (zt � xt) + TXt=1 gt � xt � minx�2F TXt=1 gt � x�RApprox(T ) � S(T )Therefore, for the proper number of samples:E[RApprox(T )℄ � RExa
t(T ) + kr
kkF k(2pT � 1)12



5 Related WorkKalai and Vempala [19℄ have developed algorithms to solve online linear programming, whi
his a spe
i�
 type of online 
onvex programming. They are attempting to make the algorithmbehave in a lazy fashion, 
hanging its ve
tor slowly, whereas here we are attempting to bemore dynami
, as is highlighted in se
tions 2.2 and 3.4.These algorithms were motivated by the algorithm of [25℄ whi
h applies gradient as
entto repeated games. We extend their algorithm to games with an arbitrary number of a
tions,and prove universal 
onsisten
y. There has been extensive work on regret in repeated gamesand in the experts domain, su
h as [3, 8, 7, 9, 10, 12, 14, 15, 16, 23℄. What makes thiswork noteworthy in a very old �eld is that it proves that a widely-used te
hnique in arti�
ialintelligen
e, gradient as
ent, has a property that is of interest to those in game theory. Asstated in Se
tion 4, experts algorithms 
an be used to solve online online linear programsand online 
onvex programming problems, but the bounds may be
ome signi�
antly worse.There are several studies of online gradient des
ent and related update fun
tions, for ex-ample [5, 20, 17, 21℄. These studies fo
us on predi
tion problems where the loss fun
tions are
onvex Bregman divergen
es. In this paper, we are 
onsidering arbitrary 
onvex fun
tions,in problems that may or may not involve predi
tion.Finally, in the o�ine 
ase, [6℄ have done work on proving that gradient des
ent andproje
tion for arbitrary Bregman distan
es 
onverges to the optimal result.6 Con
lusions and Future WorkIn this paper, we have de�ned an online 
onvex programming problem. We have establishedthat gradient des
ent is a very e�e
tive te
hnique on this problem. This work was motivatedby trying to better understand the in�nitesimal gradient as
ent algorithm, and the te
hniquesdeveloped we applied to that problem to establish an extension to in�nitesimal gradientas
ent that is universally 
onsistent.The simpli
ity of the algorithm allows for the expansion of these results into other areas.For instan
e, here we deal with a Eu
lidean geometry: what if one 
onsidered gradientdes
ent on a noneu
lidean geometry, like [1, 24℄? Also, the simpli
ity of GIGA allows forthis algorithm to be extended for even stronger results, like WoLF[4℄.A
knowledgementsAs always, any errors or omissions in the work are the sole responsibility of the author.We would like to thank Pat Riley for great help in developing the algorithm for the 
aseof repeated games, Adam Kalai for improving the proof and bounds of the main theorem,and Mi
hael Bowling, Avrim Blum, Nikhil Bansal, and Manfred Warmuth for their help andsuggestions with this resear
h.
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Without loss of generality, assume 0 2 F . Thus for any a; b 2 F , kak; kbk � kF k, and�kFk24 � a � b � kF k2. So:RG(T ) � 7kF k24� + TXt=2 1�d(zt�1; zt)kF k+ T�kr
k22RG(T ) � 7kF k24� + LkF k� + T�kr
k22
B Proof of Lazy Proje
tionIn analyzing Greedy Proje
tion, we had one potential: the distan
e from the optimal point.In analyzing Lazy Proje
tion, we have two potentials: the distan
e from yt to the optimalpoint (ideal potential), and the distan
e to the set F (proje
tion potential). The idealpotential is \good", in the sense that we grow distant from the optimal point when we areperforming better than the optimal point. However, the proje
tion potential is \bad", inthe sense that the farther we go from F , the more di�eren
e there is between the ve
tor wewanted to use (yt) and the ve
tor we did use (xt). What makes Lazy Proje
tion work is thatthese two potentials 
an
el ea
h other.For all y 2 Rn , for all 
losed, 
onvex sets F � Rn , de�ne d(y; F ) = minx2F d(y; x).The following two proofs are the sub
omponents of our general proof. We prove them inSe
tion B.3.Lemma 2 (ideal potential) For any 
onvex set F and any linear 
ost sequen
e 
t, de�ningyt as in the de�nition of Lazy Proje
tion with a �xed learning rate �, and any x� 2 F :TXt=1 
t(yt)� 
t(x�) � kF k22 � d(yT+1; x�)22� + T�kr
k22Lemma 3 (proje
tion potential) For any 
onvex set F and any linear 
ost sequen
e 
t,de�ning yt and xt as in the de�nition of Lazy Proje
tion:TXt=1 
t(xt)� 
t(yt) � d(yT+1; F )22�In Se
tion B.1, we present an example highlighting the issues of Lemma 3. In Se
tion B.2,we prove the 
riti
al 
onne
tion between the n-dimensional 
ase and the one-dimensional
ase. In Se
tion B.3, we 
omplete the proofs of Lemma 2, Lemma 3, and Theorem 3.
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B.1 A Motivating ExampleIn order to motivate the following te
hni
al lemmas, let us 
onsider an example. ChooseF = fx 2 R : x � ag. If yt � a, xt = P (yt) = a. Assume that � = 1 and the 
ost fun
tionat time t is 
t(x) = gt � x. We will attempt to bound the following di�eren
e D:D = TXi=1 
t(P (yt))� 
t(yt)D is how mu
h less 
ost we would have a

rued had we played the point yt instead of xt.Let us assume that for all t, yt > a. So,D = TXi=1 
t(a)� 
t(yt)Sin
e gt = yt+1 � yt, then: D = TXi=1 (yt+1 � yt) � (yt � a)Let us de�ne zt = d(yt; F ) = minx2F d(yt; x) = yt � a. The equation be
omes:D = TXi=1 (zt+1 � zt)ztWe 
an use the following lemma here:Lemma 4 For all a; b 2 R: (a� b)b � a2 � b22Proof: This is an algebrai
 manipulation of 0 � (a� b)2.Thus, we 
an form a potential: D � TXi=1 (zt+1)2 � (zt)22D � (zT+1)2 � (z1)22D � (zT+1)22The key step whi
h varies from the general 
ase is that in general (yt+1�yt)�(yt�P (y)) 6=(zt+1 � zt)(zt). However, we prove in the next se
tion that the dot produ
t is always less.17



B.2 Geometri
 LemmasThis se
tion 
ontains the te
hni
al details of the proof.Figure 1: Lemma 5
y

x
P(y)

FLemma 5 Given a 
onvex set F � Rn , if y 2 Rn and x 2 F , then (y�P (y))�(x�P (y)) � 0.In other words, the angle between y,P (y), and x is not a
ute.Proof: We will prove the 
ontrapositive of the theorem. Consider a point x0 2 F su
h that(y � x0) � (x� x0) > 0. We will prove x0 6= P (y). For all � 2 [0; 1℄, de�ne:z(�) = (1� �)x0 + (�)x = x0 + �(x� x0):We will prove that for small positive values of �, z(�) is 
loser to y than x0. Sin
e F is
onvex, z(�) is in F .(y � z(�))2 = (y � x0 � �(x� x0))2(y � z(�))2 = �2(x� x0)2 � 2�(y � x0) � (x� x0) + (y � x0)2Observe that for 0 < � < 2(y�x0)�(x�x0)(x�x0)2 , (y � z(�))2 < (y � x0)2. Thus, P (y) 6= x0.
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Figure 2: Lemma 6
x

y’

y

Lemma 6 Given y; x; y0 2 Rn , then(y � x) � (y0 � y) � d(y; x)(d(y0; x)� d(y; x)):Proof: We begin with a simple example. Suppose that x; y; y0 2 R2 , x = (0; 0), andy = (1; 0). We 
an prove that the property holds for these three ve
tors.(y � x) � (y0 � y) = (y01 � 1)d(y; x)(d(y0; x)� d(y; x)) =p(y01)2 + (y02)2 � 1d(y; x)(d(y0; x)� d(y; x)) � (y01)� 1Now, suppose that for a spe
i�
 y,x,y0, we have proven that the property holds. Then, itwill hold for y + a, x + a, y0 + a (a translation), be
ause:((y + a)� (x + a)) � ((y0 + a)� (y + a)) = (y � x) � (y0 � y)� d(y; x)(d(y0; x)� d(y; x))� d(y + a; x+ a)(d(y0 + a; x+ a)� d(y + a; x+ a))Also, if it holds for y,x,y0, then it will hold for ky, kx, and ky0 (a s
aling), be
ause:(ky � kx) � (ky0 � ky) = k2(y � x) � (y0 � y)� k2d(y; x)(d(y0; x)� d(y; x))� d(ky; kx)(d(ky0; kx)� d(ky; kx))Also, the property is invariant under a rotation. De�ne AT to be the transpose of the matrixA, and aT to be the transpose of the ve
tor a. Suppose that R is an orthonormal matrix(where RTR = I). Now, for all a; b 2 Rn :(Ra) � (Rb) = (Ra)TRb = aTRTRb = aT b = a � bd(Ra;Rb) =p(R(a� b)) � (R(a� b)) =p(a� b) � (a� b) = d(a; b)We 
an now prove that if the property holds for y,x,y0, then it will hold for Ry, Rx, Ry0.(Ry �Rx) � (Ry0 � Ry) = (R(y � x)) � (R(y0 � y))= (y � x) � (y0 � y)� d(y; x)(d(y0; x)� d(y; x))� d(Ry;Rx)(d(Ry0; Rx)� d(Ry;Rx))19



Observe that we 
an think of R2 as embedded in Rn without 
hanging distan
e or dot produ
t.Any three ve
tors y, x, y0 
an be obtained from (0; 1; 0; : : : ; 0); (0; 0; 0; : : : ; 0); (y01; y02; 0; : : : ; 0)using translation, s
aling, and rotation. So the property holds for all ve
tors y, x, y0.
Figure 3: Lemma 7
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Lemma 7 Given y; x; x0; y0 2 Rn , where (y � x) � (x0 � x) � 0(i.e. the angle is not a
ute),then: (y � x) � (y0 � y) � d(y; x)(d(y0; x0)� d(y; x))Corollary 1 Given y; y0 2 Rn , if z = d(y; P (y)) and z0 = d(y0; P (y0)):(y � P (y)) � (y0 � y) � z(z0 � z) � (z0)2 � z22Proof: If y = x, then the result is trivial. Thus, assume y 6= x. We begin with an example,as before. We assume y; x; x0; y0 2 R3 , y = (1; 0; 0), x = (0; 0; 0), and x03 = 0.Throughout the next part of the proof, we prove that the worst 
ase o

urs when x = x0.We do this by de�ning y00 = y0 � x0 + x, and repla
ing y0 with y00 and x0 with x. Observe�rst that d(y00; x) = d(y0; x0).Observe that (y � x) � (y0 � y) = y01 � 1, and (y � x) � (y00 � y) = y01 � x01 � 1. Sin
e(y� x) � (x0� x) = x01, x01 � 0. Thus, (y� x) � (y0� y) � (y� x) � (y00� y), so the relationshiponly gets tighter as we for
e x = x0. Thus, the property holds for these ve
tors by Lemma 6.As in Lemma 6, we 
an prove that the property is invariant under a transformation,rotation, or s
aling.
B.3 Completing the ProofNow, we 
omplete the proofs. The �rst part is similar to Theorem 1, and the se
ond is ageneralization of the argument in Se
tion B.1.20



Proof (of Lemma 2, ideal potential): First, de�ne A (the quantity we are trying tobound): A = TXi=1 
t(yt)� 
t(x�)For all t there exists a gt su
h that 
t(x) = gt � x.A = TXt=1 gt � (yt � x�)By de�nition, yt+1 = yt � �gt. Similar to Theorem 1:yt+1 � x� = yt � x� � �gt(yt+1 � x�)2 = (yt � x� � �gt)2gt � (yt � x�) = (yt � x�)2 � (yt+1 � x�)22� + �2kgtk2gt � (yt � x�) � (yt � x�)2 � (yt+1 � x�)22� + �kr
k22Summing, we get: A � TXt=1  (yt � x�)2 � (yt+1 � x�)22� + �kr
k22 !A � (y1 � x�)2 � (yT+1 � x�)22� + T�kr
k22Sin
e y1; x� 2 F : A � kF k22� � d(yT+1; F )22� + T�kr
k22Proof (of Lemma 3, proje
tion potential): First, de�ne B (the quantity we are tryingto bound): B = TXt=1 
t(xt)� 
t(yt)B = TXt=1 
t(P (yt))� 
t(yt)For all t there exists a gt su
h that 
t(x) = gt � x.B = TXt=1 gt � (P (yt)� yt)21



Also, gt = yt�yt+1� . Thus: B = 1� TXt=1 (yt � yt+1) � (P (yt)� yt)B = 1� TXt=1 (yt � P (yt)) � (yt+1 � yt)Using Corollary 1: B � 1� TXt=1 d(yt+1; F )2 � d(yt; F )22B � d(yT+1; F )22�
Proof (of Theorem 3): Sin
e lazy proje
tion is a deterministi
 algorithm, and it only
onsiders r
t(xt), then the worst 
ase is a linear fun
tion. Therefore, we only need to
onsider linear fun
tions.RG(T ) = TXt=1 
t(xt)� 
t(x�)RG(T ) = TXt=1 (
t(xt)� 
t(yt)) + TXt=1 (
t(yt)� 
t(x�))Thus, by Lemma 2 and Lemma 3:RG(T ) � kF k22� � d(yT+1; F )22� + T�kr
k22 + d(yT+1; F )22�� kF k22� + T�kr
k22
C Proof of Universal Consisten
yOur analysis of universal 
onsisten
y �rst �xes a behavior �, a time step T , an � > 0 and ana
tion a 2 A. Then, we attempt to develop the environment � that maximizes the value:Prh2FT�;�[R�!a(h) > T�℄22



We will use Doob's De
omposition from the theory of sto
hasti
 pro
esses to divide theregret into an \expe
ted" part and a \random" part. We will then bound the expe
ted partof the regret to be lower than the worst 
ase oblivious deterministi
 environment, due to thefa
t that the behavior we are studying is self-oblivious. Then, we will bound the randompart with an old result from the theory of martingales.We �rst introdu
e some 
on
epts from sto
hasti
 pro
esses that will be useful later inthe proof.De�nition 12 A martingale di�eren
e sequen
e is a sequen
e of variables X1; X2; : : :su
h that for all k, for all sequen
es X1; : : : ; Xk:E[Xk+1jX1; : : : ; Xk℄ = 0Lemma 8 (Azuma's Lemma) [18℄: If X1; X2; : : : is a martingale di�eren
e sequen
e,and for all i, jXij � b, then: Pr" kXi=1 Xi > a# � exp�� a22b2T �Now, Doob's De
omposition allows us to 
onstru
t a martingale di�eren
e sequen
e outof an arbitrary random sequen
e Z1; Z2; : : : by:Yi = Zi � E[ZijZi�1; : : : ; Z1℄Corollary 2 If Z1; Z2; : : : is a random sequen
e and jZij � b, then:Pr" kXi=1 Zi � E[ZijZi�1; : : : ; Z1 > a℄# � exp�� a24b2k�In this spirit, we de�ne the fun
tions V� : H ! R and V rem� : H ! R:V�(h) = jhjXi=1 Ea02�(hji�1)[R�!a(a0; hi;2)℄V rem� (h) = R�!a(h)� V�(h)Lemma 9 For any self-oblivious �, for any T , a 2 A, there exists an oblivious, deterministi
environment �� su
h that, for all h 2 HT :V�(h) � Eh2FT�;�[R�!a(h)℄Proof: Observe that HT is a �nite set. De�ne h� 2 HT :h� = argmaxh2HTV�(h)23



Now, 
hoose some y0 2 Y , and de�ne �� su
h that:Pry2��(h)[y = h�jhj+1;2℄ = 1 if jhj < TPry2��(h)[y = y0℄ = 1 if jhj > TBy 
onstru
tion, �� is a deterministi
, oblivious environment. �� will play the a
tions in�2(h�) for the �rst T rounds. Observe, that sin
e � is self-oblivious, the distributionof the a
tions of � at time step i is the same when �� plays the a
tions in �2(h�),as when the past history is h�ji�1. Therefore:TXi=1 Ea02�(h�ji�1)[R�!a(a0; h�i;2)℄ = Eh2FT�;�� [R�!a(h)℄:
We 
an use this fa
t to bound R�!a with high probability. De�ne:juj = max(a;y)2A�Y u(a; y)� min(a;y)2A�Y u(a; y)Lemma 10 If for a self-oblivious behavior � and an a 2 A, for every � > 0 there exists atime t su
h that for every oblivious, deterministi
 environment �, for every time T > t:Eh2FT�;�[R�!a(h)℄ < T�Then, for any arbitrary environment �0:Prh2FT�;�0[R�!a(h) > 2T�℄ < exp��T�28juj2 �Proof: Choose �0 to be any arbitrary environment and T > t. From Lemma 9, we 
ande�ne a oblivious, deterministi
 environment �� su
h that:V�(h) � Eh2FT�;�� [R�!a(h)℄ < T�Thus, we have 
aptured the \expe
ted" part of the regret in an arbitrary environment.De�ne R�!a : A� Y su
h that:R�!a(a0; y) = u(a; y)� u(a0; y)Now, for all i 2 f1; : : : ; Tg, we de�ne Yi:Yi(h) = R�!a(hi)� Ea02�(hji�1)[R�!a(a0; hi;2))℄24



For all h 2 H, V rem� (h) = TXi=1 Yi(h)R�!a(h) = V�(h) + TXi=1 Yi(h)R�!a(h) < T�+ TXi=1 Yi(h)Also, for all h 2 H i�1: Eh02F i�;�0(h)[Yi(h0)℄ = 0Also, for all i, for all h 2 H, jYi(h)j � 2juj. Therefore, by Azuma's Lemma:Prh2FT�;�0[ TXi=1 Yi(h) < T�℄ < exp��T�28juj2 �Prh2FT�;��[R�!a(h) < 2T�℄ < exp��T�28juj2 �
Lemma 11 If for a behavior �, for every � > 0 there exists a time t su
h that for everyoblivious, deterministi
 �, for every a 2 A, for every time T > t:Eh2FT�;�[R�!a(h)℄ < T�Then, for any arbitrary environment �0:Prh2FT�;�0[R(h) > 2T�℄ < jAjexp��T�28juj2 �Proof: Prh2FT�;�0[R(h) > 2T�℄ = Prh2FT�;�0[8a 2 A;R�!a(h) > 2T�℄� Xa2A Prh2FT�;�0[R�!a < 2T�℄� jAjexp��T�28juj2 �
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Proof (of Lemma 1): For a given � > 0, we wish to �nd t000 su
h that:Prh2F�;�[9T > t000; R(hjT ) > T�℄ < �We begin by de
omposing the in�nite sequen
e of events. Now, for all t:Prh2F�;�[9T > t; R(hjT ) > T�℄ � 1XT=t+1 Prh2F�;�[R(hjT )℄� 1XT=t+1 Prh2FT�;�[R(h)℄De�ne �0 = �=2. There exists a t0 su
h that, for all T > t0:Prh2FT�;�[R(h) > 2T�0℄ < jAjexp��T (�0)28juj2 �Summing we get, for all t � t0:Prh2F�;�[9T > t; R(hjT ) > T�℄ � 1XT=t+1 jAjexp��T (�)232juj2 �This is a geometri
 series. For simpli
ity, de�ne r:r = exp��(�)232juj2�The important fa
t is that 0 < r < 1. Cal
ulating the sum:Prh2F�;�[9T > t; R(hjT ) > T�℄ � jAjrt+11� r�1De�ne t00: t00 = 1ln r ln�(1� r�1)�jAj �� 1:Thus, for all t > t00: jAjrt+11� r�1 < �:Thus, if t000 = dmax(t0; t00)e: Prh2F�;�[9T > t000; R(hjT ) > T�℄ � �
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