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Abstract. The small world phenomenon, a.k.a. the six degree of sepa-
ration between individuals, was identified by Stanley Milgram at the end
of the 60s. Milgram experiment demonstrated that letters from arbitrary
sources and bound to an arbitrary target can be transmitted along short
chains of closely related individuals, based solely on some characteristics
of the target (professional occupation, state of leaving, etc.). In his paper
on small world navigability, Jon Kleinberg modeled this phenomenon in
the framework of augmented networks, and analyzed the performances of
greedy routing in augmented multi-dimensional meshes. This paper ob-
jective is to survey the results that followed up Kleinberg seminal work,
including results about:
— extensions of the augmented network model, and variants of greedy
routing,
— designs of polylog-navigable graph classes,
— the quest for universal augmentation schemes, and
— discussions on the validation of the model in the framework of dou-
bling metrics.

1 Greedy routing in augmented meshes

1.1 Modeling Milgram experiment

Augmented graphs were introduced in [25, 26] for the purpose of understanding
the small world phenomenon. Precisely, augmented graphs give a framework for
modeling and analyzing the ”six degrees of separation” between individuals ob-
served from Milgram experiment [37], stating that short chains of acquaintances
between any pair of individuals can be discovered in a distributed manner. Note
that the augmented graph model addresses navigability in small worlds, and
therefore it goes further than just structural considerations (e.g., scale free prop-
erties, clustering properties, etc.).

We define an augmented graph model [15] as a pair (G, ¢) where G is a graph,
called base graph, and ¢ is a probability distribution, referred to as an augmenting
distribution for G. This augmenting distribution is defined as a collection of
probability distributions {¢,,u € V(G)}. Every node u € V(G) is given few
(typically one) extra links, called long range links, pointing to some nodes, called
the long range contacts of u. Any long range contact v is chosen at random
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according to Pr{u — v} = ¢, (v). (If v = w or v is a neighbor of u in G, then
no link is added). In this paper, a graph in (G, ¢) will sometime be denoted by
G + L where G is the base graph, and L is the set of long rang links resulting
from the trial of ¢ yielding that set of links added to G.

A important feature of this model is that it enables to define simple but
efficient decentralized routing protocols modeling the search procedure applied
by social entities in Milgram [37] and Dodd et al [9] experiments. In particular,
greedy routing in a graph in (G, ¢) is the oblivious routing process in which every
intermediate node along a route from a source s € V(G) to a target t € V(G)
chooses among all its neighbors (including its long range contacts) the one that
is the closest to t according to the distance measured in G, and forwards to it.
For this process to apply, the only "knowledge” that is supposed to be available
at every node is its distances to the other nodes in the base graph G. This
assumption is motivated by the fact that, if the base graph offers some nice
properties (e.g., embeddable in a low dimensional metric with small distorsion)
then the distance function dist in G is expected to be easy to compute, or at
least to approximate, locally. In Milgram experiment, one may think about G
as representing the geography of the earth.

The greedy diameter of (G, ) is defined as

diam(G, ¢) = s,trél\%z(G) E(y, s,t)
where E(y, s,t) is the expected number of steps for traveling from s to ¢ using
greedy routing in (G, ¢). For each pair s, ¢, the expectation is computed over all
trials of ¢, i.e., over all graphs in (G, ¢).
In [25], Kleinberg considered the n-node d-dimensional square meshes with
wraparound links, that we denote by M%d), augmented using the d-harmonic
distribution h(9 defined as follows:

1 1 1
() = — —— where Zy = 5 ———.
u () Zy, dist(u,v)? where U#Zudist(u,v)d

For d = 2 this setting expresses the fact that two individuals are more likely to
be connected if they leave nearby, and that their probability of being connected
decreases inversely proportional to their geographical distance square. For d >
2, the extra dimensions could be interpreted as as many criteria (professional
occupation, hobbies, etc.). [25] proved that the greedy diameter of (./\/lsld), h(d) is
O(log2 n). Hence, greedy routing performs in a polylogarithmic expected number
of steps by just adding one extra link per node. [25] also established an interesting
threshold phenomenon: if d’ # d, then the greedy diameter of (M%d),h(dl)) is
£2(n°) for some € > 0 depending on d/d’. Hence for d' = d the greedy diameter
is polylogarithmic whereas it is polynomial for d # d’. The model is therefore
very sensitive to the distance scaling for the choices of the long range contacts.

It is worth mentioning that the augmented mesh model was used in [32] for
the design of an overlay network supporting the DHT facilities for P2P systems.
See also [36] for an application to network design. More generally, we refer to [28]
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for a survey of Jon Kleinberg contributions to the analysis of complex networks,
including the contribution [27] describing a hierarchical model for the small world
phenomenon.

1.2 Extension of the model

Numerous contributions immediately followed up Kleinberg seminal work, all
aiming at generalizing the routing strategy in augmented multidimensional meshes.
In particular, [7, 33] proved that if every node knows not only its long range con-
tacts but also the long range contacts of its neighbors, then greedy routing in
(M%d), h(D) with logn long range links per node performs in O(logn/ loglogn)
expected number of steps, i.e., the greedy diameter becomes as small as the ex-
pected diameter of the augmented mesh with logn long range links per node.
See [35] for more information on the (standard) diameter of (./\/lgld), R(dD).

[34] somehow generalized this approach by assuming that every node knows
the long range links of its log n closest neighbors in the mesh, and proposed a non
oblivious routing protocol performing in O(long/ d n) expected number of steps
in this context. The same model was simultaneously proposed in [16,17] where
an oblivious greedy routing protocol is proposed, performing in O(% 10g1+1/ d n)
expected number of steps with k long range contacts per node. [16] summarized
their result as ”eclecticism shrinks even small worlds” because their result can
be interpreted as demonstrating the impact of the dimension d of the world on
the efficiency of routing. If this dimension merely reflects the number of criteria
used for routing, then it is better having few acquaintances (i.e., few long range
contacts) of many different nature (i.e., routing in a high dimensional world) than
having many acquaintances (i.e., many long range contacts) of similar profile
(i.e., routing in a low dimensional world). See [24] for experimental results about
how individuals are impacted by the number of criteria for the search.

[31] investigated a sophisticated decentralized algorithm that visits O(log? n)
nodes, and distributively discovers routes of expected length O(logn (loglogn)?)
links using headers of size O(log® n) bits. This algorithm could be used in, e.g.,
a P2P system in which resources would be sent along the reverse path used by
the request to reach its target: reaching the target requires O(log2 n) expected
number of steps but the resource would follow a much shorter route, of length
O(logn (loglogn)?) links.

1.3 Lower bounds

[5] proved that the analysis in [25] is tight in the sense that greedy routing in di-
rected cycles augmented with the 1-harmonic distribution performs in Q(log2 n)
expected number of steps. This result is generalized in [16] for any d > 1. There
are augmenting distributions ¢ that do better than the d-harmonic distri-
bution A(¥ in d-dimensional meshes. For instance, [13] designed augmenting

distributions (@ for Msld) for any d > 1, such that the greedy diameter of
(M%d), ©@) is O(logn). (See also [2] for the case of the ring). However, if the
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probability distribution is bounded to decrease with the distance (a natural as-
sumption as far as social networks are concerned), then it is still open whether
one can do better than the harmonic distribution. Several papers [4, 13, 21] actu-
ally tackled the problem of proving that, for any non-increasing distribution ¢(%),
greedy routing in (./\/lgld), @) performs in 2(log®n) expected number of steps.
Essentially, they proved that £2(log?n) is indeed a lower bound for greedy rout-
ing in rings, but only up to loglogn factors. With logn long range links per node,
[33] proved a lower bound £2(logn) for any 1-local algorithm, in contrast to the 2-
local Neighbor-of-Neighbor algorithm [7, 33] that performs in O(logn/loglogn)
expected number of steps.

2 Graphs with polylogarithmic greedy diameter

Another trend of researches aimed at considering the augmented graph model
for base graphs different from meshes. Given a graph class G, the objective is to
design augmenting distributions satisfying that, for any G € G, there exists ¢
such that (G, ¢) has small greedy diameter, typically polylog(n). The number of
long range contacts per node is preferably 1, but any polylog(n) number is fine.
Actually, the ability to add k links instead of 1 generally leads to a speed up of
O(k) in greedy routing, and thus does not modify the essence of the problem
whenever k < polylog(n).

In M%d), the d-harmonic distribution satisfies that for any two nodes u and
v at distance r, the probability that u has v as long rang contact is proportional
to 1/r?, that is inversely proportional to the size of the ball centered at u and
of radius r. This leads several groups to investigate graph classes for which
the augmenting distribution satisfies @, (v) o 1/|B,(r)|, where r = dist(u,v)
and B,(r) is the ball centered at u of radius r. A graph G has ball growth
« if, for any r > 0, the size of any ball of radius 7 in G is at most « times
the size of the ball of radius /2 centered at the same node. [10] proved that
graphs of bounded ball growth can be augmented such that their greedy diameter
becomes polylogarithmic. ([11] even proves that the augmenting process can be
performed efficiently in a distributed manner). [41] extended this result to graphs
of bounded doubling dimension. In fact, this latter paper even considered general
metrics, not only graph metrics. A metric space is of doubling dimension « if any
ball of radius r in S can be covered by 2 balls of radius r/2. [41] proved that
metrics of bounded doubling dimension can be augmented such that their greedy
diameter becomes polylogarithmic (see also [22]). Actually, the result holds even
for metrics with doubling dimension ©(loglogn).

In a somewhat orthogonal direction, [13] considered trees, and proved that
any tree can be augmented so that the resulting greedy diameter becomes
O(logn). This result was extended to graphs of bounded treewidth. A tree-
decomposition of a graph G is a pair (T, X') where T is a tree of vertex set I,
and X = {X;,i € I} is a collection of "bags” X; C V(G). This pair must satisfy
the following;:

= Uier X; = V(G);
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— for any edge {u,v} € E(G) there exists ¢ € I such that {u,v} C X;; and
— for any node u € V(G), the set {i € I,u € X;} is a subtree of T'.

The width of (T, X) is max; | X;| — 1, and the treewidth of G is the minimum
width of any tree-decomposition of G. Treewidth is an important concept in the
core of the Graph Minor theory [40], and with many applications to the design of
fixed parameter algorithms. On graphs of treewidth at most k, where £ is fixed,
every decision or optimization problem expressible in monadic second-order logic
has a linear algorithm [8]. As far as navigability in small worlds is concerned,
this notion is also appealing since a tree-decomposition of the base graph G
representing the predictable acquaintances between the individuals determines
a hierarchy between these individuals that is inherited from these acquaintances,
and not specified a priori as in [27]. [14] proved that graphs of bounded treewidth
can be augmented such that their greedy diameter becomes polylogarithmic.
This result was in turn generalized to graphs excluding a fixed minor. A graph
H is a minor of a graph G if H can be obtained from G by a sequence of
operations edge contraction, edge deletion, or node deletion. [1] proved that for
any fixed H, all H-minor free graphs can be augmented such that their greedy
diameter becomes polylogarithmic. This result is actually one among the many
consequences of a more general result on path separability by [1], using the
characterization of H-minor free graphs by Robertson and Seymour.

Polylog-navigability also holds for many graph classes that are not included
in the aforementioned classes. This is the case of interval graphs and AT-free
graphs [15].

Finally, it is worth mentioning [29] which developed a variant of the model
with population density varying across the nodes of a network G with bounded
doubling dimension (every node contains a certain number of people, like a
village, a town, or a city). It proposed a rank-based augmenting distribution ¢
where ¢, (v) is inversely proportional to the number of people who are closer to
u than v is. ([30] indeed showed that in some social networks, two-third of the
friendships are actually geographically distributed this way: the probability of
befriending a particular person is inversely proportional to the number of closer
people). [29] proved that the greedy diameter of (G, ¢) is polylogarithmic. Note
however that routing must not reach a target, but simply the population cluster
in which the target is located.

3 Universal augmentation schemes

[13] proved that deciding whether, given a base graph G as input, there exists
an augmenting distribution ¢ such that the greedy diameter of (G,¢) is at
most 2 is NP-complete. Still, the previous section surveyed a large number of
graph classes, of different nature, that can be all augmented so that their greedy
diameter becomes polylogarithmic. It is however not true that all graphs can be
augmented to get polylogarithmic greedy diameter.

Let f: IN — IR be a function. An n-node graph G is f-navigable if there
exists a collection of probability distributions ¢ such that diam(G, ¢) < f(n).
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[18] proved that a function f such that every n-node graph is f-navigable sat-
isfies f(n) = 2(n'/ ‘/m). Surprisingly, the graphs G,, used to prove this re-
sult are very regular. G,, is the graph of n nodes consisting of p* nodes la-
beled (x1,...,2k), ; € Zy. Node (z1,...,zx) is connected to all nodes (z1 +
ai,...,rk + ar) where a; € {—1,0,1}, ¢ = 1,...,k, and all operations are
taken modulo p. By construction of G,,, the distance between two nodes y =
(Y1,---,yx) and z = (21, . . ., 2x) Is maxy <;< min(|y; — 2|, p—|yi— z:|). Hence, the
diameter of G,, is |p/2]. Its doubling dimension is k. Thus, intuitively, a graph
G, has too many ”directions”, precisely 2* directions, and it takes at least 2*
expected number of steps to go in the right direction. Therefore, if £ > loglogn,
then the expected number of steps of greedy routing is not polylogarithmic. The
result in [41] is therefore essentially the best that can be achieved by considering
only the doubling dimension of graphs. Solving 2¥ = p = n!/* yields k = v/logn,
and the expected diameter of (G, @) is £2(n'/V°e™) for this setting of k, for
any .

On the other hand, Peleg [38] noticed that any n-node graph is O(y/n)-
navigable by adding long-range links whose extremities are chosen uniformly
at random among all the nodes in the graph. To see why, consider the ball
B of radius /n centered at the target. The expected number of nodes visited
until the long range contact of the current node belongs to B is n/|B|, and
thus at most /n. Once in B, the distance to the target is at most y/n. Hence
the O(y/n)-navigability of the graph. The best upper bound known so far is
actually n'/3 - polylog(n), due to [15]. The augmentation consists for every node
in choosing a ”level” ¢ € {1,...,logn}, and then selecting the long range contact
uniformly at random in the ball centered at the node and of radius 2°.

4 Validating the augmented graph model

The augmented graph framework is now well understood, and it is probably time
to consider the validation of the model, for instance by performing experiments
on social networks. This however requires the design of algorithms that, given a
graph G = H + L as input, would be able to separate the base graph H from
the long range links L. An attempt in this direction has been proposed in [3, 6].
In these two papers the authors introduce an hybrid model that resembles the
augmented graph model, defined by a base graph H and a global graph L, over
the same set of vertices. In both papers, L is a random power law graph. In [6],
the base graph H has a local connectivity characterized by a certain number
of edge-disjoint paths of bounded length connecting the two extremities of any
edge. In [3], the local connectivity is characterized by an amount of flow that can
be pushed from one extremity of an edge to the other extremity, along routes
of bounded length. In both cases, in addition to presenting a set of informative
results about their models, the authors give an algorithm that can recover the
base graph almost perfectly. Nevertheless, navigability is not considered in [3,
6].
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In [19], it is proved that if G has a clustering coefficient §2(logn/loglogn),
and bounded doubling dimension, then a simple algorithm enables to partition
the edges of G = H + L into two sets H' and L' if L is obtained by the augment-
ing distributions in [10] or [41]. The set H' satisfies F(H) C H' and the edges
in H'\ E(H) are of small stretch, i.e., the map H is not perturbed too greatly
by undetected long range links remaining in H’'. The perturbation is actually
so small that it is proved that the expected performances of greedy routing in
G using the distances in H' are close to the expected performances of greedy
routing in H 4+ L. Although this latter result may appear intuitively straight-
forward, since H' 2 E(H), it is not, as it is also shown that routing with a
map more precise than H may actually damage greedy routing significantly. It
is also shown that in absence of a hypothesis regarding the clustering coefficient,
any structural attempt to extract the long range links will miss the detection
of at least £2(n°¢/logn) long range links of stretch at least 2(n'/5~¢) for any
0 < e < 1/5, and thus the base graph H cannot be recovered with good accuracy.

The extraction algorithm in [19] applies to graphs with bounding ball growth,
or with even just bounded doubling dimension. The bounded ball growth as-
sumption can be well motivated intuitively [39] and is consistent with the transit-
stub model [42]. The formal verification of the bounded ball growth assumption
has been statistically established by [12,43], but only in average. Recently, [20],
analyzes the distance defined in the Internet by the round-trip delay (RTT).
Based on skitter data collected by CAIDA, it is noted that the ball growth
of the Internet, as well as its doubling dimension, can actually be quite large.
Nevertheless, it is observed that the doubling dimension is much smaller when
restricting the measures to balls of large enough radius (like in, e.g., [23]). Also,
by computing the number of balls of radius r required to cover balls of ra-
dius R > r, it is observed that this number grows with R much slower than
what is predicted by a large doubling dimension. However, based on data col-
lected on the PlanetLab platform, it is confirmed that the triangle inequal-
ity does not hold for a significant fraction of the nodes. Nevertheless, it is
demonstrated that RT'T measures satisfy a weak version of the triangle inequal-
ity: there exists a small constant p such that for any triple u,v,w, we have
RTT(u,v) < p-max{RTT (u,w), RTT (w,v)}. (Smaller bounds on p can even
be obtained when the triple u, v, w is skewed). Based on these observations, [20]
proposes an analytical model for Internet latencies. This model is tuned by a
small set of parameters concerning the violation of the triangle inequality and
the geometrical dimension of the network, and is proved tractable by design-
ing a simple and efficient compact routing scheme with low stretch. The same
techniques as the one used for designing this scheme could be used for graph
augmentation.

5 Further works

We identify three directions for further research in the field of small world navi-
gability (see [28] for a more general vision of the problem). One crucial problem
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is to close the gap between the upper bound n'/? - polylog(n) and the lower
bound Q(nl/ \/m) for navigability in arbitrary graphs. Reaching the lower
bound seems to be challenging if not relaxing the routing strategy. Greedy rout-
ing is indeed actually a very strong constraint. In particular, it does not permit
any detour via hubs that could enable discovering shorter routes.

Hierarchical models such as the ones in [27] and [14] suggest that it may
be possible to extend the theory of navigability to matroids. In the matroid
context, many tools were recently developed, including branch-decomposition,
that could enable generalizing the theory for graphs to matroids. For instance,
the potential function guiding greedy routing could be defined as the height of
the lowest common ancestor in an optimal branch decomposition.

Finally, one is still very far from a complete validation of the augmented
graph model for social networks. The results in [3,6,19] tell us that the design
of algorithms extracting the long-range links is doable, at least for some large
classes of augmented graphs. However, the design of a practical algorithm that
could be run on real samples of social networks remains to be done. This is a
challenging and rewarding task.
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