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Abstract in the dictionary, a frequency of 0.5 is assigned to the new
word. The dynamic programming technique is applied to
This paper presents a primarily data-driven Chi-  find the segmentation of the highest probability of a sen-

nese word segmentation system and its perfor- tence without first enumerating all possible segmentations
mances on the closed track using two corpora at  of the sentence with respect to the dictionary. Consider the

the first international Chinese word segmentation  text fragmenttF}{E A, with respect to a dictionary con-
bakeoff. The system consists of a new words rec- taining the wordgt £}, 4tFH7E, #EAK, £ andk, it
ognizer, a base segmentation algorithm, and pro- O ; g o
cedures for combining single characters, suffixes, ;25 t:\;ede(zft]ir:;??yj);? @i / fsbft;ilitifezs)jﬁﬁ;ﬁr/ee
and checking segmentation consistencies. 5 ” e P

segmentations are computed as: (BFF)*p(FEAR); (2)

: PULFIE)*p(K); (3) pUHESH*P(FE)*p(A). The proba-
1 Introduction bility of a word is estimated by its relative frequency in the

At the first Chinese word segmentation bakeoff, we particit-ra'n'ng data. Assume the first segmentation has the highest

pated in the closed track using the Academia Sinica corpCPapility, then the text fragment will be segmented into
(AS for short) and the Beijing University corpu®{ for PR,

short). We will refer to the segmented texts in the trainin%
corpus as théraining data, and to both the unsegmented™
testing texts and the segmented texts (the reference texiégw words are usually two or more characters long and are
as thetesting data. For details on the word segmentationoften segmented into single characters. For example, the

2 Combining single characters

bakeoff, see (Sproat and Emerson, 2003). word %% i is segmented intg= / i when it is not in the
_ dictionary. After a sentence is segmented using the base al-
2 Word segmentation gorithm, the consecutive single Hanzi characters are com-

. . . bined into a word if the in-word probabilities of the single
New texts are segmented in four steps which are describe o g
L . . Characters are over a threshold which is empirically deter-
in this section. New words are automatically extracted from . . . .

. ._Imined from the training data. Tha-word probability of
the unsegmented testing texts and added to the base dictio- . I .
. L a character is the probability that the character occurs in a
nary consisting of words from the training data before the

4 . . word of two or more characters.
testing texts are segmented, line by line. .
Some Hanzi characters, such@sand T, occur as

2.1 Base segmentation algorithm words on their own in segmented texts much more fre-
Given a dictionary and a sentence, our base segmen%emlythan in words of two or more characters. For exam-

tion algorithm finds all possible segmentations of the sef2®; in the PK training corpus, the charactgroccurs as a
tence with respect to the dictionary, computes the prokyyord onits own 11,559 times, but in a word only 875 times.

ability of each segmentation, and chooses the segmenf3? the other hand, some Hanzi characters usually do not
tion with the highest probability. If a sentencemfchar-  0ccur alone as words, instead they occur as part of a word.

acters,S = cics...c,, has a segmentation @i words, As an example, the characte{ occurs in a word 17,108

S = wyws .. .wn,, then the probability of the segmentationtimes, but as a word alone only 794 times in the PK training
is estimated ag(S, T') = p(wiws ... w,,) ~ [[ pw;), data. For each character in the training data, we compute its

whereT denotes a segmentation of a sentence. The prots-word probability as follow:p(Cinwora) = 7"’(%’(5;?4),
ability of a word is estimated from the training corpus asvhereN (C) is the number of times that charact&ioccurs
N(w)

p(w) = ——, whereN (w) is the number of times that the in the training data, andy/ (C',w0ra) is the number of times
word w occurs in the training corpus, and is the num- that characte€ is in a word of two or more characters.
ber of words in the training corpus. When a word is not We do not want to combine the single characters that oc-



cur as words alone more often than not. For both the Pkiat if a text fragment in a new sentence is found in the
training data and the AS training data, we divided the traintraining data, then it should be segmented in the same way
ing data into two parts, two thirds for training, and onedhir as in the training data. As an example, in the PK testing
for system development. We found that setting the thresltata, the sentend®] K5t f& & J7 F4E 1 KEEH]—. is

old of the in-word probability to 0.85 or around works bestsegmented int8f & / gt 52 / 4 JJ7 1 2£ 1 55 1 () | KEEH])

on the development data. After the initial segmentation_/o after the first three steps (the two charact$tsand

of a sentence, the consecutive single-characters are COR are not, but should be, combined because the in-word
bined into one word if their in-word pI’ObabI|ItIe§ ar/e Overprobability of charactef, which is 0.71, is below the
the th_reshold 0f0.85. The text.fragmehjfj\ﬁﬁﬁﬁ%ﬂﬁ pre-defined threshold of 0.85). The word bigrdiffk #f;
contains a new wori ¥ Jik which is notin the PK training
data. After the initial segmentation, the text is segment

into AN/ 53 /3K 1F% 1 J|k I, which is subsequently

changed intoA A\ / &3 | ¥ JIk after combining the
three consecutive characters. The in-word probabilites

the three charactesk, ¥, andf are 0.94, 0.98, and
0.99, respectively.

% is found in the phrase segmentation table with a differ-
€ . e :
ent segmentatior] K / i / J&.  So the segmentation

B K | mt & is changed to the segmentati@x / i /

f +& in the final segmented sentence. In essence, when a text
fragment has two or more segmentations, its surrounding
context, which can be the preceding word, the following
word, or both, is utilized to choose the most appropriate
segmentation. When a text fragment in a testing sentence
never occurred in the same context in the training data, then

A small set of characters , such #, 14 andft,, fre- the mostfrequentsegmentationfoundin the training data is

quently occur as the last character in words. We selectethosen. Consider the te}t &2 again, in the testing data,

145 such characters from the PK training corpus, and 1134 R 24k is segmented intg /5t /& / 35 5% by our base

from the AS corpus. After combining single characters, weqqrithm. In this casejf /& never occurred in the context

combln_e a sufﬁx. character with the word preceding it if theOf WREHE | AR or i HISE. The consistency

preceding word is at least two-character long. ’ >0 o . o

check step changes / giJ&/ H4ginto , [t/ &/

2.4 Consistency check 4% sincejil /& is segmented intg / /& 515 times, but is

The last step is to perform consistency checks. A Seé[eated as one worgfJz: 105 times in the training data.

mented sentence, after combining single characters and s
fixes, is checked against the training data to make su

that a text fragmeqt ina tes.t|r-19 senter!cg IS segmenteq\we developed a few procedures to identify new words in
the same way as in the training data if it also occurs

'the testing data. Our first procedure is designed to recog-

trledtralrrw]lng data. Iir?m E[hﬁl PK tra_lry_ng c;)rpuz, we ;rehize numbers, dates, percent, time, foreign words, etc. We
ated gonrase sgmentation table consisting ot word quad  yofineq 4 set of characters consisting of characters such as

grams, trigrams, bigrams, and unigrams, togetherwiththe‘!hg digits ‘0’ to ‘9’ (in ASCII and GB), the letters ‘a’ to

segmentations and frequencies. Our phrase table crea’;e,’ A to ‘Z' (in ASCIl and GB), * B —— =PI Fi A+

from the AS corpus does not include word quad-grams té i
reduce the size of the phrase table. For example, fro%\ﬂ+ﬁ$ﬁ4z" RIY ZHHE % and the I|ke.. An_y
the training texti % / it / & / 5t H we create consecutive sequence of the characters that are in this pre-

. ; X lefined set of characters is extracted and post-processed.
the following entries (only some are listed to save space); . )
set of rules is implemented in the post-processor. One

2.3 Combining suffixes

f "
i New words recognition

text fragment freq segmentation h rule is that if iracted text f : q ith
R CH 1 R/ oA such rule is that if an extracted text fragments ends wi
£§%§E 1 £§/%/§ Tt the characteffE and contains any characterip '/ T J7
iﬂﬁ%/ﬁ H 1 iﬁ:/%// SEH {258, then remove the ending characfgrand keep the
%ﬂt% — 1 Qﬁl‘ﬂ% — remaining fragment as a word. For example, our recognizer
;T: o X ;—D o will extract the text fragmenfd i /\14E and &5 JL4F

s . since all the characters are in the pre-defined set of charac-
After a new sentence is processed by the first three stqu P

we look up every word quad-grams of the segmented se 3ts. The post-processor will strip off the trailing chaeac

%_, and returnpd 5 /\-} and %5 i, as words. For per-

tence in the phrase segmentation table. When a word qua | developed ; tract th
gram is found in the phrase segmentation table with a differONa! NAMes, we developed a program o extract thé hames

ent segmentation, we replace the segmentation of the wopfeceding texts such a & K ) and (%), apro-
quad-gram in the segmented sentence by its segmentat@@™m 10 detect and extract names in a sequence of names
found in the phrase table. This process is continued to wofgparated by the Chinese punctuatiph such asjx £:/f
trigrams, word bigrams, and word unigrams. The idea igh/& BB R, &k, BAA., aprogram to extract



steps| dict R P F Roow R;, steps| dict | R P F Roov | Riv

1 pkdl | 0.919 | 0.838 | 0.877 | 0.050 | 0.984 1 asdl| 0.950 | 0.936| 0.943 | 0.000| 0.970
1 pkd2 | 0.940 | 0.892 | 0.915| 0.347 | 0.984 1 asd2| 0.950 | 0.943| 0.947 | 0.132 | 0.968
1 pkd3 | 0.949 | 0.920| 0.934 | 0.507 | 0.982 1-2 asd2| 0.951| 0.952| 0.951| 0.337 | 0.964
1-2 pkd3 | 0.950 | 0.935| 0.942| 0.610]| 0.975 1-3 asd2| 0.949 0.952| 0.951| 0.372| 0.961
1-3 pkd3 | 0.951| 0.940 | 0.945| 0.655| 0.972 1-4 | asd2]| 0.966 | 0.956 | 0.961 | 0.364 | 0.980
1-4 pkd3 | 0.955| 0.938 | 0.946 | 0.647| 0.977
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Table 2: Results for the closed track using the AS corpus.
Table 1: Results for the closed track using the PK corpus.

corpus | dict R P F Roow R;y
AS asdl | 0.917| 0.912| 0.915| 0.000 | 0.938
personal names (Chinese or foreign) following title or prof PK pkd1 | 0.909 | 0.829 | 0.867 | 0.050 | 0.972

fession names, such a8 & in the textZE & N ZEF X _ _
# [, and a program to extract Chinese personal namé@_ble 3: Performances qf t_he maximum matching (forward)
based on the preceding word and the following word. FoY/Sing words from the training data.

example, the stringMiEBH in T4E K #ME BH 35 is most

likely a personal name (in this case, it is) sifgeis a Chi- pus,pkd2 consists of the words in pkd1 and the words con-
nese family name, the string is three-character long (a typerted from pkd1 by changing the GB encoding to ASCII

ical Chinese personal name is either three or two-charactencoding for the numeric digits and the English letters, and
long). Furthermore, the preceding wof§ and the fol- pkd3 consists of the words in pkd2 and the words automat-

lowing word 5 are highly unlikely to appear in a Chineseically extrac_ted from th\_e PK testing texts using the proce-
personal name. For the personal names extracted from tHdres described in section 3. The columns lab&gd and

PK testing data, if the name is two or three-character longj, 91ve the recall, precision, and F score, respectively. The
and if the first character or two is a Chinese family namecolumns labeled?,,, and R;, show the recall on out-of-
then the family name is separated from the given name. TH¥@cabulary words and the recall on in-vocabulary words,
family names are not separated from the given names for tfgSPectively. All evaluation scores reported in this paper
personal names extracted from the AS testing data. In sorfl® cOmputed using the score program written by Richard
cases, we find it difficult to decide whether or not the firsSProat. We refer readers to (Sproat and Emerson, 2003) for
character should be removed from a personal name. cotietails on the evaluation measures. For example, row 4 in

sider the personal nanfig F4&k which looks like a Chinese table 1 gives thetr%sglts{husgg pkd|3 d{f{:rtllonarydvxt/rr:en te;ser_l—
personal name since the first character is a Chinese famgpceh's setgme_n teh 'y't' T asea %Otr_' m, an lf'n de sm'
name, and the name is three-character long. If it is a tran 1€ characters In the nitial segmentation are combinet, bu

lated foreign name (in this case, it is), then the name shou é}ﬁlxeds ?I'rk? n|0t tattache(tj Elndzconsstetncy chef;?k. ISI not Fl)ter'
not be split into family name and given name. But if it is ormed. Thelastrown table 2 presents our otficial resufts

the name of a Chinese personal name, then the family narrr% the clos_ed track using the AS corpus. TM1 dictio-

L nary contains only the words from the AS training corpus,
W should be separated from the given name. For pla‘fﬁhile theasd? consists of the words iasd1 and the new
names, we d_eveloped a s_mple program to extract n_amesv%rds automatically extracted from the AS testing texts us-
cities, _countles, towns, villages, streets, etf:’ by exitrge ing the new words recognition described in section 3. The
the strings of uplto three characters appearing between WOsults show that new words recognition and joining single
place name designators. For example, from the &  characters contributed the most to the increase in preisio

)1 T PEH BB,  our program will extract ¥ while the consistency check contributed the most to the in-

£ andPEMN AT, crease in recall. Table 3 gives the results of the maximum
matching using only the words in the training data. While
4 Results the difference between the F-scores of the maximum match-

ing and the base algorithm is small for the PK corpus, the

The last row (in boldface) in Table 1 gives our official re-g_SCOre difference for the AS corpus is much larger. Our

sults for the PK closed track. Other rows in the table prese L <o algorithm performed substantially better than the-max
the results under different experimental conditions. Th 9 P y

column labeledsteps refers to the executed steps of ourmum matching for the AS corpus. The performances of our

Chinese word segmentation algorithm. Step 1 segmentsbgse algorithm on the testing data using the words from the

. . . . training data are presented in row 1 in table 1 for th&
text the b tation algorithm, step 2 combinge \
ext using the base segmentation algorithm, step 2 combin ous, and row 1 in table 2 for théS corpus.

single characters, step 3 attaches suffixes to the precedﬁ;%'
words, and step 4 performs consistency checks. The fogr
steps are described in details in section 2. The column la-
beleddict gives the dictionary used in each experiment. Thén this section we will examine in some details the problem
pkdl consists of only the words from the PK training cor-of segmentation inconsistencies within the training data,

t

Discussions



within the testing data, and between training data and tedext fragments seem to be incorrectly segmented. The text
ing data. Due to space limit, we will only report our find- 3£ /g 4 W ji A in the testing data is segmented id#/R

ings in the PK corpus though the same kinds of inconsiﬁﬂljﬁj\, and the textit i segmented intgt: /
tencies also occur in the AS corpus. We understand t %&%%

it is difficult, or even impossible, to completely eliminate o) :
segmentation inconsistencies. However, perhaps we cqude
learn more about the impact of segmentation inconsisteﬂhi
cies on a system’s performance by taking a close look at ﬂ}ﬁe
problem.

ur segmented texts of tHeK testing data differ from
reference segmented texts for 580 text fragments (427
que). Out of these 580 text fragments, 126 text frag-
nts are among the shortest text fragments that have one
segmentation in the training data, but another in the test-
We wrote a program that takes as input a segmented cdig data. This implies that up to 21.7% of the mistakes
pus and prints out the shortest text fragments in the corpg@emmitted by our system may have been impacted by the
that have two or more segmentations. For each text fragegmentation inconsistencies between the PK training data
ment, the program also prints out how the text fragment ignd the PK testing data. Since there are only 38 unique
segmented, and how many times it is segmented in a partighortest text fragments found in the AS corpus that are seg-
ular way. While some of the text fragments, suctg mented differently in the training data and the testing data
andA g, truly have two different segmentations, dependghe inconsistency problem probably had less impact on our

ing on the contexts in which they occur or the meaning&> results. Out of the same 580 text fragments, 359 text
of the text fragments, others are segmented inconsistentlj9ments (62%) are new words in the PK testing data. For
We ran this program on the PK testing data and found 28xample, the proper nanfg {1, which is a new word,
unique shortest text fragments, which occur 87 times in tds incorrectly segmented int@' / £ j# by our system. An-

tal, that have two different segmentations. Some of the testher example is the new wos 7 sf £ which is treated
fragments, such a4 J&, are inconsistently segmented.as one word in the testing data, but is segmented}iitb
The fragment 4 J& occurs twice in the testing data and 4 / B} / $ by our system. Some of the longer text frag-
is segmented int@& 4 / J& in one case, but treated as ongments that are incorrectly segmented may also involve new
word in the other case. We found 1,500 unique shortest tewords, so at least 62%, but under 80%, of the incorrectly
fragments in the PK training data that have two or more segegmented text fragments are either new words or involve
mentations, and 97 unique shortest text fragments that arew words.

segmented differently in the training data and in the test- )

ing data. For example, the te}ti% T 1 is treated as one 6  Conclusion

word in the training data, but is segmented i#o/ 7§ /  We have presented our word segmentation system and the
E / i in the testing data. We found 11,136 unique shortresults for the closed track using tHeS corpus and thé” K

est text fragments that have two or more segmentations @orpus. The new words recognition, combining single char-
the AS training data, 21 unique shortest text fragments thatters, and checking consistencies contributed the most to
have two or more segmentations in the AS testing data, atige increase in precision and recall over the performance of
38 unique shortest text fragments that have different setfie base segmentation algorithm, which works better than
mentations in the AS training data and in the AS testingnaximum matching. For the closed track experiment using
data. the PK corpus, we found that 62% of the text fragments
that are incorrectly segmented by our system are actually

Segmentation inconsistencies not only exists W'th'?]ewwords,which clearly shows that to further improve the

training and testing data, but also between training antd tes o
performance of our system, a better new words recognition

ing data. For example, the text frqgméﬁtj(i& OCCUrS 35 5ig0rithm is necessary. Our failure analysis also indisate
times in the PK training data and is consistently segmentgff up to 21.7% of the mistakes made by our system for
into " A} K / 3, but the same text fragment, occurringthe PK closed track may have been impacted by the seg-
twice in the testing data, is segmented iffo/ X / # in  mentation inconsistencies between the training and tgstin
both cases. The texXf 3 occurs 67 times in the training data.

data and is treated as one wagdT in all 67 cases, but
the same text, occurring 4 times in the testing data, is se

mented intaf / 3 in all 4 cases. The te 4 7 occurs
16 times in the training data, and is treated as one word Richard Sproat and Tom Emerson. 2008e First Interna-
all cases, but in the testing data, it is treated as one word intional Chinese Word Segmentation Bakeoff. In proceed-

text {14 is segmented intdfy / 4 in 8 cases, but treated guage Processing, July 11-12, 2003, Sapporo, Japan.
as one word in one case in the training data. A couple of

?ieferences



