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Flaws in Robust Optimistic Mix-Nets and Stronger Security Notions

SUMMARY  Contribution of this paper is twofold: First we introduce
weaknesses of two Mix-nets claimed to be robust in the literature. Since
such flaws are due to their weak security definitions, we then present a
stronger security definition by regarding a Mix-net as a batch decryption
algorithm of a CCA secure public-key encryption scheme. We show two
concrete attacks on the schemes proposed in [1] and [2]. The scheme in
[1] loses anonymity in the presence of a malicious user even though all
servers are honest. The scheme in [2] also loses anonymity through the
collaboration of a malicious user and the first server. In the later case the
user can identify the plaintext sent from the targeted user by invoking two
mix sessions at the risk of the colluding server receiving an accusation.
We also point out that in a certain case, anonymity is violated solely by the
user without colluding to any server. Heuristic repairs are provided for both
schemes.

key words: Mix-net, anonymity, chosen-ciphertext attacks, security notion

1. Introduction

Mix-net [3] is a central tool for many electronic voting sys-
tems. It establishes an anonymous channel between the vot-
ers and the ballot box. Intensive research has been done to
realize a robust Mix-net that withstands the malicious be-
havior of servers and users. While many papers present
publicly verifiable Mix-nets [4]-[8], an interesting attempt
of [9] introduces a privately convincing Mix-net where only
the mix-servers can convince themselves of correctness.
This kind of Mix-net provides better efficiency in exchange
for this limitation. Although the particular construction has
been attacked [10], the same approach is taken by several
latest schemes such as [1]. Another interesting attempt is
described in [2] where the processing is very fast as long
as the servers are honest. If a malfunctioning server is de-
tected, the input data is processed by a full-fledged (and thus
slow) robust Mix-net. Although one has to implement both
types of Mix-net, such optimistic construction has a certain
practical value.

This paper elaborates the work presented in [11]. We
show some weaknesses in the optimistic Mix-nets presented
in [1] and [2] (referred as JJO1 and GZ*02, respectively).
In particular, it is shown that JJO1 can lose anonymity in
the presence of a malicious user even though all servers are
honest. For GZ702, we show that a malicious user collud-

Manuscript received March 22, 2005.
Final manuscript received June 3, 2005.
"The author is with NTT Information Sharing Platform Labo-
ratories, NTT Corporation, Yokosuka-shi, 239-0847 Japan.
""The author is with Information & Systems, Institute of Indus-
trial Science, the University of Tokyo, Tokyo, 153-8505 Japan.
a) E-mail: abe.masayuki@lab.ntt.co.jp
DOI: 10.1093/ietfec/e89-a.1.99

Masayuki ABE'®, Member and Hideki IMAI'", Fellow

ing with the first mix-server can break anonymity at the risk
of having the server accused. We also point out that in a
certain case, a malicious user can solely mount an attack to
trace a specific message at the cost of receiving accusation
to himself. Our attack against GZ*02 is also introduced in-
dependently by [12], which includes other subtle attacks.

Since both JJO1 and GZ*02 have been considered as
secure with regard to particular definitions of security, the
presence of the practical attacks means that the definitions
must be re-considered. We present a security definition in
which a Mix-net is considered as a batch decryption algo-
rithm of a CCA secure public-key encryption scheme. The
definition of anonymity is slightly but essentially augmented
from that in [11].

2. Attack on JJ01
2.1 Review

JJO1 is based on hybrid encryption with a message authenti-
cation code (MAC) that assures the integrity of the internal
results. The Mix-net consists of n mix-servers and one ad-
ditional server located at the tail of the sequence of servers.
The additional server is actually simulated by the servers in
a distributed manner. The role of this simulated server is
decryption only (it does not shuffie the results).

By using the key-scheduling technique of [13], each
user shares symmetric encryption key k; with server i. This
is done by sending server i a hint, say y;_;, through the
previous servers. That is, the user sends yo(= ¢°) to the
first server and it is then randomized and passed to the sec-
ond server as y;. This procedure is continued to the last
server. Please refer to [13] for details but we stress that
this key-scheduling is done in a deterministic way and ev-
ery symmetric-key k; is determined from just yo (and the
public-keys of servers that determine the randomness used
for randomizing yp). It is also important to note that the
key-scheduling allows these symmetric-keys to be verifiably
shared among the servers and so ensure robustness. In JJO1,
server i derives a MAC-key, say z;, from the same hint y;.
Using symmetric encryption E and message authentication
code MAC, message m is encrypted by computing

Cn = Ekzx+l(m)

¢i = By, (Civ1 | is1)
i = MAC,, (c;|ISID)

where SID is a session identifier uniquely assigned to each

0<i<n-1

0<i<n

Copyright © 2006 The Institute of Electronics, Information and Communication Engineers



100

execution of Mix-net probably provided by the Mix-net or
determined by system environment such as current date.
The ciphertext is a triple (co, (o, Yo)-

Mix-net decrypts each ciphertext as follows. Let Ly
be the list of N ciphertexts given to the first server. Simi-
larly, let L;_; be the input to server i given from server i — 1.
For each ciphertext (c;, ;, y;) € L;, server i + 1 first verifies

Ui 2 MAC,, (c; || SID), then decrypts ¢; by using symmetric-
key ki1 to obtain (ciyq || pris1). The triple (civ1, Uiv1, Yis1) is
the result of internal decryption. The results are randomly
ordered in list L;;; and given to the next server.

Now, if the MAC verification fails, the server claims
so by publishing MAC-key z;+1. (In fact, it is verifiably re-
constructed by the rest of servers. For simplicity, we as-
sume that servers honestly publish the correct keys by them-
selves. The same is true hereafter.) If the MAC is really
wrong, it might have been caused by the previous server i.
Hence server i proves its honesty by publishing correspond-
ing encryption-key k; and the corresponding input ciphertext
(Ci+1, Uir1, Yi+1). If key k; does not correctly decrypt ¢;41 into
Ci+1, Ui+1, the server i is disqualified. Otherwise, it contin-
ues until all previous servers prove their honesty in the same
way. If this cycle reaches the first server, the user who has
posted the original ciphertext is disqualified. One important
observation in this disqualification process is that the MAC-
key z;+1 and encryption-key k; is revealed in public. Our
attack abuses this information leakage.

2.2 Attack

Let Cy = (co, 1o, Yo) € Lg be an input ciphertext for session
SID = 0 posted by the targeted user. The purpose of the
adversary is to identify the plaintext embedded in C. For
this, it is sufficient to distinguish internal ciphertext C, =
(cn, Un» Yn) that corresponds to Cy among the ciphertexts in
L2. (Remember that the simulated server at the tail does not
shuffle its inputs.) The attack proceeds as follows.

- Given Cy, the adversary (a user who can post a cipher-
text to the same Mix) composes Cy = (co, fio, Yo) Where
[ is a random string that looks like a MAC. C is sent
to the Mix at new session SID = 1.

- Server 1 rejects Cy with high probability since MAC
fip is wrong. To show that it is really wrong, server 1
publishes MAC-key z; derived from ygy, which is the
correct MAC-key used for computing .

- By using this z;, the adversary re-computes fip as fip =
MAC,,(co || 2) and sends ¢, = (co, fl0, yo) to the Mix at
SID =2.

- Since fip is now correct, server 1 derives symmetric-key
ky from yo and performs decryption. Resulting cipher-
text (c1, U1, Y1) is passed to server 2.

- Server 2 now rejects the ciphertext because y; is wrong
with regard to ¢y || 2. (Notice that MAC y; was issued
for ¢1]|0.) Thus, server 2 will publish z, and accuse
server 1. (Note that the rejected ciphertext (cy, i1, y1)
is exactly the same as the one appeared in L?, which
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is the output of server 1 in session 0. Thus, by seeing
which one is rejected, the adversary can successfully
trace the target ciphertext shuffled by server 1.)

- To prove honesty, server 1 publishes symmetric-key k;
with regard to the rejected ciphertext. By back-tracing
the process, the bad user is eventually found and his
input ciphertext is removed from the rest of the process.

- Up to this point, the adversary has obtained (z1, k1, 22)-
By using these keys, he computes C, = (Zo, fio, Yo)
where

i1 = MAC,,(c113),
Co = Ey (c1 1 f11), and
fig = MAC, (%o || 3).

Then C, is posted to the Mix-net at SID = 3.

- In session 3, the second server outputs (cz,i2,Y2)
which will be rejected by the third server. However,
the adversary now successfully identifies the target ci-
phertext (cz, (o, y) € Lg in the original session, and
obtains k; and z3.

- It is now easy to see that, by repeating this procedure
for up to session n+1, the adversary can eventually
identify C,, = (cy, ns Yn) € Lg that corresponds to Cy.

Observe that the adversary can mount this attack by
himself if he is allowed to join to n + 1 sessions. Even if a
disqualified user is excluded from all subsequent sessions,
n + 1 colluding users are sufficient for the attack to be suc-
cessful.

2.3 Heuristic Repair

A trivial repair is to hide symmetric-keys by using zero-
knowledge proofs in the accusation procedure. How-
ever, general zero-knowledge proofs for correct symmetric-
decryption and MAC is unacceptably costly in computation
and communication.

A more practical repair would be to force every user
to prove in zero-knowledge that he knows p of yy = ¢*.
For efficiency, the zero-knowledge proof will be replaced
with a Schnorr signature with public-key yg and private-key
p. The security of this variant can be argued in the generic
model combined with random oracle model [14]. We note
that, as well as the original scheme, the repaired scheme
allows a user and the first server cooperatively change the
content of the ciphertext sent from the user after the mix
processing is started. As discussed in JJO1, such an act may
not seriously impact the security in some applications, but it
does not meet our strong security definition in Sect. 4.

3. Attack on GZ*02
3.1 Review
Let (M, G) be an ElGamal ciphertext of message m. Let

H = h(M||G), where h is a hash function. An input cipher-
text C of message m is a triple C = (E(M), E(G), E(H))
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where E(-) is also ElGamal encryption. Namely, the cipher-
text C doubly envelopes message m with ElGamal encryp-
tion adding a hash value to the message of the outer encryp-
tion.

The servers first sequentially re-encrypt and shuffle the
input ciphertexts. The outer layer encryption of the shuf-
fled ciphertexts are then decrypted by the collaboration of a
quorum of servers. If all the resulting triples, {(M, G, H)},
contain a consistent hash value, the inner ElGamal encryp-
tion, (M, G), is decrypted by the quorum of servers to obtain
the plaintext.

In the re-encryption and shuffling stage, each mix-
server has to prove correctness. This is done by proving that
the embedded plaintexts are unchanged except for the order.
In general such a proof is costly in computation. In GZ*02,
the servers only prove that the product of all plaintexts are
unchanged. It results in a very efficient zero-knowledge
proof that abuses the multiplicative property of ElGamal ci-
phertext. Though it is easy for a cheating server to modify
embedded plaintexts without affecting to their product, such
an attempt results in an inconsistent hash value H and even-
tually the malicious sever is detected. (Once such an ac-
tively deviating server is detected, the remaining servers co-
operatively remove the outer-layer encryption from the input
ciphertexts and input the inner layer ElGamal ciphertexts to
a full-fledged robust Mix-net such as [7].)

Observe that an input ciphertext C = (E(M), E(G),
E(H)) is malleable since it is just a triple of ElGamal en-
cryption. Hence, in order to prevent copied and re-encrypted
ciphertexts from being posted, the user has to prove his
knowledge about the embedded message (M,G,H) in a
zero-knowledge manner. In fact, the proof and encryption
are done at the same time by using so called Signed El-
Gamal encryption for computing each of E(M), E(G), E(H)
so that finding the correct ciphertext implies the knowledge
of (M,G, H). In this way, the outer encryption becomes
non-malleable in the generic model and the random oracle
model. In the next section, however, we show that this non-
malleable encryption (and its original interactive version) is
not secure enough in the Mix-net scenario because it does
not guarantee the knowledge of the inner message m.

3.2 Attack 1

Suppose that the adversary corrupts a user and the first mix-
server. Let C = (E(M), E(G), E(H)) be the target input ci-
phertext to trace. The attack proceeds as follows.

1. The corrupt user creates a ciphertext C' = (E(M’),
E(G"), E(H")) correctly from an arbitrary message and
sends it to the Mix-net.

2. The first server re-encrypts and shuffles correctly ex-
cept that the re-encrypted hash values of C, C’ are
interchanged.  More precisely, it outputs (E(M),
E(G),E(H")) and (E(M"), E(G’), E(H)) where E(X)
denotes a re-encryption of ciphertext E(X). Clearly,
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this does not affect to the proof of equality of prod-
uct message and the process runs correctly. Eventually,
(M,G,H’) and (M’,G’, H) appear after decrypting the
outer-layer encryption. The user now obtains correct
(M, G, H) that corresponds to C. (The servers notice
the inconsistent hash values and the first server will be
disqualified as a result of back-tracing. The remaining
servers then abandon this internal result and go into the
full-fledged mix process. But such a recovery process
is no longer relevant to this attack.)

3. The corrupt user encrypts (M, G, H) to C” = (E(M"),
E(G”),E(H")) and sends C” to a new Mix session.
Observe that the user can correctly prove his knowl-
edge of (M, G, H) because he indeed knows it (though
he does not know m embedded in (M, G)). Accord-
ingly, (M, G, H) appears as a result of outer-layer de-
cryption and corresponding message m is given with-
out permutation at the end of this session.

Note that even if the first server is removed, the Mix-net
remains functional in subsequent sessions as long as a quo-
rum of servers are honest. In particular, since re-encryption
can be done without knowing the secret-key, anyone can
work as a server in the re-encryption and shuffling stage in-
stead of the disqualified server.

3.3 Attack 2

In GZ*02, it is noted that one can omit the proof of knowl-
edge about r3 to reduce the computational cost. However,
we point out that such an attempt leads to another attack
that can be mounted solely by a malicious user.

Let C = (E(M), E(G), E(H)) be the target ciphertext
to trace. The attacker correctly computes ElGamal cipher-
text (M’,G") of arbitrary message m’. He then computes
the input ciphertext C’ = (E(M"), E(G”"), E(H)) whose third
part is the same as that of C (or, it can be re-encrypted as
E(H)). Now, assume that the proof about the knowledge
about H is omitted. This means that C’ will be accepted as
the attacker can correctly show proof of knowledge about m’
since he indeed knows m’ relative to (M, G). As the process
proceeds, (M’, G’, H) will come out and be rejected. At this
point, the adversary can identify target ciphertext (M, G, H)
by using H observed in the rejected ciphertext. Although the
input from the attacker will be ejected from this process, no
servers are in collusion and the process goes ahead. Hence
the target ciphertext (M, G, H) will be decrypted by the col-
laboration of servers without being shuffied, and the plain-
text will be straightforwardly exposed. This attack shows
the importance of making the entire input non-malleable.

3.4 Heuristic Repair
A straightforward repair is to force the user to prove his

knowledge about inner message m. Let C = (E(M),
E(G), E(H)) be an input ciphertext where:
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(Mo, Go) = (my",g")

H = h(My, Go)

EM) = (M,G1) = (My",g") = (my"™", g")
E(G) = (M2,G) = (Gy”,9") = (9"y",9"7)
E(H) = (M5,G3) = (Hy"”,g")

Proving one’s knowledge about (rg, 7y, 12, r3) in the above
representation is sufficient to show his knowledge about
message m. The proof can be done by combining two
Schnorr proofs of knowledge and a proof of representation
as follows.

Select (wy, wy, wy, w3) < Zg.

Compute A} = g"', Ay = g™y, and A3 = g™, Ay =
9"

Compute ¢ = h(A|, Ay, A3, A4, C, SID).

Compute zp = wy — cro mod ¢, z; = w; — cr; mod g,
72 = wy — crp mod ¢, and z3 = w3 — cr3 mod q.

The output is (c, zo, 21, 22, 23), Which is verified by comput-
ing A,l — ngGlc’A/z — gZUyZZMQC, A; — gzszc’A:1 — gZ3G3C,
and checking ¢ = h(A}, A}, A}, A/, C, SID).

This modification is quite costly in terms of computa-
tion. If desired, a straightforward modification allows one
to batch verify the predicate to minimize the computational
impact in trade-off against communication cost. We also re-
mark that this repair only prevents so called relation attacks
[15] mounted by malicious users. Indeed, due to [12], it re-
mains vulnerable against corruption of the last mix-server.
Hence it does not provide the strong security defined in the
next section.

4. Security of Mix-net

Among several definitions possible, we present one that
bears resemblance to the security notion of ordinary public-
key encryption scheme. Observe that Mix-net can be seen
as a batch decryption function accompanied by random
permutation performed by several servers. Including key-
generation and encryption function, a Mix-net scheme could
be considered as a public-key encryption scheme featuring
batch decryption and random permutation. Hence it is rea-
sonable to consider security against adaptive chosen cipher-
text attacks, which is the strongest notion of security for a
public-key encryption scheme. Anonymity will be defined
by comparing an ideal shuffling system and a real mix-net
protocol in the presence of an adversary conducting adaptive
chosen ciphertext attacks.

4.1 Model

Mix-net: The ideal system is illustrated in Fig. 1; Each user
is connected to a tamper-proof shuffling-box that takes a list
of messages, say (ui,...,H,) from each user via a physi-
cally secure (i.e., untappable) channel, and outputs a list of
randomly re-ordered messages, say (vy, ..., v,). We refer to
such a system as the ideal shuffling-box. We then represent
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M1 Ui
H2 ()
M3 U3
M4 U4

Fig.1 The ideal shuffling box. A single trusted server connected to each
user via physically secure channel permutes the input messages.

) 251 C, vl

H2 C, 2}

M3 C; U3

M4 Cy Uy
Users Mix-servers

Fig.2  Mix-net system. Users and Mix-servers are connected via a public
channel. Each user encrypt a message and sends the ciphertext in public.
The servers permute and decrypt the ciphertexts in collaboration.

a practical Mix-net as a system that mimics “private channel
+ shuffling-box” over a public network as outlined in Fig. 2.

Let [n] denote {1,...,n}. Let I, denote a set of per-
mutation over [n]. Syntactical definition of Mix-net is as
follows.

Definition 1 (Mix-net) Mix-net is a triple, (G™, EMX, M),
where:

- G™* is a probabilistic algorithm that takes security parame-
ter k, and access structure I for m party, and outputs a public
encryption key, say y, and a set of private decryption keys
x = (x1,...,%y). The public-key set may contain a set of
local public-keys (yy, .. .,¥,,) that corresponds to x. Public-
key y determines message space M.

- &™* s a probabilistic algorithm that takes message u € M,
and public-key y and outputs a ciphertext C. We require
that, for any u and u’ in M,, S;T‘ix(y) N 8;7""(/1’) =0ifu +#
#'. (Here, EM™ () denotes an output of function E]"(u) and
also denotes the distribution of the outputs according to the
randomness used in the function. Such notation will be used
for conciseness hereafter.)

- M s a set of probabilistic polynomial-time interactive Tur-
ing machines, say {My,...,M,,}, called mix-servers. Each
mix-server is given a list of ciphertexts, {Ci,...,C,} and
public-key y as a common input. Private-key x; is a private
input. Mix-servers interact with each other and output a list
of messages (vy, ..., u,) on their output tape. It is required
that there exists permutation 7 € II, such that v, = w; if
there exists y; € M, such that C; € 8;“”‘(/10, Otherwise,
UrG) = L where L ¢ M,.

Note that E™ must be probabilistic. Otherwise, one can eas-
ily find the correspondence between resulting plaintexts and
input ciphertexts. For convenience, we define the decryp-
tion algorithm D™ that corresponds to &™ in such a way
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that DI™(EM™ () = p for all u € M,, and DM™(C) = L
if C ¢ EM™(u) for any u € M,. Note that the decryption
algorithm corresponds to M when M consist of a single mix-
server and only one input ciphertext is given.

Additional information, such as the maximum number
of input ciphertexts, may be provided to each algorithm.
Typically, G™ is performed by Mix-servers themselves so
that each piece of the private key is known only to the rel-
evant server according to the access structure. In a narrow
sense, Mix-net refers to Mix-servers or their algorithms. Ac-
cording to the standard scenario, each input ciphertext is cre-
ated by an entity called a user. Let U; denote a user who has
message y; and posts a ciphertext, say C;. By U we denote a
set of users, U = {Uy,...,U,}.

Communication Channel: For simplicity, we assume
that all communication between all M and all U is done via
a bulletin board, denoted by BB. The bulletin board BB is
a public memory where everyone can read and write in an
authenticated manner but no one can erase or overwrite any
information once written. This is equivalent to a complete,
synchronous, authenticated network with broadcast func-
tion.

Adversary: We follow the central adversary model un-
less otherwise noted. There is a polynomial-time adversary
A that can corrupt subsets of mix-servers and users. We say
that A is (¢, t,,)-limited if it corrupts up to 7, users and 7,
servers. (More general and detailed notation will specify the
collusion structure among the servers and users. We restrict
ourselves to this simple notation.) Let Us and Ma denote
the set of corrupt users and servers, respectively. Similarly,
let Uy and My denote honest users and servers, respectively.
When the adversary is supposed to be active, it can control
Ua and My in an arbitrary way to break the anonymity of Uy
or to lead My to issue an incorrect output. On the other hand,
if the adversary is considered to be passive, it can obtain
only the internal state of the corrupt players. Adaptive ad-
versary decides the target of corruption at an arbitrary time
while static adversary is restricted to setting the target before
any protocol (including the key generation protocol) starts.

4.2 Security Definitions
Let L, denote a language such that

def
Ly = {Cl»""cn’vh""Un'

Irell,, iell,....n}, v = D™C)}

with regard to (y, x) generated by G™*(1%).
Definition 2 (Correctness) (vy,...,v,) is correct with re-
gard to y and (Cy,...,C,) if

(Cl,...,Cn,vl,...,vn) GLy.

Definition 3 (Anonymity) Let A be an adversary that
plays the following game. At any moment of the game, A
is allowed to corrupt up to f, users and ¢, servers. Once
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corrupted, the user or the server is thoroughly controlled by
A.

1. (y,x) « G™X(1). Public-key y and each shared de-
cryption key x; is given to M;.

2. Ais giveny and allowed to invoke M an arbitrary num-
ber of times for arbitrary chosen input ciphertexts (i.e.,
A can use M as a decryption oracle).

3. Aoutputs L¢c = (ui,...
chosen from M,

, My) that is a list of messages

4. Choose a permutation, 7 < II,. Each U; is given
privately and outputs ciphertext C;. If U; is corrupted
and outputs nothing, let C; be an empty string. Let C =
{Cl9 e ,Cl’l}'

5. M performs mix processing on C.

6. A is again allowed to invoke M an arbitrary number of
times for arbitrarily chosen input ciphertexts.

7. A outputs (i*,j*) € {1,...,n} x{1,...,n}. The re-
striction is that U ¢ Ua (i.e., U« has never been cor-
rupted).

A wins the game if 7(*) = j*. We say that Mix-net is
(ty, ty)-anonymous if any (¢, t,,)-limited polynomial-time
adaptive and active adversary A wins the above game with
probability at most ﬁ + € where € is negligible in x. Prob-

ability is taken over the coin flips of G™, U, M, A and the
choice of .

Remark 1 In step 5, the mix protocol may be disrupted by
corrupt servers. (Note that we do not consider robustness
here. Hence the mix-servers may abort the process.) How-
ever, it is irrelevant whether the mix is completed or not in
this step. If the mix-servers abort, the adversary has to con-
tinue possibly without seeing the correct output about the
challenge inputs.

Remark 2 Notice that the adversary can input ciphertexts
in C to mix-servers in step 6. (This is an essential differ-
ence from the definition in [11] where such re-submitted in-
puts are supposed to be excluded by the rule of the attack
game.) If such inputs are accepted and processed, the adver-
sary clearly wins the game. Accordingly, it is the servers’
task to reject re-submitted ciphertexts. When mix-servers
are stateful, it can be achieved by simply check the fresh-
ness of the inputs. For stateless servers, a common approach
would be to extend the encryption algorithm so that it binds
every ciphertext to a public fresh nonce (possibly chosen by
the adversary), which is sometimes called label or tag [16],
[17] and give the same nonce to the mix-servers as an aux-
iliary input. Then the adversary is restricted to choose fresh
nonces.

This is an essential difference from the definition of
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chosen-ciphertext attacks for ordinary public-key encryp-
tion, where the adversary is restricted not to input the chal-
lenge ciphertext to the decryption oracle. Since public-key
encryption is a relatively low-level primitive, freshness of
the inputs are often verified by the upper-level protocols.
On the other hand, freshness is of a great concern in typical
applications of mix-net. Since we do not know a generic
black-box method that strengthen a given mix-net against
the re-use of ciphertexts, we believe that it is useful to con-
cern the freshness of the inputs at this level.

Remark 3 With only one mix-server (m = 1) and two
users (n = 2), the above definition is almost the same as
that of indistinguishability against adaptive chosen cipher-
text attacks. (Except for the freshness issue mentioned in
remark 2. When nonce is used as suggested, a correspond-
ing security notion is indistinguishability against adaptive
chosen ciphertext attacks for labeled public-key encryption
schemes as described in [16].) Although two ciphertexts are
given to the adversary in this case, it is known that such a
matching problem is equivalent to a decision problem where
only one ciphertext is given to the adversary [18].

Remark 4 An adversary who plays the analogue anonymity
game with the ideal shuffling box has inning probability of
1

n—t, "

Remark 5 Probability € can also depend on the number of
inputs. A scheme may efficiently preserve anonymity only
for large number of inputs.

Next we define robustness. Intuitively, Mix-net is ro-
bust if it always outputs correct results in the presence of
corrupt servers and users up to some limit.

Definition 4 (Robustness) A Mix-net is robust against
(ty, ty)-limited adaptive and active adversary if, for any
of such polynomial-time adversary, My terminates in
polynomial-time with a correct output with overwhelming
probability in k. The probability is taken over the coin flips
of A, U, and M.

Definition 4 does not address anonymity, though it can
be made to include anonymity at the same time. Our sepa-
rate definitions are useful in describing Mix-nets with differ-
ent boundary parameters. For instance, some Mix-nets may
output correct results but lose anonymity with some param-
eter settings. (One may desire to have correct output after
detecting malicious players even though anonymity is lost.
Such a treatment would be needed for optimistic schemes.)

Definitions for more restricted (i.e. static and/or pas-
sive) adversaries can be obtained by appropriately restrict-
ing the adversary in definition 3 and 4.

One can also define verifiability by adding verifier to
the model. A Mix-net provides public verifiability when the
verifier can be convinced of the correctness of the output.
To capture this intuition, we need to modify the syntax of
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mix-servers so that they interact with the verifier. Then the
verifier outputs 1 only if the output of mix-servers is correct.

5. Conclusion

These attacks remind us that the input ciphertext must be
non-malleable against chosen ciphertext attacks. Since the
attacked schemes have been proven secure with regard to
some security definitions, the presence of concrete attacks
means that stronger definitions are needed. We have pre-
sented security definitions based on the thought that Mix-net
is a form of batch decryption and hence should provide in-
distinguishability against adaptive chosen ciphertext attacks.

An immediate open problem is to show existence of
a natural scheme that is secure with regard to the pro-
posed security definition. Recent progress of this research
field includes a definition of Mix-net in the UC framework
[19],[20]. Since the indistinguishability-based definition of
public-key encryption is known to be equivalent to a UC-
based definition (against static adversaries), it is an interest-
ing problem to see whether the definition proposed in this
paper is equivalent to the one defined in the UC framework.

References

[1] A. Juels and M. Jakobsson, “An optimally robust hybrid mix net-
work,” Proc. 20th Annual ACM Symposium on Principles of Dis-
tributed Computation, pp.284-292, 2001.

[2] P. Golle, S. Zhong, D. Boneh, M. Jakobsson, and A. Juels, “Opti-
mistic mixing for exit-polls,” Advances in Cryptology—Asiacrypt
2002, ed. Y. Zheng, LNCS 2501, pp.451-465, Springer-Verlag,
2002.

[3] D.L. Chaum, “Untraceable electronic mail, return address, and digi-
tal pseudonyms,” Commun. ACM, vol.24, pp.84-88, 1981.

[4] K. Sako and J. Killian, “Receipt-free mix-type voting scheme—A
practical solution to the implementation of a voting booth,” Ad-
vances in Cryptology—EUROCRYPT’95, ed. L.C. Guillou and
J.J. Quisquater, LNCS 921, pp.393-403, Springer-Verlag, 1995.

[5S] M. Abe and F. Hoshino, “Remarks on mix-network based on permu-
tation network,” 4th International Workshop on Theory and Practice
in Public Key Cryptography (PKC2001), ed. K. Kim, LNCS 1992,
pp.317-324, Springer-Verlag, 2001.

[6] J. Furukawa and K. Sako, “An efficient scheme for proving a shuf-
fle,” Advances in Cryptology—Crypto2001, ed. J. Killian, LNCS
2139, pp.368-387, Springer-Verlag, 2001.

[7]1 A. Neff, “A verifiable secret shuffle and its application to e-voting,”
8th ACM Conference on Computer and Communications Security
(ACM CCS’01), pp.116-125, ACM, 2001.

[8] J. Groth, “A verifiable secret shuffle of homomorphic encryptions,”
6th International Workshop on Theory and Practice in Public Key
Cryptography—PKC2003, ed. Y. Desmedt, LNCS 2567, pp.145-
160, Springer-Verlag, 2003.

[9] M. Jakobsson, “A practical mix,” Advances in Cryptology—
EUROCRYPT’98, ed. K. Nyberg, LNCS 1403, pp.448-461,
Springer-Verlag, 1998.

[10] Y. Desmedt and K. Kurosawa, “How to break a practical MIX and
design a new one,” Advances in Cryptology—EUROCRYPT2000,
ed. B. Preneel, LNCS 1807, pp.557-572, Springer-Verlag, 2000.

[11] M. Abe and H. Imai, “Flaws in some robust optimistic mix-nets,”
Information Security and Privacy—ACISP2003, ed. R. Safavi-Naini
and J. Seberry, LNCS 2727, pp.39-50, Springer-Verlag, 2003.

[12] D. Wikstrom, “Four practical attacks for “optimistic mixing for exit-
polls”,” Tech. Rep. SICS-T-2003/04-SE, Swedish Institute of Com-



ABE and IMAI: FLAWS IN ROBUST OPTIMISTIC MIX-NETS AND STRONGER SECURITY NOTIONS
105

puter Science (SICS), Feb. 2003. (Preliminary SICS-T-2002/24-SE,
Dec. 2002).

[13] M. Ohkubo and M. Abe, “A length-invariant hybrid mix,” Advances
in Cryptology—ASIACRYPT2000, ed. T. Okamoto, LNCS 1976,
pp.178-191, Springer-Verlag, 2000.

[14] C.P. Schnorr and M. Jakobsson, “Security of signed elga-
mal encryption,” Advances in Cryptology—ASIACRYPT2000,
ed. T. Okamoto, LNCS 1976, pp.73-89, Springer-Verlag, 2000.

[15] B. Pfitzmann, “Breaking an efficient anonymous channel,” Ad-
vances in Cryptology—EUROCRYPT 94, ed. A.D. Santis, LNCS
950, pp.339-348, Springer-Verlag, 1995.

[16] V. Shoup, “ISO 18033-2: An emerging standard for public-key en-
cryption (committee draft),” Available at http://shoup.net/iso/, June
2004.

[17] V. Shoup and R. Gennaro, “Securing threshold cryptosystems
against chosen ciphertext attack,” Advances in Cryptology—
EUROCRYPT’98, ed. K. Nyberg, LNCS 1403, pp.1-16, Springer-
Verlag, 1998.

[18] H. Handschuh, Y. Tsiounis, and M. Yung, “Decision oracles are
equivalent to matching oracles,” Second International Workshop on
Practice and Theory in Public Key Cryptography, ed. H. Imai and
Y. Zheng, LNCS 1560, pp.276-289, Springer-Verlag, 1999.

[19] R. Canetti, “Universally composable security: A new paradigm for
cryptographic protocols,” Proc. 42nd IEEE Annual Symposium on
Foundations of Computer Science, pp.136—-145, 2001.

[20] D. Wikstrom, “A universally composable mix-net,” Proc. First The-
ory of Cryptography Conference (TCC’04), LNCS 2951, pp.315—
335, Springer-Verlag, 2004.

Masayuki Abe received the B.S., M.S. de-
grees from Science University of Tokyo in 1990
and 1992, respectively, and Ph.D. degree from
the University of Tokyo in 2002. Senior research
scientist and distinguished researcher of NTT
Information Sharing Platform Laboratories. He
is a member of IACR.

Hideki Imai Degrees: B.E., M.E. and
Ph.D., Electrical Engineering, the University of
Tokyo, 1966, 1968, 1971, respectively; Honor
Doctor Degree, Soonchunhyang University, Ko-
rea, 1999; Docteur Honoris Causa, University of
Toulon Var, France, 2002. Associate professor,
1971-84, Professor, 1984-92, Yokohama Na-
tional University; Professor, 1992—present, In-
stitute of Industrial Science, the University of
Tokyo. Director, Research Center for Informa-
tion Security at the National Institute of Ad-
vanced Industrial Science and Technology, 2005—present. Member: Board
of Governors, 1993-98, President, 2004—05, IEEE Information Theory So-
ciety; Board of Governors, 1992-93, 1996-97, President, IEICE Engineer-
ing Sciences Society, 1998-99, IEICE; Chair, International Association
for Cryptologic Research (IACR), 1992-94; Chairman, 1981-97, Society
of Information Theory and Its Applications (SITA); Chair, Cryptography
Techniques Research and Evaluation Committee of Japan (CRYPTREC),
2000—present. Fellow: IEEE, 1992.




