
 

IMAGE THUMBNAILING VIA MULTI-VIEW FACE DETECTION AND 
SALIENCY ANALYSIS 

CHIH-CHAU MA1, YI-HSUAN YANG2, WINSTON HSU3 

1Department of Computer Science and Information Engineering, National Taiwan University, Taipei, Taiwan 
2Graduate Institute of Communication Engineering, National Taiwan University, Taipei, Taiwan 
3Graduate Institute of Networking and Multimedia, National Taiwan University, Taipei, Taiwan 

E-mail: b91902082@ntu.edu.tw, affige@gmail.com, winston@csie.ntu.edu.tw

Abstract: 

 

1    2      3           4    5 
Figure 1. Taxonomy of multi-view face classification: (1) 
left, (2) left-frontal, (3) frontal, (4) right-frontal, (5) right.

Image thumbnailing is an essential technique to efficiently 
visualize large-scale consumer photos or image search results. 
In this paper, we propose a hierarchical multi-view face 
detection algorithm for image thumbnailing, and a unified 
framework which aggregates both the low-level saliency and 
high-level semantics through detected faces to augment 
thumbnail generation with the consideration of photography 
aesthetics. The approach can produce more informative and 
pleasant thumbnails in comparison with the prior work with 
limitation representations. We also investigate the effective 
feature sets and informative feature dimensions for 
discriminative multi-view face detection. 
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1. Introduction 

Due to the exponential explosion of digital photos (or 
images), the effective information access approaches for 
organizing and retrieving photos are of great research 
interests in academic and industrial communities. Image 
thumbnailing – displaying photos in a reduced size but still 
carrying semantic meanings – is one of the most important 
techniques since it enables viewers to scan large numbers of 
images effectively (e.g., browsing photo collections or 
image search return sets). 

For thumbnailing, instead of directly shrinking the 
original image, it is more favorable to detect the regions of 
interest (ROI) and preserve the recognizability of the 
important objects [1]–[4]. In contrast to the conventional 
saliency-based approaches (e.g., [1], [2]), which solely rely 
on low-level representations, we propose a hierarchical 
multi-view face detection (MVD) algorithm for image 
thumbnailing. Face detection is important since most 
personal photo collections are related to human activities, 
and the face appearances certainly carry major information. 

 MVD detects faces in the five different directions as 

shown in Figure 1. In photography composition, the object 
at which a person looks often carries important messages 
characterizing the person [16]. Therefore, we should exploit 
the face orientations and include these props – the object at 
which a person looks – to add aesthetic sense to the 
thumbnail. Lastly, we also propose a unified framework to 
leverage both saliency analysis and MVD, which makes the 
result more perceptually informative. 

 (a)

 (b)

  (c)
Figure 2. The original image and the thumbnails (a), (b), (c) 
generated by applying saliency analysis [5], multi-view 
face detection, and the fusion of the above two. It can be 
observed that (b), (c) are perceptually more meaningful.  

A thumbnailing example is shown in Figure 2. Due to 
lack of semantic consideration, traditional saliency analysis 
[5] mistakes the blue bottle as the most important object in 
the resulting thumbnail, Figure 2(a). On the contrary, by 
utilizing face locations and orientations, we are able to 
capture the high-level semantics and to create more percep- 

 



 

tually meaningful thumbnails, Figure 2(b) and 2(c).  Face Candidate Detection
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Figure 3. System diagram of the proposed multi-view face 
detection algorithm in two phases. 

The major contributions of this work are in three folds: 
(1) we propose a hierarchical multi-view face detection 
algorithm for image thumbnailing with the consideration of 
photography aesthetics; (2) we generalize saliency analysis 
by proposing a unified framework to fuse different ROI 
detection methods such as saliency analysis and MVD; (3) 
we investigate the effective feature sets and informative 
feature dimensions for MVD by discriminative approaches. 

The paper is organized as follows. Section 2 reviews 
related works on image thumbnailing. The proposed MVD 
algorithm is described in Section 3. In Section 4 a novel 
image thumbnailing algorithm via saliency analysis and 
MVD is presented. Experimental results are reported in 
Section 5, and conclusions are given in Section 6. 

2. Related Work 

There had been several approaches proposed to detect ROI 
for image thumbnailing. They range from low-level 
saliency analysis [1], [2], [5], face detection [1], [3], gaze 
detection [4], etc.  

Saliency-based approaches measure the significance 
through low-level features. For example, authors of [5] 
model saliency by combining three salience maps from 
low-level features including color, intensity, and orientation. 
For each feature, saliency is detected when a portion of an 
image differs in that feature from neighboring regions. A 
cropping rectangle is then computed to include locations 
with high saliency value. Though the most popular for 
image thumbnailing (e.g., [1], [2]), the automatically- 
detected low-level salience does not necessarily correspond 
to the semantically meaningful regions (c.f., Figure 2(a)).  

An alternative for image thumbnailing is to utilize face 
cues [1], [3], which are generally important but might not 
be accurately detected via saliency-based approaches. 
However, such approaches may fail when faces do not exist 
or non-face regions also carry salient information. Hence, 
we propose to conduct image thumbnailing by both 
low-level salience and face orientations. Most of all, in a 
novel perspective, we consider photography aesthetics for 
thumbnails by both faces and props. (c.f., Section 4.2) 

Another promising approach for thumbnailing is 
through gaze detection. For example, authors in [4] actually 
measure the gaze positions when a person is looking at 
images; the fixation locations of the gaze mostly 
correspond to the significant parts of that image. Though 
the measurement of gaze direction can be finished in 
seconds, gaze-based methods are not fully automatic since 
requiring human intervention. The overhead to measure the 
human gaze by instruments is another issue. 

3. Multi-view Face Detection 

Multi-view face detection is still a very challenging 
problem [13]–[15]. To support image thumbnailing, we 
preliminarily propose an efficient MVD approach targeting 
at consumer photos. We further investigate the impacts of 
feature selection for MVD and yield a satisfactory result 
(c.f. Section 5.1). More detailed comparisons with rival 
works will be conducted in later work.  

We decompose multi-view face detection into two 
phases, namely, face candidate detection and multi-view 
face classification (see the system diagram in Figure 3). A 
hierarchical approach is developed for MVD based on the 
simple-to-complex strategy [13]. In the first part, the face 
detector is simple, yet sufficient to discard most of the 
non-faces. The remaining non-faces are then removed by a 
classifier composed of several support vector machines 
(SVM [6]), which is known for its strong discriminating 
power. Another classifier is trained for view classification 
in a similar way, aiming at discriminating the five different 
face orientations. 

3.1. Face Candidate Detection 

The face candidate detection phase is composed of three 
efficient steps: face path classification, skin color detection, 
and head region localization.  

Face patch classification – For efficiency, we consider 
only the luminance information to locate possible face 
patches and adopt a real-time face patch classifier fdlib [7]. 
We adjust the parameters for fdlib to trade precisions for 
higher recall rates. However, this is favorable since face 
candidates have been greatly reduced in comparison with 
exhaustive search, and the precision rate can be improved 
in the following stages. 

Skin color detection – To utilize the chromatic infor- 
mation, we compute a binary skin color map for each image 
by a skin color detector [8], and discard the face candidates 

 



 

whose proportion of skin-tone pixels does not exceed a 
threshold δc, which is empirically determined as 0.5 in a 
held-out validation set. As shown in Figure 4, most false 
positives without skin colors are removed. 

 
Figure 4. Sample results of the skin color detection. Red 
squares: face candidates by luminance information only; 
green squares: filtered face candidates by the skin color 
detector. The precision rate has been greatly improved. 

Head region localization – A face candidate from the 
first two stages only encompasses the face region (i.e. the 
area from eyes to mouth). To exploit hair features, which 
have been found effective for view classification [9], we 
then locate candidate head regions. We first enlarge each 
face candidate in a certain ratio, compute the centroid of 
skin-tone pixels in the enlarged region, and then center the 
enlarged rectangle at that centroid. The purpose is that face 
candidates do not necessarily locate at the center of the 
corresponding head region, especially for profile faces.  
Figure 5 gives some sample results. 

3.2. Multi-view Face Classification  

The second phase, multi-view face classification, is to 
remove false positives and report face orientations. A face 
classifier is employed to distinguish faces from non-faces. 
Then a view classifier is applied to detect head (face) 
orientations. Note that the face candidates are all scaled in 
the resolution of 100×100 pixels.  

For both classifiers, we adopt SVMs [10] for its 
discriminative capability and rely on three features sets:  
(a) Texture features: Gabor textures and phase congruency. 
The implementation is based on the method in [11]. 
(b) Skin area: we use the skin color detector to compute a 
100×100 binary skin map, and down-sample it to 20×20 by 
counting the number of skin pixels in every 5×5 block. 
(c) Block color histogram: the image is divided into 5×5 
blocks, and an RGB color histogram with 4×4×4 bins is 
constructed for each block. 

The training data for view orientation are collected 
from the web. The face regions for five orientations are 
cropped and resized to the resolution of 100×100 pixels. We 
collected 110 faces for each view and end up with 550 faces. 
Note that the training data contain the whole head area 
since hair information is informative for view discrimi- 
nation. For face/non-face training data, we directly use the 
view orientation training data as the positives; for the 
negatives, we collect false alarms as applying “face 
candidate detection” (phase one in Figure 3) in a held-out 
validation set; the purpose is to boost the precisions in the 
second phase. Note that both training sets are all available 
on our project page1. 

For detection efficiency and avoiding the curse of high 
dimensionality, we investigate feature selection for MVD 
by signal-to-noise ratio proposed in [12] for its efficiency. 

                                                           
1 http://www.csie.ntu.edu.tw/~r95007/imthumb 

The importance of a feature dimension i is measure by the 
following equation: 

 
Figure 5. Sample results of the head region localization.
Blue squares represent the candidates or head regions. 
Note the blue squares encompass almost the head areas. 
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where μ1, μ2 are the mean of feature values for feature 
dimension i over the two classes (e.g., face/non-face), and 
σ1, σ2 are the corresponding standard deviations. Feature 
dimension i is considered useful if the distance of mean 
values over the two classes is large (normalized by their 
standard deviations) – providing better discrimination over 
classes. For multi-class cases in view classification, this 
measure is computed between all pairs of classes and then 
take the average. Features with N highest signal-to-noise 
ratios are selected and used in training. The value of N is 
empirically determined for each feature set independently 
(see Section 5.1 for more details).  

Because the simple-to-complex strategy, many head 
candidates may be found in slightly different resolution and 
locations for the same person. If the overlapping area of 
two nearby candidate head regions exceeds a predefined 
threshold, say 50%, of the smaller region, the smaller is 
then merged to the larger one. 

4. Image Thumbnailing 

The basic idea of image thumbnailing is to find a cropping 
rectangle Rc that includes most of the main objects in an 

 



 

image I, and use the subimage Ic contained in Rc to make a 
thumbnail. In other words, image thumbnailing is 
composed of saliency map computation and thumbnail 
cropping (see the system diagram in Figure 6). 

 Saliency Map Computation
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1- w w
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Cropping Rectangle 
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Figure 6. The system diagram of the proposed image 
thumbnailing approach. The saliency map is computed via 
multi-view face detection and saliency analysis, and then 
an iterative algorithm is applied to compute the cropping 
rectangle, which is later resized in a square. 

We generalize the definition of saliency map to merge 
different ROI detection methods under a unified framework, 
namely, saliency map computation. Given an input image I 
and a ROI detection method S(.), a saliency map M= S(I) is 
computed to assigns each pixel of I with a saliency value to 
indicate its relative visual importance in the whole image. 
Pixels with larger saliency values will be selected with 
higher priority in thumbnail cropping. 

4.1. Saliency Map Computation 

Under the unified framework, we propose a fusion method, 
termed as MVDsal, to construct a salience map by leverage- 
ing both the low-level saliency and high-level semantics of 
face locations and orientations. 

(a)  (b)  

(c)  (d)  
Figure 7. The original image (a) and the computed 
saliency maps via (b) saliency analysis, (c) MVD, (d) 
MVDsal. The saliency maps have been multiplied with a 
Gaussian distribution template. The thumbnails computed 
by these three methods (b)–(d) are shown in Section 5.2. 

Firstly, saliency analysis [5] is utilized to compute a 
saliency map Ms, which contains real values that are then 
normalized to [0, 1] (see example in Figure 7(b)). Secondly, 
we apply MVD to compute another saliency map Mm 
according to the locations and view directions of the face 
regions, and set the saliency values for faces/non-faces as 
1/0. To include the props, the face regions are expanded 
horizontally at a certain degree according to the corres- 
ponding view directions, and a small gray rectangle (with 
smaller saliency value) is added with a certain offset toward 
the view direction. A sample resulting saliency map is 
shown in Figure 7(c). The rationale for doing this is 
illustrated in Figure 8; instead of including the face region 
only, it may be aesthetically more favorable to also include 
the objects the person is looking at. 

Since both the saliency values of Ms and Mm are 
confined to [0, 1], it is intuitive for MVDsal to fuse the two 
maps by weighted averaging, which can be described as: 

  
(a)   (b) 

Figure 8. (a) The face region of Figure 1 detected by 
MVD. (b) The thumbnail made by MVD based saliency 
map computation. Aesthetically (b) is more favorable than 
(a) since it provides more contexture information. 

(1 )f s mM w M wM= − + ,      (2) 

where Mf is the fused salience map, and w is a weight 
parameter. See Figure 7(d) for an example of Mf. Note that 
both the face regions and salient objects can be emphasized 
with the fusion method. If no salient objects other than 
faces present in the image, the cropping rectangle would 
focus on the faces; while no faces present, salient objects 
can still be detected and used for thumbnailing. 

The computed saliency map is then multiplied with a 
normalized Gaussian distribution template centered at the 
image as [2] to reflect the fact that viewers often pay more 
attention to the region near the image center. 

4.2. Thumbnail Cropping  

Given an image I and its corresponding saliency map 
M(x,y), (x, y)∈I, the goal of cropping rectangle computation 

 



 

is to maximize the following objective function: Table 1. The averaged computational time for feature 
extraction of a 100×100 pixels face candidate. Three 
feature sets described in 3.2 are used, and the value in 
parentheses is the number of features in each feature set. 

 Texture(172) Skin(400) Color(1600) 
Time 1.273s 0.224s 0.008s 

( , )
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c
x y RR
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∈

−∑ ,         (3) 

where Ac is the area of Rc, and p is a parameter to balance 
the two terms (empirically determined as 0.5). However, 
solving Equation (3) is difficult due to the lack of closed 
form representation of M. Hence, we propose a greedy 
algorithm based on connected component for thumbnail 
cropping. First, the connected components of M are 
computed. Consider the bounding rectangles of the 
connected components, Rc is calculated by incrementally 
including the next most salient bounding rectangle, i.e. the 
bounding rectangle with the highest saliency density. The 
iterative process stops when the increase of the area term 
surpasses the increase of the saliency term. In brief, the 
process stops when the following statement becomes true: 

Table 2. The best CV accuracy from three feature sets: 
texture (172 features), skin area (400 features), and color 
histogram (1600 features). The face classifier has two 
classes (face/nonface), and the view classifier has five 
classes for five different views. The value in parentheses is 
the best number of features corresponding to CV accuracy.

 Texture(172) Skin(400) Color(1600)
Face 97.09%(100) 87.45%(150) 96.73%(150)
View 77.45%(100) 77.27%(150) 76.18%(150)

1

1
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where t denotes the index of iteration. Upon termination, Rc
t 

is determined as the cropping rectangle. 
Since the cropping rectangles Rc may be of various 

size and aspect ratio, it is automatically reshaped to a 
square by expanding along the shorter side, and rescaled to 
a predefined (adjustable) size, to generate a thumbnail. 

5. Experimental Result 

We give some experimental results of our algorithm, 
including multi-view face detection and the whole image 
thumbnailing procedure.  

5.1. Efficiency and Accuracy for MVD 

The execution time of multi-view face detection is 
dominated by the procedure of feature extraction. The 
average feature extraction time of one face candidate in 
MATLAB on a 1.60 GHz computer is shown in Table 1. 
The texture features are the most time-consuming ones, 
though they are robust for both face and view classification. 

A feature selection algorithm is used to reduce the 
number of features as described in Section 3.2. Let N be the 
number of selected feature dimensions for a feature set, the 
value of N can be determined by varying different feature 
dimensions through 5-fold cross-validation (CV) methods 
[6] and using the feature dimension resulting in the highest 
(average) accuracy. In this way, we show the highest CV 
accuracy achieved by each feature set in Table 2. Interest- 
ingly, we observe that feature selection is important not 
only for reducing feature dimensions but also preserving 

high accuracy. For example, in color histogram feature set, 
face and view detection achieves the best when using 150 
dimensions only, comparing the original in 1600.  

(a) 

(b) 

(i) 

 (c) 

(a) 

(b) 

(ii) 

 (c) 
Figure 9. Sample results for image thumbnailing. The input 
images (i), (ii) are cropped by algorithms using (a) saliency 
analysis, (b) multi-view face detection, and (c) the fused 
approach MVDsal. Both the low-level saliency and high- 
level semantics of face are used in MVDsal in order to 
construct a better thumbnail in vision and aesthetics. 

The texture and color histogram features work well in 
both cases. The skin area feature is good for view 
classification, but bad for face one. The reason is that we 

 



 

use the false alarms from face detection as negative training 
data, and they are usually have colors similar to the skin, so 
it is harder to classify them via this feature set. By 
combining the classifiers with superior feature sets, i.e. 
texture and color histogram features for face classifier and 
all three feature sets for view classifier, the resulting CV 
accuracies of fusion models are raised to 98.58% and 
87.96% for face and view classification respectively. 

5.2. Image Thumbnailing Results 

The whole image thumbnailing algorithm is applied to 
some family photos. The cropping rectangles are computed 
based on (a) saliency analysis, (b) multi-view face detection, 
and (c) the fusion method described in Section 4. Examples 
and their resulting thumbnails are shown in Figure 9. 

The saliency-based approach gives the thumbnails 
with distinctive contents, which do not always contain the 
subjects or significant parts of the images if they are related 
to people. On the other hand, the approach based on face 
detection is good at finding the faces, but the thumbnails 
are also restricted to the face regions. Our fused approach 
(w=0.5) constructs more balanced results, as it can exploit 
different types of information for image thumbnailing. 

6. Conclusions and Future Work 

In this paper, we propose an image thumbnailing approach 
which incorporates both low-level saliency analysis and 
multi-view face detection to construct an informative and 
pleasant thumbnail with the concern of photography 
aesthetics. The fusion is robust for thumbnailing on photos 
with or without people appearances.  

Besides, we found that feature selection is important 
for the discriminative MVD framework. We further 
discovered that, for efficiency, the face classification 
algorithm can utilize efficient (yet effective) features such 
as color histogram. This consideration of efficiency is the 
main idea of our future work, as well as the comparison 
with other state-of-the-art image thumbnailing approaches. 
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