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1 Introduction
1.1 The Meta Object Facility

The Meta Object Facility (MOF) is the OMG standard for defining,
representing and managing metadata. The OMG MOF and associated
specifications defines the following:

• The MOF’s 4 level metadata architecture provides a generic pattern
for building metadata-centric systems.

• The MOF Model is the MOF standard abstract language for the
meta-models that define different kinds of metadata. An associated
Abstract Mapping that relates a meta-model to the corresponding
information model for metadata; i.e. it says what a meta-model means from
the information perspective.

• The MOF meta-model repository provides a standard service for
creating, updating, validating and accessing meta-models.

• The MOF IDL mapping produces the CORBA IDL and the
behavioural semantics for a meta-model specific CORBA metadata
repository service. This allows client programs to create, update, validat
and access collections of metadata that conforms to the meta-model.

• The XMI specification defines mappings that support the
interchange of MOF-based metadata and meta-models.

In this context, the term “metadata” to broadly refers to any sort of data tha
“describes” some other data. However, the MOF is best suited to application
where the descriptions are structured.

1.2 dMOF Product Description

DSTC’s MOF product suite is collectively called “dMOF”. This product
description applies to the following DSTC MOF products:

• dMOF 1.1 for Solaris

• dMOF 1.1 for Windows NT

• dMOF 1.1 for Linux
15 June, 2001
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1.2.1 Product Features

The key features of the dMOF product line are summarised as follows:

1.2.2 System Requirements and Platform Limitations

The key system requirements for the dMOF product line are summarised i
the following table:

We recommend that you run dMOF on a Sun’s reference implementation o
Java, preferably a recent one. While dMOF may work on other JVMs, we’ve
observed threading related JVM crashes. If you experience JVM crashes o
any kind, we suggest that you switch to a more stable JVM.

dMOF requires a Java ORB that supports the CORBA Portable Object
Adaptor (POA) specification. The dMOF 1.1 release supports Borland’s
Visibroker for Java 4.01 and 4.5.x2. Future releases of dMOF will support
other CORBA 2.3 compliant Java ORBs.

The dMOF meta-model repository. This is a persistent implementation of the
OMG’s MOF meta-model repository specification.

The MODL compiler. This loads a MOF meta-model (specified in the MODL
language) into the meta-model repository

The MOF meta-model interchange tools. These allow you to interchange MOF
meta-models encoded in XMI.

The MOF IDL generator. This produces CORBA IDL for meta-data repositor-
ies defined by a user meta-model.

The Moflet generator. This produces moflets; i.e. Java code implementing the
repository meta-objects that represent a user’s metadata.

The XMI generators. These produce a DTD and encode/decode software,
allowing the interchange of the user’s metadata via XMI.

Windows Solaris Linux

OS Versions Windows NT 4.0
Windows 98

Windows 2000

Solaris 2.6 or later Redhat Linux 6.0
or later

Java Versions JDK 1.1.8 or later JDK 1.1.8 or later JDK 1.1.8 or later

ORBs VBJ 4.0 or 4.5.x VBJ 4.0 or 4.5.x VBJ 4.0 or 4.5.x

Back-end
Databases

Oracle 8i
mySQL 3.22 or 3.23

PostgreSQL 7.0

Oracle 8i
mySQL 3.22 or 3.23

PostgreSQL 7.0

Oracle 8i
mySQL 3.22 or 3.23

PostgreSQL 7.0

1. Refer to the README file for information on dealing with VBJ 4.0 interoperability issues.
2. Visibroker for Java releases 4.1 and 4.1.1 are not supported. These releases contain serious O
bugs that prevent the dMOF meta-model repository from working.
2 5 June, 2001
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dMOF depends on a third party SQL backend database system to support
metadata persistence. The dMOF 1.1 release supports the following databa
backends:

• Oracle 8i1 and later using the Oracle “thin” device drivers.

• Stable release snapshots of PostgreSQL 7.0, or later.

• Stable release snapshots of MySQL 3.22 or 3.23.

Compatible JDBC drivers for MySQL and PostgreSQL are included in the
dMOF installer. JDBC drivers for Oracle may be downloaded from the Oracle
corporate website.

Future releases of dMOF will support other SQL databases, and possibly a
native “object store” or a commercial ODBMS product. Refer to Chapter 9
for information on configuring dMOF to use persistence, and to Appendix D
for guidance on selecting, obtaining and configuring specific database
backends.

1.2.3 Dependencies on Open Source Products

The dMOF toolset depends on a number of Open Source products. For the
dMOF 1.1, the dependencies are as follows:

• The ‘modl2mof’ compiler uses the OmniORB C++ ORB produced
by AT&T Laboratories, Cambridge UK. In this release, the ‘modl2mof’
compiler is statically linked2 against OmniORB 3.0.2.

• XMI support in the dMOF is based on the Apache Xerces XML
toolkit for Java. This dMOF release uses Apache Xerces 1.3.0.

• The JDBC drivers included in this release are the “mm.mysql-2.0.4”
drivers for MySQL, and the PostgreSQL 7.0 drivers.

1.2.4 Standards Compliance

Except as noted below, and in the release notes, dMOF complies with the
OMG Meta Object Facility Specification version 1.3.

The dMOF MODL language currently does not support the following features
of the MOF 1.3 specification:

• Attributes with “composite” semantics.

• AssociationEnds that are “unnavigable”.

• Recursive DataTypes.

1. Other versions of Oracle may also work, but we have not yet tested dMOF against them.
2. The MODL compiler is statically linked against OmniORB because we have to “tweak” the ORB
to get images that will interoperate with the VBJ 4.0 Interface Repository.
35 June, 2001



DSTC CORBA Meta Object Facility

en

n

The dMOF meta-model repository does not support the following features
required by the OMG’s MOF 1.3 specification:

• the meta-model “validate” operation1,

• the “DependsOn” derived Association and related operations,

• the meta-model “freezing” mechanism2, and

• the meta-model repository framework described in the “Facility”
Chapter of the MOF specification3.

The server code produced by the dMOF IDL and Moflet generators do not
support the following:

• the “alternative name”, “IDL prefix” and “IDL supertype” Tags,

• composite lifecycle semantics or composite constraint checking,

• extent constraint checking needed for MOF server federation,

• the standard “repository framework” functionality,

• checking of user-defined Constraints, and

• integration with the CORBA Transaction or Security services.

Note: the last 3 bullets are “quality of implementation” issues, not MOF
standard compliance issues.

XMI support in dMOF 1.1 is “loosely conformant”4 to the OMG XML
Metadata Interchange Specification version 1.1. However:

• DTD tailoring via XMI specific Tags is not supported,

• output of documents “by object containment” is not supported, and

• links to external meta-objects are not supported.

Please also refer to the Limitations section of the README file in your dMOF
distribution for a list of additional limitations and known issues with this
release. The CHANGES file lists issues with previous releases that have be
addressed in this release.

1. Meta-model validation is currently performed in the MODL compiler rather than the dMOF meta-
model repository, rendering this operation unnecessary. Besides, both Constraint checking in
general, and the “validate” operation in particular are under specified in MOF 1.3.
2. Meta-model freezing is underspecified in MOF 1.3.
3. The “Facility” Chapter of the MOF 1.3 spec is viewed by the OMG’s MOF Revision Task Force
as being inadequate, and is scheduled for early replacement. Rather than implementing the IDL i
that chapter, the dMOF meta-model repository uses an interim repository framework based on the
CORBA Naming Service IDL.
4. Strict XMI conformance is impossible. The XMI 1.1 specification has many significant flaws, and
we have been forced to take liberties in interpreting it to arrive at a workable implementation.
Regrettably, this may cause interoperability problems with other vendors’ XMI implementations.
4 5 June, 2001
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1.3 dMOF Licensing and License Keys

The dMOF software is provided to you under the conditions of a DSTC
license agreement.

If you using an evaluation copy of dMOF, the relevant license agreement ma
be found in the “License.txt” file in your installation directory. If you have
not read this agreement, please do so now!

The “License.txt” file also contains the license key or keys that allow you to
use the software:

• The Evaluation License keys for dMOF will allow you to run the
tools and your generated moflets for 30 days in the first instance. Keys ar
emailed to you once we have validated your contact details.

• Commercial and Academic License keys for dMOF are provided
separately from the dMOF distribution.

1.4 dMOF Support, Training and Consultancy

DSTC will provide commercial Support and Maintenance contracts for all
production releases of dMOF. We can also offer training courses for dMOF
users and MOF-related consultancy services. In the first instance, please
email any enquiries to <corba-product@dstc.com>.

We currently provide ad-hoc informal support for dMOF customers without
current support contracts, and for dMOF evaluators. However, we make no
promises of timely responses to your queries. Informal dMOF support
requests should be emailed to <corba-support@dstc.com>.

DSTC hosts two moderated email discussion lists on MOF and XMI. For
information on how to subscribe, and archives of the lists, please refer to th
following webpage:

http://www.dstc.com/mof/MailingLists.html

Finally, we are always pleased to accept bug reports, and suggestions for ne
features and improvements to dMOF.
55 June, 2001
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2 Getting Started using dMOF for
UNIX platforms

2.1 Setting up

This section is an introduction to using the dMOF tools on a supported UNIX
platform. The aim is to help you generate and run a metadata repository. It i
assumed that dMOF has already been installed as per the dMOF Installati
notes.

Before you run the dMOF tools, you will need to set some environment
variables. If this hasn’t been done for you, you will also need to start up a
dMOF meta-model repository.

2.1.1 Updating Your Environment Variables

Before you can run the dMOF tools, you need to ensure that they are on you
command search path. For example, assuming that dMOF has been install
in the directory “/opt/dMOF”, you can update your PATH as follows:

$ export PATH=${PATH}:/opt/dMOF/bin

or

> setenv PATH ${PATH}:/opt/dMOF/bin

The dMOF distribution includes a number of repository administration scripts
make use of three environment variables to help manage server instances

• The dMOF tools use files to identify meta-model and interface
repository instances. The “IOR_DIR” variable gives a default directory to
hold these files. It is advisable to use an absolute pathname.

• “DMOF_SERVER_NAME” gives a default name for your MOF
meta-model repository instance.

• “IREP_SERVER_NAME” gives a default name for your CORBA
Interface Repository (IFR) instance. This variable’s value should different
to that of the “DMOF_SERVER_NAME” variable. (This variable is only
needed if you must run an interface repository to hold “external” IDL types
used by your meta-model.)

For example:

$ export IOR_DIR=/home/steve/iors

$ export DMOF_SERVER_NAME=dmof_steve

$ export IREP_SERVER_NAME=irep_steve
75 June, 2001
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> setenv IOR_DIR /home/steve/iors

> setenv DMOF_SERVER_NAME dmof_steve

> setenv IREP_SERVER_NAME irep_steve

See Section 10.1 for more details on these 3 environment variables.

If you intend to build and run generated moflets, you will need to include the
main dMOF jar file on your CLASSPATH. For example:

$ export CLASSPATH=/opt/dMOF/lib/dMOF.jar:.

or

> setenv CLASSPATH /opt/dMOF/lib/dMOF.jar:.

If you are running dMOF on a JDK 1.1.* ORB, the CLASSPATH will also
need to include the “collections.jar” file which contains a “back port” of the
JDK 1.2 collections classes; i.e.

$ export CLASSPATH=/opt/dMOF/lib/dMOF.jar:/opt/dMOF/
lib/collections.jar:.

or

> setenv CLASSPATH /opt/dMOF/lib/dMOF.jar:/opt/dMOF/
lib/collections.jar:.

Your PATH and CLASSPATH environment variables should also include the
appropriate entries for the Visibroker and Java installations that you are goin
to use. Refer to the documentation for these products for details1.

2.1.2 Starting and Stopping Meta-model Repositories

Assuming that you have setup your environment variables as described in
Section 2.1.1, you should now be able to start your dMOF meta-model
repository by running the repository start-up script as follows:

> startdmof --new

If everything is OK, the start-up script will print the following message after
a few seconds:

dMOF server dmof_steve started successfully

1. The example in this chapter assumes that the Visibroker “vbjc” and “vbj” wrapper scripts are on
your command search path. This allows you to ignore the details of Java interpreters and Visibroke
runtime jar files for the moment. However, you will probably want to revisit this later.
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The start-up script starts a new meta-model server instance and writes the
object reference for the server to the file “/home/steve/iors/dmof_steve.ior”

You can shutdown your meta-model server by running the shutdown script a
follows:

> stopdmof

Under normal circumstances, this should print the following message:

dMOF server dmof_steve stopped successfully

See Chapter 10 for more details on the meta-model repository start-up and
shutdown scripts. If you need to run a CORBA IFR (e.g. because your met
models refer to “external” types), Chapter 10 also describes a pair of IFR
start-up and shutdown scripts.

Note: By default, your dMOF server will be non-persistent. This means tha
when you shutdown the server, all state will be lost. However, it is a simple
matter to reload meta-models from the MODL files, as explained below.
Alternatively, refer to Section 7.1.1 for information on the mof2xmi and
xmi2mof tools, or to Chapter 8 for a description of how to configure and run
a persistent dMOF server.

2.2 Developing a Moflet

This section runs you through the steps of developing a moflet for a simple
meta-model; i.e. compilation of the meta-model, generation of the moflet and
its IDL and building of the generated code.

2.2.1 Compiling a Meta-model

The easiest way to get a meta-model into the dMOF meta-model repository i
to compile a MODL file that defines your meta-model. Suppose that you have
created the MODL file for a trivial meta-model as follows:

> cat > Trivial.modl

package Trivial {};

^D

>

You can compile this meta-model as follows:

> modl2mof -m $IOR_DIR/dmof_steve.ior Trivial.modl

where the mandatory “-m” option gives the IOR file for your meta-model
repository. This will perform syntax and semantic checks on the MODL file,
and create new meta-objects representing the meta-model in the repositor
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While the MODL compiler does not care what file name you use, we think it
is a good idea to use the meta-model’s Package name (e.g. “Trivial”) as th
MODL file base name, and “.modl” as the suffix.

Section 7.2 describes the MODL compiler command line options, and the
MODL language is described in Chapter 5 together with Appendix A.

2.2.2 Generating a Moflet

Once you have compiled your meta-model, you can generate the IDL and
Java code as follows:

> mof2idl -x -m $IOR_DIR/dmof_steve.ior \

-p Trivial > Trivial.idl

> mof2moflet -x -m $IOR_DIR/dmof_steve.ior -p Trivial

The first command generates a CORBA IDL file defining the interfaces for a
metadata repository for the “Trivial” meta-model. The second command
generates a collection of Java files that (together with the dMOF runtime
libraries) implements the IDL. These files will be written into a subdirectory
called “TrivialImpl”.

The meaning of the command line arguments is as follows:

• The “-x” argument tells the generators to include support for dMOF
extensions to the standard MOF IDL mapping.

• The “-m” argument tells the generators which meta-model repository
to use (as in the previous step).

• The “-p” argument gives the Package name for the meta-model to be
generated.

Section 7.3 and Section 7.4 describe the command line options for the IDL
and moflet generators respectively

2.2.3 Building a Moflet

The first step in building your moflet is to use the Visibroker “idl2java”
compiler to compile the generated IDL. For example:

> idl2java -I/opt/dmof/idl -C \

-no_examples Trivial.idl

This command will create a number of Java files in a subdirectory called
“Trivial”. These files comprise the CORBA stubs and skeletons that are
needed to compile the moflet. The stubs will also be used by any metadata
applications that you write later. The arguments have the following meanings

• The “-C” argument causes any comments in the IDL to carry over
10 5 June, 2001
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into the Java stubs and skeletons as appropriate.

• The “-I” argument sets the IDL compiler’s interface search path to
include the core MOF IDL files.

• The “-no_examples” argument suppresses generation of example
classes.

The second step in building your moflet is to compile the generated moflet
Java files in the “TrivialImpl” directory. Any required stub and skeleton
classes will also be compiled. For example:

> vbjc TrivialImpl/*.java

Alternatively, if you have the Visibroker jar files on your CLASSPATH, you
can run your favourite Java compiler directly.

If you get Java compilation errors, check that your CLASSPATH contains the
required JAR files as described in Section 2.1. For more information on Jav
compilation, refer to your Visibroker or Java compiler documentation as
appropriate.

2.2.4 Running a Moflet

Once you have successfully compiled your moflet, you should be able to run
it as follows:

> vbj -Ddmof.license.dat=/opt/dMOF/License.txt \

TrivialImpl.TrivialServer -f my_ior --new

Alternatively, if your CLASSPATH includes the Visibroker jar files, you
should be able to invoke the Java interpreter directly. Refer to your Visibroke
and Java documentation as appropriate. The command line arguments for t
generated moflet are described in Section 7.4.4.

Running the moflet as above starts a new instance of your metadata reposito
and saves its IOR in the file “my_ior”. You should be able to write clients that
create metadata in the repository and retrieve it using the CORBA APIs
defined by “Trivial.idl”.

The “-Ddmof.license.dat=/opt/dMOF/License.txt” argument passes the
location of your “License.txt” file to the moflet in a Java system property.
This allows your moflet to access a dMOF runtime license. You can avoid
entering this argument on the command line by using a moflet configuration
file; see Section 8.1.4.

Note: by default, moflets are not persistent. This means that when you
shutdown or kill the server, the metadata that it contains will be lost forever.
Refer to Chapter 9 for a description of how to configure and run your moflets
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in persistent mode, or to Section 7.5 for information on generating XMI
support for your metadata.

2.3 Examples

The dMOF installation includes some simple examples to help you get
started. These may be found in the “examples” directory.

The subdirectory for each example contains a README file, a MODL file
defining a meta-model, a Makefile to generate, build and run a correspondin
moflet, and CORBA / Java client programs to read and write metadata into th
moflet.

2.4 Sharing Meta-model Repositories

The dMOF tools use a MOF meta-model repository to store meta-model
definitions. If you are developing a new MOF based system by yourself, you
will typically use your own meta-model repository instance to hold your
meta-models. However, if you are working as part of a development team, o
if you are making changes to a deployed MOF based system, you will need t
consider how to manage your meta-model definitions.

The current dMOF meta-model repository does not support meta-model
versioning, and does not provide any user access controls. However, it do
allow you to create “schemas” of meta-models. This mechanism allows yo
to use a single meta-model repository to hold multiple independent version
of a group of meta-models.

If you want to use schemas, refer to the tool documentation in Chapter 7,
paying special attention to the “-s” an “-n” options on “modl2mof” and the
“-s” options on “mof2idl” and “mof2moflet”.
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3 Getting Started using dMOF for
Windows Platforms

3.1 Setting up

This section is an introduction to using the dMOF tools on a supported Win32
platform. The aim is to help you generate and run a metadata repository. It i
assumed that dMOF has already been installed as per the dMOF Installati
notes.

Before you run the dMOF tools, you will need to set some environment
variables. If this hasn’t been done for you, you will also need to start up a
dMOF meta-model repository.

3.1.1 Updating Your Environment Variables

Before you can run the dMOF tools, you need to ensure that they are on you
command search path. For example, assuming that dMOF has been install
in the directory “C:\dMOF”, you can update your PATH as follows:

> set PATH %PATH%;“C:\dMOF\bin”

If you intend to build and run generated moflets, you will need to include the
main dMOF jar file on your CLASSPATH. The CLASSPATH will also need
to include the “collections.jar” file which contains a “back port” of the JDK
1.2 collections classes which works with JDK 1.1 and later. For example:

> set CLASSPATH=C:\dMOF\lib\dMOF.jar;%CLASSPATH%

> set
CLASSPATH=C:\dMOF\lib\collections.jar;%CLASSPATH%;.

Your PATH and CLASSPATH environment variables should also include the
appropriate entries for the Visibroker and Java installations that you are goin
to use. Refer to the documentation for these products for details1.

3.1.2 Starting the Meta-model Repository

Assuming that you have setup your environment variables as described in
Section 3.1.1, you should now be able to start your dMOF meta-model
repository by running the repository command as follows:

> repository -f dmof.ior --new

1. The example in this chapter assumes that the Visibroker “vbjc” and “vbj” wrappers are on your
command search path. This allows you to ignore the details of Java interpreters and Visibroker
runtime jar files for the moment. However, you will probably want to revisit this later.
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If everything is OK, the repository command starts a new meta-model serve
instance and writes the object reference for the server to the file “dmof.ior”

See Section 7.1.1 for more details on the meta-model repository batch file. I
you need to run a CORBA IFR (e.g. because your meta-models refer to
“external” types), see the Visibroker 4.0 documentation on how to start the
Visibroker Interface Repository. Section 7.6.2 describes the dMOF findirep
command, which writes an object reference for the IFR to an IOR file, which
can be passed to the dMOF commands.

Note: By default, your dMOF server will be non-persistent. This means tha
when you shutdown the server, all state will be lost. However, it is a simple
matter to reload meta-models from the MODL files, as explained below.
Alternatively, refer to Section 7.1.1 for information on the mof2xmi and
xmi2mof tools, or to Chapter 8 for a description of how to configure and run
a persistent dMOF server.

3.2 Developing a Moflet

This section runs you through the steps of developing a moflet for a simple
meta-model; i.e. compilation of the meta-model, generation of the moflet and
its IDL and building of the generated code.

3.2.1 Compiling a Meta-model

The easiest way to get a meta-model into the dMOF meta-model repository
to compile a MODL file that defines your meta-model. Suppose that you have
created the MODL file called “Trivial.modl” for a trivial meta-model which
contains the following:

package Trivial {};

You can compile this meta-model as follows:

> modl2mof -m dmof.ior Trivial.modl

where the mandatory “-m” option gives the IOR file for your meta-model
repository. This will perform syntax and semantic checks on the MODL file,
and create new meta-objects representing the meta-model in the repositor

Note: while the MODL compiler does not care what file name you use, we
think it is a good idea to use the meta-model’s Package name (e.g. “Trivial”)
as the MODL file base name, and “.modl” as the suffix.

Section 7.2 describes the MODL compiler command line options, and the
MODL language is described in Chapter 5 together with Appendix A.
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3.2.2 Generating a Moflet

Once you have compiled your meta-model, you can generate the IDL and
Java code as follows:

> mof2idl -x -m dmof.ior -p Trivial -f Trivial.idl

> mof2moflet -x -m dmof.ior -p Trivial

The first command generates a CORBA IDL file defining the interfaces for a
metadata repository for the “Trivial” meta-model. The second command
generates a collection of Java files that (together with the dMOF runtime
libraries) implements the IDL. These files will be written into a subdirectory
called “TrivialImpl”.

The meaning of the command line arguments is as follows:

• The “-x” argument tells the generators to include support for dMOF
extensions to the standard MOF IDL mapping.

• The “-m” argument tells the generators which meta-model repository
to use (as in the previous step).

• The “-p” argument gives the Package name for the meta-model to be
generated.

• The “-f” argument tells “mof2idl” the name of the IDL file to be
generated.

Section 7.3 and Section 7.4 describe the command line options for the IDL
and moflet generators respectively.

3.2.3 Building a Moflet

The first step in building your moflet is to use the Visibroker “idl2java”
compiler to compile the generated IDL. For example:

> idl2java -I"C:\dMOF\idl" -C -no_examples
Trivial.idl

This command will create a number of Java files in a subdirectory called
“Trivial”. These files comprise the CORBA stubs and skeletons that are
needed to compile the moflet. The stubs will also be used by any metadata
applications that you write later. The arguments have the following meanings

• The “-C” argument causes any comments in the IDL to carry over
into the Java stubs and skeletons as appropriate.

• The “-I” argument sets the IDL compiler’s interface search path to
include the core MOF IDL files.

• The “-no_examples” argument suppresses generation of example
classes.
155 June, 2001



DSTC CORBA Meta Object Facility

a

r
he

ry
The second step in building your moflet is to compile the generated moflet
Java files in the “TrivialImpl” directory. Any required stub and skeleton
classes will also be compiled. For example:

> vbjc TrivialImpl\*.java

Alternatively, if you have the Visibroker jar files on your CLASSPATH, you
can run your favourite Java compiler directly.

If you get Java compilation errors, check that your CLASSPATH contains the
required JAR files as described in Section 3.1. For more information on Jav
compilation, refer to your Visibroker or Java compiler documentation as
appropriate.

3.2.4 Running a Moflet

Once you have successfully compiled your moflet, you should be able to run
it as follows:

> vbj -Ddmof.license.dat=C:\dMOF\License.txt

TrivialImpl.TrivialServer -f my_ior --new

Alternatively, if your CLASSPATH includes the Visibroker jar files, you
should be able to invoke the Java interpreter directly. Refer to your Visibroke
and Java documentation as appropriate. The command line arguments for t
generated moflet are described in Section 7.4.4.

Running the moflet as above starts a new instance of your metadata reposito
and saves its IOR in the file “my_ior”. You should be able to write clients that
create metadata in the repository and retrieve it using the CORBA APIs
defined by “Trivial.idl”.

The “-Ddmof.license.dat=C:\dMOF\License.txt” argument passes the
location of your “License.txt” file to the moflet in a Java system property.
This allows your moflet to access a dMOF runtime license. You can avoid
entering this argument on the command line by using a moflet configuration
file; see Section 8.1.4.

Note: by default, moflets are not persistent. This means that when you
shutdown or kill the server, the metadata that it contains will be lost forever.
Refer to Chapter 9 for a description of how to configure and run your moflets
in persistent mode, or to Section 7.5 for information on generating XMI
support for your metadata.

3.3 Examples

The dMOF installation includes some simple examples to help you get
started. These may be found in the “examples” directory.
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The subdirectory for each example contains a Readme.txt file, a MODL file
defining a meta-model, a batch file called “dMOFmake.bat” to generate, build
and run a corresponding moflet, and CORBA / Java client programs to rea
and write metadata into the moflet.

3.4 Sharing Meta-model Repositories

The dMOF tools use a MOF meta-model repository to store meta-model
definitions. If you are developing a new MOF based system by yourself, you
will typically use your own meta-model repository instance to hold your
meta-models. However, if you are working as part of a development team, o
if you are making changes to a deployed MOF based system, you will need t
consider how to manage your meta-model definitions.

The current dMOF meta-model repository does not support meta-model
versioning, and does not provide any user access controls. However, it do
allow you to create “schemas” of meta-models. This mechanism allows yo
to use a single meta-model repository to hold multiple independent version
of a group of meta-models.

If you want to use schemas, refer to the tool documentation in Chapter 7,
paying special attention to the “-s” an “-n” options on “modl2mof” and the
“-s” options on “mof2idl” and “mof2moflet”.
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4 MOF Overview
4.1 Terminology

Before we give an overview of the MOF and what it does, it is necessary to
explain some terms that are widely used in the MOF context, with meanings
that may be different to what the reader is normally used to.

4.1.1Metadata

In the MOF context, the term “metadata” refers broadly to any sort of data tha
“describes” some other data:

• Metadata may describe any computer data, or more broadly, any
entities in some relevant “universe of discourse”; e.g. the real world.

• It may describe any aspect of the target data that is relevant to the
application.

• It may describe the target data in any appropriate abstract language
whether that language is formal or informal, precise or imprecise,
structured or unstructured.

• It may describe the target data to whatever degree of detail and
accuracy is appropriate.

While the MOF supports any kind of metadata, it is better suited to some kind
than others. For example, the MOF can do little apart from storing metadat
that is expressed as a free form natural language text. Similarly, the MOF (o
at least the MOF IDL mapping) is not really suited to handling bulk metadata
when the primary access pattern is search.

4.1.2 Model

In the MOF context, the term “model” generally refers to a collection of
metadata that broadly describes a collection of related data. A model typicall
consists of metadata describing one or more related aspects of the target
metadata, and there is usually an informal implication that a model is in some
sense “complete”. However, these are fine shades of meaning.

While the MOF makes no restrictions whatsoever on the target data or on th
kind of information that is expressible as metadata, it requires that the user t
express metadata in a particular way. Precisely, all MOF-based metadata 
required to conform to a MOF meta-model for the metadata.

4.1.3 Abstract Language

In the MOF context, an “abstract language” refers to a language that has n
particular concrete language syntax, notation or format. Instead, it has an
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abstract syntax; i.e. an information model that is (theoretically) independen
of representation considerations.

4.1.4 Meta-model

A “meta-model” is a kind of metadata that is broadly speaking a model of a
model. In the MOF context, “meta-model” or “MOF meta-model” refers to a
meta-model that defines an abstract language for particular kind of MOF
metadata. For example, the MOF meta-model for UML defines a way of
expressing the information content of UML diagrams as machine readable
metadata. Similarly, a MOF meta-model for CORBA IDL would allow you
to express CORBA interface specifications in metadata form.

A MOF meta-model defines the abstract language for a kind of metadata
using object modelling concepts that are closely related to those of UML. A
MOF meta-model consists of Classes, Associations and so on that define 
information model for metadata. A meta-model may also include arbitrary
Constraints that determine whether or not the metadata is semantically we
formed. Thus, a MOF meta-model is more than just a grammar for metadat

4.2 The MOF 4-level Metadata Architecture

The OMG MOF is centred around a conceptual architecture or framework fo
expressing metadata as illustrated in Figure 1. The archetypal MOF metada
architecture consists of 4 meta-levels that are conventionally labelled M0,
M1, M2 and M3.1

The data level or M0 level of the framework denotes the “target” data; i.e. the
data that needs to be described. The target data can be represented in any w
you feel is appropriate, or not at all.

1. The“Mn level” labelling derives from terminology used in early drafts of the MOF specification.
The M1 level used to be called the “meta-” level, the M2 level used to be the “meta-meta-” level and
so on. Mn or meta-level labels are relative rather than absolute, and while there are normal 4 meta
levels, there can be more or less than this.

The MOF Model

Meta-models

Models

Data

M3 level

M2 level

M1 level

M0 level

Figure 1: OMG 4-level Metadata Architecture
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The model level or M1 level contains the metadata that describes the targe
data. This metadata can describe any aspect of the target data that is releva
and may use any abstract language that is appropriate, provided that it can
expressed as MOF meta-models.

The meta-model or M2 level contains the metadata that defines meta-model
i.e. the abstract languages in which M1 level metadata is expressed. While
simple application may only require one meta-model, more sophisticated use
of the MOF may well require a number of related meta-models.

The MOF Model or M3 level contains the abstract language that is used to
express MOF meta-models. The MOF Model (which is really a meta-meta-
model) is the fixed point that unifies the MOF metadata architecture. The
MOF Model is standardized by the OMG MOF specification.

To start with, it can be rather difficult to work out the correct meta-level for a
particular concept, or to think in terms of meta-levels. However, it becomes a
lot easier if you can get into the habit of using Mn level labels in writing and
conversation. For example, the intended meaning is clearer if we write:

Association is an M2 level Class in the M2 level Package UML

rather than:

Association is a Class in the UML Package.

4.2.1 An Example: Metadata for a Software Development Environment

The MOF metadata architecture is easier to understand when described in
terms of realistic meta-models. Figure 2 shows the MOF metadata
architecture instantiated to handle metadata representations of UML mode
and CORBA IDL in a Software Development Environment (SDE). Note that
we use UML “package” symbols to denote UML packages at the M1 level and
MOF packages at the M2 and M3 levels.

As usual, the top (M3) level of the conceptual metadata framework for our
SDE consists of the standard MOF Model; i.e. the standard abstract languag
for defining MOF meta-models.

The M2 level of the conceptual framework contains the meta-models for the
metadata that is required by the application. In this case, we assume that t
target SDE requires a MOF meta-model for the metadata representation o
user UML diagrams. The UML meta-model defined by the OMG can be used
for this purpose.

The hypothetical environment is also required to handle CORBA interface
specifications. These specifications might be generated from UML diagrams
or they might be created by the user and linked to UML diagrams. Either way
215 June, 2001
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we assume that the environment needs to represent IDL as structured
metadata, and we therefore include a meta-model for IDL.

The M1 level of the conceptual framework contains the metadata that
represents UML diagrams and CORBA interface specifications of a system
under development. This metadata would typically be produced by the use
using tools in the software development environment. The metadata at this
level is information that conforms to meta-models at the M2 level. The
concrete representation(s) for the metadata will depend on various design
choices made when the SDE is constructed.

The M0 level of the conceptual framework contains the software under
development. Depending on the scope of the SDE, one might expect to fin
IDL and program language source files, binaries and even executing
programs at this meta-level. (It could be argued that the M0 level consists o
more than one “meta-level” in reality. However, this has no impact on the
framework unless it is necessary to represent artifacts at this level as MOF
based metadata.)

4.3 MOF Development Processes

A conceptual metadata framework without some supporting technology is o
little use. In this section we describe the software development processes th
you will use to generate the MOF-based metadata repositories and other too
needed to build a metadata based solution.

4.3.1 Defining a MOF Meta-model

The first step in deploying a MOF based solution is to defining the MOF
meta-models for the metadata framework. The developer will typically star

Meta-models

Models

Data

M3 level

M2 level

M1 level

M0 level

Figure 2: A Metadata Framework for a SDE

Meta-meta-model

UML IDL

UML Interface

MOF

Software System

Models Specs

Meta-modelMeta-model

Model
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by drawing an informal meta-model diagram using (say) a UML modelling
tool. Figure 3 shows an example meta-model expressed in UML.

The SimpleTrader meta-model in Figure 3 defines a simple type system fo
an object service trader. The type system has two kinds of type: service type
and property types. These are expressed as Classes:

• The ServiceType Class has Attributes representing a service name
and an identifier for an external interface type for a service instance.

• The PropertyType Class has Attributes representing a property nam
and a corresponding simple value type.

The Classes are related by Associations called Inherits and Has:

• The links in the Inherits Association define an inheritance hierarchy.
This allows polymorphism in matching of traded services.

• The links in the Has Association relate services to sets of properties
specified as name / value pairs. This allows traded services to be matche
based on predicates based on service properties.

Given a rough meta-model expressed in UML, the meta-modeller must creat
a formal meta-model definition in the MODL language. MODL is a text-
based language for specifying MOF meta-models which has a syntax that 
loosely based on OMG IDL. This step is typically done by hand using a text
editor.

The SimpleTrader meta-model in Figure 3 can be expressed in MODL as
follows:

package SimpleTrader {
enum PrimitiveType {pt_bool, pt_int, pt_float};
abstract class BaseType {

attribute string name;
};

Figure 3: The SimpleTrader Meta-model in UML

SimpleTrader

BaseType

name: string

ServiceType

interface_id:

PropertyType

value_type:
string Primitive

Has

Inherits

service propertysubtype

supertype
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class PropertyType : BaseType {
attribute PrimitiveType value_type;

};
class ServiceType : BaseType {

attribute string interface_id;
reference supers to supertype of Inherits;
reference props to property of Has;

};
association Has {

end single ServiceType service;
composite end set [0..*] of PropertyType property;

};
association Inherits {

end set [0..*] of ServiceType supertype;
end set [0..*] of ServiceType subtype;

};
};

Notice that a couple of aspects of the MODL meta-model are not specified in
the UML version. For example, UML notation does not allow you to specify
the names of the references.

4.3.2 Generating a Metadata Repository

When the MOF meta-models for an application framework have been
specified in MODL, the next step is to use the DSTC MOF tools to generate
a repository that can manage metadata conforming to the meta-models. Th
process is shown in Figure 4 below:

There are a number of steps to metadata repository generation:

1 Use the MODL compiler (modl2mof) compile the meta-model(s) and load them i
the developer’s MOF meta-model repository. The MODL compiler does a degre
semantic checking on the input MODL file to eliminate problems down the tra
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Figure 4: Generating a MOF Metadata Repository
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2 Use the IDL generator (mof2idl) to produce the CORBA IDL for a metadata
repository. The IDL generated by this step allows a CORBA based client prog
to create, update and access metadata in a repository. This generated IDL con
to the standard MOF IDL mapping.

3 Use the Moflet generator (mof2moflet) to produce Java code that implements
MOF metadata repository functionality. This moflet code implements the defin
semantics of the standard MOF to IDL mapping. The code is internally transactio
and supports metadata persistence using a variety of database back-ends.

4 Implement special semantic hooks for the generated moflet. This is only neces
if the meta-models use advanced features such as Operations, derived Attribu
derived Associations.

5 Implement a metadata server main program, or the equivalent. There are a va
of ways to package moflet code to provide metadata service.

4.3.3 Building Metadata Applications

When the metadata repository has been implemented, the developer needs
implement the metadata tools needed by the system. These may include:

• metadata input / output tools; e.g. compilers, pretty printers, forms
based and diagram editors or browsers,

• metadata interchange tools; e.g. XMI DTDs and upload / download
tools, and

• metadata versioning, comparison and archiving tools.

Finally, the developer will need to implement the application programs and
components that make use of metadata.

Future additions to the DSTC MOF product suite will automate the
production of metadata tools and application components.

4.4 The MOF Model

The top meta-level of any MOF metadata framework is occupied the MOF
Model. The MOF Model is the OMG standard language for defining MOF
meta-models.

The MOF Model is a simple object modelling language that is tuned for
defining the information aspects of metadata. The MOF Model is often
described as being “aligned with” UML. In practice, this means that the MOF
Model shares core modelling concepts and constructs with UML’s core meta
model. UML object modelling concepts such as Class, Association, Package
DataType, Attribute, Operation, Constraint and so on all have equivalents in
the MOF Model, albeit with some simplification.

There is currently no OMG endorsed standard human readable language o
notation for the MOF Model. The DSTC’s MOF product includes a
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proprietary text-based language called MODL for defining meta-models.
MODL files can be translated by the MODL compiler into metadata instances
conforming to the MOF Model. It is also possible to use a subset of UML
notation to express MOF meta-models, though there are problems due to
imperfect alignment between UML and MOF.

The remainder of this section gives an overview of the meta-modelling
constructs of the MOF Model.

4.4.1 Classes

The Class is the MOF Model construct for defining the type of metadata node
The conceptual metadata nodes that are “instances” of a Class have objec
identity, unlike instances of DataTypes (see below).

A Class has a number of features and properties that refine the meaning of th
type:

• Attributes are features that define value slots that belong to instance
of the Attribute’s Class. Each Attribute has the following important
properties:

• a name,

• a type which can be either a Class or a DataType,

• a multiplicity that says how many instances of the type can be held
in the slot, whether they are unique, and whether they are ordered, and

• a scope which may be “instance-level” or “classifier-level” (i.e.
“static” in Java / C++ / MODL parlance).

• Supertypes - a Class with supertypes “inherits” features (i.e.
Attributes, References and Operations) defined in its supertype hierarch

• Abstract - a Class that is defined as “abstract” has no instances.

4.4.2 Associations

The Association is the MOF Model construct for defining binary relations
between Classes. The conceptual instances of an Association are “links” th
connect one metadata mode to another. The types of “links” are defined by th
Association.

MOF Associations have precisely two Association Ends, each of which ha
the following important properties:

• a name,

• a type that is a Class,

• a multiplicity that places bounds on the number of links involving a
given metadata node, and says whether the links are ordered, and
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• an aggregation specification that determines whether the Associatio
is a composite, an aggregate or neither.

MOF Associations differ from UML Associations and Association Classes in
the following significant ways:

• MOF Associations can only have two Association Ends, where UML
Classes may have more than two.

• MOF Associations instances (links) do not have object identity. Thus
they cannot have Attributes and they cannot be the end points of other
links. By contrast, UML links can have these properties if the defining
Association is an Association Classes.

• The links of a MOF Association are implicitly unique; i.e. you
cannot create duplicate links between a given pair of metadata nodes. Th
restriction does not exist for UML Associations.

4.4.3 DataTypes

The DataType is the MOF Model construct for specifying metadata types tha
have no object identity. The current MOF data type system is the type system
of CORBA 2.0 IDL; i.e. the following primitive data types and data type
constructors are supported:

• Primitive data types:

• boolean

• char (8 bit characters)

• octet (8 bit uninterpreted data)

• short, unsigned short, long, unsigned long

• float, double

• any - the CORBA universal union type

• TypeCode - a type that represents CORBA types

• Constructed data types:

• array types

• bounded and unbounded string types

• bounded and unbounded sequence types

• enumeration types

• struct types - records

• union types - discriminated unions

• CORBA native types.

The constructed DataTypes are provided so that the meta-modeller can
choose between modelling parts of the metadata as objects (nodes) or value
As a rule, judicious use of DataTypes results in more compact metadata
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representations and smaller APIs. The disadvantage of DataTypes is that th
cannot be used as the types of Association Ends; i.e. you cannot create a li
to a data value.

4.4.4 Packages

The Package is the MOF Model construct for modularising meta-models. A
Package is essentially a scope defining mechanism for other meta-model
elements; i.e. Classes, Associations, DataTypes and other less important
elements. While a MOF Package is typically equated with a MOF meta-
model, Packages can also be combined and reused in various ways to
construct more complex meta-models.

MOF Packages and UML Packages differ in a couple of significant respec

• While MOF Packages and their (M2 level) contents can depend on
other Packages and their contents, inter-Package dependencies at the 
level must be strictly acyclic. By contrast, UML allows cyclic
dependencies between Packages.

• MOF Packages have corresponding conceptual instances at the
metadata level. By contrast, UML Packages are defined to have no
relationship with instances in a modelled system.

A “package object” (i.e. an instance of a MOF Package) is an object that
manages a collection of related metadata conforming to the Package. The
collection of metadata managed by a package object is called a “package
extent” or simply an “extent”.

The “extent” concept reflects the fact that any concrete representation of
metadata has to work in the real world where metadata collections reside i
physically separate repositories or interchange files. Any given metadata nod
or link belongs to one package extent and is managed by subobjects of the
corresponding package object. Metadata relationships usually relate node
that belong to the same extent. While inter-extent relationships can be
defined, they have a number of restrictions. For example, the composition
closure rule states that a “composite” relationship is not allowed to span
extents.

4.4.5 Constraints

The Class, Association and DataType constructs specify a simple informatio
model for metadata. The Constraint construct allows metadata to be limited t
a subset of well-formed or semantically meaningful utterances that conform
to the base information model. MOF Constraints have the following
properties:

• a name,

• a constrained element which may be a Class, an Association, a
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DataType, a Parameter or an entire Package,

• a constraint expression, and

• an evaluation policy which can be either “immediate” or “deferred”.

Constraint expressions can in theory be expressed in any language. Howev
the defacto standard language of MOF Constraints is the Object Constrain
Language (OCL) defined as part of the UML specification.

4.4.6 Other MOF Model Constructs

The MOF Model provides various meta-modelling constructs in addition to
those listed above:

• References - A Class may contain a feature called a Reference. Thi
makes the Class “aware” that its instances fill a designated End of an give
Association. In some technology mappings, this results in Attribute-like
operations being provided that allow a client program to “navigate” from
one metadata node to linked nodes.

• Operations - A Class may contain a feature called an Operation. This
provides a “hook” which allows a client program to invoke meta-model
specific behaviour on a metadata node. Operations have Parameters an
can raise Exceptions.

• Exceptions - An Exception may be raised by an Operation.

• Constants - A Constant defines a binding between a name and a
simple constant value.

• Tags - The Tag construct is the MOF’s mechanism for tailoring and
extending the meta-modelling language.

4.5 MOF Mappings

The MOF 4 level metadata framework and MOF Model described in previous
sections are abstract concepts with (so far) no rendering into implementatio
technology. There are two possible approaches to building a concrete
metadata framework with representations of metadata (including meta-
models); i.e.ad hoc implementation, and implementation using technology
mappings.

Thead hoc approach has the advantage of not constraining the metadata to
any particular implementation technology. On the other hand, it puts the
burden of specifying and implementing metadata repositories, interchange
formats, APIs and tools squarely on the developer. Further, this approach
offers little hope for interoperation with other metadata frameworks.

The preferred approach is to use a standard “technology mapping” that
renders technology independent meta-model and metadata into concrete
metadata representations. This approach has a couple of significant
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advantages. If the developer adheres to the standard mappings, the result
metadata framework APIs and formats will be interoperable with others tha
share the same meta-models. In addition, the developer can use the DSTC
MOF toolkit (or similar offerings from other vendors) to automatically
generate much of the metadata management software.

The OMG has formally standardised two technology mappings to date. Thes
are illustrated in Figure 5:

The MOF standard includes the specification of the MOF IDL mapping which
maps a MOF meta-model onto the CORBA IDL and associated semantics fo
a meta-model specific CORBA metadata repository service.

The companion XML-based Metadata Interchange (XMI) mapping builds on
the MOF standard and the eXtensible Mark-up Language (XML) standard
defined by the World Wide Web Consortium (W3C). XMI maps a MOF
meta-model onto an XML Document Type Definition (DTD) and an
associated set of XML document production rules. XMI allows the
interchange of any kind of MOF metadata (including MOF meta-models)
between metadata repositories.

The remainder of this section gives an overview of the two standard mapping
for MOF meta-models and metadata. It is worth noting that there are plans t
standardise other technology mappings.

4.5.1 The MOF IDL Mapping

The purpose of the standard MOF IDL mapping is to define CORBA IDL
interfaces for an interoperable metadata management service that supports

Figure 5: Standard MOF Technology Mappings
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“input” meta-model. The IDL Mapping is designed to satisfy the following
requirements:

• metadata represented as CORBA objects; i.e. meta-objects,

• full lifecycle of meta-objects; i.e. creation, update and deletion,

• support for both query and navigation modes of metadata access,

• support for metadata creation by both “compilation” and “editing”,

• management of metadata collections,

• provision of statically typed, easy-to-use APIs for client tools which
are “specific” to a given meta-model, and

• provision of “generic” APIs for client tools which are meta-model
independent.

The generated IDL for a given meta-model has two parts:

• The fixed “Reflective” module contains a set of base interfaces that
are applicable to all meta-models. These provide the “generic” metadata
APIs along with a small number of house-keeping operations.

• A generated “specific” module that contains “user-friendly” APIs for
the meta-model.

The interfaces have an inheritance hierarchy that follows the pattern of
Figure 6. The “<XxxName>” notation indicates that the name of the IDL
interface is derived from the name of an element in the meta-model; i.e. som
Package, Class or an Association. In each case, an interface will be generat
for each element of that kind (i.e. Package, Class or Association) in the met
model.

As Figure 6 shows, there are 5 distinct kinds of interface in a generated
<PackageName> module:

• <ClassName> - The instances of a <ClassName> interface are met
objects (instance objects) that represent metadata nodes. The interface h
operations for reading and updating Attribute and Reference values and fo
invoking the behaviour of an Operation.

• <ClassName>Class - An instance of a <ClassName>Class interfac
is a meta-object (class proxy object) that holds state and behaviour
associated with a Class of metadata nodes rather than an individual nod
The interface has operations for reading and updating classifier-level (i.e
“static”) Attributes and invoking classifier-level Operations. It also has an
operation for creating <Class> instances, and attributes that list the
instances in the extent. Notice that each <ClassName> interface inherits
from the corresponding <ClassName>Class interface, providing easy
access to the “class-wide” operations.

• <AssociationName> - An instance of an <AssociationName>
interface is a meta-object (association object) that manages the set of link
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(i.e. Association instances) that belong in an extent. The interface has
operations for querying and updating the link set in a variety of ways. The
IDL mapping maps links as CORBA struct types that represent pairs of
<Class> instances.

• <PackageName>Package - An instance of a
<PackageName>Package interface is a meta-object (package object) th
manages a package extent; i.e. it is a conceptual container for metadata
nodes and links. The interface simply defines a group of “*_ref” attributes
that refer to <ClassName>Class and <AssociationName> objects that
manage the metadata representations.

• <PackageName>PackageFactory - This interface is used to create
package objects.

As Figure 6 shows, the generated “specific” interfaces for a meta-model
inherit from base interfaces in the Reflective module. The latter are “abstract
interfaces; i.e. they cannot be the “most derived” interface of any meta-objec
This allows a client of CORBA meta-objects to use either meta-model
specific or generic APIs, or a mixture of both.

The MOF specification allows (but does not require) the MOF IDL mapping
to be automated. dMOF does this as shown in Figure 4, and also automate
the process of generating an implementation of the mapped IDL.

4.5.2 The XMI Mapping

The MOF IDL mapping described above provides fine-grained CORBA APIs
that allows a CORBA based client to create, access and update meta-data i

Figure 6: The Inheritance Hierarchy for MOF IDL
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CORBA based meta-data repository. While these APIs can be used for met
data interchange between repositories, they are not ideal for this purpose. 
particular:

• They do not support meta-data interchange with or between non-
CORBA meta-data repositories.

• They assume on-line access, which prevents meta-data interchang
via email, floppy disc and similar technologies.

• Where on-line access is available, the fine-grained nature of the APIs
makes them unsuitable for bulk meta-data interchange, especially when
the client/server “round trip” time is large.

The XMI mapping provides an alternative that addresses these issues. The
XMI mapping is in essence a standard for encoding collections of MOF-base
meta-data as XML documents. XML is the W3C endorsed standard for
structured data interchange in the context of the World Wide Web. XML’s
nature, and its widespread use makes it the obvious starting point for
middleware independent meta-data interchange. The wide availability of
XML development tools (e.g. XML parser generators) means that XMI
lowers the barrier to entry for MOF based meta-data.

The XMI mapping consists of two parts:

• The DTD production rules define how a MOF-based meta-model
(i.e. one that conforms to the MOF Model) can be translated into an XML
DTD. This defines a syntax for meta-data documents.

• The XML production rules define how MOF-based meta-data that
conforms to a given meta-model is encoded as an XML document that
conforms to the DTD.

The dMOF 1.1 release supports the interchange of meta-models using XM
In addition, the release includes tools for generating XMI support for user
meta-models.

4.6 The MOF Meta-model Repository

The OMG MOF standard includes a specification (including IDL) for a MOF
meta-model repository. The meta-model repository API, which is defined by
the Model module, includes the standard functionality of a “normal” meta-
data repository; i.e.

• creation of meta-objects that represent an M2-level Package, its
component M2-level Classes, Associations and DataTypes, and all of the
components,

• updating of these M2-level meta-objects,

• access (by query and navigation) to these M2-level meta-objects,

• deletion of these M2-level meta-objects, and
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• “generic” versions of all operations provided by the standard
Reflective interfaces.

The Model APIs also include a small number of “extra” functions designed to
make meta-model management easier. These include:

• simple and compound name lookup of meta-model elements,

• finding components by element type,

• finding indirect supertypes of a meta-model element, and

• finding all elements that a meta-model element depends on.

The meta-model repository APIs in the MOF specification are produced in an
interesting way. Rather than simply specifying the APIs in anad hocfashion,
the interfaces in the Model module are defined byconceptuallyapplying the
standard IDL mapping to a meta-model specification of the MOF Model
itself.

The derivation of the MOF meta-model repository specification is illustrated
in Figure 7. Note that it is necessary to add a new meta-level (M4) to describ
the process.

MOF Model

MOF Model

M4 level

M3 level
MOF Model
Interfaces

Figure 7: Deriving the standard MOF Model APIs

IDL Mapping
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5 Meta-models and the IDL Mapping
This chapter is designed to be a tutorial on expressing MOF meta-models 
the MODL language, and the IDL that is generated by the MOF IDL mapping

5.1 Classes

The two most important MOF meta-modelling constructs are the Class and
the Association. This section introduces Classes, their expression in MOD
and the corresponding IDL.

5.1.1 Simple Classes

In MODL, an M2 level Class is declared by a “class” declaration. The
simplest possible class1 declaration in MODL looks like the following:

...
class Trivial {};
...

This declares a metadata type whose name is “Trivial”. The instances of thi
type are conceptually metadata nodes. These are entities with a well defin
object identity; i.e. you can distinguish one metadata node from another.

The mapped IDL for the above MODL class is as follows:

...
interface Trivial;
typedef sequence < Trivial > TrivialSet;

...

interface TrivialClass : ::Reflective::RefObject {
readonly attribute TrivialSet all_of_type_trivial;
readonly attribute TrivialSet all_of_class_trivial;

Trivial create_trivial()
raises (::Reflective::MofError);

}; // end of interface TrivialClass

interface Trivial : TrivialClass {
}; // end of interface Trivial
...

As you can see, the IDL starts with a forward declaration for an interface
called “Trivial”. This is the interface for instance objects for the Class

1. Readers who are familiar with earlier versions of the MODL language should note that MODL
now uses the keyword “class” instead of “type” to introduce a Class declaration.
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“Trivial”. This is followed by the “TrivialSet” sequence type that will be used
to represent a set of Trivial instances. The latter type is needed by the IDL tha
follows.

Next the IDL declares the class proxy interface called “TrivialClass”. The
interface inherits operations from a standard “Reflective::RefObject”
interface described in Section 6.4. The inheritance graph for “TrivialClass”
interface is shown in Figure 8.

The class proxy interface starts with a pair of readonly attributes called
“all_of_type_trivial” and “all_of_class_trivial” that hold sets of references to
extant instance objects for the Class. The “all_of_class_*” attribute contains
instance objects whose most derived type is “Trivial”. The “all_of_type_*”
attribute also contains instance objects whose types are subtypes of “Trivia

The “all_of” attributes are followed by a “create_trivial” factory operation.
This operation creates new instances of “Trivial”; i.e. the instance objects tha
represent metadata nodes. The “create_*” operation automatically enters th
created instance objects into the appropriate “all_of” sets. Notice that the
“create_trivial” operation raises an exception called “Reflective::MofError”.
MofError is a “catch all” exception is raised by nearly all MOF operations to
signal a wide variety of error conditions. The exception is described in detai
in Section 6.3.

Finally, the IDL declares the instance interface called “Trivial”. In this case,
the interface declares no new operations. However, “Trivial” inherits IDL
attributes and operations from the class proxy interface “TrivialClass”, so tha
a client can use a “Trivial” object to create new “Trivial” objects. It also
indirectly inherits operations from the standard “Reflective::RefObject”
interface, as shown in Figure 8.

Figure 8: IDL Inheritance Graph for Simple Classes
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While there can be any number of extant “Trivial” instance objects, there will
always be exactly one “TrivialClass” class proxy object in a package extent
roughly speaking a metadata collection. The primary mechanism for finding
a class proxy object is explained in Section 5.5.

5.1.2 Operation Atomicity and Serializability

The operations in the meta-object interfaces generated by the IDL mappin
are required to be “atomic” and “serializable”. This has two consequences
when you view the meta-objects as a state machine.

• When a client invokes an operation on a MOF meta-object, it will
either completely succeed or completely fail:

• If it succeeds, all requisite state changes will have been mad
in the final state.

• If it fails, the final state will be the same as the initial state.

• When two or more operations are invoked concurrently, the final
state will be the same as if the same operations were invoked seriallyin
some order.

With moflets produced by the dMOF moflet generator, most operations are
guaranteed to be atomic. The exceptions to this are as follows:

• when developer supplied Java code that implements the operation
semantics (e.g. for derived Attributes or Associations and Operations) doe
not tidy up correctly, or

• when developer supplied Java code that implements Constraint
checking has side-effects.

5.1.3 Classes with Attributes

Metadata nodes normally need some additional information such as a name
descriptive comment to give them meaning. In a MOF meta-model, this kind
of information is typically catered for using meta-model Attributes. Here is a
MODL declaration of an M2 level Class with some simple Attributes:

...
class Simple {

readonly attribute long uid;
attribute string name;

};
...

The above MODL declares Attributes with names “uid” and “name” whose
types are “string” and “long” respectively. (These are built-in MOF
DataTypes and will be described in detail in a later section.) The first
Attribute is declared as “readonly”, meaning that it is not directly changeable

The generated IDL corresponding to the “Simple” Class above is as follow
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...
interface Simple;
typedef sequence < Simple > SimpleUList;
...
interface SimpleClass : ::Reflective::RefObject {

readonly attribute SimpleUList all_of_type_simple;
readonly attribute SimpleUList all_of_class_simple;

Trivial create_simple(in long uid, in string name)
raises (::Reflective::MofError);

}; // end of interface SimpleClass

interface Simple : SimpleClass {
long uid() raises (::Reflective::MofError);

string name() raises (::Reflective::MofError);

void set_name(in string new_value)
raises (::Reflective::MofError);

}; // end of interface Simple
...

If you compare the above IDL with the IDL for the “Trivial” class, you will
see a couple of significant differences in addition to the obvious name
changes. First, the “create_simple” factory operation in the “SimpleClass”
interface now takes three parameters. These supply initial attribute values fo
a new “Simple” object created by the factory operation.

The second difference is that the “Simple” interface now contains a numbe
of operations. The “uid” and “name” operations are get operations that return
the current values of the corresponding attributes of a “Simple” node. The
third operation “set_name” is a set operation that replaces the existing
attribute value with a new value. The semantics of getting and setting attribut
values is as one would expect.

There is no “set_uid” operation in the “Simple” interface. This is because the
“uid” attribute is declared to be readonly in the MODL. Declaring an attribute
to be readonly does not necessarily mean that its value will never change.
could change as a side-effect of some other operation. However, the MOF
Model cannot directly specifying this kind of behaviour.

5.1.4 Classifier-level Attributes

The “Simple” example above shows how to declare attributes associated wit
individual metadata nodes; i.e. attributes whose “scope” is “instance-level”
The MOF Model also allows you to declare attributes with scope “classifier
level”. This is expressed in MODL using the static keyword as follows1:

...
type Simple2 {
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static attribute string prefix; // classifier level
attribute string name; // instance level

};
...

The use of the “static” keyword is borrowed from C++ and Java. This reuse
alludes to the fact that a MOF classifier level Attribute behaves rather like a
C++ or Java class static attribute.

The generated IDL corresponding to the “Simple2” Class is as follows:
...
interface Simple2;
typedef sequence < Simple2 > Simple2UList;
...
interface Simple2Class : ::Reflective::RefObject {

readonly attribute Simple2UList all_of_type_simple2;
readonly attribute Simple2UList all_of_class_simple2;

string prefix() raises (::Reflective::MofError);

void set_prefix(in string new_value)
raises (::Reflective::MofError);

Trivial create_simple2(in string name)
raises (::Reflective::MofError);

}; // end of interface Simple2Class

interface Simple2 : Simple2Class {
string name() raises (::Reflective::MofError);

void set_name(in string new_value)
raises (::Reflective::MofError);

}; // end of interface Simple2
...

There are two significant things to note about the IDL above. First, the get and
set operations for the “prefix” attribute are declared in the “Simple2Class”
interface rather than the “Simple2” interface. This means that the value of th
“prefix” attribute can be get and set from the “Simple2Class” class proxy
object, as well as any “Simple2” instance object. Note that the
“Simple2Class” and all “Simple2” objects share the same “prefix” attribute
value. Changing the value in one object changes it in all of them.

The second thing to note is that the “create_simple2” factory operation doe
not have an initial value parameter for the “prefix” attribute. In fact, the initial

1. Readers who are familiar with earlier versions of the MODL language should note that MODL
now uses the keyword “static” rather than “type” to declare a “classifier-level” Attribute or
Operation.
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values of any classifier level attributes must be provided by parameters to th
package factory operation. This operation is described in Section 5.5.

5.1.5 Class Inheritance

Inheritance is one of the key features of object modelling that sets it apart
other modelling paradigms. The MOF Model supports multiple inheritance
for both Classes and Packages. This section describes the former.

The following MODL example shows how you express inheritance:
...
class Base {

readonly attribute long attr1;
};

class Derived : Base {
readonly attribute char attr2;

};
...

This example declares two Classes, with “Derived” declared as a subclass
“Base”. Declaring a subclass has two important consequences:

• A subclass will inherit any component features that are declared b
its superclasses. In this case, “Derived” inherits the “attr1” attribute
declared by “Base” as well as declaring its own “attr2” attribute. Thus
every metadata node that is an instance of the “Derived” Class will have
attribute slots for both a “long” and a “char” value.

• A metadata node that is an instance of a subclass is substitutable fo
an instance of any of its superclasses. In this case, a “Derived” instance ca
be used wherever “Base” instance can be used.

The IDL that is generated for the above MODL is as follows:
...
interface Base;
typedef sequence < Base > BaseUList;
interface Derived;
typedef sequence < Derived > DerivedUList;
...
interface BaseClass : ::Reflective::RefObject {

readonly attribute BaseUList all_of_type_base;
readonly attribute BaseUList all_of_class_base;

Trivial create_base(in long attr1)
raises (::Reflective::MofError);

}; // end of interface BaseClass

interface Base : BaseClass {
long attr1() raises (::Reflective::MofError);

}; // end of interface Base
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interface DerivedClass : BaseClass {
readonly attribute DerivedUList all_of_type_derived;
readonly attribute DerivedUList all_of_class_derived;

Trivial create_derived(in long attr1, in char attr2)
raises (::Reflective::MofError);

}; // end of interface DerivedClass

interface Derived : DerivedClass, Base {
char attr2() raises (::Reflective::MofError);

}; // end of interface Derived
...

Comparison of the above IDL with the IDL from earlier examples reveals the
following important differences:

• The class proxy interface for “Derived” (i.e. “DerivedClass”)
inherits from the class proxy interface for “Base” (i.e. “BaseClass”). A
class proxy object for “Derived” can create “Base” instance objects. (This
is not always the case; see the section on Package composition.)

• The instance interface “Derived” inherits from the instance interface
“Base” as well as its class proxy interface. This means that a “Derived”
object can legally be passed wherever a “Base” instance is expected.

• The “create_derived” operation takes two initial value parameters,
one for “attr1” and one for “attr2”.

Figure 9 shows the IDL inheritance graph that arises from Class subtyping in
a meta-model. The “ladder” inheritance pattern is quite typical.

Figure 9: IDL Inheritance Graph for Subtyped Classes

Reflective::RefBaseObject

Reflective::RefObject

Base

BaseClass

Derived

DerivedClass
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The presence of Class inheritance makes the previously defined semantics
the “all_of_class_*” and “all_of_type_*” attributes meaningful. In the
previous example:

• “all_of_class_base” returns all objects whose most derived interface
type is “Base”; i.e. all objects created using the “create_base” operation

• “all_of_class_derived” returns all objects whose most derived
interface type is “Derived”; i.e. all objects created using the
“create_derived” operation.

• “all_of_type_base” returns all objects that are type compatible with
the interface type “Base”. This includes “Base” instances, “Derived”
instances and any instances of other subtypes of “Base”.

• “all_of_type_derived” returns all objects that are type compatible
with the interface type “Derived”; i.e. all objects created using the
“create_derived” operation, and any others created by factories for
subclasses of “Derived”.

A Class can be declared to have multiple superclasses and multiple
subclasses. If a Class has multiple superclasses, it inherits features (e.g. me
model Attributes) from all of them. If a class “X” is declared with a superclass
“Y” which has a superclass of its own (say “Z”), the “X” is an indirect
subclass of “Z”, and inherits its features. However, if a Class inherits from
another Class by more than one route, it only acquires one copy of each
feature.

Here is an illustrative MODL example of multiple inheritance:
...
class C1 {

attribute long a1;
};

class C2 : C1 {
attribute long a2;

};

class C3 : C1 {
attribute long a3;

};

class C4 : C3, C2 {
attribute long a4;

};
...

In the above example, “C4” is a subclass of “C2” and “C3” and these are both
subclasses of “C1”. However, since “C4” inherits “C1” features by two
different routes, it only gets one copy of each. The inheritance graph for th
example is shown in Figure 10,.
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The various relationships between the Classes and subClasses are shown
Table 11.

Class inheritance in MOF meta-models has a couple of important restriction
that you need to be aware of:

• Inheritance may not be cyclic. In other words, if a Class “X” is a
direct or indirect subclass of “Y”, then “Y” is not allowed to be a direct or
indirect subclass of “X”.

• A Class may not declare a feature with the same name as a feature o
one of its direct or indirect superclasses. In other words, feature overriding
is not allowed; see Figure 12.

• A Class may not inherit from two (or more) Classes that declare or
inherit different features with the same name; see Figure 12. This does no
apply to the “diamond inheritance” pattern when a feature is inherited via
two or more routes.

5.1.6 Abstract Classes

In complex meta-models, it is often a good idea to use superclasses to abstra
out the common properties of a group of Classes. For example, in the MOF
Model, the “Namespace” Class abstracts the properties of Classes whose

Clas
s

Declared
Superclasses

All
Superclasses

Declared
Features

All
Features

C1 - - a1 a1

C2 C1 C1 a2 a1, a2

C3 C1 C1 a3 a1, a3

C4 C2, C3 C1, C2, C3 a4 a1, a2, a3, a4

Table 11: Relationships between Classes and subClasses

Figure 10: Multiple Inheritance of Classes

C1

C2 C3

C4
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instances are containers, and “TypedElement” abstracts the properties of
Classes whose instances have a value with a type.

When a Class is defined for this purpose, it generally makes no sense for
metadata nodes to exist that are instances of the Class. To accommodate th
the MOF allows meta-model Classes to be declared as “abstract”. This is ho
this is expressed in MODL:

abstract class Base2 {
readonly attribute long attr1;

};

class Derived2 : Base2 {
readonly attribute char attr2;

};
...

The IDL that is generated for the above MODL is as follows:
...
interface Base2;
typedef sequence < Base2 > Base2UList;
interface Derived2;
typedef sequence < Derived2 > Derived2UList;
...
interface Base2Class : ::Reflective::RefObject {

readonly attribute Base2UList all_of_type_base2;
}; // end of interface Base2Class

// abstract interface
interface Base2 : Base2Class {

long attr1() raises (::Reflective::MofError);
}; // end of interface Base2

C1

a1 : long

C3

C1

a1 : long

C2

a1 : long

C3C2

C4Illegal inheritance

C1

a1 : long

C2

a1 : long

Illegal override

Legal inheritance:

Figure 12: Class inheritance restrictions

“Diamond rule”
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interface Derived2Class : Base2Class {
readonly attribute Derived2UList all_of_type_derived2;
readonly attribute Derived2UList all_of_class_derived2;

Trivial create_derived2(in long attr1, in char attr2)
raises (::Reflective::MofError);

}; // end of interface Derived2Class

interface Derived2 : Derived2Class, Base2 {
char attr2() raises (::Reflective::MofError);

}; // end of interface Derived2
...

If you compare the IDL for this example with previous example, you will
notice that declaring “Base2” as abstract causes the “all_of_class_base2”
attribute and the “create_base2” factory operation to be suppressed. It also
disables the creation of “Base2” instance objects through the Reflective
interfaces. Note that while the IDL interface “Base2” still exists no instances
of it will ever be created.

5.1.7 Singleton Classes

It is occasionally useful to declare a Class with the implicit constraint that
only instance can exist; i.e. that the Class is a “singleton”. For instance one
might meta-model CORBA primitive data types as follows:

...
abstract class IdlPrimitiveType : IdlType {};

singleton class IdlBoolean : IdlPrimitiveType {};

singleton class IdlChar : IdlPrimitiveType {};
...

Declaring a Class as a singleton does not alter the generated IDL. Instead
means that only one instance of (for example) the “IdlBoolean” Class may
ever be created. If the corresponding “create_*” factory operation is called a
second time, it will throw “::Reflective::MofError”.

5.1.8 Forward Declared Classes

As a general rule, the MOF Model requires that the elements of a meta-mode
are defined before they are used. (Strictly speaking, the MOF Model prohibits
most circular declarations.) However, there are two case in which a MOF
meta-model is allowed to contain circular declarations:

• a Class is allowed to circularly depend on a DataType, and

• a Class is allowed to circularly depend on itself.
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special support. Simple self references are not a problem; e.g.

...
class Circ {

attribute Circ another;
};
...

This example shows that the identifier for a Class (e.g. Circ”) is available for
use within the Classes own declaration. However, sometimes the only way t
express a circular reference is to forward declare a Class as shown in the
following MODL::

...
class Circ2; // forward declaration

class Circ2Base {
readonly attribute Circ2 another;
void op (in Circ2 new_circ2);
struct MyStruct {

Circ2 xxx;
};

};

class Circ2 : Circ2Base {
...

};
...

This second example shows that a forward declared Class identifier (e.g.
“Circ2”) can be used to denote the type of a Class in a variety of ways.
However, MODL places a couple of restrictions on forward declarations:

• Only Classes can be forward declared in MODL.

• The full declaration of a forward declared identifier must appear
before the enclosing scope is exited.

• A forward declared identifier cannot be used to denote a supertype
until after the corresponding full declaration.

The last two restrictions are designed to eliminate some kinds of illegal
circular dependency.

5.1.9 Derived Attributes

Regular attributes in a MOF meta-model define value holding slots that
belong either to individual metadata node instances or to the collection as 
whole. The state of these attributes (i.e. the values in the slots) are access
and updated using get and set operations.
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It can also be useful to declare Classes that have Attributes whose values a
computed on the fly from other state. For example, one might want to define
an Attribute whose value is a count of the number of times another attribut
has been accessed. The MOF Model provides form of Attribute known as th
“derived” Attribute for this purpose. The following example shows how a
derived Attribute is declared in MODL:

...
class Simple3 {

attribute long value;

// Average gives the average of all Simple3
// value attributes.
static derived attribute long average;

};
...

The IDL for a derived Attribute is almost the same as the IDL for a regular
attribute. The only difference is that derived attributes require no initialization
parameters in the corresponding factory operations.

There are two key problems with derived Attributes:

• The OMG MOF specification offers no standard way to define how
they behave. In the example above, it is not possible for the meta-model t
formally specify how values of the “average” attribute should be
computed.

• Updateable derived Attributes suffer from the classical database
“view update” problem. For example, while you can easily calculate and
return the average of the “value” attribute values, there could be many
possible ways to update it. (In this case, since it is not meaningful to updat
an average, the best solution is to declare the Attribute as “readonly
derived”.)

The dMOF moflet generator requires the you to provide Java implementation
of the get and set methods for all derived attributes in a meta-model. This
topic is covered in a later chapter.

Derived attributes should be used sparingly, and only after fully working out
their intended semantics and considering the problems of implementing them
Bear in mind that values of derived attributes are not transmitted by XMI.

5.1.10User-defined Operations

While, derived attributes allow the meta-modeller to define hooks for
invoking non-standard behaviour on metadata nodes, the “get” / “set”
paradigm is often unsuitable. As an alternative, the MOF Model provides a
more general purpose Operation construct. The following MODL example
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shows operations with various kinds of parameters. Note: this example is no
indicative of good meta-modelling style!

...
class Counter {

readonly attribute unsigned long count;

void reset();
void increment(in unsigned long by);

void set_to_value_of(in Counter source);

string format_it(in unsigned long base,
out unsigned long digits_used);

static void reset_all();
};

The example shows the following:

• Operations can be declared to take any number of parameters.

• The type of an Operation parameter can be a Class (e.g. “Counter” in
“set_to_value_of”) or a DataType (e.g. “unsigned long”).

• Parameters can have a direction of “in”, “out” or “inout” with
semantics that are similar to those of IDL.

• Operations can return a result (e.g. “format_it” returns a “string”) or
no result as indicated by the “void” keyword.

• Operations can be either “instance level” or “classifier level” as
indicated by the “static” keyword.

Instance and classifier level operations are inherited by any subtypes of a
Class in the same way as instance and class level Attributes. Overloaded
operations, i.e. operations with the same name and different parameter or
result types, are not allowed.

The IDL generated for the above is as follows:
...
interface CounterClass : ::Reflective::RefObject {

...
void reset_all();

Counter create_counter(in unsigned long count)
raises (::Reflective::MofError);

};

interface Counter : CounterClass {
unsigned long count()

raises (::Reflective::MofError);

void reset()
raises (::Reflective::MofError);
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void increment(in unsigned long by)
raises (::Reflective::MofError);

void set_to_value_of(in Counter source)
raises (::Reflective::MofError);

string format_it(in unsigned long base,
out unsigned long digits_used)

raises (::Reflective::MofError);
};

The mapping of MODL Operations to IDL operations shown above is almost
a direct copy. However, there are two important differences:

• The classifier-level Operation in the MODL (i.e. “reset_all”) is
mapped onto an IDL operation in the class proxy interface (i.e.
“CounterClass”).

• All of the IDL operations that correspond to an Operation in the
meta-model are declared as raising the MofError exception. In the exampl
above, this allows the Operation implementation to signal constraint
errors, internal errors and so on.

Operations suffer from one of the key problems of derived Attributes; i.e.
there is no standard way to specify an Operation’s behaviour. As with derived
Attributes, the dMOF moflet generator requires you to provide a Java
implementation for any Operations in a meta-model. This is covered in a late
chapter.

The MOF Model allows you specify that an Operation is a “query”; i.e. that
calling it has no side-effects. This is expressed in MODL using the query
keyword; e.g.

...
query string format_it(...);
...

Specifying an Operation as a “query” has no effect on the generated IDL for
the operation. It is completely up to the implementor to ensure that this
property holds.

User defined Operations should be used sparingly, and then only after
carefully considering the problems of implementing them.

5.1.11User-defined Exceptions

The previous section failed to mention that an Operation can declared as
raising user-defined Exceptions in addition to the standard MofError. The
MODL syntax is similar to CORBA IDL; e.g.

class Namespace {
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exception Missing {
string reason;

};

Element lookup_by_name(in string name)
raises (Missing);

};

In the above, the “Missing” Exception is defined as having a single valued
string parameter called “reason”. The “lookup_by_name” declaration shows
how you define an Operation that raises a user-defined Exception. The IDL
generated for the Class above looks like the following:

...
interface NamespaceClass : ::Reflective::RefObject {

...
exception Missing {

string reason;
};
...

};

interface Namespace : NamespaceClass {
Element lookup_by_name(in string name)
raises (Missing, ::Reflective::MofError);

};
...

Notice that when a meta-model declares an Exception inside a Class, the
corresponding IDL exception declaration appears inside the Classes class
proxy interface rather than its instance interface. This makes allowance for
“static” Operations that raise Exceptions, either in the Class or in a subtype o
the Class. (By contrast, when an Exception is declared inside a Package - s
Section 5.5 - the IDL exception appears inside the module for the Package

Note: a meta-model cannot declare an Operation that raises an exception
declared in the Reflective module (e.g. NotFound or BadPosition) or in some
external IDL file.

5.2 Associations

This section introduces the second of the two most important MOF meta-
modelling constructs. Where a Class defines the type of a MOF metadata
node, an Association defined the type of a link between pairs of metadata
nodes.

5.2.1 Simple Associations

The following MODL shows the simplest form of Association between two
Classes1:

...
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class C1 {...};

class C2 {...};

association A1 {
end C1 the_c1;
end C2 the_c2;

};
...

The above MODL declares an Association “A1” which defines a type for
metadata links between “C1” and “C2” instances. The Association has two
Association Ends called “the_c1” and “the_c2” whose types are declared a
“C1” and C2” respectively. This corresponds to the UML in Figure 13.

The IDL generated for the above Association is as follows:
...
struct A1Link {

C1 the_c1;
C2 the_c2;

};
typedef sequence < A1Link > A1LinkSet;

interface A1 : Reflective::RefAssociation {
A1LinkSet all_a1_links()

raises (Reflective::MofError);

boolean exists(in C1 the_c1, in C2 the_c2)
raises (Reflective::MofError);

C1Set the_c1(in C2 the_c2)
raises (Reflective::MofError);

C2Set the_c2(in C1 the_c1)
raises (Reflective::MofError);

void add(in C1 the_c1, in C2 the_c2)
raises (Reflective::MofError);

void modify_the_c1(in C1 the_C1, in C2 the_c2, in C1 new_the_c1)
raises (Reflective::NotFound, Reflective::MofError);

void modify_the_c2(in C1 the_C1, in C2 the_c2, in C2 new_the_c2)
raises (Reflective::NotFound, Reflective::MofError);

void remove(in C1 the_C1, in C2 the_c2)
raises (Reflective::NotFound, Reflective::MofError);

1. Readers who are familiar with previous versions of the MODL language should note that MODL
now uses the keyword “end” instead of “role” to introduce an AssociationEnd.

C1 C2A1

the_c1 the_c2

Figure 13: A Simple Association
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};
...

The generated IDL for an Association consists of IDL data type declarations
for the Association link type (“A1Link”) and for a set of links (“A1LinkSet”)
followed by an interface type declaration (“A1”) for the CORBA association
object that manages the instances of the link type in an extent.

As the example shows, the IDL type for a metadata link is a data type not a
interface. In the MOF conceptual model of metadata, links do not have objec
identity. Instead a link can be uniquely identified by denoting the metadata
nodes at each end of the link; e.g. using the “A1Link” struct type in the sample
above.

The “A1” interface type is the type of an association object; i.e. an object tha
manages the links belonging to an extent. (Strictly speaking, an associatio
object is not an “instance” of an M2 level Association: that epithet is applies
to links rather than the link manager object.) One association object exists t
manage the links for a given Association in a given package extent. The MO
does not allow you to create association objects directly. Rather they are
created along with the package object that manages the package extent.

The IDL interface of an association object typically provides three kinds of
operations for querying the link set. In this example:

• “all_a1_links” returns the set of all links for the Association,

• “exists” returns true if there is a link exists between a given pair of
metadata nodes, and

• “the_c1” and “the_c2” return the (possibly empty) set of metadata
nodes that are linked to a given C2 or C1 instance respectively.

Note that these operations perform the corresponding query over the set o
links managed by the association object; i.e. the links in the extent.

The query operations can all raise the MofError exception. For
“all_a1_links”, this allows internal errors to be reported. In the other two
cases, it also allows the operations to report invalid parameters; e.g.
parameters that are nil object references, or references to inaccessible or
deleted instance objects. Other error conditions may be reported if the
Associations are more complex.

All MOF Associations have an implicit uniqueness constraint. The link set
managed by an association object is a strict set; i.e. it cannot contain more
than one link between a given (ordered) pair of metadata nodes. Thus, the
can be no duplicate links in the set returned by “all_a1_links”, and there can
be no duplicates in the sets of instances returned by “the_c1” and “the_c2”
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The IDL interface of an association object typically provides three kinds of
operations for updating the link set. In this example:

• “add” creates a link between a given pair of metadata nodes,

• “modify_the_c1” and “modify_the_c2” alter an existing link to point
one or other end at a different metadata node, and

• “remove” explicitly removes a link.

As before, these operations can raise the MofError exception to report a
variety of error conditions. In this case, the list is limited to the following:

• parameters that are nil object references, or references to non-
existent or inaccessible objects,

• parameters that would result in creation of duplicate links, and

• internal errors.

The “modify_*” and “remove” operations can also raise NotFound to signal
that the link to be modified or removed does not exist.

It is also possible to define an Association that has the same Class at both en
as shown in the following MODL example:

...
class Type {...};

association IsSubtypeOf {
end Type the_type;
end Type supertype;

};
...

The corresponding UML for the above is given in Figure 14. This example
allows a “Type” instance to be connected to other “Type” instances,
(including itself) by a number of “IsSubtypeOf” links. Note however that the
links are directed. Thus if “t1” and “t2” denote different “Type” instances, the
link that represents “t1 IsSubtypeOf t2” is distinct from the link that
represents “t2 IsSubtypeOf t1”, and has a different meaning as well.:

The IDL for an association object inherits from Reflective::RefAssociation.
This provides alternative “generic” forms of query and update operations

Type

Figure 14: A Circular Association

IsSubtypeOf

supertype

the_type
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described above as well as utility operations for meta-object identity and s
on that are inherited from Reflective::RefBaseObject.

5.2.2 Instance Object Equality

We mentioned above that various operations need to check for duplicate
links; i.e. links that have the same instances at both ends as some other lin
In practice, we must also deal with the problem that CORBA does not provide
a standard way to compare objects. (To be precise, a CORBA ORB canno
always tell you if two non-identical object references point to the same objec
or to two different objects.)

The MOF addresses this problem by providing its own meta-object identity
mechanism. The Reflective::RefBaseObject interface (which is inherited by
all meta-object interfaces) defines the following operations:

module Reflective {
...
interface RefBaseObject {

...
string ref_mof_id();
...
boolean ref_itself(in RefBaseObject other_object)

raises (MofError);
...

};
};

The “ref_mof_id” returns a “mof_id” string that provides a “Universally
Unique IDentifier” or UUID for the meta-object. A meta-object’s “mof_id”
has the properties that:

• it never changes for the lifetime of the meta-object, and

• it is never (re-)used as the “mof_id” of a (logically) different meta-
object.

This means that you can definitively tell that two meta-object references
denote the same meta-object (logically speaking) by retrieving and comparin
their “mof_id” values. The “ref_itself” operation provides another way to
perform the same test.

5.2.3 Association Multiplicity

The Associations in the previous examples allowed one metadata node to b
linked to any number of other metadata nodes of the appropriate type. The
MOF Model also allows you to place lower and upper bounds on an
Association’s multiplicity; i.e. the number of links of a given type that a
metadata node may have. The following MODL example shows how you
specify multiplicity constraints on an Association:

...
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class C1 {...};
class C2 {...};

association A1 {
end set [1..1] of C1 a1_end1;
end set [0..4] of C2 a1_end2;

};

association A2 {
end set [1..*] of C1 a2_end1;
end set [0..1] of C2 a2_end2;

};
...

Note that we have inserted a number of multiplicity constraints of the form
“set [x..y] of” after the “end” keyword. In this context “x” is a non-negative
number that defines a lower bound, and “y” is a positive number that defines
a finite upper bound or a “*” that indicates that there is no upper bound.

A multiplicity constraint on one end of an Association places bounds on the
number of objects that can be linked to a single metadata node at the othe
end. In the above example, “A1” links can connect one “C1” instance to
between zero and four “C2” instances, but each “C2” instance must be linked
to exactly one “C1” instance. Similarly, “A2” links can connect one “C1”
instance to zero or one “C2” instance, and each “C2” instance must be
connected to at least one “C1” instance.

A multiplicity constraint to an Association only restricts links that are
instances of that Association. Thus in the context of the above example, a
“C1” instance could simultaneously have four “A1” links and one “A2” link.

Placing multiplicity constraints on an AssociationEnd can change the IDL
that is generated. In particular, if an AssociationEnd has multiplicity of [0..1]
or [1..1], the return type for the one parameter query operation is a Class typ
rather than a collection type1. For example, compare the generated operations
“a1_end1” and “a1_end2” for “A1”:

...
interface A1 : Reflective::RefAssociation {

...
C1 a1_end1(in C2 a1_end2)

raises (Reflective::MofError);

C2Set a1_end2(in C1 a1_end1)
raises (Reflective::MofError);

...
};

1. This is a minor deviation from the MOF 1.3 spec, which says that the return type in the [0..1] case
should be a Bag type. However, it is anticipated that the MOF 1.4 RTF, will change the MOF to IDL
mapping to behave as above, so we think there is no point infixing this “bug” in dMOF.
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Note: In the [0..1] case, the operation may return null, indicating that no link
exists. In the [1..1] case, the operation will return a non-null object, or it will
throw an “underflow” MofError. The exception is thrown in the latter case
because the absence of the link means that the metadata is structurally inva

Placing multiplicity constraints on an Association End also changes the
runtime error checking performed by update operations on the association
object:

• The “add” operation must check that adding a new link does not
cause the number of links connected to an instance object to “overflow” the
prescribed upper bounds.

• The “remove” operation must check that removing a link does not
cause the number of links connected to an instance object to fall below th
prescribed lower bound. If it does, MofError is used to signal “underflow”.

• The “modify” operations must check that modifying a link does not
cause a link count to go outside of the prescribed bounds. If it does,
MofError is used to signal “underflow” or “overflow” as appropriate.

This checking cannot ensure that a reference’s multiplicity constraints are
always satisfied. For instance, in the previous example an instance of “C2” i
created, it will not be linked to any “C1” instances by “A1” or “A2” links. The
lower bounds constraints defined the “a1_end1” and “a2_end1” ends is no
satisfied until some links are created.

One consequence is that the one parameter query operations (e.g. “a1_end
and “a1_end2”) need to work when in the presence of underflows. When th
result type of the operation is a collection type (e.g. “a1_end2”), the returned
value may contain fewer elements than the lower bound. When the result typ
is not a collection type (e.g. “a1_end1”) the MofError exception is used to
signal “underflow”.

Finally, it should be noted that the MODL language syntax has shorthand fo
expressing some of the more common multiplicities:

• “end set [0..*] of C1 e1” can also be written as “end C1 e1”.

• “end set [0..1] of C1 e1” can also be written as “end optional C1 e1”.

• “end set [1..1] of C1 e1” can also be written as “end single C1 e1”.

5.2.4 Ordered Associations

In the previous Association examples, the order of the links in a link sets had
no semantics. While some operations on association objects returned links
instances as sequences, there was no formal relationship between the orde
the sequence contents and the abstract metadata.
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In cases where the ordering of elements matters, the MOF Model allows yo
to define an Association to have ordering semantics. For example:

...
class C1 {...};

class C2 {...};

association OrderedAssoc {
end ordered set [0..*] C1 end1;
end C2 end2;

};
...

When an Association End is declared to be ordered (e.g. “end1” above) th
order of the links is assumed to have some semantic significance. For any
instance of “C2”, the “C1” instances linked to it by “OrderedAssoc” links
form an ordered set. The order of the elements (“C1” instances) in this set i
fully determined by the way that the client created the links.

The following points should be noted:

• Declaring an Association as ordered doesnot imply that the links are
sorted on any particular key. It simply means that the information model
for the metadata preserves ordering information that is implicit in the way
that the client created the links.

• The MOF Model doesnot allow both ends of an Association to be
declared as ordered.

• The links in a link set for an ordered Association are partially ordered
not fully ordered. In the above example, there is no order between links
involving different “C2” instances.

The IDL generated for the “OrderedAssoc” example above is as follows:
...
struct OrderedAssocLink {

C1 end1;
C2 end2;

};
typedef sequence < OrderedAssocLink > OrderedAssocLinkSet;

interface OrderedAssoc : Reflective::RefAssociation {
OrderedAssocLinkSet all_ordered_assoc_links()

raises (Reflective::MofError);

boolean exists(in C1 end1, in C2 end2)
raises (Reflective::MofError);

C1UList end1(in C2 end2)
raises (Reflective::MofError);

C2Set end2(in C1 end1)
raises (Reflective::MofError);
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void add(in C1 end1, in C2 end2)
raises (Reflective::MofError);

void add_before_end1(in C1 end1, in C2 end2, in C1 before)
raises (Reflective::NotFound, Reflective::MofError);

void modify_end1(in C1 end1, in C2 end2, in C1 new_end1)
raises (Reflective::NotFound, Reflective::MofError);

void modify_end2(in C1 end1, in C2 end2, in C2 new_end2)
raises (Reflective::NotFound, Reflective::MofError);

void remove(in C1 end1, in C2 end2)
raises (Reflective::NotFound, Reflective::MofError);

};
...

There are three substantive differences between the IDL above and the ID
for an unordered Association:

• The single parameter query operation for the ordered
AssociationEnd (e.g. “end1” in the above) now returns a collection type
whose name has the suffix “UList” rather than “Set”. This indicates that
the result is a “unique list” or “ordered set”. The underlying IDL type is a
sequence type in both cases, but in this case, the client can make
assumptions about the order of the sequence elements.

• The ordered end has “add_before_*” operation (e.g.
“add_before_end1” in the above). This operation lets a client create a link
to appear immediately before an existing link; i.e. the link denoted by the
pair “<before, end2>”. If there is no such link, the operation raises the
“NotFound” exception.

• The semantics of the “add” operation are refined so that it creates th
new link to appear after any pre-existing links that involve the “C2”
instance “end2”.

While ordered Associations are clearly useful, they increase the size of the
generated IDL. In metadata repositories generated using the dMOF tools,
update operations on ordered association objects are substantially slower
than for their unordered counterparts. You should declare an Association as
ordered only when ordering of links is really necessary.

5.2.5 Composite Associations

Following the example of UML, the MOF Model allows a meta-model to
ascribe “aggregation” properties to an Association. While the OMG MOF
specification defines three kinds of aggregation only “composite” and “none”
are currently useful. (The third one - “shared” - only differs from “none” when
meta-objects are copied. Since the IDL mapping does not define any copy
operations, the distinction between “shared” and “none” is immaterial.)
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An Association declared in MODL has aggregation semantics of “none” by
default. To declare the Association to have “composite” semantics, you mus
add the “composite” keyword in front of the “end” keyword for one of the
Association Ends. For example:

...
class File {...};
class Folder {...};

association Contains {
composite end optional Folder container;
end set [0..*] of File content;

};
...

The Association defined by the MODL above can be expressed in UML
notation as shown in Figure 15.

When a Class occupies the “composite” end of an composite Association, it
instances are logically “composed of” instances of the Class at the other (i.e
component) end. Thus in the example above, a “Folder” instance may be
composed of a number of “File” instances. Conversely, a “File” instance may
be a component of a “Folder” instance.

The conceptual “composed of” / “component of” semantics of a composite
Association are reflected in structural constraints on Class instances and the
corresponding meta-objects. In particular,

• an instance can only be a component of one other instance,

• an instance can never be directly or indirectly composed of itself.

These restrictions are illustrated in Figure 16. The net on the left shows that
composite node may be composed of multiple component nodes, where som
of the components may themselves be composites.The net in the centre sho
that a node cannot be a component of multiple composites. The net on the
right shows that a composite cannot be a component of itself.

The runtime restrictions on composites apply across multiple Classes relate
by multiple composite Associations. Suppose that a meta-model contains tw

Folder

File

Contains

container

Figure 15: A Composite Association

0..1

0..*

contents
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or more composite Associations which use a given Class as the type of the
“component” end of the Association. In this case, only one link can make a
given instance of the Class a component of some other instance.

The MOF 1.3 specification also allows you to define composite Associations
and the MODL language and compiler now supports this. However the mofle
generator in dMOF 1.1 does not support the semantic checks and deletion
semantics described below.

Declaring an Association as composite does not alter the IDL generated fo
the association object. What is does is to alter the semantics of the associati
object operations that create and modify links. In addition to checking for
duplicate links and (possibly) multiplicity overflow or underflow, the “add”,
“add_before_*” and “modify_*” operations check:

• that the instance at the component end of the link is not already a
direct component of some other instance, and

• that the instance at the component end is not already directly or
indirectly composed of the instance at the composite end.

In each case, the MofError exception is used to report the error.

The semantics of composite Associations also differs from ordinary
Associations in two other respects:

• A link in a composite Association may not connect instances in
different extents; see Section 5.5.4.

• When an instance is linked to another via composite Association, i
has different delete semantics; see Section 6.5.3.

Figure 16: Restrictions on Composite Relationships

f1: Folder f5: Folder

f2: Folder

x2: File

x1: File

x3: File

f6: Folder

f7: Folder

f3: Folder f4: Folder

x4: File

legal illegal illegal
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5.2.6 Derived Associations

As we saw earlier, the MOF Model allows you to define derived Attributes
whose value is not stored but is computed on the fly from other metadata. Th
MOF Model also allows you to define an a derived Association whose links
are computed. The following MODL example shows how you declare a
derived Association:

...
class Element {...};
...
// other associations involving Element
...

derived association DependsOn {
end Element defining_element;
end Element dependent_element;

};
...

The implied semantics of the above example are that you can test whether on
“Element” instance depends on another instance by performing a computatio
based on the links in other Associations in the meta-model.

Declaring an Association to be derived has no impact on the IDL generate
by the IDL mapping. However, the meaning of the operations changes. Rathe
than accessing a set of stored links, the query operations use some unspecif
computation based on other state to produce their results. Similarly, the
update operations cause other state to be updated.

Derived Associations have similar problems to derived Attributes:

• The MOF Model provides no standard way to specify the
computations that should be performed.

• The semantics of update operations are often questionable due to th
“view update” problem. (One possible solution is given below.)

As with derived Attributes, the dMOF moflet generator requires you to
provide Java implementations of the operations for all derived Associations
in a meta-model. This topic is covered in a later chapter.

Derived Associations should be used sparingly, and then only after fully
working out their intended semantics and considering the problems of
implementing them. Note that the links in a derived Association are not
transmitted by XMI.
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5.2.7 AssociationEnd Changeability and Navigability

The way to get around the “view update” problem with derived Associations
(see above) is to suppress the generation of problematical update operation
One way to do this is to change the “changeability” and / or “navigability”
properties of either or both of the Association’s Association Ends.

By default, the Association Ends of an Association both changeable and
navigable. Changing these properties has the following effects on the IDL
produced by the IDL mapping:

• Declaring an Association End as “readonly” suppresses the
following:

• the “add” operation,
• both “add_before_*” operations,
• the “modify” operation for the “readonly” end.
• the “remove” operation.

• Declaring an Association End as “unnavigable” suppresses the
following:

• the one parameter query operation that returns instances at the unnavig
end of links,

• the “add_before_*” operation for the unnavigable end, and
• the “modify_*” operation for the unnavigable end.

Declaring an Association End as unnavigable also prevents you from
declaring References for navigating to instances at that end of the
Association; see Section 5.4.5.

The changeability of an Association End is overridden in MODL by inserting
the “readonly” keyword before “end” as follows:

...
derived association DependsOn {

readonly end Element defining_element;
readonly end Element dependent_element;

};

The effect in this case will be to eliminate all link creation, modification and
removal operations from the DependsOn interface.

The MODL language in dMOF 1.1 does not allow you to declare an
Association End to be unnavigable.

It is recommended that you only declare Association Ends to be readonly o
non-navigable when their parent Association is derived. If youdo use these
features with a non-derived Association, you need to be careful not to declar
an Association for which the generated IDL does not provide any way to
create links!
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5.3.1 Primitive Types

The MOF Model supports the full repertoire of primitive data types in
CORBA 2.0 IDL apart from the deprecated “Principal” type.

With one exception, the MODL syntax for primitive MOF data types is
identical to the CORBA IDL syntax. The following MODL sample shows
them used as the return types in Operation declarations:

...
boolean op1();
char op2();
octet op3();
unsigned short op4();
short op5();
unsigned long op6();
long op7();
float op8();
double op9();
any op10();
TypeCode op11();
...

Notice that unlike CORBA IDL, the keyword for the “TypeCode” type should
not be qualified by the module name “CORBA” in MODL.

The “any” and “TypeCode” MOF data types should be used sparingly, and
only after careful consideration of the alternatives: In particular, these types
can be problematical if there is a requirement to exchange metadata with
non-CORBA environments.

The MODL syntax also supports “string” and “Object” as built-in types with
the same syntax as CORBA IDL:

...
string op13();
Object op14();
...

5.3.2 Enum, Struct and Union Types

The MOF Model supports “enum”, “struct” and “union” data types that are
analogous to the their counterparts in the CORBA type system. The MODL
syntax for these data types is identical to the CORBA IDL syntax; e.g.

...
enum Colour {blue, green, red};

struct ColourPixel {
unsigned short blue_value;
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unsigned short green_value;
unsigned short red_value;

};

union Pixel switch (boolean) {
case true: ColourPixel coloured;
case false: unsigned short greyscale;

};
...

For more details on these types, refer to the CORBA Core specification or to
a textbook on CORBA IDL.

The IDL that is generated for MOF “enum”, “struct” and “union” declarations
is identical to declarations in the original MODL. The IDL mapping doesnot
name mangle the names of data types or their component members.

Both CORBA IDL and the MODL language allow you to nest data type
declarations inside others. For example:

struct Line {
struct Point {

long x;
long y;

} ends[2];
Pixel colour;

};

There is however an important restriction on the use of nested data types 
MODL. A nested data type (such as “Point” above) does not define a MOF
DataType, and hence cannot be used as the base type of an Attribute or
Parameter.

Recursive data types may be defined in CORBA IDL using embedded
sequence types, and the MOF Model allows this.However, the MODL
language in dMOF 1.1 does not support this. Besides, it is probably a bad
idea to use recursive data types in a meta-model.

While “enum”, “struct” and “union” data types are clearly valuable in
defining meta-models, it is bad meta-modelling style to over-use them. Whe
you meta-model a metadata type as a DataType rather than a Class, you
automatically lose the ability to:

• extend and subtype the type using Class inheritance,

• define Associations that involve the type, and

• treat instances of the type as objects; i.e. values with object identity
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5.3.3 Typedefs

The MOF Model supports “typedef” data types that are analogous to CORBA
IDL “typedefs”. The MODL syntax for a “typedef” is the same as the IDL
syntax; e.g.

...
typedef unsigned short GrayScalePixel;

typedef Colour Color; // for y’all americans
...

A “typedef” defines an alias for another MOF data type with the same
semantics as an IDL “typedef”. They are typically used

• to informally associate some additional meaning to a data type, or

• to define a name for an otherwise anonymous constructed type.

The IDL mapping translates a MOF “typedef” directly into an IDL “typedef”.

5.3.4 Sequences, Arrays and Strings

The MOF Model supports “sequence”, “array” and “string” template data
types that are analogous to the CORBA IDL counterparts. Unlike CORBA
IDL, the MODL language requires all sequence, array and string types to b
declared using a “typedef”; e.g.

...
typedef long LongArray[20];
typedef sequence < long > UnboundedLongSeq;
typedef sequence < long, 20 > BoundedLongSeq;
typedef string < 20 > BoundedString;
...

While CORBA IDL allows you to define anonymous sequence, array and
string types, these are not allowed by the MOF Model.

5.3.5 External DataTypes

The MOF Model allows a meta-model to make use of IDL types that are
defined in a regular CORBA IDL file. To use an external type in MODL, you
must first introduce the fully qualified name for the type as follows:

...
external ::SomeModule::SomeInterface;
external ::SomeModule::SomeDataType;
...

You may then use the names anywhere that a native MOF data type may 
used; e.g.

...
class UseExt {
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attribute ::SomeModule::SomeDataType attr1;
attribute ::SomeModule::SomeInterface attr2;

};
...

The dMOF MODL compiler expects to find the declarations for any external
types in the local CORBA Interface Repository. Typically you will define
them in CORBA IDL and use an ORB specific tool to load the IDL definitions
into the Interface Repository.

External data types should be used sparingly. One problem that they prese
is that they may make a MOF meta-model dependent on a type declaratio
that is not formally part of any meta-model. This may present problems whe
you come to interchange meta-models.

5.3.6 DataTypes in Future MOF Revisions.

It is fair to say that there are significant problems with the way that the MOF
currently handles data types. The root of these problems was the decision
directly adopt the CORBA type system. While there were sound technical an
political reasons for this decision at the time, the aim of MOF has shifted from
providing a CORBA specific solution to providing a metadata framework that
transcends the boundaries of communication and representation.

If the MOF is to achieve the goal of technology independence, its support fo
data types in meta-models must go in one of two possible directions; i.e.

• technology specific data typing, or

• technology independent data typing.

In the first alternative, the specification of data types in meta-models would
be made explicitly technology specific. A meta-model would need to define
how each data type is represented in (for example) CORBA, COM and Java
The problem with this approach is that interoperability of metadata become
an issue. How do you convert between CORBA and COM versions of the
same metadata?

In the second alternative, data types would be specified in a technology
neutral fashion and each technology mapping (for CORBA, COM, Java, etc.
would generate representation types for each technology. The problem wit
this approach is that some data types currently supported by the MOF are
difficult to map to other technologies. Many technologies have nothing that
equates to the CORBA “any” and “TypeCode” types. The CORBA “union”
type can also be a problem.

While it is not possible to predict the future direction of data typing in the
MOF specification, it would prudent to try to design meta-models so as to
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minimise the risk of future problems. We recommend that you use data type
sparingly, and that you avoid using “any”, “TypeCode” and “union” types.

5.4 Advanced Features of Classes

This section describes some advanced features of Class declarations that 
skipped in the earlier section on Classes.

5.4.1 Collection Valued Attributes

In the initial description of Classes, we stated that an Attribute defines a slo
for a single value of the type of the Attribute. In practice, the MOF Model
allows an Attribute to be defined with a multiplicity. For example:

...
class AttributeSets {

attribute set [2..4] of char attr1;
attribute set [1..*] of long attr2;
attribute set [0..*] of unsigned short attr3;
attribute set [2..2] of C1 attr4;

};
...

The meaning of the above multiplicity syntax is roughly analogous to that for
multiplicities on Association Ends. The first number inside the square
brackets is a lower bound, and the second number is an upper bound. As
before, an upper bound of “*” means that there is no upper bound. Thus, th
meaning of the above example is as follows:

• the value of the “attr1” attribute is a set of between two and four 8-
bit characters,

• the value of the “attr2” attribute is a set of at least one 32-bit integers

• the value of the “attr3” attribute is an unbounded set of unsigned 16
bit integers, and

• the value of the “attr4” attribute is a set of precisely two C1
instances.

The IDL generated for collection valued Attributes is more complicated than
for the single valued case described previously. Here are some salient
excerpts of the IDL generated for the “AttributeSets” Class above:

...
typedef sequence < char > CharSet;
typedef sequence < long > LongSet;
typedef sequence < unsigned short> UShortSet;
...
typedef sequence < C1 > C1Set;
...
interface AttributeSetsClass : Reflective::RefObject {

...
AttributeSets create_attribute_sets(
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in CharSet attr1,
in LongSet attr2,
in UShortSet attr3,
in C1Set attr4);

}; // end of AttributeSetsClass interface

interface AttributeSets : AttributeSetsClass {
CharSet attr1() raises (Reflective::MofError);
void set_attr1(in CharSet new_value)

raises (Reflective::MofError);
void add_attr1(in char new_element)

raises (Reflective::MofError);
void modify_attr1(

in char old_element, in char new_element)
raises (Reflective::NotFound, Reflective::MofError);

void remove_attr1(in char old_element)
raises (Reflective::NotFound, Reflective::MofError);

// The IDL for the "attr2" and "attr3" attribute ops
// is similar to the IDL for "attr1" above
...

C1Set attr4() raises (Reflective::MofError);
void set_attr4(in C1Set new_value)

raises (Reflective::MofError);
void modify_attr4(

in C1 old_element, in C1 new_element)
raises (Reflective::NotFound, Reflective::MofError);

}; // end of AttributeSets interface
...

The IDL starts with the declaration of some “collection” types for DataTypes
and Classes (e.g. “CharSet”, “LongSet”, “ULongSet” and “C1Set” above).
The IDL mapping generates these types only when they are required. The
collection types for primitive and built-in DataTypes are declared near the
start of the generated IDL. The collection types for meta-model specific
DataTypes and Classes are declared immediately after the introduction of th
corresponding IDL base type.

Looking at the IDL for the class proxy interface (e.g. “AttributeSetsClass”
above), you will notice the instance factory operation
(“create_attribute_sets”) now takes parameters whose types are collection
types. This allows the caller to provide a full initial value for the
corresponding Attributes.

The most significant differences are in the Classes instance interface; e.g.
“AttributeSets”. The Attribute’s “get” and “set” operations respectively
return a collection value and take a collection value as a parameter. Additiona
“add”, “modify” and “remove” operations allow the client to update elements
of the attribute’s collection value. In the case of the “attr1” Attribute, the
operations and their semantics are as follows:
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• The “attr1” operation returns the value of the attribute which is a set
of between two and four characters represented as a “CharSet” sequen

• The “set_attr1” operation sets the value of the attribute to a new se
of characters represented as a “CharSet” sequence. The value of the
parameter sequence will be checked to ensure that it contains between tw
and four characters, and that there are no duplicates. MofError is used t
signal any discrepancies.

• The “add_attr1” operation adds a new element to the current
collection value for “attr1”. The operation checks to ensure that the
“new_element” parameter is not a duplicate of an element of the current
collection value, and that the collection does not contain four elements
already. MofError is used to signal any discrepancies.

• The “modify_attr1” operation replaces one element (“old_element”)
in the current collection value with another element (“new_element”).
NotFound is raised if the “old_element” value is not present in the
collection. MofError is raised if the operation would have inserted a
duplicate element.

• The “remove_attr1” operation removes an element (“old_element”)
from the attribute’s collection value. NotFound is raised if the
“old_element” value is not present. MofError is raised if the attribute’s
collection value has only two elements.

The behaviour of the operations for the “attr2” and “attr3” operations is the
same except that:

• there is no upper bounds checking for either groups of operations,
and

• there is no lower bounds checking for the “attr3” operations.

Unlike “attr1”, “attr2” and “attr3”, there are no “add” or “remove” operations
for the “attr4” Attribute. Since the lower and upper bounds for “attr4” are the
same, any “attr4” collection will always have a full set of elements. Thus any
call to an “add_attr4” operation would fail. We can similarly reason that any
call to a “remove_attr4” operation would also fail.

Finally, the “set” operation and all element-wise update operations are
suppressed if a collection valued Attribute is declared to be “readonly”.

5.4.2 Equality of MOF Values

Most update operations for multi-valued Attributes need to check for
duplicate elements in the attribute’s collection value. Since CORBA IDL does
not define what it means for two values to be equal, the MOF provides its own
definition as follows:

• Instances of MOF Classes are equal if the “ref_mof_id” operation
returns the same “mof_id” for both instances. Nil instance references ar
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equal. Note however that MOF Class instances embedded in “any” or
constructed data types are compared as ordinary CORBA object
references.

• Ordinary CORBA object references are equal if the “_is_equivalent”
operation returns “true”; i.e. if the local ORB can tell that they point to the
same object. (Note: as we mentioned previously, this method of
comparison can give false negatives.) Nil object references are always
equal.

• Values of the types “boolean”, “character”, “octet”, “short”, “long”,
“unsigned short”, “unsigned long”, “float” and “double” are equal if they
can be represented in IDL by the same literal.

• Values of the data type “TypeCode” are equal if the TypeCode
“equal” operation (as defined in CORBA 2.3) would return true.

• Values of the data type “any” are equal if their typecode values are
equal as above, and the embedded values are equal according to these
rules.

• Values of an “enum” data type are equal if they have the same
ordinal.

• Values of “array”, “sequence” or “string” types are equal if they have
the same length, and if the element values are piece wise equal accordin
to these rules.

• Values of a “struct” type are equal if the values of the fields are piece
wise equal according to these rules.

• Values of a “union” type are equal if their discriminator and
discriminated values are respectively equal according to these rules.

5.4.3 Ordered and Non-unique Attributes

The section above introduced Attributes whose values were collections with
the semantics of a set. The MOF Model supports Attributes with three othe
kinds of collection value making a total of four. This is shown by the
following MODL example:

...
class AttributeCollections {

attribute bag [1..*] of char attr1;
attribute set [1..*] of long attr2;
attribute list [1..*] of unsigned short attr3;
attribute ordered set [1..*] of C1 attr4;

};
...

The difference between the four Attribute types can be described in terms o
two properties; i.e. “orderedness” and “uniqueness”. The four kinds of
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Attribute collection types, their properties and the MODL keywords that
introduce them are shown in Figure 17:

The semantics of the four collection types, based on their orderedness and
uniqueness, are as follows:

• A “bag” is a collection of elements in which the order of the elements
is not significant. Duplicate elements are allowed in a bag.

• A “set” is like a “bag” except that it may not contain duplicates.

• A “list” is a collection of elements in which the order of the elements
is significant. Duplicate elements are allowed in a list.

• An “ordered set” or “unique list” is both a “list” in which duplicate
elements are disallowed and a “set” whose elements are ordered.

The last column of Figure 17 gives the suffix used for the IDL collection
typedefs generated for each kind of collection. Thus, the IDL for the previous
example will include the following collection typedefs:

...
typedef sequence < char > CharBag;
typedef sequence < long > LongSet;
typedef sequence < unsigned short > UShortList;
...
typedef sequence < C1 > C1UList;
...

Since these collection types are just sequences as far as the CORBA type
system is concerned, nothing stops a client from building a “set” or “ordered
set” collection value that contains duplicates. However, when such a value i
passed to a MOF metadata repository in a “create_*” or “set_*” operation, the
implementation will check that all elements are unique, as well as checking
that the size of the collection is appropriate.

The choice of properties for a collection valued Attribute impacts
substantially on the generated IDL. The most obvious change is that the
Attribute’s “get” and “set” operations and the parent Classes factory operation

Collection
Type

Ordered Unique MODL
Collection
Type Suffix

Bag No No bag Bag

Set No Yes set Set

List Yes No list List

Ordered Set /
Unique List

Yes Yes ordered set UList

Figure 17: Collection Types and Properties
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have differently typed parameters and/or results. In addition, some propert
combinations cause additional operations supporting element-wise update
be generated.

An “add_*_before” operation is generated for “list” and “ordered set”
Attributes; e.g.

...
void add_attr3_before(

in unsigned short new_element,
in unsigned short before_element)

raises (Reflective::NotFound, Reflective::MofError);
...
void add_attr4_before(

in C1 new_element,
in C1 before_element)

raises (Reflective::NotFound, Reflective::MofError);
...

These operations allow you to insert a “new_element” value into the
collectionbefore the (first) position of an existing “before_element” value.
“NotFound” is raised when the latter value is not an element of the collection

An “add_*_at” operation is generated for “list” Attributes; e.g.
...
void add_attr3_at(

in unsigned short new_element,
in unsigned short position)

raises (Reflective::BadPosition, Reflective::MofError);
...

This operation allows you to insert a “new_element” value into the collection
at a point given by the “position” index value. This is necessary if you need
to insert the value before (say) the third occurrence of an existing element
The “position” value is interpreted as follows:

• position = 0 means insert “new_element” before the first element in
the collection,

• position = 1 means insert “new_element” after the first element and
before the second one, etc., and

• position = “nos elements in collection” means insert “new_element”
after the last element.

The BadPosition exception is raised if the supplied “position” is out of range;
i.e. if it is greater than “nos elements in collection”.

A “modify_*_at” operation is generated for “list” Attributes; e.g.
...
void modify_attr3_at(

in unsigned short new_element,
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in unsigned short position)
raises (Reflective::BadPosition, Reflective::MofError);

...

This allows you to modify a particular element in an ordered collection whose
elements are not unique. The “position” value is interpreted as follows:

• position = 0 means replace the first value in the collection with
“new_element”,

• position = 1 means replace the second value in the collection with
“new_element”, etc., and

• position = “nos elements in collection - 1” means replace the last
element in the collection with “new_element”.

The BadPosition exception is raised if the supplied “position” is out of range;
i.e. if it is greater than “nos elements in collection - 1”, or if the collection is
empty.

A “remove_*_at” operation is generated for “list” Attributes; e.g.
...
void remove_attr3_at(

in unsigned short position)
raises (Reflective::BadPosition, Reflective::MofError);

...

This allows you to remove a particular element from an ordered collection
whose elements are not unique. The “position” value is interpreted as for th
“modify_*_at” except that the element is removed rather being replaced. The
“BadPosition” exception is raised in similar circumstances.

The behaviour of some of the regular operations is slightly different for the
three new collection kinds:

• The “add_*” operations for a “list” and “ordered set” Attribute add
the “new_element”after the last of the current collection elements.

• The “modify_*” or “remove_*” operations for a “list” Attribute
respectively modify or remove thefirst element than matches the
“old_element” parameter.

• The “add_*”, “modify_*” and “remove_*” operations “bag”
Attribute insert, replace or remove any element that matches. The client
should not read any meaning into the order of the elements in a sequen
returned by the “get” operation for a “bag” Attribute.

Error checking on initialisation and updating of collection valued Attributes
are as you would expect. If the Attribute declares lower or upper bound
constraints, checks are made to prevent underflow and / or overflow. If the
Attribute is a “set” or an “ordered set”, checks are made to prevent duplicate
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elements being introduced. Any violations are reported using the “MofError”
exception.

Finally, the “set” operation and all element-wise update operations are
suppressed when a collection valued Attribute is declared as “readonly”.

5.4.4 Optional Attributes

So far, we have covered two kinds of Attributes; i.e.

• single-valued Attributes whose bound are “[1..1]”, and

• collection-valued Attributes whose bounds and “[m..n]” for n≠ 1.

The final kind of Attribute is the optional Attribute; i.e. an Attribute whose
bounds are “[0..1]”. An optional Attribute is declared in MODL as follows:

...
class OptExample {

optional attribute char attr1;
readonly optional attribute C1 attr2;

};
...

The IDL generated for the above is as follows:
...
typedef sequence < char > CharBag;
...
typedef sequence < C1 > C1Bag;
...
interface OptExampleClass : Reflective::RefObject {

...
OptExample create_opt_example(

in CharBag attr1, in C1Bag attr2);
};

interface OptExample : OptExampleClass {
char attr1()

raises (Reflective::NotSet, Reflective::MofError);
void set_attr1(in char new_value)

raises (Reflective::MofError);
void unset_attr1()

raises (Reflective::MofError);

C1 attr2()
raises (Reflective::NotSet, Reflective::MofError);

};

The IDL generated for an optional Attribute differs from the IDL for both the
single valued and collection valued cases:

• The instance factory operation (i.e. “create_opt_example”) has
attribute initialisation parameters whose types are collections. The value
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supplied must either be empty sequences or sequences containing one
value.

• The “get” operations (i.e. “attr1” and “attr2”) have the Attribute’s
base type as the return type. Unlike the single-valued case, these operatio
can raise the “NotSet” exception to indicate that the Attribute currently has
no value.

• There is now an “unset” operation for updateable optional Attributes
that allows you to remove the Attribute’s current value.

As with single valued Attributes, “uniqueness” and “orderedness” have no
meaning for optional Attributes. However, the IDL mapping always uses
“Bag” collection types for an optional Attribute’s initial value parameter.

Note: special “unset” operations are only generated for “optional” Attributes;
i.e. those with multiplicity of “[0..1]”. To unset the value of a collection
valued Attribute (i.e. one whose multiplicity is “[0..N]” for N≠ 1) you should
call the “set_*” operation passing an empty sequence as the “new_value”.

5.4.5 References

In an earlier section we described how an Association defines the type for
links that connect Class instances. As we saw, the IDL generated for an
Association consisted mainly of an interface for an association object that
managed the set of links in an extent. Operations on this object allow you t
create, modify and delete links, and perform some simple link queries.

While queries on an association object allow a client program to find out
about any link, it is often more natural to navigate the links between instance
as if the links were attribute values. The two approaches are illustrated by th
following example code:

Foo foo_1, foo_2;
DependsOn depends_assoc = ...

// Query-based approach
foo_2 = depends_assoc.dependent(foo_1);

// Navigational approach
foo_2 = foo_1.my_dependent();

In the first (i.e. “query-based”) approach, you invoke operations on an
association object to find, create, modify or delete links between instance
objects. In the second (i.e. “navigational”) approach, you invoke operations
on an instance object to find linked instance objects, or modify or delete th
links.

The MOF Model provides the Reference construct to support navigational
interaction. A Reference is a feature of a Class that makes Association link
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available through Attribute-link interfaces. A Reference is defined in MODL
as follows:

...
class C1 {

reference my_c2 to c2_end of A1;
};

class C2 {...};

association A1 {
end set [0..*] of C1 c1_end;
optional end C2 c2_end;

};
...

The key line of the above example is the one that starts with the “reference
keyword. This declares a Reference in “C1” whose name is “my_c2s” and
associates it with the AssociationEnd “c2_end” of the Association “A1”. In
this case, this allows to “navigate” from a “C1” instance to a linked “C2”
instance.

The Association End that is the target of the Reference is called the
“referenced end”, and the other AssociationEnd is called the “exposed end”
The type, multiplicity, orderedness and changeability of the referenced end
define the properties of the Reference itself.

The following restrictions apply to Reference declarations:

• The type of “exposed” AssociationEnd (e.g. “c1_end”) must be
either the Reference’s parent Class (e.g. “C1”) or a supertype of that Clas

• The “exposed” AssociationEnd must not be declared to be
unnavigable.

Note: in MODL, a Reference to an undeclared Association (e.g. to “c2_end o
A1”) implicitly forward declares the Association in the scope containing the
Reference’s parent Class. The matching Association declaration must appe
before the end of the scope that contains the Class declaration.

The IDL generated for the “C1” Class in the above example is as follows:
...
interface C1Class ... {...};

interface C1 : C1Class {
C2 my_c2() raises (Reflective::MofError);
void set_my_c2(in C2 new_value)

raises (Reflective::NotSet, Reflective::MofError);
void unset_my_c2()

raises (Reflective::MofError);
};
...
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If you compare this IDL with the previous example of an optional-valued
Attribute you will notice a remarkable similarity. This not a coincidence. The
operations generated for a Reference are designed to have similar signatur
and semantics to the operations generated for an Attribute with equivalent
changeability, multiplicity, orderedness and uniqueness settings.

In most cases, there is a one-to-one correspondence between a Reference
defined operation on a Class instance object and an Association-defined
operation on an association object. However, this does not apply to “set_*”
operation for a collection-valued Reference. In this case, a “set_*” operation
may need to create, modify and delete a number of links, something that
cannot be done with a single operation on an association object. Instead, t
“set_*” operation is functionally equivalent to a sequence of association
operations performed as a single “atomic” operation.

The key difference between an Attribute and a Reference with the same typ
and properties is in the state that their respective operations access and/o
update. For Attributes, the state that comprises the attribute values “belongs
to the Class instance. For References, the state is a subset of the links in a
extent corresponding to an association object. This begs the question: “whic
association object manages the state?”. This is explained in Section 5.5.3.

5.4.6 Composite Attributes

By default, the aggregation semantics of a MOF Attribute are “none”. There
is nothing to prevent an instance from being an attribute value of a number o
other instances. Indeed, there is nothing preventing a component instance
(under some Association) from also being an attribute value.

As of MOF 1.3, the MOF Model also allows you to declare an Attribute to be
“composite” when its base type is a Class. Defining an Attribute as composite
gives it semantics that are analogous to composite Associations. Thus, if a
Class instance is a value of a composite Attribute, it becomes a component o
the Attribute’s owning Class. The restrictions on composite Associations
apply in this case too; i.e.

• an instance cannot simultaneously be a component of two or more
other instances, and

• an instance cannot be a direct or indirect component of itself.

Note that these restrictions apply across all composite relations, be they
defined by Attributes or by Associations. Declaring an Attribute as composite
also alters the life-cycle semantics for the Class, and prevents the use of Cla
instances from other extents as attribute values.

The MODL language currently does not support composite Attributes, and
neither do thedMOF MOF generators.
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5.4.7 Complex Operation and Exception Parameters

In the earlier description of Operations, their Parameters were described a
being characterised by a name, a base type and a direction. In fact, the MO
Model also allows you to define the multiplicity, orderedness and uniquenes
properties of Parameters with a similar meaning as for optional and collectio
valued Attributes.

The MODL syntax for the types of optional and collection valued Operation
parameters is similar to that for Attribute types. For example:

class Actions {
void op1(in list [0..*] of long p1);
void op2(in ordered set [1..5] of long p2);
optional long op3();

};

As you would expect, when an Operation parameter is declared as optional
collection valued, the corresponding IDL has a collection types rather than
simple types for the operation parameter or result types. For example:

...
typedef sequence < long > LongList;
typedef sequence < long > LongUList;
typedef sequence < long > LongBag;
...
interface Actions : ActionsClass {

void op1 (in LongList p1)
raises (Reflective::MofError);

void op2 (in LongUList p2)
raises (Reflective::MofError);

LongBag op3()
raises (Reflective::MofError);

};
...

It is also possible to declare Exceptions that have optional or collection value
Parameters. The MODL syntax is similar to that for the types of complex
Parameters; e.g.

class Actions2 {
exception Error {

ordered set [1..*] of string reasons;
};

void op1( ... ) raises (Error);
};

The dMOF moflet generator produces parameter checking code to check th
the collection values passed by the caller satisfy the requisite bounds and
uniqueness constraints. Similar checks are made on any output collection
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values generated by the Operations’ Java implementation code before they a
returned to the caller. If an erroneous collection value is passed by the clien
MofError is used to signal a structural error; i.e. underflow, overflow or
duplicate. When the erroneous collection value is returned by the Operatio
in a Parameter or Exception, the fault lies with the implementation, and the
MofError exception is used to signal a semantic error.

5.5 Packages

The final MOF meta-modelling construct is the Package. Packages serve tw
purposes in the MOF. On the one hand, they serve to modularise meta-
models. On the other hand, they provide a framework for managing
collections of meta-data objects.

5.5.1 A Simple Package

A MOF meta-model typically consists of a Package that contains the Classe
Associations, DataTypes and other subsidiary components of the meta-
model. This is expressed in MODL as follows:

package P1 {
typedef long T1;
...
class C1 {...};
...
association A1 {...};
...

}; // end of P1

At the M2 (i.e. the abstract meta-modelling) level, the Package construct add
nothing to the fundamental meaning of a meta-model. It simply says that a
group of Classes, Associations, DataTypes and so on are conceptually relat

The real purpose of Packages only becomes apparent when you examine t
IDL that is generated for a complete Package and its contents. The following
IDL is generated for the previous MODL example:

module P1 {
typedef long T1;
class C1;
typedef sequence < C1 > C1UList;
...
interface C1Class : Reflective::RefObject {

...
C1 create_c1(...);

};

interface C1 : C1Class {
...

};
...
interface A1 : Reflective::RefAssociation {
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};
...
interface P1Package : Reflective::RefPackage {

readonly attribute C1Class c1_ref;
...
readonly attribute A1 a1_ref;
...

};

interface P1PackageFactory {
P1Package create_p1_package(...)

raises (Reflective::MofError);
};

}; // end of P1 module

There are three things to note about the above IDL; i.e. the “P1” module, the
“P1Package” interface and the “P1PackageFactory” interface.

The IDL for a Package always consists of an IDL module with the same nam
as the package. This module serves to modularise the IDL, and define an ID
scope for the interfaces, data types and so on that comprise the rest of the
generated IDL. The module is typically a “top level” module, though this is
not always the case: see Section 5.6.1.

The IDL for a Package always includes a Package interface; i.e. “P1Package
in the example. The Package interface consists of a series of readonly IDL
attributes; i.e. “c1_ref” and “a1_ref”. In general, there is one such attribute for
each component Class and Association of the Package. Note also that the
Package interface inherits from the “Reflective::RefPackage” interface.

The purpose of the generated Package interface is to “reify” the notion of a
metadata collection1. An instance of a Package interface or “package object”
acts as a large scale container for meta-objects. The immediate contents o
Package object consist of the class proxy objects and association objects 
the Package’s Classes and Associations. A package object contains exact
one of each class proxy and association object, and (unsurprisingly) the
“*_ref” attributes allow a client to retrieve their object references. Thus,
“c1_ref” in the example gives you the object reference for a class proxy objec
for the “C1” Class, and “a1_ref” gives you the object reference for an
association object for “A1” Association.

Finally, the IDL generated for a Package typically includes a PackageFactor
interface; i.e. “P1PackageFactory” in the example. As the name implies, th

1.  MOF Packages differ from UML Packages in that the latter have no runtime “instances”. The
“cluster” construct for MOF Packages is another important difference. A MOF Package is possibly
closer to a Subsystem than a Package in UML.
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purpose of this interface is to create new package objects; i.e. new meta-da
collections. When a package object is created:

• the component class proxy and association objects are created an
connected to the package object,

• the association objects are initialised to contain no links,

• the class proxy objects are initialised to contain no instances, and

• the attribute values for any classifier level Attributes are initialised.

The initial classifier-level attribute values are passed as parameters to the
package factory’s “create_*_package” operation. There is a parameter for
each “static” Attribute of each Class in the Package. The types of the
parameters are the same as the instance-level case; e.g. if the Attribute is
optional or collection valued, the corresponding parameter is the appropriat
collection type.

A package object and its association and class proxy objects are permanen
bound together. You cannot create free-standing association or class prox
objects, and you can only delete an association or class proxy object by
deleting its “parent” package object.

5.5.2 Extents

Package, association and class proxy objects provide the runtime framewo
for managing the objects that represent metadata nodes and links. A typica
package object and its subobjects is depicted by Figure 18. This diagram als
depicts a number of “extents” for the package object and its subobjects:

Figure 18 shows the three kinds of extent that can exist in a Package instanc

• A “class extent” (e.g. the “C1” and “C2” extents) contains a set of
extant Class instances for a particular Class. The “all_of_class_*” attribute
of a class proxy object will give this set.

C1Class C2ClassA1

P1Package

C2 instancesC1 instances

A1 links A1 association extent

C2 class extentC1 class extent

P1 package extent
Figure 18: The Extents for a Package instance
815 June, 2001



DSTC CORBA Meta Object Facility

nts,
ts,

d

ed

ce

re

f

• An “association extent” (e.g. the “A1” extent) contains a set of links
described by a particular Association. The “all_*_links” operation on an
association object will give this set.

• A “package extent” (e.g. the “P1” extent) contains the extents of a
package object’s class proxy and association subobjects.

Since class extents and association extents are embedded in package exte
and most extent-related semantics can be defined in terms of package exten
we tend to refer to package extents as simply “extents”.

To recapitulate:

• every instance object belongs to one and only one class extent,

• every link belongs to one and only one association extent,

• every class and association extent and their respective class proxy
and association objects belong to one and only one package extent, an

• each package extent contains one and only one extent for each nest
Class, Association or (as we shall see) Package.

5.5.3 Extents and Reference Semantics

In an earlier section, we mentioned that the operations defined by a Referen
act on state that “belongs” to an association object rather than an instance
object. Now that we have introduced Packages and package extents, we a
able to specify which association object holds the state.

Consider the following example MODL. (This is the completed example used
to illustrate References previously)

package P1 {
class C1 {

reference my_c2 to c2_end of A1;
};

class C2 {...};

association A1 {
end set [0..*] of C1 c1_end;
optional end C2 c2_end;

};
};

Any instance of the Package “P1” will have an class proxy object for each o
the Classes “C1” and “C2” and an association object for the Association
“A1”. These subobjects will respectively define extents that are contained by
the extent for the “P1” instance. In a sense, the “P1” extent relates a “C1”
extent, a “C2” extent and an “A1” extent. We have also seen that any “C1”
instance belongs to precisely one “C1” extent.
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Suppose that an instance object resides within a given outermost package
extent. The target association object for Reference operations on the instan
will the one and only association object for the referenced Association that
resides within the same package extent as the instance.

In the example above, “my_c2” Reference operations on a “C1” instance wil
target the “A1” association object in the “C1” instance’s “P1” package extent.
Thus, when you call the “get” operation for a Reference on a “C1” instance
the resulting “C2” instances are obtained by querying links in the same exten
Similarly, when you update the value of a Reference, the operation will
create, modify and/or delete links in the same extent.

5.5.4 Extent-based Restrictions

The extent concept is a recognition of the fact that the notional “world” of
metadata is not uniform. Rather, metadata lives on different “islands” (e.g.
metadata repositories) that are in general managed independently of each
other. Communication between metadata islands may be unreliable, slow 
intermittent. However, it is still desirable to be able to represent relationships
that involve metadata nodes that belong in different meta-data islands.

The extent concept allows us to formalise the restrictions that must be mad
so that management of metadata nodes and links becomes feasible in this ki
of environment. In the CORBA context, they take account of the following
issues:

• Communication between extent managers may be slow or
intermittent. This means that we must not assume that it is possible to
perform real-time (i.e. synchronous) updates to metadata structures
spanning extent boundaries.

• Extent managers may be implemented using different vendor
products and interoperation may be limited to OMG endorsed standards
This means that we must not depend on proprietary inter-repository
protocols or common distributed database back-ends to solve any
problems.

• Extent managers may be subject to different access control policies
These can conflict with the MOF’s metadata computational model when it
is applied to cross-extent relationships.

The first two extent-based restrictions are as follows:

1 “Composition closure”: a relationship defined by either composite Associations
composite Attributes may not cross package extent boundaries:

a a Class instance may not be a component of a Class instance from a differen
package extent, and

b a link of composite Association may not connect Class instances from differen
package extents to the link.

3 “Reference closure”: suppose that an Association A connects Classes C1 and
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their supertypes. Suppose also that C1 declares a Reference R that reference
AssociationEnd of A whose type is C2 or a supertype. Given the above, any lin
A connected to a C1 instance must be from the same package extent as the C
instance.

The composition closure rule can be illustrated in the context of the meta-
model defined by the following MODL:

package P1 {
class C1 {...};
class C2 {...};
association A1 {

composite optional end C1 c1_end;
end C2 c2_end;

};
};

Given the above MODL, Figure 19 shows two links that violate of the
composition closure rule. Notice that both cases of the rule are illustrated.

The composition closure rule exists for the following reasons:

• When a composite relationship is created, the metadata service mu
avoid making an instance a component of multiple composites and
forming cyclic composites. Implementing this when composites is hard if
composites can span a number of extents, especially when you consider t
concurrency issues.

• The life-cycle semantics for composites mean that deletion of a
composite results in the deletion of its components. This is problematica
when there are components or links in multiple extents and the access
control regime on one extent restricts the deletion of instances or links.

The following meta-model can be used to illustrate the reference closure rul

C1 extent C2 extentA1 extent

C1 extent C2 extentA1 extent

Figure 19: The Composition Closure Rule

P1 extent

P1 extent
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package P1 {
class C1 {

reference my_c2s to c2_end of A1;
};

class C2 {...};

association A1 {
end C1 c1_end;
end C2 c2_end;

};
};

Figure 20 shows three cross-extent links. Two of these links violate the
reference closure rule, but the third one does not.

The purpose of the reference closure rule is to avoid anomalies in the runtim
behaviour of Reference values. Recall that the “target” association object fo
Reference operations on an instance is defined to be the association object th
lives in the same package extent as the instance. In the example in Figure 2
the target association object for the “C1” instance labelled “1” contains a link
from “1” to a “C2” object labelled “2”. Thus, calling “my_c2s” on the “1”
object would give “2”.

Now, suppose for the sake of argument that there was no reference closur
rule, and that the link in Figure 20 from instance “1” to instance “3” was valid.
Since this link is in a different extent to “1”, calling “my_c2s” on “1” would
not (and could not) return “3”, even though the link clearly exists. The
reference closure rule avoids this and similar anomalous semantics by
effectively stopping you from creating links that would not be visible via the
Reference operations.

Figure 20: The Reference Closure Rule

P1 extent

P1 extent

C1 extent A1 extent C2 extent

C1 extent A1 extent C2 extent

1

2

3
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Two further extent-based restrictions relate to the MOF Package compositio
constructs, and will be introduced in the next section.

5.6 Package Composition

The MOF Model supports four mechanisms for meta-model composition and
reuse; i.e. nesting, inheritance, importing and clustering.

5.6.1 Nested Packages

Sometimes it is necessary to partition a large meta-model into sub-models t
make it easier to understand. For example, the standard meta-model for UM
contains in the region of 70 Classes and Associations. One way to partition
meta-model is to use nested Packages.

The MOF Model allows a Package to contain nested Packages in the sam
way that it contains Classes, Associations, DataTypes and so on. A nested
Package does little more than introduce new inner scope for declaring othe
meta-model elements. Nested Packages can contain other Packages to an
level of nesting desired.

A nested Package is declared in MODL as follows:
package P1 {

class C1 {...};
class C2 {...};

package P2 {
class C1 {...};

};
};

Notice that since the nested Package “P2” defines its own scope we can
legally declare a second “C1” Class inside “P2”. The IDL generated for the
above example has the following structure:

module P1 {
...
interface C1Class : ... {...};
interface C1 : C1Class {...};
...
module P2 {

...
interface C1Class : ... {...};
interface C1 : C1Class {...};
interface P2Package : ... {

readonly attribute C1Class c1_ref;
};

};

interface P1Package : ... {
readonly attribute C1Class c1_ref;
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readonly attribute C2Class c2_ref;
readonly attribute P2::P2Package p2_ref;

};

interface P1PackageFactory {
P1Package create_p1_package(...) raises (...);

};
};

A nested Package is rendered in IDL as a nested module (e.g. “P2”). This
module contains IDL declarations (e.g. “C2Class” and “C2”) corresponding
to the nested Package’s component Classes, Associations, DataTypes and
on. It also contains an interface (e.g. “P2Package”) for a package object fo
the nested Package. As before, the package interface contains “*_ref”
attributes (e.g. “c1_ref”) for locating the Package’s class proxy and
association objects. However, unlike a top level Package, the module for a
nested Package contains no package factory interface.

Each nested Package results in the generation of a “*_ref” attribute in the
“*Package” interface for its parent Package; e.g. “P1Package”. This provide
a path to the nested Package’s class proxy and association objects. In a
Package with a complex nesting structure, the package “*_ref” attributes form
a tree that allows a client to navigate to any class proxy and association su
object.

When an outermost M2 level Package contains nested Packages, the packa
extent corresponding to the outermost Package will contain package exten
for the nested Packages. Figure 21 illustrates this for the above example

A package factory operation for an outermost Package is responsible for
creating the package, class proxy and association objects for nested Packag
To create these class proxy objects, it needs initial values for any classifier
level Attributes in the nested Packages. The generated “create_*_package
operation for the outermost Package’s factory interface will have parameter
to supply these initial values.

Package objects for a nested Package are subobjects of the package object
the outermost Package. Nested package objects can only be created by
creating an instance of the outermost Package. Once created they cannot 

Figure 21: Extents and Package Nesting

C2 extent P2 extent

C1 extent

C1 extent

P1 extent
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“moved” into another package extent, and they can only be deleted by
deleting the “parent” outermost package object.

Some aspects of nested Packages are not adequately covered in the OMG
MOF standard. For example:

• The conditions under which a nested Package can import or cluster
another Package are not well defined.

• The conditions under which a nested Package can be a subtype o
supertype of another Package are not well defined.

The dMOF tools take a conservative approach on these issues. The MOD
compiler does not allow a nested Package to be clustered or imported, and
does not allow a nested Package have supertypes or subtypes. This avoid
potential problems caused by the dependency of nested Packages on thei
context.

5.6.2 Package Inheritance

Suppose that you have already defined a meta-model and gone through th
steps of developing and deploying metadata services and applications, an
that you now want to enhance the meta-model to support a new kind of
metadata. One option would be to create a new meta-model by copying th
existing MODL file and editing in the necessary changes. This would work
but your existing metadata tools and applications would then need to be
modified to be compatible with the new meta-model. Worse still, you would
need some way to convert the existing metadata resources to conform to t
new meta-model.

The MOF Model provides a better solution in the form of Package
inheritance. A MOF Package may be declared as a subtype of an existing
Package as shown in the following MODL:

package P1 {
class C1 {

static attribute long attr1;
};

};

package P2 : P1 {
class C2 {

static attribute short attr2;
};

};

Subtyping of Packages is similar to subtyping of Classes. The subtype
Package inherits all component declarations of the supertype Package and
(recursively) its supertypes. A Package may have multiple supertypes and
subtypes. The scoping rules for Package inheritance are the same as for Cla
inheritance.
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The IDL generated for a subtype Package is straightforward. For example:
module P1 {

...
interface P1Package : Reflective::RefPackage {

readonly attribute C1Class c1_ref;
};

interface P1PackageFactory {
P1Package create_p1_package(in long attr1);

};
};

module P2 {
...
interface P2Package : P1Package {

readonly attribute C2Class c2_ref;
};

interface P2PackageFactory {
P2Package create_p2_package(in long attr1, in short attr2);

};
};

M2 level Package subtyping maps onto subtyping of the corresponding IDL
“*Package” interface; e.g. “P2Package” inherits from “P1Package”. In other
words, M2 level Package subtyping gives substitutable M1 level package
objects. In the example above, this means that a client program can use a “P
Package “instance” as a regular “P1” Package instance.

As a consequence, a package extent corresponding to a subtype Package
contains extents for both the declared Classes and Associations and those t
it inherits from its supertypes. The extents for the above example are show
in Figure 22. Notice that the “P2” extent does not contain a “P1” extent or vice
versa.

The package factory operation for a subtype Package requires initial value
parameters for the static attributes of both directly declared and inherited
Classes. Thus in the example above, the “create_p2_package” operation h
parameters for both the “attr1” and “attr2” attributes.

C1 extent
P1 extent

Figure 22: Extents and Package Inheritance

C1 extent

P2 extent

C2 extent
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5.6.3 Package Importing

While Package inheritance is a powerful mechanism for meta-model reuse,
has the disadvantage that a meta-model expressed as a subtype Package
reusesall components of the Package’s supertypes. This is not necessarily
what you want to do.

For example, suppose that you wish to define a new meta-model that allow
you to attach “annotations” to metadata in an existing metadata repository
You could define the new meta-model as a Package that inherits from the
existing Package and adds new Classes and Associations to represent the
annotations; for example:

package Existing {
class Thing {...};
...

};

package Annotations : Existing {
class Annotation {

attribute string text;
};

association Annotates {
end Annotation description;
single end Thing described;

};
};

While this approach works, it has two significant problems:

• By declaring “Annotations” as a subtype of “Existing”, we are
stating that every “Annotations” package object “is-a” “Existing” package
object. This is plausible in the above case; e.g. changing the name of
“Annotations” to be “AnnotatedExisting”. However, in general this is bad
meta-modelling.

• On the practical side, every instance of the “Annotations” package is
“bloated” with all of the mechanisms needed to create and manage
metadata nodes and links for the “Existing” package. This is clear from the
extents shown in Figure 23.

Existing extent

Figure 23: Inappropriate Package Inheritance

Thing

Annotations extent

Annotation
 extent extent

Annotates
 extent

Thing
extent

etcetera etcetera
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The MOF Model provides a third meta-model composition construct -
Package importing - that avoids the “bloat” caused by inheritance of
unwanted meta-model elements. The following example shows this in
MODL:

package Annotations2 {
import Existing;

class Annotation {
attribute string text;

};

association Annotates {
end Annotation description;
single end Existing::Thing described;

};
};

When one Package imports another Package, the declarations in the importi
Package are able to reuse Classes, DataTypes and Exceptions defined in 
imported Package. In the example above, the “Thing” Class from “Existing”
is (re-)used as the type of an Association End in the “Annotates” Association

Typical package extents for the above meta-model are shown in Figure 24
Notice that the “Annotations2” extent no longer contains the unwanted
support for the “Thing” Class and so on.

The IDL generated for the example above is straight-forward. The IDL for the
imported Package is unaffected, and the IDL for the importing Package
contains qualified references to the imported elements; e.g.

#include "Existing.idl"
module Annotations2 {

...
interface AnnotationClass {...};
interface Annotation : AnnotationClass {...};

struct AnnotatesLink {
::Existing::Thing described;
Annotation description;

};
...

Existing extent

Figure 24: Extents and Package Importing

Annotations2 extent

Annotation
 extent
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Thing
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interface Annotates {
...
::Existing::Thing described(in Annotation description)

raises (::Reflective::MofError);
Annotation description(in ::Existing::Thing described)

raises (::Reflective::MofError);
...

};
...

};

(The dMOF IDL generator produces a separate IDL file for each “top-level”
Package. The #include directive shown above allows the IDL files to be
compiled independently.)

Obviously, a client program that needs to access “annotations” will need to b
compiled against the IDL and stubs for both “Existing” and “Annotations2”.
At runtime, it will need to locate package objects for both Packages. It will
use the former to create “Thing” instances, and the latter to create
“Annotation” instances and “Annotates” links.

There are a few static restrictions on Package importing and on the (re-)use
imported elements:

• Package imports may not be circular:
• If a Package “P1” imports another Package “P2”, then “P2” may not imp

“P1”.
• If a Package “P1” inherits from another Package “P2”, then “P2” may no

import “P1”.
• A component of a Package “P1” may only refer to a component of
another Package “P2” if “P1” imports “P2”, or inherits from “P2”.

• A nested Package can neither import or be imported by another
Package.

These restrictions avoid the need to generate IDL modules with cyclic inte
module dependencies. While such interfaces can be expressed by “reopenin
modules, some variants of the CORBA C++ language mapping and some ID
compilers do not support this. The restrictions on nested Packages avoid ID
scoping problems that arise because Package importing is implemented usi
the IDL #include directive.

The MODL compiler does not explicitly check for circular imports. Instead,
it prevents you from creating them. The MODL language does not allow you
to forward declare a Package. In addition, when you recompile an existing
Package, the meta-objects for the earlier definition are destroyed, and any
links to the destroyed objects are deleted. The result is that any Package th
imported, clustered or inheritted the earlier version of the Package will
become incomplete and will require recompilation.
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In theory, the MOF Model also allows you to explicitly import a Class into a
Package, and to give an imported Package or Class a new name in the scop
of the importing Package. However, since the MOF IDL mapping cannot
produce IDL for these features, the MODL language does not support them

5.6.4 Importing and Extent-based Restrictions

The composition closure and reference closure rules both apply to importe
Packages since the extents for the importing and imported package objects a
necessarily distinct. Thus:

• A Class in an imported Package may not define a Reference to an
Association End defined in a Package that imports it. (This would also
constitute a circular declaration).

• A Class in an imported Package may not be composed of, or be a
component of a Class in a Package that imports it.

The third extent-based restriction addresses a potential anomaly that arise
when you declare a subtype of an imported Class.

4 “Supertype closure”: an instance of a supertype of a Class cannot be created
package extent unless the Package declares or inherits the supertype Class o
clusters some other Package that does.

Consider the following MODL:
package P1 {

class C1 {...};
};

package P2 {
import P1;
class C2 : P1::C1 {...};

};

The IDL for the above looks like the following:
module P1 {

...
interface C1;
...
interface C1Class : ::Reflective::RefObject {

...
C1 create_c1(...);

};

interface C1 : C1Class {...};
...
interface P1Package : ::Reflective::RefPackage {

readonly attribute C1Class ref_c1;
};

};
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module P2 {
...
interface C2;
...
interface C2Class : ::P1::C1Class {

...
C2 create_c2(...);

};

interface C2 : C2Class {...};
...
interface P2Package : ::Reflective::RefPackage {

readonly attribute C2Class ref_c2;
};

};

If you examine the “C2Class” interface in the IDL above, you will notice that
it inherits the “create_c1” interface from “C1Class”1. On the face of it, this
would imply that a “P2Package” package object can create and therefore
needs to manage “C1” instance objects. However, the supertype closure ru
means that invoking “create_c1” on a “C2Class” object from a “P2” extent
will fail. In practice, you will get a MofError.

5.6.5 Package Clustering

While a Package importing allows you to reuse components of a meta-mode
in another meta-model, the reference and composition closure rules limit th
usefulness of importing. The MOF Model’s final meta-model composition
construct called Package clustering that can be used to avoid these
restrictions.

A Package can be declared as a “cluster” other Packages. This is written i
MODL as follows:

package P1 {
class C1 {...};

};

package P2 {
cluster P1;

class C2 : P1::C1 {...};

association A {
end P1::C1 the_c1;
composite single end P2::C2 the_c2;

};
};

1. To be honest, this anomaly could have been avoided if the MOF IDL mapping had used a differen
pattern for class proxy interfaces. Unfortunately, the mistake was discovered too late.
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Package clustering is conceptually similar to Package importing. Declaration
in the cluster Package may reuse Classes, DataTypes and Exceptions defin
in clustered Packages. Thus, in the example above, the Class “C2” in Packa
“P2” is declared as a subtype of “C1” declared in the clustered Package “P1”
Notice that it is necessary to use a qualified identifier to refer to declarations
in the clustered Package.

The difference between Package clustering and importing shows up in the
relationships between package extents. The extent for a cluster Package
contains extents for each of its clustered Packages, as if the clustered
Packages were nested Packages. This is illustrated in Figure 25, where th
“P2” extent on the right contains a clustered extent for the “P1” Package.
Since the “A” links and the connected instance objects all belong in the sam
outermost extent, they do no violate the composition closure rule.

We can still create independent “P1” instances as shown on the left of the
diagram. However, if we were to try to create an “A” link from a “C1”
instance in the left hand extent to a “C2” instance in the right hand extent, the
request would fail with a MofError.

The IDL generated for the Package “P2” in the example above is as follow
#include "P1.idl"

module P2 {
...
interface C2Class : ::P1::C1Class {...};

interface C2 : C2Class {...};

interface A : ::Reflective::RefAssociation {...};

interface P2Package : ::Reflective::RefPackage {
readonly attribute ::P1::P1Package ref_p1;
readonly attribute C2Class ref_c2;

};

interface P2PackageFactory {
P2Package create_p2(... /* P1 & P2 init params */);

};

P1 extent

Figure 25: Extents and Package Clustering

P2 extent

 C2 extent A extent
C1 extent

P1 extent
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};

The key difference between the IDL above and the IDL for an importing
Package is in the package and package factory interfaces. The “P2Packag
interface includes a “ref_p1” attribute for a clustered “P1” package object. In
addition, the “create_p2” operation in the “P2PackageFactory” interface take
parameters to initialise any classifier level Attributes in “P1”.

When a cluster package object (e.g. a “P2Package” instance) is created, a s
object for each clustered Package (e.g. “P1Package” instance) is also creat
The life-cycle of this sub-object is tied to the life-cycle of the parent cluster
package object.

In summary, the MOF’s Package clustering construct combines the static
properties of Package importing with the runtime properties of Package
nesting.

5.7 Miscellaneous Meta-modelling Constructs

This section describes the remaining meta-modelling constructs supported b
the MOF Model.

5.7.1 Constants

The MOF Model provide a construct for defining Constants in meta-models
This allows you to “reserve” values from a range of values to have special
meaning. The MODL syntax for constants is the same as in CORBA IDL; e.g

const long NO_BOUND = -1;

struct Bounds {
long lower;
long upper; // upper = NO_BOUND means no upper bound

};

The above example shows a declaration (starting with the “const” keyword
for a Constant whose name is “NO_BOUND”, whose type is “long” and
whose value is “-1”. The MODL language allows you define a Constant’s
value using a constant expression of the appropriate type. The expression
evaluated by the MODL compiler, and the resulting value becomes part of th
meta-model.

Constants in meta-models map onto CORBA constants in the generated IDL
The only (slightly) non-obvious point is that when a Constant is declared
inside a Class, the corresponding IDL “const” declaration appears in the clas
proxy interface rather than the instance interface.

MOF Constants cannot be declared for all types. Constants for all primitive
data types (apart from “octet”, “any” and “TypeCode”) are allowed, as are
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Constants for string data types, and aliases (“typedefs”) of the above.
Constants for other types are disallowed for a variety of reasons, not least th
they cannot be mapped onto constants in CORBA IDL.

5.7.2 Constraints

As we have seen in previous sections, a meta-model specification can place
variety of structural constraints on a metadata information model. For
example, it can

• place lower and upper bounds on the number of values of an
Attribute,

• constrain a collection-valued Attribute to have unique values,

• place lower and upper bounds on the number of metadata nodes
linked to a node, and

• constrain a group of nodes to form a tree-shaped composition.

While MOF structural constaints cover a number of common cases, they ar
not sufficient for specifying arbitrary metadata well-formedness rules. To do
this, a meta-model needs to use the MOF’s Constraint construct.

A Constraint represents a predicate (i.e. a boolean or truth-values expressio
that must hold for some object or value for that value to be “well-formed”. A
MOF Constraint consists of five properties; i.e. a constraint name, a constrain
expression string, a constraint language string that identifies in which the
constraint is expressed, a constrained element which defines the constrain
target objects or values, and an evaluation policy.

The following MODL shows a Class with an associated Constraint:
class C1 {

attribute optional long a1;
attribute optional long a2;

constraint A1OrA2Required "OCL" :
"context C1"
"inv: self.a1 -> size() > 0 or self.a2 -> size() > 0";

};

The Constraint in the above has the name “A1OrA2Required” and is
expressed in the “OCL” language. The text of the Constraint expression is
formed by the concatenation of the strings following the “:”. In this case, it
states (in OCL) that for any instance of the class “C1”, either the “a1” value
or the “a2” value must have more than zero elements.

The generated IDL corresponding to a Constraint consists of a CORBA string
constant declaration. For example:

...
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interface C1Class : ::Reflective::RefObject {
...
const string A1_OR_A2_REQUIRED =

"constraint.pkg.c1.a1_or_a2_required";
...

};

These Constraint string constants supply the values for the “error_kind” field
of MofError when a constraint error is signalled.

The evaluation policy for the Constraint above is the default, i.e. “deferred”
policy. The MOF Model supports two Constraint evaluation policies:

• An “immediate” Constraint must be enforced at all times. Any
operation that causes the Constraint predicate to be violated should
immediately signal this via the MofError exception. An immediate
Constraint is indicated in MODL by inserting the keyword “immediate”
before the “constraint” keyword.

• A “deferred” Constraint is only enforced when the client “validates”
the metadata. This accommodates cases where it is not possible to chan
the metadata from one semantically valid “state” to another in a single
operation.

The constrained element in the above Constraint is the default one; i.e. the
element in which the Constraint is declared - the “C1” Class. MODL allows
you to override this by inserting a comma separated list of identifiers in front
of the “:”; i.e.

class C1 {
attribute optional long a1;
attribute optional long a2;

constraint A1OrA2Required "OCL" a1, a2 :
"context C1"
"inv: self.a1 -> size() > 0 or self.a2 -> size() > 0";

};

Here we have declared “A1OrA2Required” as a constraint on the “a1” and
“a2” Attributes rather than on their parent Class. Constraints can be declare
on most kinds of meta-model element. However, a Constraint may not be
declared on elements that are not state defining. Examples include Constrain
on Constants and Constraints on Tags.

MOF Constraints can be expressed in any language, including informal one
like English. However, in practice, if a meta-model contains Constraints
expressed informally, there is no possibility of automatically translating the
Constraints into metadata checking code. OCL is the defacto standard
language for MOF Constraints.
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Finally, it should be noted that the OMG MOF 1.3 specification does not state
how or when deferred Constraints should be evaluated. It also leaves a
number of unanswered questions:

• Is it possible for one meta-model to constrain elements defined in
another meta-model?

• Is it possible for one package extent to constrain metadata nodes 
another package extent?

• How does a client determine if a metadata collection is currently
valid?

• Can a client ensure that metadata won’t become invalid?

While the dMOF MODL compiler allows you to include Constraints in a
meta-model, the Moflet generator in dMOF 1.1 does not generate code to
enforce Constraints at runtime.

5.7.3 Tags

The final MOF Model construct is the Tag. Tags are the MOF’s mechanism
for extending the abstract language of meta-models. A Tag consists of a tag
which is a simple string, and a collection tag values expressed as a sequen
of CORBA any values. The MOF Model requires you to attach a Tag to some
element of a meta-model. Informally, this modifies the element’s meaning in
some way.

For example, you can attach a Tag with tagId “org.omg.mof.idl_prefix” and
(any-ized) string value “dstc.com” to a top-level Package. This tells the MOF
IDL mapping to include the following pragma in the generated IDL for the
Package:

#pragma prefix "dstc.com"

While the OMG MOF specification defines a small number of tagIds for the
IDL mapping, (see section 5.6 of the MOF 1.3 spec), the meaning of Tags is
generally not specified. Rather, the definition of tagIds and their associated
meanings is left to MOF product vendors and end users. The OMG MOF
specification includes the following recommendation:

“To avoid Tag collisions, it is recommended that “tagId” values should use the
following scheme based on Java package naming. Each value should start w
prefix formed by reversing the Internet Domain Name of a “tagId” naming
authority. This should be followed by a locally unique component. For instance,
might be a standard or product name followed by a name or names that deno
meaning. For example:

"org.omg.mof.idl_prefix"
"org.omg.xmi.namespace"
"com.rational.rose.screen_position"
"com.dstc.elvin.event_type"
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It is also recommended that “tagId” values should be spelled in all lower case u
the underscore (‘_’) character as a word separator.”

The MODL compiler in dMOF 1.1 does not allow you to define Tags, and
none of the dMOF generators currently pay any attention to them.

5.8 Meta-model Style

This section presents some style guidelines for designing MOF meta-model
Please note that these guidelines have no formal standing. They represent t
“collected wisdom” of the dMOF designers based on their experience with
MOF meta-modelling.

5.8.1 Names in Meta-models

In theory, the MOF Model allows you to use almost any sequence of ASCI
characters as a meta-model element name; i.e. as the name of a Class, D
Type, Attribute and so on. In practice, the MODL language makes it hard1 to
specify names that do not conform to the following syntax:

<Ident> ::= <letter> (<letter> <digit> ‘_’)*

where, <letter> represents a upper or lower-case unaccented “latin” letter, an
<digit> represents an “arabic” numeral.

We recommend that you use the following stylistic conventions for names in
MOF meta-models:

• Identifiers for Classes, Associations, Packages, DataTypes and
Exceptions should consist of letters and digits only. The first letter of the
identifier should be capitalised, and if the identifier is formed from two or
more “words”, the first letter of the embedded words should also be
capitalised. Examples of this style are “Identifier”, “Identifier2” and
“ThreeWordId”.

• Identifiers for Attributes, Operations, References, AssociationEnds
and fields or members of constructed data types should consist of lower
case letters, digits and underscores. The underscore character should b
used to separate “words” within an identifier. Examples of this style are
“identifier”, “identifier2” and “three_word_id”.

• Identifiers for Constants and Constraints should consist of upper
case letters, digits and underscores. The underscore character should b
used to separate “words” within an identifier. Examples of this style are
“IDENTIFIER”, “IDENTIFIER2” and “THREE_WORD_ID”.

1. Hard, but not impossible. Section A.2.6 describes the MODL “identifier quoting” feature that can
be used to specify names that do not fit the normal lexical syntax for MODL identifiers.
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If you follow these conventions, the spelling of names in your input meta-
model will be maximally compatible with the spelling of identifiers in the
generated IDL. In addition, the identifiers in the generated IDL should be
maximally conformant to the OMG IDL Style Guide.

5.8.2 Associations versus Attributes

The MOF Model provides two ways of relating metadata:

• Associations relate instances of a Class to instances of another Clas

• Attributes relate instances of a Class to instances of another Class o
a DataType.

When designing a meta-model, you often need to decide which of the two
alternatives to use to meta-model a relation. If one of the elements is a
DataType, you have no choice but to use Attributes. If this is not the case, yo
need to weigh up a number of factors:

• If a relation is expressed as an Association, you can form a query
from either “end” of the relation. By contrast, a relation expressed using an
Attribute can only be easily queried in one direction; i.e. from the Class
instance to the Attribute.

• On the other hand, a relation expressed using an Association result
in heavier weight CORBA interfaces and more runtime machinery than
one expressed using an Attribute. This is clearest when the meta-mode
includes References for the Association.

From a stylistically viewpoint, it is probably better to meta-model a relation
between Classes as an Association. However, this is debatable.

5.8.3 Classes versus Structs

The MOF Model provides two ways of meta-modelling collections of
heterogeneous data values:

• Classes can be thought of as collecting a group of Attributes.

• Struct DataTypes collect a group of fields.

Once again, Classes and Structs both have pros and cons:

• Classes convey a sense of object identity and support inheritance, bu
struct DataTypes do not.

• Classes allow construction of graph shaped data structures, but wit
struct DataTypes you are limited to tree shaped data structures.

• Classes can be related using Associations, but struct DataTypes
cannot be related to other struct DataTypes, and can only be related to
Classes using Attributes.

• On the other hand, struct DataTypes result in lighter weight CORBA
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interfaces and runtime support than do Classes.

From a stylistic viewpoint, it is generally better to meta-model heterogeneou
collections using Classes and Attributes than using struct DataTypes. An
exception to this is when the collection has no inherent “objectness”. For
example, it is arguably better to meta-model an x,y coordinate pair as a stru
DataType.

5.8.4 Array and Sequence Types versus Multiplicities

The MOF Model provides two approaches1 to meta-modelling collections of
homogeneous values:

• An Attribute or Parameter with a multiplicity can define a collection
of the Attribute’s base type, depending on the bounds specified.

• An array or sequence DataType defines a collection of its base type

Multiplicities and array or sequence DataTypes both have pros and cons:

• Multiplicities give you more flexibility than arrays and sequences in
controlling the number of elements allowed in a collection.

• Multiplicities allow you to specify that a collection contains no
duplicate, but arrays and sequences do not.

• Multiplicities allow you to specify that the ordering of a collection’s
elements is significant, but arrays and sequences do not.

• The IDL generated for a collection-valued Attribute defined using a
multiplicity allows you perform element-wise updates on the collection
value. This is not the case for an Attribute whose type is an array or
sequence.

• On the other hand, collection-valued Attributes defined using
multiplicities give heavier weight IDL than those defined with array or
sequence types.

In general, we recommend that you use multiplicities rather than array or
sequence types as far as possible.

5.8.5 Use of Complex DataTypes

The MOF Model allows you to express metadata using the full expressive
power of the CORBA data type system. In theory, you can specify DataType
for arbitrarily complex tree-structured data types, and make extensive use o
exotica like the “any” and “TypeCode” types. The alternative is to use Classe
and Associations to represent the complexity:

• The MOF IDL mapping currently means that values of complex

1. Actually, there are three approaches if you include Associations.
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DataTypes can often be transmitted more efficiently than if the metadata i
expressed using Classes and Associations. (This will probably change i
the future.)

• On the other hand, Classes and Associations allow you to express
richer metadata schemas; e.g. graph-structured versus tree-structured.

• It is likely that data typing will be simplified in future revisions of
the MOF specification.

In general, we recommend that you avoid specifying complex DataTypes, an
use Classes and Associations instead.

5.8.6 Operations

The MOF Model allows you to use Operations to associate user-defined
behaviour with metadata. While it may be tempting to use this capability
extensively, we think this is a bad idea for the following reasons:

• Operations don’t actually define behaviour. Rather they define
signatures for invoking behaviour without providing a standard way to
specify it. This means that there is a real risk that behaviour will vary from
one metadata repository to another.

• As we will see in Section 6.1.1, implementing user-defined
behaviour in a generated metadata repository can be rather tricky.

Instead, we think it is best to use Operations in a meta-model only when ther
is a large performance advantage in doing so.

5.8.7 Derived Attributes and Associations

The MOF Model allows you to define Attributes and Associations as derived
from other state in the meta-model. In general, we think that it is best to avoid
using these features.

Note that if you define a derived Attribute or Association in terms of “private”
or “protected” Attributes, or undeclared state, you will get into trouble when
you try to interchange metadata.

5.8.8 Private and Protected Elements

The MOF Model allows you to declare classifiers (Classes, DataTypes and
Associations) and various features (e.g. Attributes, Operations and
References) with a “visibility” of “private” or “protected”. In general, we
think that doing this is a bad idea for the following reasons:

• Since CORBA IDL provides no way to declare IDL interfaces,
attributes or operations as “private” or “protected”, the MOF IDL mapping
ignores elements with these visibilities.
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• When metadata is mapped to XML by the standard XMI document
production rules, any state that is declared as “private” or “protected” is
left out. The rationale is as follows:

• Everything in an XML document is fully visible, and can be
tinkered with while in transit. Transmitting “private” or “protected”
elements would violate encapsulation.

• The MOF IDL mapping means that there would be no way to
insert or extract the values using a repository’s CORBA IDL.

5.8.9 Package Nesting

While Package nesting may seem attractive, it is little more than “syntactic
sugar”, especially since nesting does not limit visibility. We recommend that
you do not use nested Packages. Instead we recommend that you use one
the other Package composition constructs; i.e. Package inheritance, importin
and clustering.
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6 Advanced Topics
6.1 Implementing Metadata Behaviour

The previous chapter mentioned a number of ways in which a meta-model ca
be defined such that metadata can have computational behaviour. In this
section, we describe how you can implement metadata behaviour in a Mofle
generated by the dMOF mof2moflet tool.

Note the following:

• Any implementation of metadata behaviour is MOF vendor specific,
since the OMG MOF spec provides no standard way to specify behaviou
in a meta-model.

• The approach used by dMOF is to require you to hand-code the Java
classes that implement the behaviour. Depending on how you code thes
classes, they may be dependent on details of dMOF moflet generation tha
are subject to change.

Future releases of dMOF will generate skeletons for the Java classes for th
programmer to complete. In the long run, dMOF will allow you to specify
behaviour in OCL and will translate this specification into executable code.

This having been said, it is probably not a good idea to incorporate behaviour
in a meta-model. It is likely that a future revision of the OMG MOF spec will
move behaviour out of the core MOF Model.

6.1.1 Implementing Operations and derived Attributes

The behaviour of Operations and derived Attributes is implemented in user
supplied “OpImpl” classes coded in Java. This is best explained with a simple
example. Suppose that we define a simple meta-model with a Class that h
one Operation:

package Pkg {
class Node {

boolean is_digit(in char ch);
};

};

This meta-model can be compiled, and the corresponding IDL and Java
moflet can be generated. Assuming that the moflet is generated using the
default Java package locations, the java class that implements “Pkg::Node
objects will look like the following:

package PkgImpl;

// Generated impl. class for the Node Class.
public class NodeImpl ... {
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...
// Reference to NodeImpl’s child NodeOpImpl obj
private NodeOpImpl __opImpl = null;
...
// NodeImpl constructor
public NodeImpl (...) {

...
// create the child NodeOpImpl object
__opImpl = new NodeOpImpl(this);
...

};
...
// Implementation of ‘Pkg::Node::is_digit’
public boolean is_digit(char ch) {

// delegate the op to the child NodeOpImpl object
return __opImpl.is_digit(char ch);

}
...

}

The generated code sample above shows the following:

• By default, all generated code for components of a top-level Packag
called “Pkg” lives in a java package called “PkgImpl”. (You can override
this in the command line options you give to the moflet generator.)

• An implementation object that represents an instance of an M2-leve
Class called “Node” is an instance of a java class called “NodeImpl”.

• Given that the “Node” Class has instance-level Operations or
instance-level derived Attributes, the “NodeImpl” object has a private
attribute that holds a “NodeOpImpl” object.

• A “NodeOpImpl” object is created automatically when a
“NodeImpl” object is created. The constructor for the child “NodeOpImpl”
object is passed a referenced to the parent “NodeImpl” object.

• A “NodeImpl” object handles an invocation of the “is_digit”
operation, by delegating it to a method on the child “NodeOpImpl” object.
In more complex cases, the delegation call may be preceded and followe
by various structural and constraint error checks.

Next, here is a typical implementation of the NodeOpImpl class.
package PkgImpl;

public class NodeOpImpl implements java.io.Serializable {
private PkgImpl.NodeImpl impl;

protected NodeOpImpl(PkgImpl.NodeImpl impl) {
this.impl = impl;

}

// implementation of the ‘is_digit’ operation.
public boolean is_digit(char ch)

throws Reflective.MofError
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switch (ch) {
case ‘0’: case ‘1’: case ‘2’: case ‘3’: case ‘4’:
case ‘5’: case ‘6’: case ‘7’: case ‘8’: case ‘9’:

return true;
default:

return false;
}

}

Notice the following about the “NodeOpImpl” class:

• The “NodeOpImpl” class must have the same java package scoping
as the generated “NodeImpl” class.

• The “NodeOpImpl” class must implement “java.io.Serializable”.
This allows the child “NodeOpImpl” object’s state to be saved and restored
along with its parent.

• The “NodeOpImpl” class constructor typically saves the reference to
its parent object for use by its methods, as explained below.

• The “NodeOpImpl” methods implement the behaviour associated
with the instance-level Operations and instance-level derived Attributes.

• Any method in an OpImpl class is entitled to raise a MofError
exception if it encounters a problem; see Section 6.3.1.

The user-supplied behaviour in the previous example did not define any stat
and did not use any other meta-object state or behaviour. The following
example shows how you do both of these:

package Pkg2 {
class Counter {

attribute long value;
readonly derived long nos_calls;
void increment();
void decrement();

};
};

Here is an OpImpl class for the above:
package Pkg2Impl;

public class CounterOpImpl implements java.io.Serializable {
private Pkg2Impl.CounterImpl impl;
private int nosCalls = 0;

protected CounterOpImpl(Pkg2Impl.CounterImpl impl) {
this.impl = impl;

}

// getter for the derived attribute ‘Counter::nos_calls’
public int nos_calls() {

return ++nosCalls;
1075 June, 2001



DSTC CORBA Meta Object Facility

to

’s

t

f
s
nt

,

”
y

}

// method for the ‘Counter::increment’ operation
public void increment() {

nosCalls++;
impl._this().set_value(impl._this().value() + 1);

};

// method for the ‘Counter::decrement’ operation
public void decrement() {

nosCalls++;
impl._this().set_value(impl._this().value() - 1);

};
}

There are a number of points to be noted about the CounterOpImpl class
above:

• The Java class declares a hidden state attribute called “nosCalls” 
hold the value of the derived Attribute “nos_calls”. This attribute is
automatically saved and restored as part of the parent “Counter” instance
persistent state.

• The “increment” and “decrement” operations both call
“impl._this()” to obtain the CORBA object reference for the parent
“Counter” instance. This allows them to invoke any operations defined in
the “Counter” IDL. In this case, they call the getter and setter operations
for the Attribute called “value”.

• It would also be possible to use the “impl” reference to directly
access the “CounterImpl” object. However we recommended that you
avoid doing this as far as possible. While direct access to the “Impl” objec
may be quicker, it makes an “OpImpl” class dependent on internal details
of an “Impl” class that are subject to change.

Note: you need not declare a hidden state attribute for a derived Attribute i
its value can be recomputed “on the fly”. Conversely, hidden state attribute
can be used for other purposes. It is up to you to decide how best to impleme
the behaviour implied by your meta-model. However, when you use hidden
state attributes, you should remember that their values will not be included in
XMI documents produced by a dMOF generated XMI producer.

When an Operation or derived Attribute is declared as classifier-level (static)
the behaviour must be supplied in a “ClassOpImpl” rather than an “OpImpl”
class. A “ClassOpImpl” object has a “ClassImpl” object (i.e. a Class proxy
instance’s implementation object) as its parent, and is created with an “impl
pointer that allows it to access the class proxy state and behaviour in a wa
that is analogous to the above descriptions.

When the multiplicity of an Operation or Exception parameter or of a derived
Attribute makes it optional valued or collection valued, the wrapper methods
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that call the “OpImpl” methods will include multiplicity checking code. Your
methods can therefore assume that “incoming” values match to the specifie
multiplicities. However, your code must ensure that “outgoing” values match
the specified multiplicities. If they do not, a “semantic” MofError will be
raised.

In addition to a “setter” and “getter”, the user-supplied “OpImpl” class for a
derived Attribute may need to provide an “unset” method or a variety of
“add”, “modify” and “remove” methods. It is your responsibility to ensure
that the semantics of these methods conforms to the pattern set down by t
MOF specification. For example, the “add” method for an ordered, collection
valued derived Attribute should add the new element at the end of the
collection.

In complex cases, working out the required method signatures for an
“OpImpl” class can be a bit tricky.In the long term, the dMOF moflet
generator will generate skeleton “OpImpl” classes that provide the method
signatures. In the short term, you can manually copy the signatures from the
generated “Impl” classes.

6.1.2 Derived Associations

Derived Associations must be implemented in much the same way as derive
Attributes and Operations. However, in this case the user-defined methods
that implement the IDL must defined in an “AssocOpImpl” class.

The methods that you must implement depend on how the Association is
defined:

• All derived Associations require implementations for the all_*_links
and query operations.

• Changeable derived Associations require implementations of
various “add”, “modify” and “remove” operations, depending on the
multiplicity specification of the Association’s Ends.

• A derived Association whose Ends are navigable may also need
implementations of “_set_*” and “_unset_*” operations, depending on the
Association End multiplicities. These operations are used to atimically
create and remove a number of links, in response to a Reference “setter” o
“unsetter” operation request.

In all cases, the “AssocOpImpl” methods are expected to behave the same
way as a non-derived Association. In particular, all structural constraint
checks should be implemented.

In complex cases, working out the required method signatures for an
“AssocOpImpl” class can be a bit tricky.In the long term, the dMOF moflet
generator will generate skeleton “AssocOpImpl” classes that provide the
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method signatures. In the short term, you can manually copy the signature
from the generated “Impl” class for each derived Association.

6.1.3 User Defined Constraint Checking

The dMOF moflet generator currently does not provide hooks for user defined
Constraint checking code.

6.1.4 Implementing Custom Queries

A question that frequently arises is how to implement custom queries in a
dMOF moflet. For example, you may want an Operation in your meta-mode
to provide a fast lookup by name. In practice, there are a variety of ways o
doing this sort of thing.

The simple approach is to add custom code your moflet to keep copies of ke
metadata in memory as custom Java data structures. It is then a simple mat
for an OpImpl method to query the custom data structures. However, there a
problems with this approach:

1 The metadata in the in-memory custom data structures won’t automatically sur
a moflet restart.

2 The in-memory approach does not scale. If you have too much metadata to se
the size of the data structures can exceed available memory.

3 There can be a problem maintaining thecustom data structures. Since dMOF
provides no “hooks” on ordinary operations, a change to the value of an ordin
(non-derived) Attribute will not be automatically reflected in the custom data
structures. Instead, you must provide additional Operations to allow your OpIm
classes to refresh the in-memory data structures, and rely on the client to call t
This is ugly, to say the least.

A better, albeit more complicated approach is to make use of hooks provide
by the dMOF moflet runtime. This allows you to create and search custom
tables in the backend database system. For more details, refer to Section

6.2 Using Moflet Internal APIs

It is sometimes necessary for a user’s moflet to make use of interfaces in th
Moflet runtime libraries. For example:

• Your moflet may need to do custom error logging.

• Your moflet may need to obtain and/or publish its initial references
in a non-standard way.

• Your moflet may need to perform custom queries against the back
end database.

• Your “OpImpl” or “AssocOpImpl” classes may need to access other
Impl objects, compare MOF object references and so on.
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In order to facilitate this, we have “opened up” some key internal APIs so tha
your moflet code can access them at runtime. The APIs in question are
described the “javadoc” documentation that you can find in the “doc”
directory of your dMOF installation.

Note: we strongly advise you to be cautious and sparing in your use of the
Moflet Internal APIs. DSTC reserves the right to change the Internal APIs
and their behaviour in future releases of dMOF.

6.3 Error Reporting

This section describes the way that a metadata repository that conforms to th
MOF 1.3 version of the IDL mapping reports errors to a client program.

6.3.1 Error Reporting Framework

Any MOF metadata repository that is implemented according to the standar
MOF IDL mapping potentially needs to be able to signal a wide variety of
error conditions. These error conditions are classified into five broad groups

• Structural errors - this group covers the violation of the basic
structural constraints defined by the meta-model; e.g. when a node is
linked to too many or too few other nodes.

• Constraint errors - this group covers the violation of metadata well
formedness rules that specified in the meta-model using Constraints.

• Usage errors - this group covers cases where a client has invoked
MOF operation with invalid parameters; e.g. requesting an element-wise
update with a ‘position’ that is out of bounds.

• User-defined errors - this group covers errors corresponding to meta
model defined Exceptions on Operations.

• Reflective errors - this group covers errors that occur when creating
updating or accessing metadata using the “generic” interfaces; e.g. callin
“refInvokeOperation” on an Attribute. These errors are notionally
equivalent to runtime type errors.

• Semantic errors - this group covers any implementation specific
errors that are not covered by the previous five groups. Examples includ
hardware or software failure and access control or resource errors.

While most errors are signalled using the MofError exception, errors in the
“usage” and “user-defined” groups have their own exceptions.

6.3.2 The MofError Exception

The “MofError” exception is a “catch all” exception that is used to signal
most kinds of MOF error condition to a client1. MofError is declared in the
standard “Reflective” module as follows:
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module Reflective {
...
typedef any ValueType;

struct NamedValueType {
string name;
ValueType value;

};

typedef sequence < NamedValueType > NamedValueList;

exception MofError {
string error_kind;
RefObject element_in_error;
NamedValueList extra_info;
string error_description;

};

The fields of the MofError exception are as follows:

• The “error_kind” field contains a string that identifies the basic error
condition that is being signalled. For example, an underflow error will be
denoted by the string "org.omg.mof:structural.underflow". Error kind
strings are discussed in Section 6.3.3.

• The “element_in_error” field contains a reference for an instance
object representing the meta-model element in error. For example, if an
underflow is detected for an Attribute value, this field will contain a
“Model::Attribute” object.

• The “error_description” field contains a “user-friendly” description
of the error that has occurred. Note of course that the message will be
couched in terms of the metadata server’s view of what went wrong. This
may not be directly comprehensible to a user.

• The “extra_info” field contains secondary information that helps to
identify the error reported. The value of this field is a list of name / value
pairs expressed using the “NamedValueList” type. For example, when a
duplicate element is detected in an Attribute, this field will consist of a pair
of the form:
{"duplicate", Any(<some_duplicate_value>)}

The MOF specification defines error kind strings for a number of standard
errors and prescribes the values that you can expect in the “element_in_erro
and “extra_info” fields. The standard errors are listed in Appendix D.

1. MOF error handling changed substantially in the MOF 1.3 revision. Prior to MOF 1.3, semantic
and constraint errors were signalled by separate IDL exceptions. In MOF 1.3, these IDL exception
were subsumed by the MofError exception, and the signature of the MofError was revised.
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6.3.3 Error Kind Strings

The MOF relies on string values to distinguish the many different kinds of
error that can be signalled using the MofError exception. While it is
anticipated that error kind strings are typically just compared for equality or
printed out, they have a well defined syntax that makes it possible to analys
them. The basic syntax of an error kind string is as follows:

<kind> ::= {<prefix>} ‘:’ <category> ‘.’ <error>

<prefix> ::= <name> (‘.’ <name>)*

<error> ::= <format2_name> {‘.’ <format2_name>)*

<category> ::= "constraint"
| "structural"
| "reflective"
| "semantic"

<format2_name> ::= <name> (‘_’ <name>)*

<name> ::= (‘a’-‘z’) (‘a’-’z’ | ‘0’-’9’)*

The three top-level components of an error kind string have the following
meaning:

• The “prefix” is the IDL prefix defined in the source meta-model in
Java’s “reverse DNS name” format. If the meta-model does not specify an
IDL prefix, the component is omitted. The “prefix” used for all standard
MOF error kind strings is “org.omg.mof”.

• The “category” states whether the error kind indicates a violation of
a user-defined constraint (i.e. “constraint”), a structural error (i.e.
“structural”), a reflective error (i.e. “reflective”) or a semantic error (i.e.
“semantic”).

• The “error” details the specific error.

“Error” values for standard structural and reflective errors are listed in
Appendix D; e.g. “overflow”, “underflow”, “reference_closure” and so on.
Values for user-defined constraint violations are formed from the fully
qualified Constraint name; see Section 5.7.2. Values for semantic errors a
implementation specific.

The “Reflective” module defines a number of string constants for the standar
error kinds. For example:

...
const string UNDERFLOW_VIOLATION =

"org.omg.mof:structural.underflow";

const string OVERFLOW_VIOLATION =
"org.omg.mof:structural.overflow";
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const string DUPLICATE_VIOLATION =
"org.omg.mof:structural.duplicate";

...

String constants for user-defined constraint errors are included in the IDL
generated for the meta-model that defines the Constraint.

6.3.4 Usage Error Exceptions

The “Reflective” module a small number of other exceptions in addition to
MofError. The first three are used to signal l usage errors.

...
exception NotFound{};

exception NotSet{};

exception BadPosition{
unsigned long current_size;

};

The “NotFound” exception is raised by a variety of update operations for
Attributes, References and Associations. The common thread is that the
supplied element value or link is not part of the collection value or link set.

The “NotSet” exception is raised by “get” operations for optional valued
Attributes or References when the optional value is unset or empty.

The “BadPosition” exception is raised by positional update operations for
ordered, non-unique Attributes. The exception indicates that the operation ha
been called with a “position” argument that is larger than the current size o
the Attribute’s collection value.

6.3.5 User-defined Error Exceptions

typedef RefObject DesignatorType;
exception OtherException {

DesignatorType exception_designator;
ValueTypeList exception_values;

};
...

The “OtherException” exception is raised by the “ref_invoke” operation in
the “RefObject” interface to signal a user-defined exception; see
Section 6.4.2.

6.4 Reflective Interfaces

This section describes the so-called Reflective interfaces of the MOF. Thes
interfaces serve two purposes:
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• They provide simple meta-object identity, description, navigation
and life-cycle functionality that is common to all meta-objects.

• They provide the “generic” interfaces for creating, access, modifying
and deleting metadata without using meta-model specific generated IDL

For a more comprehensive definition of these interfaces, refer to the OMG
MOF 1.3 specification.

6.4.1 RefBaseObject

“RefBaseObject” is an abstract interface that is indirectly inherited by all
other Reflective interfaces and almost all “specific” interfaces generated by
the MOF IDL mapping. It defines a small number of operations that are
shared by all MOF meta-objects.

The IDL for the “RefBaseObject” interface is as follows:
module Reflective {

interface RefObject;
interface RefPackage;
typedef RefObject DesignatorType;
...
interface RefBaseObject {

string ref_mof_id();
DesignatorType ref_meta_object();
boolean ref_itself(in RefBaseObject other_object);
RefPackage ref_immediate_package();
RefPackage ref_outermost_package();
void ref_delete() raises (MofError);

};
...

};

The operations are as follows:

ref_mof_id. This operation returns the MOF Id string for a meta-object. MOF Id
strings are the basis for determining whether two meta-objects are equal. A
MOF Id has the following properties:

• A MOF Id uniquely identifies an meta-object; i.e. there is a one-to-
one mapping between meta-objects and MOF Id values.

• The mapping between a MOF Id and a meta-object is immutable for
the lifetime of the meta-object.

• When a meta-object is deleted, its MOF Id cannot be rebound to
another meta-object.

Thus, one way to find out if two MOF meta-object references point to the
same meta-object is to call “ref_mof_id” for both object references and
compare the results.
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ref_itself. This operation provides a more convenient way of doing the same thing
i.e. the two code fragments are equivalent:

mo1.ref_itself(mo2);

mo1.ref_mof_id().equals(mo2.ref_mof_id());

ref_meta_object.Thisoperation allows you to locate the (M-n+1 level) meta-
object that describes the current (M-n level) meta-object. In particular:

• Calling “ref_meta_object” on an instance or class proxy object will
return a “Model::Class” object that describes the instance or proxy’s Class

• Calling “ref_meta_object” on an association object will return a
“Model::Association” object.

• Calling “ref_meta_object” on a package object will return a
“Model::Package” object.

However, there are two things to note about the “ref_meta_object” operation

• The MOF specification states that the operation may return a nil
meta-object reference.

• Even if “ref_meta_object” does return a non-nil meta-object
reference, there is no guarantee that the corresponding meta-object will b
available.

ref_immediate_package & ref_outermost_package.These operations return
object references for this meta-object’s containing package objects; i.e. the
package objects for (respectively) the meta-object’s immediately enclosing
and outermost enclosing package extents. The behaviour of the operations
obvious in most cases. However, if you call them for a meta-object that is
itself an outermost package object:

• “ref_outermost_package” will return the object itself, but

• “ref_immediate_package” will return a nil object reference.

ref_delete.This operation (permanently) deletes a meta-object and performs othe
tidyup actions as described in Section 6.5. Note however, that meta-object
that represent associations, class proxies and nested or clustered package
may not be deleted this way. These can only be deleted by deleting the oute
most Package instance.

6.4.2 RefObject

“RefObject” is an abstract interface that is inherited by all interfaces for
instance and class proxy objects. The operations mostly provide reflective
access and update functionality.

The IDL for the “RefObject” interface is as follows:
interface RefObject : RefBaseObject {

boolean ref_is_instance_of (
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in DesignatorType some_class,
in boolean consider_subtypes)

raises (MofError);

RefObject ref_create_instance (in ValueTypeList args)
raises (MofError);

RefObjectSet ref_all_objects (in boolean include_subtypes);

void ref_set_value (
in DesignatorType feature,
in _ValueType new_value)

raises (MofError);

_ValueType ref_value (in DesignatorType feature)
raises (NotSet, MofError);

void ref_unset_value (in DesignatorType feature)
raises (MofError);

void ref_add_value (
in DesignatorType feature,
in _ValueType new_element)

raises (MofError);

void ref_add_value_before (
in DesignatorType feature,
in _ValueType new_element,
in _ValueType before_element)

raises (NotFound, MofError);

void ref_add_value_at (
in DesignatorType feature,
in _ValueType new_element,
in unsigned long position)

raises (BadPosition, MofError);

void ref_modify_value (
in DesignatorType feature,
in _ValueType old_element,
in _ValueType new_element)

raises (NotFound, MofError);

void ref_modify_value_at (
in DesignatorType feature,
in _ValueType new_element,
in unsigned long position)

raises (BadPosition, MofError);

void ref_remove_value (
in DesignatorType feature,
in _ValueType existing_element)

raises (NotFound, MofError);

void ref_remove_value_at (
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in DesignatorType feature,
in unsigned long position)

raises (BadPosition, MofError);

RefObject ref_immediate_composite ();

RefObject ref_outermost_composite ();

_ValueType ref_invoke_operation (
in DesignatorType requested_operation,
inout ValueTypeList args)

raises (OtherException, MofError);
}; // end of RefObject interface

The operations are as follows. Note that the text below only describes
“reflective” MofErrors. For other errors, refer to the equivalent ‘specific’
operations described in Section 5.1 and Section 5.4.

ref_is_instance_of.This operation tests the MOF type of an instance object. where
‘some_class’ is the “Model::Class” meta-object representing the type. If
‘consider_subtypes’ is true, the operation will also return TRUE when the
MOF type of this object is a subclass of ‘some_class’.

MofError will be raised if ‘some_class’ is not an instance of “Model::Class”.

ref_create_instance.This operation creates a new instance object whose type is
determined by the most derived “Model::Class” of the current object. The
‘args’ parameter gives initial values for the instance’s Attributes, in the same
order as the specific version of this operation; see Section 5.1.3.

MofError will be raised in the following circumstances:

• When this object’s Class is declared as abstract.

• When the number and types of the elements of the ‘args’ paramete
are incorrect.

• When an ‘arg’ element violates a “structural” or “user-
defined”constraint.

ref_all_objects.This operation returns the extant instances of a “Model::Class”. If
the ‘include_subtypes’ parameter is TRUE, the operation corresponds to th
specific “all_of_type_*” operation. If it is FALSE, the operation corresponds
to “all_of_class_*”.

ref_set_value.This operation sets the value of an Attribute or Reference for this
object. The ‘feature’ parameter specifies which Attribute or Reference to se
the value for, and the ‘new_value’ parameter specifies the value. The
operation can be applied to a class proxy object to set a classifier-level
Attribute, or to an instance object to set any Attribute or Reference.

MofError will be raised in the following circumstances:

• When ‘feature’ does not denote a known Attribute or Reference of
118 5 June, 2001



Advanced Topics
this object’s Class or of any super-Class.

• When this is class-proxy object, and ‘feature’ does not denote a
classifier-level Attribute.

• When ‘feature’ denotes a read-only Attribute or Reference.

• When ‘new_value’ has the wrong type.

ref_value.This operation gets the current value of an Attribute or Reference for
this object. The ‘feature’ parameter specifies the operation’s target Attribute
or Reference.

MofError will be raised in the following circumstances:

• When ‘feature’ does not denote a known Attribute or Reference of
this object’s Class or of any super-Class.

• When this is class-proxy object, and ‘feature’ does not denote a
classifier-level Attribute.

ref_unset_value.This operation unsets the value of an optional valued Attribute
or Reference. The ‘feature’ parameter specifies the operation’s target
Attribute or Reference.

MofError will be raised in the following circumstances:

• When ‘feature’ does not denote an optional valued Attribute or
Reference of this object’s Class or of any super-Class.

• When this is class-proxy object, and ‘feature’ does not denote a
classifier-level Attribute.

• When ‘feature’ denotes a read-only Attribute or Reference.

ref_add_value, ref_add_value_before, ref_add_value_at.These operations add
a new element to the value of a collection valued Attribute or Reference. The
‘feature’ parameter specifies the operation’s target Attribute or Reference,
and the ‘new_element’ parameter gives the new element. For an ordered
Attribute or Reference, the ‘position’ and ‘before_element’ parameters
specify the insertion point for the new element.

MofError will be raised in the following circumstances:

• When ‘feature’ does not denote an Attribute or Reference of this
object’s Class or of any super-Class.

• When ‘feature’ does not denote an Attribute or Reference with the
appropriate multiplicity for the operation; e.g. multi-valued, ordered and
non-unique for ‘ref_add_at’.

• When this is class-proxy object, and ‘feature’ does not denote a
classifier-level Attribute.

• When ‘feature’ denotes a read-only Attribute or Reference.

• When ‘new_element’ has the wrong type.
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ref_modify & ref_modify_at: These operations modify an element of a collection
valued Attribute or Reference. The ‘feature’ parameter gives the operation’
target Attribute or Reference, and the ‘new_element’ parameter gives the ne
element value. The element to be replaced is specified by a ‘position’ or
‘old_element’ parameter, depending on the target feature’s multiplicity.

MofError will be raised in the following circumstances:

• When ‘feature’ does not denote an Attribute or Reference of this
object’s Class or of any super-Class.

• When ‘feature’ does not denote an Attribute or Reference with the
appropriate multiplicity for the operation.

• When this is class-proxy object, and ‘feature’ does not denote a
classifier-level Attribute.

• When ‘feature’ denotes a read-only Attribute or Reference.

• When ‘new_element’ has the wrong type.

ref_remove & ref_remove_at:These operations delete an element of a collection
valued Attribute or Reference. The ‘feature’ parameter gives the operation’
target Attribute or Reference, and the ‘existing_element’ or ‘position’
parameter gives the element to be deleted, depending on the target featur
multiplicity.

MofError will be raised in the following circumstances:

• When ‘feature’ does not denote an Attribute or Reference of this
object’s Class or of any super-Class.

• When ‘feature’ does not denote an Attribute or Reference with the
appropriate multiplicity for the operation.

• When this is class-proxy object, and ‘feature’ does not denote a
classifier-level Attribute.

• When ‘feature’ denotes a read-only Attribute or Reference.

ref_immediate_composite & ref_outermost_composite.Theseoperationsallow
a client to find an instance object’s “composition” containers. The first one
returns the instance object’s immediate container, and the second one retur
the outermost container; i.e. an object that contains this one, and that has 
container itself.

The result of this operation will be a nil object reference if this object has no
container. (By definition, a class proxy object has no composition container.
Otherwise, the result will be non-nil. Note that in the case where an object is
a value of a composite, classifier level Attribute, the result will be the class
proxy object that holds the Attribute’s value.

ref_invoke_operation.Yhisa operation allows client to invoke user-defined
Operations on an instance or class-proxy object. The ‘requested_operation
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parameter specifies the Operation to be invoked, and the ‘args’ parameter
gives the required Parameter values.

MofError will be raised in the following circumstances:

• When ‘requested_operation’ does not denote an Operation of this
object’s Class or of any super-Class.

• When this is class-proxy object, and ‘feature’ does not denote a
classifier-level Operation.

• Then elements of the ‘args’ parameters have the wrong type.

OtherException is raised when the Operation would otherwise raise a user
defined Exception.

6.4.3 RefAssociation

“RefAssociation” is an abstract interface that is inherited by all interfaces for
association objects. The operations provide reflective access and update
functionality.

The IDL for the “RefAssociation” interface is as follows:
interface RefAssociation : RefBaseObject {

LinkSet ref_all_links ()
raises (MofError);

boolean ref_link_exists (in Link some_link)
raises (MofError);

RefObjectUList ref_query (
in DesignatorType query_end,
in RefObject query_object)

raises (MofError);

void ref_add_link (in Link new_link)
raises (MofError);

void ref_add_link_before (
in Link new_link,
in DesignatorType position_end,
in RefObject before)

raises (NotFound, MofError);

void ref_modify_link (
in Link old_link,
in DesignatorType position_end,
in RefObject new_object)

raises (NotFound, MofError);

void ref_remove_link (in Link old_link)
raises (NotFound, MofError);
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}; // end of RefAssociation interface

The operations are as follows. Note that the text below only describes
“reflective” MofErrors. For other errors, refer to the equivalent ‘specific’
operations described in Section 5.2.

ref_all_links. This operation returns all links in this association object, encoded as
generic Links.

ref_link_exists.This operation tests whether a link exists between two objects as
specified in the ‘some_link’ parameter.

MofError will be raised when either of the objects in ‘some_link’ is a class
proxy or is an instance of the wrong Class.

ref_query. This operation queries the objects that are linked in this association
object to the instance specified by the ‘query_object’ parameter. The
‘query_end’ parameter denotes an Association End of this Association whic
indicates the end that ‘query_object’ fills in a link.

The result of this operation is declared as a ‘RefObjectUList’. However, the
order of the elements of the list will only be significant if the Association is
defined as ordered.

MofError will be raised in the following situations:

• When ‘query_end’ does not denote an Association End for this
Association.

• When ‘query_object’ is not an instance of ‘query_end’s Class or a
sub-Class.

ref_add_link. This operation adds a link to an association object. The ‘new_link’
parameter gives the link to be added. If this object’s Association definition
says that it is ordered, ‘new_link’ is added after existing links at the ordere
end.

MofError will be raised in the following situations:

• When the Association is declared as read-only.

• When either of the ‘some_link’ objects has the wrong Class.

ref_add_link_before.This operation adds a new link before an existing link in an
ordered Association. The ‘new_link’ parameter gives the link to be added.
The ‘position_end’ and ‘before’ parameters give the Association End and
object before which the link is to be added.

MofError will be raised in the following situations:

• When the Association is declared as read-only.

• When the ‘position_end’ object is not the ordered Association End
of this Association.
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• When one of the ‘new_link’ or ‘before’ objects has the wrong Class.

ref_modify_link. This operation modifies an existing link in this association by
replacing the object at one or other of the ends. The ‘old_link’ parameter give
the link to be modified. The ‘position_end’ parameter specifies the
Association End to be modified, and ‘new_object’ gives the new value for
that end of the link. If the Association is ordered on the end being modified
the operation will not alter the link’s position relative to that end.

MofError will be raised in the following situations:

• When the Association is declared as read-only.

• When the ‘position_end’ object is an Association End of this
Association.

• When one of the ‘old_link’ or ‘new_object’ objects has the wrong
Class.

ref_remove_link. This operation removes ‘old_link’ from this association.

MofError will be raised in the following situations:

• When the Association is declared as read-only.

6.4.4 RefPackage

“RefPackage” is an abstract interface that is inherited by all interfaces for
package objects. The operations provide a reflective client with the ability to
navigate the “*_ref” attributes of a package object.

The IDL for the RefPackage interface is as follows:
interface RefPackage : RefBaseObject {

RefObject ref_class_ref (in DesignatorType class)
raises (MofError);

RefAssociation ref_association_ref (
in DesignatorType association)

raises (MofError);

RefPackage ref_package_ref (
in DesignatorType package)

raises (MofError);

}; // end of RefPackage interface

The operations are as follows:

ref_class_ref.This operation returns the value of a “<class_name>_class_ref”
attribute for this package object. The ‘class’ parameter specifies the attribut
to be navigated.
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MofError will be raised if ‘class’ does not denote a Class that is managed by
this package object; i.e. if the attribute does not exist in the specific interface

ref_association_ref.This operation returns the value of a “<assoc_name>_ref”
attribute for this package object. The ‘association’ parameter specifies the
attribute to be navigated.

MofError will be raised if ‘association’ does not denote an Association that is
managed by this package object; i.e. if the attribute does not exist in the
specific interfaces.

ref_package_ref.This operation returns the value of a “<package_name>_ref”
attribute for this package object. The ‘package’ parameter specifies the
attribute to be navigated.

MofError will be raised if ‘package’ does not denote a Package that is
managed by this package object; i.e. if the attribute does not exist in the
specific interfaces.

6.5 Metadata Life-cycle Semantics

The previous chapter included descriptions of the IDL operations for creating
instance objects and for creating and deleting links. It also described how
package objects and their subobjects are created. This section completes 
description of the life-cycle semantics of MOF metadata as represented usin
CORBA meta-objects according to the IDL mapping.

6.5.1 Deletion of Instance Objects

As we described previously, an instance object is created by calling the
“create_*” factory operation defined in the Classes class proxy interface.
Once created, these instance objects will continue to exist in the metadata
service until a client takes action to remove them.

The direct way to delete an instance object is to call the “ref_delete” operation
defined in the “Reflective::RefBaseObject” interface. This operation is
defined as follows:

module Reflective {
...
interface RefBaseObject {

...
void ref_delete() raises (MofError);
...

};
...

};

Calling “ref_delete” on an instance object causes the following things to
happen:
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• The instance object will be deleted. Any subsequent calls on the
object will raise the CORBA “OBJECT_NOT_EXIST” exception.

• The instance object is removed from all “all_of_type” and
“all_of_class” collections within the object’s outermost enclosing package
extent.

• All “dead” links within the instance object’s outermost enclosing
package extent that involve the object will be removed. Other links
involving the objectmay also be deleted.

The removal of links for a deleted instance object helps to get rid of dangling
meta-object references. However, it does not entirely prevent them.

• When an instance object is related to another using an association
object in a different extent, the “dead” link will not necessarily be removed
when the object is deleted.

• When an instance object is the (non-composite) Attribute value of
another one, the latter will contain a dangling reference if the former is
deleted.

This means that if a metadata application deletes instance objects, it may ne
to cope with consequential dangling references in Attributes and “dead” links

Note that deleting an instance object can lead to lower bound underflows i
Associations from which “dead” links have been removed. However, the
underflow is not reported at this point, since that would make it impossible to
remove the object. Thus deletion of instance objects can be rather dangero
to metadata integrity.

6.5.2 Deletion of Package, Association and Class Proxy Objects

A package object and its subobjects (i.e. class proxy, association and nest
package objects) are created using the “create_*_package” factory operatio
defined in the package factory interface. The only way to delete these met
objects is to call “ref_delete” on the parent package object.

Calling “ref_delete” on an outermost package object deletes the meta-objec
and all meta-objects within its extent. In particular, the operation does the
following things:

• It deletes the package object itself.

• It deletes all association, class proxy and nested package subobjec
of the package object.

• It deletes all instance objects that belong within the package object’s
extent.

• It deletes all links that belong within the package object’s extent.
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The operationmayalso delete “dead” links in other package extents that refer
to instance objects in the extent of package object being deleted.

If you attempt to call “ref_delete” directly on an association, class proxy or
nested package object, MofError will be used to signal an invalid delete.

6.5.3 Life-cycle Semantics for Composites

In the life-cycle description above, we skipped over an important issue,
namely what happens when you delete a composite instance object.

An instance object can be a composite if its Class has composite Attributes o
if it is the type of the composite Association End of an Association. If an
instance object is related to another by such an Attribute or Association, an
the instance object fills the “composite” role of the relationship, then deletion
of the object causes deletion of the component objects. This applies
recursively to the components of the components and so on.

The deletion of component instance objects of a composite occurs
automatically. If you wish to retain some of the component objects, you mus
break their relationship with the composite before the composite is deleted
For a composite Attribute, you can unset the attribute value, or set it to a n
object reference. For a composite Association, you must remove the link tha
connects the composite and the component1.

The dMOF 1.1 moflet generator and runtime libraries do not support special
lifecycle semantics for composites. Instead, you should explicitly delete the
component objects.

6.6 Repositories

Section 5.5 described how the IDL mapping produces standard interfaces fo
package objects and their factories. This section describes the MOF’s suppo
for the repository layer; i.e. the directory and management framework for
metadata collections.

From the outset, we should point out that the MOF v1.3 specification has little
useful to say about the repository layer2, though this should be addressed in
the next MOF spec revision. The dMOF Manager and Repository interface
described below should be viewed as an interim proprietary solution.

1. This may not be possible. In particular, if the composite Association End has multiplicity “[1.1]”,
the link “remove” operation will fail because it causes an underflow. In this case, there is no way t
reuse the component instance object.
2. The Facility chapter of the MOF specification attempted to address this area, but it proved to be
unfit for its intended purpose. dMOF does not implement the Facility interfaces.
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6.6.1 dMOF Manager Interfaces

The standard interfaces defined by the IDL mapping for package objects an
factories do not provide any facilities for management of package objects.
The dMOF IDL and moflet generators addresses this by allowing you to
generate a manager interface that extends the standard package factory
interface. Suppose that you have a meta-model of the form:

package Pkg {
...

};

The manager interface for the meta-model above will be generated as follow
module Pkg {

...
interface PkgPackage {...};

interface PkgPackageFactory {
PkgPackage create_pkg_package(...)

throws Reflective::MofError;
};

interface PkgManager :
PkgPackageFactory, Repository::BaseManager {};

};

The BaseManager interface used by the above IDL is as follows:
module Repository {

...
interface BaseManager {

void stabilize() raises (::Reflective::MofError);
void shutdown() raises (::Reflective::MofError);
void destroy() raises (::Reflective::MofError);

};
...

};

Thus, the “PkgManager” interface is an upwards compatible extension of the
standard “PkgPackageFactory” interface providing operations for managin
a moflet. In this context, the moflet consists of the “PkgManager” object
itself, the “PkgPackage” objects that it creates, and the meta-objects that form
the extents of the “PkgPackage” objects.

The moflets generated by the dMOF tools support a variety of persistence
mechanisms with a variety of strategies for writing state to stable storage. Th
“stabilize” operation allows a metadata application to tell a moflet to make
sure that all committed state has been saved. The operation will not return
until this has been done. (Note that “stabilize” is a no-op if the moflet is non-
persistent.)
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The “shutdown” operation allows an application to start the orderly shutdown
of a moflet. Soon after the operation completes, the moflet will stop accepting
new operations on any objects that it manages. When outstanding operatio
have completed, the moflet will stabilize its state and exit.

The “destroy” operation allows an application to permanently destroy a
moflet and all meta-objects that it manages.

Note: the “PkgManager” interface and corresponding moflet support will
only be generated if you provide the “-x” options to the dMOF IDL and moflet
generators. The default behaviour of the generators is to conform to the OMG
MOF v1.3 specification.

6.6.2 dMOF Repository Interfaces

The dMOF Repository IDL file defines a number of other interfaces that can
be used to provide more sophisticated repository functionality. The IDL is
partly implemented (by hand) for the dMOF meta-model repository, and is
not currently supported by the moflet generators. The IDL is subject to
change.

module Repository {
...

interface BaseRepository : BaseManager {
readonly attribute string repository_name;
readonly attribute CosNaming::NamingContext contents;

};

interface MetaModelDesc {
readonly attribute Object package_factory;
readonly attribute string meta_package_name;
readonly attribute Reflective::RefObject meta_package;

};

interface SimpleRepository : BaseRepository {
readonly attribute MetaModelDesc meta_model;

};

interface MultiRepository : BaseRepository {
readonly attribute CosNaming::NamingContext

meta_model_catalogue;
};

};

The interfaces have the following purpose:

BaseRepository.This “abstract” interface declares repository objects as having
“name” and “contents” attributes. The “contents” object is a directory
implemented as a CosNaming::NamingContext. The (leaf) contents of the
directory are Package instance objects that act as metadata containers.
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SimpleRepository.This interface represents a repository for metadata conforming
to a single MOF meta-model. The “meta_model” attribute gives a descriptor
for the meta-model. The “contents” of one of these repositories should all be
instances of the meta-model’s mapped “<package>Package” interface.

MultiRepository. This interface represents a repository that supports metadata
conforming to many MOF meta-models, as described by the descriptors in th
“meta_model_catalog” directory.

MetaModelDesc.This interface is for an object that describes a meta-model. The
“package_factory” attribute refers to a factory object for Package instances
i.e. one that can be narrowed to the mapped “<package>PackageFactory”
interface. The “meta_package” attribute refers to the meta-model Package
meta-object, if it is available. The “meta_package_name” gives the name o
the meta-model, in case the “meta_package” is null or inaccessible.

The dMOF meta-model repository supports the “SimpleRepository” interface
instantiated for the MOF “Model”. The repository creates a single instance o
this interface when you run it with the “-n” option.

6.7 MOF Model Objects

This section gives an overview of the meta-objects that are used to represe
meta-models. Typical MOF applications will not need to use these objects o
there interfaces. However, you will need to understand this material if you
need to build application that operates on meta-models; e.g. a reflective met
data application or a meta-model based software generator.

6.7.1 The MOF Model

The UML diagram in Figure 26 gives an overview of the MOF Model
specified as a meta-model. The diagram shows all of the MOF Model’s
Classes and Associations, but many important details including Attributes,
Operations, Tags and Constraints and many AssociationEnd names have be
omitted for the sake of readability.

For a complete definition of the MOF Model, you should refer to Chapter 3
of the OMG MOF specification. This explains how a UML diagram should be
read as a MOF meta-model, and fills in the details omitted in the graphical
representations of the MOF Model.

The remainder of this section will explain aspects of the MOF Model that will
help you understand how meta-models are represented. An understanding
meta-model representations is crucial if you intend to use the “generic” APIs
to create, update or access meta-data, or if you intend to write meta-mode
driven generators. Otherwise, you can safely skip this material.
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6.7.2 The Containment and Naming

The most important relation in the MOF Model is the Contains association.
As the UML diagram in Figure 26 shows, the Contains association relates
multiple instances of ModelElement to a single instance of a container
Namespace. The links of the Contains association define the basic structu
of a meta-model. For example, a Package contains its component Classes, a
a Class contains Attributes and Operations.

As the UML diagram shows, the abstract Namespace class has a number 
concrete leaf classes; i.e. Package, Class, Association, DataType, Operati
and Exception. Although the diagram suggests that any Namespace instan
may contain any ModelElement instance, some combinations are disallowe
in a well-formed MOF meta-model. For example, while a Class may contain
an Operation, it makes no sense for an Operation to contain a Class. The rul
stating what combinations are legal are definitively expressed as constrain
in the MOF Model specification. We can also express the rules in matrix
form, as shown in Figure 27.

The rows of the matrix in Figure 27 give the container classes, and the
columns give the content classes. For each possible container / content pa
the matrix indicates whether the combination is allowed (“Y”) or not (“N”) in
a well-formed MOF meta-model1.
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Package Y Y Y Y N N N Y N N Y Y N Y

Class N Y Y N Y Y Y Y N N Y Y N Y

DataType N N N N N N N N N N Y N Y Y

Association N N N N N N N N N Y Y N N Y

Operation N N N N N N N N Y N Y N N Y

Exception N N N N N N N N Y N N N N Y

Figure 27: The ModelElement Containment Matrix

1. The containment matrix indicates that a Class may contain another Class. While this is technicall
correct, in practice the MOF to IDL mapping does not support this because it is not legal to nest one
IDL interface inside another. The dMOF MODL compiler and generator tools do not support nested
Classes.
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The Namespace derived classes serve a second role in the MOF Model. As t
name suggests, Namespace instances provide name management for
contained objects. The ModelElement class has a string valued attribute
called “name” that holds a human readable (in most cases) name for each
element of a meta-model. When a Namespace contains a number of elemen
the names of those elements are required at all times to be unique within t
Namespace. This means you can uniquely identify the component elements
a Namespace by name. Indeed, the Namespace class has a lookup opera
that allows a program to do exactly this.

6.8 Meta-model Element Names and Generated IDL

This section describes how the identifiers in the generated IDL are formed
from names in a MOF meta-model, and discusses how to deal with IDL nam
clashes.

6.8.1 Name Mangling

The IDL identifiers for interfaces, operations and other elements are derive
from the names of the corresponding attribute as defined by the meta-mode
For example, the IDL mapping translates meta-model Class names into ID
interface identifiers that are formatted as “WordsWithCapitalization”. Meta-
model Attribute names are translated into IDL operation identifiers formatted
as “words_separated_by_underscores”. In some cases, prefixes or suffixe
are added; e.g., “set_name” and “SimpleClass” in the “Simple” example.

The process of mapping meta-model names to technology specific (e.g. IDL
identifiers is colloquially known as “name mangling”. IDL name mangling is
done in three steps:

1) The meta-model name is split into a sequence of words according to a heuris
2) The words are reassembled into an identifier in one of three formats; i.e. all lo

case words with underscore separators, all upper case words with underscore
separators, and capitalized words with no separators.

3) Where required by the mapping templates, a prefix or suffix is added in the sa
format.

The name mangling rules for the IDL mapping were designed as far as
possible:

• to give legal IDL; i.e. to give identifiers that do not collide with other
identifiers in the same scope,

• to be user friendly; i.e. to give identifiers that convey some sense of
the meaning of the associated IDL entity, and that are easy for a user to
predict and understand,

• to be easy to generate automatically; e.g. without relying on a
human’s understanding of natural language, and
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• to conform to the OMG IDL Style Guide.

Unfortunately, it is impossible to design a set of name mangling rules that
satisfy all of the above requirements for all possible “input” meta-models. For
example, avoiding identifier collisions for all possible inputs would entail
adding some kind of disambiguating suffix to colliding identifiers. The result
would be hard for a user to predict, and would probably make the generate
IDL sensitive to irrelevant changes in the meta-model.

Instead, the IDL mapping’s name mangling rules were designed with user
friendliness as the highest priority. This means that if you choose
inappropriate names for elements of a meta-model, the name mangling rule
will either fail completely, or they will give uncompilable CORBA IDL.

You can avoid this eventuality by using the following guidelines for names in
MOF meta-models:

1) Do not use any characters other than unaccented Latin letters, digits, underscor
white-space characters.

2) Do not use names that differ only in capitalization or in use of leading, trailing
embedded white-space and underscores.

3) Do not use digits as the first “significant” character of a name.
4) Do not use names that are IDL keywords.
5) Do not use names that collide with the IDL identifiers declared in the standard

Reflective module.
6) Do not use names that start or end with prefix or suffix words used by the IDL

mapping. The list of words to avoid includes:

“set”, “unset”, “add”, “modify”, “remove”, “new”, “value”, “position”, “at”,
“before”, “class”, “link”, “links”, “bag”, “list”, “ulist”, “ref”, “all”, “create” &
“package”.

The syntax of the MODL language normally prohibits cases 1 through 3
above. In addition, the dMOF IDL generator tries to issue a warning when it
generates (possibly) invalid IDL. However, it is always a good idea to try to
compile the generated IDL with ahigh quality IDL compiler to check for
problems. If you come across problems, you will need to adjust the elemen
names in your source meta-model.

6.8.2 Alternative Names

Sometimes it is not possible to change a meta-model to avoid name collision
As a work around, the IDL mapping in the OMG MOF 1.3 specification
allows you to attach an “idl_alternative_name” Tag to a meta-model element
This gives a name to be used in IDL generation. The alternative name is use
wherever the original name would have appeared in the IDL. It is subject to
the same name mangling rules as the original name.
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The dMOF 1.1 release does not support alternative names. Support will be
added in a future release.
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7 dMOF Tools
This chapter describes the tools provided with dMOF distributions; i.e. the
dMOF meta-model Repository, the MODL compiler and the IDL, moflet and
XMI generators.

7.1 Metamodel Repository Tools

This section describes the commands for running the dMOF meta-model
repository and the tools for importing ans exporting meta-models as XMI
documents.

7.1.1 “repository”

Usage: “repository [options]”

This program starts a dMOF meta-model repository. If you are using a UNIX
distribution of dMOF, you can also use the “startdmof” and “stopdmof”
admin scripts to control the meta-model repository. These admin scripts ar
described in Chapter 10.

The “repository” command supports the following command line options

Option Purpose

-f <IOR file>
--file <IOR file>

Gives the name of an IOR file from which the meta-
model repository’s IOR should be read.

-r <repos name>
--repository

<repos name>

Supplies a name for the repository instance.

-c <config file>
--config

<config file>

Tells the repository instance to read its configuration
properties from <config file>. See Chapter 8 for a
description of dMOF configuration files. If this option
is absent, the repository will use default runtime con-
figuration parameters, and will run as a non-persistent
server.

-n
--new

Tells the server to create a new repository instance.

-N
--nodaemon

Tells the server not to run as a daemon.

-P <port no>
--port <port no>

Starts the repository using this TCP/IP port number.

-R <flag file>
--ready <flag file>

If specified, the server creates this flag file when it is
ready to accept commands.

-D[<dargs>]
--debug [<dargs>]

Enables output of repository diagnostic messages.
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The command line options are largely self explanatory. However, you need t
be aware of the interactions between the “-n” and “-f” options. If you start the
repository without the “-n” option, the “-f” option is mandatory. If you give
the “-n” option, the repository command willwritean IOR to the file specified
by the “-f” option (if it is given), or to standard output.

If you run the dMOF meta-model repository without persistence (e.g. by
leaving out the “-c” option that gives the configuration file), you must use the
“-n” option. (This seems a bit pedantic, but it does help to remind you that
your compiled meta-models will disappear when the repository process is
shut down or dies.)

The “-N” option can be used in conjunction with “-n” when you simply want
to initialise a new repository instance and create its IOR file.

The “-R <file>” causes the repository server to create a “ready” flag file when
it is ready to accept requests. This mechanism can be used in wrapper scrip
(such as “startdmof”) to avoid races that occur when the repository is starte
and immediately used.

The “-P <port>” option allows you to specify the TCP/IP port for the meta-
model repository. The “<port>” must be a valid port number; i.e. a number in
the range 1..65535. Refer to Section 8.1.3 for more information on scheme
for setting dMOF port numbers.

Note: It should only be necessary to specify a port number if you are running
a persistent repository, or if you are trying to make the meta-model repository
accessible through a firewall. The latter is inadvisable, since dMOF 1.1 does
not implement any form of access control.

The “-D ...” option is used to enable output of diagnostic log messages for on
or more diagnostic categories. Refer to Section 7.8 for more details.

7.1.2 ‘mof2xmi’

Usage: “mof2xmi [options] -m <Repository IOR file>”

-v
--version

Prints the repository’s version information and then
exits.

-h
--help

Prints a help message listing the repository command
line options and then exits.

Option Purpose
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The “mof2xmi” tool creates an XMI document that encodes the meta-models
held in a given schema in a dMOF repository. The XMI document will be
written to the command’s output stream. The command options are as follow

Repository schemas are identified by schema path names that look rather lik
file path names. To select a schema other than “DEFAULT”, you must supply
the “-s” option, giving the schema path as an argument. For example:

$ mof2xmi -s project1/steve ... > steve.xml

The “-C” option tells the tool to generate compact XMI. The “-E” option stops
the tool from generating ‘\’ escape sequences. Refer to Section 7.5.4 for mor
details on these options.

7.1.3 ‘xmi2mof’

Usage: “xmi2mof [options] -m <Repository IOR file>”

The “xmi2mof” tool loads an XMI document containing MOF meta-models
into a given schema in a dMOF repository. The XMI document will be read
from the command’s input stream. The command options are as follows

Option Purpose

-m <IOR file>
--mof <IOR file>

Gives the name of an IOR file for the meta-model
repository.

-s <path>
--schema <path>

Chooses the repository schema whose contents are to
be output. When this option is omitted, the tool uses a
schema called “DEFAULT”.

-C
--compact

Output the XMI document in compact form, where
possible.

-D
--debug

Enables additional diagnostic messages.

-E
--noescape

Do not use ‘\’ escape sequences in string or character
values.

-v
--version

Prints the repository’s version information and then
exits.

-h
--help

Prints a help message listing the repository command
line options and then exits.

Option Purpose

-m <IOR file>
--mof <IOR file>

Gives the name of an IOR file for the meta-model
repository.

-s <path>
--schema <path>

Chooses the repository schema into which the meta-
models are to be loaded. When this option is omitted,
the tool uses a schema called “DEFAULT”.
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Repository schemas are identified by schema path names that look rather lik
file path names. To select a schema other than “DEFAULT”, ou must supply
the “-s” option, giving the schema path as an argument. For example:

$ xmi2mof -s project1/steve ... < steve.xml

By default, the “xmi2mof” tool will refuse to load meta-models on top of a
schema that already exists. This is designed to avoid accidents. If you rea
do want “xmi2mof” to replace the contents of a schema, you can give the “-u”
flag.

The “-E” option suppresses the expansion of ‘\’ escape sequences in charac
and string values; see Section 7.5.4 for more details.

Warning: XMI Interoperability Issues

You may experience problems using “xmi2mof” to load XMI meta-model
documents created by other vendors’ MOF toolsets. These problems may b
a result of ambiguities in the XMI 1.1 spec, differences between XMI 1.0 and
1.1, or incorrect implementation of the XMI and / or MOF specs. If you find
interoperability problems, please email <corba-support@dstc.edu.au>.

7.2 The MODL Compiler

Usage: “modl2mof [options] -m <IOR file> [<modl file>]”

The “modl2mof” tool compiles a meta-model expressed in the DSTC’s
MODL language and creates corresponding meta-model objects in a dMO
meta-model repository. The input meta-model text can be read from a MODL
file specified on the command line or from standard input.

-u
--update

Tells the xmi2mof command to update (replace) the
existing contents of the selected schema with the con-
tents of the XMI document.

-D
--debug

Enables additional diagnostic messages.

-E
--noescape

Do not try to expand ‘\’ escape sequences in string or
character values.

-v
--version

Prints the repository’s version information and then
exits.

-h
--help

Prints a help message listing the repository command
line options and then exits.

Option Purpose
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The following “modl2mof” command line options are available:

The MODL compiler checks the MODL syntax and semantics of the input
meta-model and creates meta-objects in the dMOF meta-model repository t
represent it.

The compiler stores the compiled meta-model (or meta-models) in the
repository within the selected (or default) schema. If an input meta-model
refers to other meta-models, the compiler resolves these names by looking
the same schema.

The default usage for the MODL compiler assumes that the dMOF meta-
model repository is used by one developer, or a group of developers who
share meta-model definitions. If this is not the case:

Option Purpose

-m <IOR file>
--mof <IOR file>

Supplies the IOR file name for thedMOF meta-
model repository. The IOR in the file must corre-
spond to an accessible repository instance. This
argument ismandatory.

-i <IOR file>
--ifr <IOR file>

Supplies the IOR file name for the Interface Reposi-
tory that should be used to resolve “external” IDL
type names in the input MODL. The “--ifr” option can
be omitted if the input meta-model has no external
IDL references. However, when it is supplied, the
IOR in the file must correspond to an accessible IFR
instance.

-s <path>
--schema <path>

Selects the repository schema to contain the input
meta-model. When this option is omitted, the
compiler uses a schema called “DEFAULT”.

-n
--new

Creates a new repository schema whose name is
given by an accompanying “--schema” option. By
default, the compiler tries to use an existing schema
and complains if it cannot find it.)

-u
--update

The compiler will normally complain if you give the
“--new” for a schema that already exists. This option
tells the compiler to update (replace) the schema,
erasing its current contents.

-U
--unisys_compatibility

This tells the compiler to produce Unisys compatible
names for any primitive and external DataTypes.

-D
--debug

Enables printing of compiler diagnostic messages.

-h
--help

Prints a help message listing the compiler’s command
line options and then exits.

-v
--version

Prints compiler’s version information and then exits.
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• Developers can run their own instances of the dMOF meta-model
repository.

• Developers can share a dMOF meta-model repository, but store the
meta-models in distinct repository schemas.

Repository schemas are identified by schema path names that look rather lik
file path names. To use a specific schema, you must supply the “--schema
option, giving the schema path as an argument. For example:

$ modl2mof -s project1/steve ... MyMetaModel.modl

will save the compiled meta-model in schema “steve” within the schema
directory “project1”. Normally, the compiler expects the schema to exist
already. However, if you give the MODL compiler the “--new” option, it will
create the schema and its containing directories if they don’t exist already.
The “--update” option allows you to replace an existing schema.

The “--unisys_compatibility” switch tells the compiler to not use the “*”
character in the names of primitive and external DataTypes. This is not
strictly MOF compliant, but it improves compatibility with Unisys meta-
modelling tools.

Warning: Recompiling Meta-models

The dMOF meta-model repository does not support versioning of meta-
models. When you successfully recompile a Package, the superceded vers
of the Package held in the repository is deleted. Other Packages that depen
on the superceded Package will also be deleted automatically, and will nee
to recompiled1.

Recompiling a meta-model can have two further consequences:

• When you run a moflet generated against a superceded Package, th
meta-object references returned by “ref_meta_object” operations will
refer to destroyed meta-objects. If a client program tries to use one of thes
references, it will get the CORBA “OBJECT_NOT_EXIST” exception. In
addition, reflective operations may cease to work in some cases.

• When a recompiled meta-model is substantially different to the
previous version, moflets generated from the new meta-model may be
incapable of accessing persistent metadata saved by the previous mofle

1. In the absence of meta-model versioning we have no alternative but to do this. Deleting a
superceded Package changes the meaning of any Packages that inherit from it, import from it or
cluster it.
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7.3 IDL Generator

Usage: “mof2idl [options] -m <IOR file> -p <package name> [-f <IDL file>]”

The “mof2idl” tool generates CORBA IDL for a meta-model named
<package name> which was previously inserted into the dMOF meta-mode
repository. The generated IDL is written to the <IDL file> (if specified) or to
standard output.

The following “mof2idl” command line options are available:

Option Purpose

-m <IOR file>
--mof <IOR file>

Supplies the IOR file name for thedMOF meta-
model repository. The IOR in the file must corre-
spond to an accessible repository instance. This
argument ismandatory.

-p <package name>
--package

<package name>

Supplies the package name for the meta-model for
which IDL should be generated. The named pack-
age should previously have been loaded into the
dMOF meta-model repository. This argument is
mandatory.

-f <IDL file>
--filename

<IDL file>

Supplies the file name for the generated IDL. If this
option is not supplied, the IDL is written to standard
output.

-i <IOR file>
--ifr <IOR file>

Supplies the IOR file name for the Interface Reposi-
tory to be used to work out the name qualification for
“external” IDL types in the meta-model. The “-i”
option can be omitted if the meta-model uses no
external IDL types. However, when supplied, the IOR
in the file must refer to an accessible IFR instance.

-s <path>
--schema <path>

Tells the IDL generator to look for the named
meta-model in a given repository schema. If this
option is omitted, the tool searches in a schema
called “DEFAULT”.

-a
--absolute

Use absolute path names for all #include directives in
the generated IDL. By default, the IDL generator uses
relative path names.

-x
--extensions

Generates IDL for proprietary extensions to the stand-
ard MOF IDL mapping.

-o <ORB name>
--orb <ORB name>

Specifies that the IDL generated should be tailored
for the IDL compiler of the named ORB.

-g <opts>
--genopt <opts>

Specifies other IDL generation options. The options
are encoded as a list of name/value pairs; i.e.
<opts> ::= <opt>“=”<value>[“:”<opt>“=”<value>]*

-D
--debug

Enables printing of IDL generator diagnostic mes-
sages.
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The generated IDL will have #include directives to include dependent IDL
declarations as required, and will be surrounded by #ifdef / #endif directives
to prevent errors occurring if the IDL is multiply included.

The “-x” option causes the IDL generator to include a dMOF proprietary
“Manager” interface in the IDL. This interface allows clients to access a
simple moflet administration API; see Section 6.6.1 for details.

The “-o” and “-g” options have no effect on mof2idl at this time.

7.4 Moflet Generation

This section describes the moflet generator, the code that it generates and h
to compile and run that code.

7.4.1 “mof2moflet”

Usage: “mof2moflet [options] -p <package name> -m <IOR file>”

The “mof2moflet” tool generates Java implementation code for a moflet
corresponding to the meta-model named <package name> which was
previously inserted into the dMOF meta-model repository. The resulting
moflet implements the IDL generated by “mof2idl”.

The following “mof2moflet” command line options are available:

-h
--help

Prints a help message listing the IDL generator’s
command line options and then exits.

-v
--version

Prints the IDL generator’s version information and
then exits.

Option Purpose

-m <IOR file>
--mof <IOR file>

Supplies the IOR file name for thedMOF meta-
model repository. The IOR in the file must corre-
spond to an accessible repository instance. This
argument ismandatory.

-p <package name>
--package

<package name>

Supplies the package name for the meta-model for
which moflet code is to be generated. The named
package should previously have been loaded into
the dMOF meta-model repository. This argument
is mandatory.

Option Purpose
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Generated moflet classes and interfaces are written to files according to the
Java package and class names, using the file naming conventions expected
a typical Java compiler. For example, if a generated Java class “PkgServe
has a Java package name of “x.y.PkgImpl”, it will be written to a file whose
path (relative to some base directory) is:

x/y/PkgImpl/PkgServer.class

The absolute location of the generated files can depend on the “-d” option tha
you supply when you run the generator. For example, if you supply the option
“-d /myproject/gen/”, the class above will be written to:

/myproject/gen/x/y/PkgImpl/PkgServer.class

-i <IOR file>
--ifr <IOR file>

Supplies the IOR file name for the Interface Reposi-
tory to be used to work out the name qualification for
“external” IDL types in the meta-model. The “-i”
option can be omitted if the meta-model uses no
external IDL types. However, when supplied, the IOR
in the file must refer to an accessible IFR instance.

-s <path>
--schema <path>

Tells the moflet generator to look for the named
meta-model in a given repository schema. If this
option is omitted, the tool searches in a schema
called “DEFAULT”.

-j <name>
--java-package ...

Specifies that the generated moflet java package
(“<PackageName>Impl”) should live within a Java
package called <name>. By default, the generated
Java package is a top-level package.

-d <dir name>
--directory

<dir name>

Specifies that all generated Java files should be writ-
ten to <dir name> and subdirectories according to
their package names. By default, the files are output
relative to the current directory.

-x
--extensions

Specifies that the moflet should implement the propri-
etary IDL extensions generated by “mof2idl -x”.

-o <ORB name>
--orb <ORB name>

Specifies that the generated moflet code should be tai-
lored for the named ORB.

-g <opts>
--genopt <opts>

Specifies other moflet generation options. The
options are encoded as a list of name/value pairs; i.e.
<opts> ::= <opt>“=”<value>[“:”<opt>“=”<value>]*

-D
--debug

Enables moflet generator diagnostic messages.

-h
--help

Prints a help message listing the moflet generator’s
command line options and then exits.

-v
--version

Prints the moflet generator’s version information and
then exits.

Option Purpose
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If you do not supply a “-d” option, the default base directory is the current
directory.

When the “-x” option is specified, the “top level” object for a generated
moflet will be an instance of the derived “Manager” interface rather than the
standard “PackageFactory”; see Section 6.6.1for details.

The following ORB names can be specified using the “-o” option:

• “generic”: produce Java code that is compatible with the standard
CORBA IDL to Java mapping.

• “vbj-4.0”: produce Java code with workarounds for VBJ 4.0
deviations from the standard mapping. (Specifically in the mapping of IDL
union types with defaults.)

• “vbj-4.5”: currently a synonmy for “generic”.

The “-g” option has no effect on mof2moflet at this time.

7.4.2 Generated Moflet Files

All moflet code is generated within a Java package whose name is derived
from the input meta-model name. For example, if the input meta-model is
called “Pkg”, the moflet classes will live within a Java package called
“PkgImpl”.

The “mof2moflet” generator produces a number of classes and interfaces,
depending on the complexity of the meta-model being generated. These
include::

Class / Interface Name Purpose

<Pkg>Server.java This class is the generated main program
for the moflet. It performs the following
tasks:
• parses the command line argument
• loads the moflet runtime properties
• connects to the moflet’s persistent store
• creates a new package factory or manager

object if required
• starts the POA to process requests on the

package factory / manager object

<Pkg>PackageFactoryImpl.java When you generate the moflet without
the “-x” option, this class implements
the moflet’s singleton PackageFactory
object.

<Pkg>ManagerImpl.java When you generate the moflet with the
“-x” option, this class implements the
moflet’s singleton Manager object.
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7.4.3 Building Generated Moflets

Moflet code makes use of Java stub and skeleton code that matches the ID
generated by “mof2idl”. The stub and skeleton code must be generated by
running your ORB’s IDL compiler on the IDL generated by “mof2idl”.

The moflet code for a meta-model that is composed from other meta-models
(i.e. a Package that inherits or clusters other Packages) uses on moflet co
generated for the other meta-models. It is therefore necessary to run the
moflet generator on the inherited and clustered Packages before you attem
to build the Java code.

Before you can successfully build the generated moflet, you will also need to
complete the “OpImpl” classes. These provide the user-defined behaviour fo
the IDL operations that correspond to the Operations, derived Attributes an
derived Associations in your meta-model. OpImpl classes are described in
Section 6.1.

When compiling the generated moflet Java files, your CLASSPATH should
include:

• The directories containing the stub and skeleton classes
corresponding to your moflet’s IDL.

<Pkg>PackageImpl.java This class implements a package object.

<Class>Impl.java This class implements an instance object.

<Class>ClassImpl.java This class implements a class proxy
object.

<Class>OpImpl.skel If present, this skeleton class is a template
for the user-defined instance-level behav-
iour for a Class.

<Class>ClassOpImpl.skel If present, this skeleton class is a template
for the user-defined classifier-level behav-
iour for a Class.

<Association>Impl.java This class implements an association
object.

<Association>AssocOpImpl.skel If present, this skeleton class is a template
for the user-defined behaviour of a
derived Association.

<Type>Holder.java This class provides a “custom” holder for
a complex type. Simple types do not
require custom holders.

MetaObjectIORs.java This class allows a running moflet to
obtain IORs for the defining meta-model.

Class / Interface Name Purpose
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• The jar file(s) for your Java ORB.

• The “dMOF.jar” file from the dMOF installation’s “lib” directory.
This contains the dMOF moflet runtime libraries.

Note: the dMOF 1.1 version of the moflet generator does not produce skeleto
OpImpl classes. If your meta-model contains Operations or derived
Attributes, you will need to implement the OpImpl classes from scratch.

7.4.4 Running Generated Moflets

Usage: “vbj <Pkg>Impl.<Pkg>Server [options]”

The “<Pkg>Server” class that is generated by “mof2moflet” is a main
program for a moflet server. To run the server, you must first set your
CLASSPATH as above. Then you should be able to use any compatible Jav
interpreter to run the server.

A generated moflet server main supports the following options::

Option Purpose

-m <IOR file>
--mof <IOR file>

Supplies an IOR file name for thedMOF meta-
model repository. If this option is supplied, the
IOR in the file must correspond to an accessible
repository instance.

-f <IOR file>
--file <IOR file>

Gives the IOR file name for the moflet instance. A
moflet IOR will be either read from or written to this
file; see below.

-r <name>
--repository

<name>

Supplies a repository name for this moflet instance.

-c <file name>
--config

<file name>

Supplies the name of the moflet config file to be used
for this moflet instance; see Section 8.2 for a descrip-
tion. If this option is absent, the moflet server will use
default runtime configuration parameters.

-n
--new

Tells the moflet server to create a new instance of the
<Pkg>Manager or <Pkg>PackageFactory; see below.

-R <flag file>
--ready <flag_file>

If provides, this supplies the name of a flag file to be
created once the the moflet is “live”.

-P <port no>
--port <port no>

This gives the TCP/IP port number for the repository.
See Section 8.1.3 for more details

-D[<dargs>]
--debug[<dargs>]

Enables moflet diagnostic messages.
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The start-up behaviour of a moflet server depends critically on the “-f” and
“--new” parameters:

• If “-f” and “--new” are supplied, the server creates a new
“<Pkg>Manager” or “<Pkg>PackageFactory” object and writes its IOR to
the <IOR file>.

• If “-f” is supplied and “--new” is not supplied, the server reads an
IOR from the <IOR file>, and uses this to determine which object to
reactivate.

• If “-f” is not supplied and “--new” is supplied, the server creates a
new object, but does not write its IOR to a file. A client application must
use an ORB specific mechanism to locate the new moflet object; e.g.
VisiBroker’s SmartAgent and “bind”.

• If “-f” is not supplied and “--new” is not supplied, the server starts
but does not instantiate a “<Pkg>Manager” or “<Pkg>PackageFactory”
object. The object may be instantiated in response to a CORBA “location
forward” from an implementation repository; e.g. VisiBroker’s OAD.

If this behaviour does not suit you, you are free to modify the “<Pkg>Server”
class to do something more appropriate. For example, you could register th
moflet object in a CosNaming or CosTrader service or via your ORBs “initial
references” mechanism.

The remaining options are analogous to the command-line options for the
“repository” command; see Section 7.1.1.

7.5 XMI Generators

This section describes three generators that allow you to implement XMI
support for your moflet.

Note: the XMI generator tools in the dMOF 1.1 release are yet to be tested fo
interoperability with other vendor XMI implementations. There are also some
known deficiencies in the generated code. Refer to the sections below and
the dMOF 1.1 release notes for details.

7.5.1 “mof2dtd”

Usage: “mof2dtd [options] -m <iorfile> -p <package name>”

-h
--help

Prints a help message listing the moflet’s command
line options and then exits.

-v
--version

Prints the version information for the tools that gener-
ated the moflet and then exits.

Option Purpose
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This tool generates an XMI 1.1 compatible DTD for a meta-model in the
specified meta-model repository. The resulting DTD is output to the tool’s
standard output stream. The options for “mof2dtd” are as follows:

The “-m”, “-s” and “-p” options work as for previously described generators
tools.

The “-P” option allows you specify an XML namespace prefix, as per the
XMI 1.1 specification. For example, if you tell “mof2dtd” to use “Prefix” as
the XML namespace prefix for a package called “MyPackage”, then the DTD
will declare elements with names of the form:

Prefix:SomeClass.SomeAttribute

rather than
MyClass.SomeClass.SomeAttribute

The “-F” option allows you to provide your own version of the XMI fixed
element declarations.

7.5.2 “mof2xmiproducer”

Usage: “mof2xmiproducer [options] -m <iorfile> -p <package name>”

Option Purpose

-m <iorfile>
--mof <iorfile>

Gives the name of the MOF meta-model repository’s
IOR file. Required.

-s <path>
--schema <path>

Gives the path to the schema that contains the input
meta-model. If not specified, “DEFAULT” is used.

-p <name>
--package <name>

Gives the name of the package / meta-model.
Required

-P <prefix>
--nsprefix <prefix>

Gives an optional XML namespace prefix. If omitted,
the DTD will not have an ‘xmlns’ attribute.

-F <file>
--fixedDTDs <file>

Gives the name of a file containing the ‘fixed’ XMI
DTD declarations. By default, “moif2dtd” will use a
file supplied as part of the dMOF distribution.

-h
--help

Prints a help message.

-D
--debug

Enables diagnostic trace printing.

-v
--version

Prints the tool’s version information.
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This tool generates a Java program that will create an XMI document from
metadata in a moflet instance. The options for “mof2xmiproducer” are as
follows:

The “-m”, “-s” and “-p” options all work as described for previous generators
tools. See Section 7.4.1 for example.

Option Purpose

-m <iorfile>
--mof <iorfile>

Gives the name of the MOF meta-model repository’s
IOR file. Required.

-s <path>
--schema <path>

Gives the path to the schema that contains the input
meta-model. If not specified, “DEFAULT” is used.

-p <name>
--package <name>

Gives the name of the package / meta-model.
Required

-j <JavaPkg>
--java-package ...

Gives the Java package name for the generated code.
The default package is “<PackageName>Impl” where
“<PackageName>” is the name of the Package.

-d <dir>
--directory <dir>

Gives the destination directory for the generated Java
code. By default, generated code is output relative to
the current working directory.

-I <public id>
--id <public id>

The “public id” gives a standard name for the XMI
document’s DTD. If supplied, the “public id” is out-
put in a generated XMI document’s <!DOCTYPE >
element.

-u <DTD URI>
--uri <DTD URI>

The URI gives a location for a generated XMI docu-
ment’s DTD. If supplied, the URI is output in a gener-
ated XMI document’s <!DOCTYPE > element.

-N Gives an optional XML namespace. If supplied, the
namespace is output in a generated XMI document as
the “xmlns:prefix” attribute value.

-P <prefix>
--nsprefix <prefix>

Gives an optional XML namespace prefix. If omitted,
the producer will output XMI documents that do not
use an XML namespace.

-o <ORB name>
--orb <ORB name>

Specifies that the generated code should be tailored
for the named ORB.

-g <opts>
--genopt <opts>

Specifies other generation options. The options are
encoded as a list of name/value pairs; i.e.
<opts> ::= <opt>“=”<value>[“:”<opt>“=”<value>]*

-h
--help

Prints a help message.

-D
--debug

Enables diagnostic trace printing.

-v
--version

Prints the tool’s version information.
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The “-N” and “-P” options respectively allow you to optionally specify an
XML namespace and prefix as per the XMI 1.1 specification. If you want your
producer to be XMI 1.0 compliant, you should not use these options.

The “-u” and “-I” options allow you to control what goes into a generated
document’s “<!DOCTYPE>” element. If neither option is specified, the
document’s “public id” will be set to the name of the Package.

The following ORB names can be specified using the “-o” option:

• “generic”: produce Java code that is compatible with the standard
CORBA IDL to Java mapping.

• “vbj-4.0”: produce Java code with workarounds for VBJ 4.0
deviations from the standard mapping. (Specifically in the mapping of IDL
union types with defaults.)

• “vbj-4.5”: currently a synonmy for “generic”.

The “-g” option has no effect on the generator at this time.

Note: in dMOF 1.1, the programs generated by “mof2xmiproducer” are only
capable of producing documents “by Package extent”. In other words, the
documents will contain everything within a top-level Package instance.

7.5.3 “mof2xmiconsumer”

Usage: “mof2xmiconsumer [options] -m <iorfile> -p <package name>”

This tool generates a Java program that reads an XMI document containin
metadata conforming to a meta-model, then uses this metadata to populat
new Package instance in a moflet. The options for “mof2xmiconsumer” are
as follows:

Option Purpose

-m <iorfile>
--mof <iorfile>

Gives the name of the MOF meta-model repository’s
IOR file. Required.

-s <path>
--schema <path>

Gives the path to the schema that contains the input
meta-model. If not specified, “DEFAULT” is used.

-p <name>
--package <name>

Gives the name of the package / meta-model.
Required

-j <JavaPkg>
--java-package ...

Gives the Java package name for the generated code.
The default package is “<PackageName>Impl” where
“<PackageName>” is the name of the Package.

-d <dir>
--directory <dir>

Gives the destination directory for the generated Java
code. By default, generated code is output relative to
the current working directory.
150 5 June, 2001



dMOF Tools
The “-m”, “-s” and “-p” options all work as described for previous generators
tools. See Section 7.4.1 for example.

The “-P” option allows you to optionally specify an XML namespace prefix
as per the XMI 1.1 specification.

The “-I” and “-u” options allow you to specify the location of a default DTD
to be used when parsing an XMI document. You can also specifically override
the DTD on the command-line of the generated consumer.

The following ORB names can be specified using the “-o” option:

• “generic”: produce Java code that is compatible with the standard
CORBA IDL to Java mapping.

• “vbj-4.0”: produce Java code with workarounds for VBJ 4.0
deviations from the standard mapping. (Specifically in the mapping of IDL
union types with defaults.)

• “vbj-4.5”: currently a synonmy for “generic”.

The “-g” option has no effect on the generator at this time.

-I <public id>
--id <public id>

The “public id” gives a standard name for the XMI
document’s DTD.

-u <DTD URI>
--uri <DTD URI>

The URI gives a location for a default DTD to be used
when processing a document. If supplied, the DTD is
used when the input document has no <!DOCTYPE>
element, or when the “public id” matches the “-I”
argument.

-P <prefix>
--nsprefix <prefix>

Gives an optional XML namespace prefix. If omitted,
the producer will output XMI documents that do not
use an XML namespace.

-o <ORB name>
--orb <ORB name>

Specifies that the generated moflet code should be tai-
lored for the named ORB.

-g <opts>
--genopt <opts>

Specifies other moflet generation options. The
options are encoded as a list of name/value pairs; i.e.
<opts> ::= <opt>“=”<value>[“:”<opt>“=”<value>]*

-h
--help

Prints a help message.

-D
--debug

Enables diagnostic trace printing.

-v
--version

Prints the tool’s version information.

Option Purpose
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Note: the generated consumer program should be capable of reading any
document produced by a foreign XMI 1.0 or XMI 1.1 compliant tool with the
following provisos:

• The document must not rely on enumeration prefixes or custom
encoding of data values.

• The document’s namespace prefix must match the namespace pre
supplied when the consumer was generated.

7.5.4 Generated XMI Producers and Consumers.

The “mof2xmiproducer” and “mof2xmiconsumer” programs both generate a
Main program class and a “builder” or “parser” class that does the work of
producing or consuming an XMI document. This gives you the flexibility of
using the generated XMI software as a stand-alone program, or embedding
in a larger application.

To run a generated producer and consumer, you will need to have the
following on your CLASSPATH:

• The “dMOF.jar” and “xml_dom.jar” files that live in your dMOF
installation’s “lib” directory.

• The jar file for your java ORB.

• The directory (or jar file) containing the “.class” files for the
producer and / or consumer.

• The directory (or jar file) containing the “.class” files for your
moflet’s IDL stubs.

The command line for running the generated producer for a package “Pkg” i
as follows:

$ vbj PkgImpl.XMIProducerMain [-C] IORfile

The producer program expects the IOR file to contain an IOR for a packag
instance that has been created by some application that runs against your
moflet. The resulting XMI document is written to standard output.

The “-C” option tells the producer to generate “compact” XMI document.
Note that the resulting XMI document is not compatible with XMI 1.0.

The “-E” option tells the producer not to generate ‘\’ escape sequences for
problem characters1 in string and character fields. The “-E” option should be
used for strict XMI 1.0 / 1.1 compliance. Note however that if the metadata
contains problem characters, they may not be passed correctly.

The command line for running the generated consumer for a package “Pkg
is as follows:
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$ vbj PkgImpl.XMIConsumerMain [-E] [-u DTD_URI] \

XmiFile FactoryIORfile PackageIORfile

The consumer program expects three command line arguments.

• The ‘XmiFile’ argument gives the input file. It file should contain an
XMI document that has been produced “by Package extent”.

• The ‘FactoryIorFile’ argument gives the IOR file for the
“<PackageName>Factory” or “<PackageName>Manager” object for a
moflet. The factory object will be used to create a new Package instance
that the consumer will then populate with the contents of the input XMI
document.

• The ‘PackageIorFile’ argument gives the name of an IOR file into
which the new Packace instance object’s IOR will be written.

The “-u” option can be used to specify the URI of the DTD for the XMI
document. When this option is given, it will override the “public id” and
“system id” in the <!DOCTYPE> element, if present.

By default, a consumer will expand any ‘\’ escape sequences in string and
character values in the input XMI document, and trim leading and trailing
whitespace. The “-E” option suppresses this behaviour, and should be use
for a strict XMI 1.0 / 1.1 document that was generated without using escap
sequences.

7.6 Miscellaneous Commands

7.6.1 “mofadmin”

Usage “mofadmin [options] -f <iorfile> <subcommand> ...”

This tool performs a range of simple administrative tasks on running dMOF
and moflet instances; e.g. “pinging”, and shutting down server instances, an
destroying repositories.

The “mofadmin” command requires a “-f <iorfile>” option which is used to
obtain the object reference for the target server instance. The subcomman

1. The XML 1.0 specification says that only ISO 10646 characters are not legal in XML documents.
For example, most of the old ANSI non-printing characters are not legal. Unfortunately, the XMI 1.0
and 1.1 specifications provide no standard way of dealing with these character values. Furthermor
XMI 1.0 and 1.1 implementations may also have problems dealing with distinguishing significant
and non-significant leading and trailing whitespace. To this end, dMOF uses ‘\’ escape sequences
ensure that problem characters, and leading or trailiong whitespace is transmitted accurately.
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then tell “mofadmin” what to do. The following options and subcommands
are currently supported::

Note that if you run “mofadmin” with multiple subcommand arguments, the
subcommands are run one after another in the order that you have given the

7.6.2 “findirep”

Usage “findirep [options]”

This utility allows you to use a Visibroker 4.0 Interface Repository (IFR) to
store external type information. The utility attempts to contact a Visibroker
IFR instance running in the local ORB environment. If it succeeds, it writes
an object reference for the IFR to an IOR file, allowing it be passed to the
dMOF compiler and generator tools.

Option /
Subcommand

Purpose

-f <iorfile>
--file <iorfile>

Gives the name of the server IOR file. Required.

-h
--help

Prints a help message.

-D
--debug

Enables debug trace printing.

-v
--version

Prints the tool’s version information.

ping Determines whether or not the server is alive and
accepting requests.

stabilize Tells the server to ensure that its persistent state is
saved.

shutdown Initiates the orderly shutdown of the server.

destroy Tells the server to (permanently) destroy itself and
erase its persistent state.

describe Interogates the server and prints out a description
based on its response.

help Prints a list of subcommands available
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The “findirep” command supports the following command line options:

This utility uses the Visibroker proprietary “bind” mechanism to locate a
Visibroker IFR instance, and makes its IOR available in a more convenient
form. For example:

$ irep my_irep

$ sleep 10

$ findirep -n my_irep -i irep.ior

An instance of the Visibroker Smart Agent must be running on the network
before you start the IFR and run “findirep”.

7.7 Files

This section describes the contents of certain files created and / or used by th
dMOF tools.

7.7.1 dMOF Configuration Files

dMOF Configuration files are described in Chapter 8.

7.7.2 IOR Files

In the absence of uniform ORB vendor support for initial references, and a
standardised service name for the MOF, the dMOF tools use IOR files to
locate initial object references for the dMOF meta-model repository and the
ORB vendor’s Interface Repository (IFR).

An IOR file is a one-line ASCII file that contains a CORBA Interoperable
Object Reference (IOR) in stringified form; i.e. the result of calling the ORB’s
standard “object_to_string” method. The dMOF meta-model repository and
generated moflets typically create or read IOR files when they start up.

Option Purpose

-i <IOR file>
--ifr <IOR file>

Gives the name of an IOR file to which the IFR IOR
should be written. By default, the IOR is written to
standard output.

-n <name>
--name <name>

Supplies the repository name of the Visibroker IFR
instance. By default, the program binds to any availa-
ble Visibroker IFR instance.

-h
--help

Prints a help message listing findirep’s command line
options and then exits.
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7.7.3 PID Files

The UNIX distributions of dMOF include a set of repository administration
scripts. These rely on process identification information recorded in PID files
A PID file consists of the daemon’s process id and optionally the host nam
on which the process is running.

7.8 dMOF Diagnostics

The dMOF meta-model repository and all generated moflet servers have th
ability to output a variety of diagnostic information. dMOF server diagnostics
are organised into a number of categories that can be independently enab
and disabled. These categories are configured on the fly, depending on th
various back-ends and adapters that your server uses.

dMOF diagnostics can becontrolled either using the “-D” command line
option, or by custom code in your moflet server. This section deals with the
former approach. (Please refer to the javadoc API documentation supplied
with your distribution for details on the “com.dstc.mof.logging” APIs.)

The “-D [<dargs>]” controls the diagnostics that are output by a moflet or
repository instance. The syntax of the optional “<dargs>” string is:

<dargs> ::= <category> [ ‘:’ <category> ]*
<category> ::= ‘?’ | ‘all’ | <category_name>

where “<category_name>” is a sequence of characters excluding ‘:’. The
meaning of option is as follows:

• If “<dargs>” is omitted, or is empty, diagnostics for the “Trace”
category are enabled. This gives a low volume of diagnostics, mainly on
server startup and shutdown.

• The “?” keyword tells the logging subsystem to output a list of all
categories that exist once basic initialisation and persistence configuratio
has completed.

• The “all” keyword enables all current logging categories, and tells
the logging subsystem that new categories should be enabled by defau

• Any other “<category_name>” will enable a specific logging
category. It is legal to enable a category that has yet to be configured, o
that may never be configured by the server.
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8 dMOF Configuration Properties
Various aspects of the runtime behaviour of dMOF server and moflets can b
specified using dMOF configuration files. You can select a configuration file
using the “-c” command line option when starting the relevant server.

8.1 Configuration Properties

The following table lists the set of configuration properties supported in this
release of dMOF.

8.1.1 Selecting the Persistence Backend

The “dmof.persistence” property selects the backend persistence mechanis
to be used to provide persistence for this server. The following values are
supported:

• “jdbc” selects a persistence backend that uses JDBC to save
metadata and other state to an SQL database.

• “inmemory” or “none” (the default) disable persistence entirely.

Different persistence backends have their own backend specific properties
Refer to Chapter 9 for more details.

Property Name Value Purpose

dmof.persistence <backend> Selects the persistence backend scheme to be
used by the server. The supported values for
<backend> are “inmemory” (or “none”) and
“jdbc”. Default value is “none”.

dmof.activeObjectsMax +ve integer Specifies the maximum number of meta-objects
that can be “active” at one time. Default value is
“1000”.

dmof.defaultPort 0 .. 65535 Specifies the port to be used for the server if a
port is not specified by another means. Defaults
to zero; i.e. “random” port selection.

dmof.dmofPort 0 .. 65535 Specifies the default port for the dMOF meta-
model repository.

dmof.<reposName>Port 0 .. 65535 Specifies the default port for a server started
with “-r <reposName>”

dmof.license.dat <name> Gives the pathname for the “License.txt” file
that contains your dMOF license keys.

Table 28: Common dMOF Configuration Properties
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8.1.2 Tuning Performance

The “dmof.activeObjectsMax” property tells the dMOF runtime system how
many meta-objects can be active at one time. If you are using a persistent
backend, this property allows you to tradeoff your server’s virtual memory
usage against speed of operations:

• A small value will reduce memory usage by to keeping fewer objects
active. On the downside, this may increase the probability that an operatio
needs to activate an object by fetching it from the database, resulting in
slower operations on average.

• A large value will result in more objects being kept active. This may
make operations faster, depending on the object usage pattern. On the oth
hand, if the server machine has insufficient memory, a large value for this
property could cause the Java interpreter or OS virtual memory system t
“thrash”.

The property has little effect with “inmemory” persistence, since the backend
keeps all inactive objects in memory.

Note: if you give a ridiculously small value for the “dmof.activeObjectsMax”
property for a persistent moflet, it will generate huge numbers of database
requests.

8.1.3 Selecting the Server’s TCP/IP Port

When a dMOF server starts, it will listen for requests on a TCP/IP port that is
identified by a port number. You may need to specify the port number that it
uses, depending on how it is configured and how it is started:

• If your server is non-persistent (e.g. if “dmof.persistence” is “none”),
it does not matter what port number is used.

• If your server is persistent and you start it manually, you will need to
specify a fixed port number. Furthermore, you will need to use the same
port number whenever you restart the server.

• If your server is persistent and you are autolaunching it using your
ORB’s implementation repository, the ORB will typically select the port
number for you. Consult your ORB’s documentation for details.

A dMOF configuration file may contain a number of properties with names
of the form “dmof.*Port”, where “*” denotes a name. These Port properties
are used to select a TCP/IP port for a server.

A Port property is expected to have an integer value in the range 0 to 65535

• Values of 1 and 65535 denotes a real TCP/IP port number. In theory
you can choose any port you like. In practice, you need to avoid port
numbers that are reserved for standard TCP/IP services (e.g. TELNET,
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FTP, SMTP and so on) or for any other services used in your network
environment. If you are using UNIX, you will typically cannot use any port
number below 1000.

• The value 0 tells the ORB to choose the TCP/IP port at random.

The dMOF runtime chooses the port according to the following algorithm:

1 If the server is started with an “-P <port>” option, this port takes precedence: re
to Section 7.1.1 and Section 7.4.4 for details.

2 Otherwise, if the server is started with a port property set in the System prope
(refer to the ORB documentation for details), this takes precedence.

3 Otherwise, the Port properties in your dMOF configuration file are used with th
following precedence:
1 “dmof.<repositoryName>Port” where “<repositoryName>” comes from the “-

command line option.
2 “dmof.<defaultRepositoryName>Port” where “<defaultRepositoryName>” is

hardwired default repository name; e.g. “dmof” for the dMOF meta-model
repository.

3 “dmof.defaultPort”
4 Finally, if no port properties or options are provided, a random port is used.

Note: It is also possible to set the port number by setting Visibroker properties
from the command-line. However, since this is a bit complicated, we sugges
that you use either "-P <port>" or the moflet config file.

8.1.4 Setting the License File location

The “dmof.license.dat” property gives the location of the “License.txt” file
containing your dMOF license keys. The location should be specified as an
absolute file path. This property overrides any “dmof.license.dat” System
property.

8.2 Configuration Files

A moflet configuration file is really just a Java properties file. The file
consists of a number of lines of the form:

<property> ‘=’ <value>

where <property> is the textual name of a property (consisting of letters,
digits, ‘.’ and ‘_’) and <value> is a string of characters that represents the
property value. The file can also contain comment lines which start with the
‘#’ character. Here is a sample configuration file:

#Sample config file for a non-persistent moflet

# Specify the persistence mechanism
dmof.persistence=inmemory

# Set the max number of MOF objects that may be active at one time
1595 June, 2001



DSTC CORBA Meta Object Facility
dmof.activeObjectsMax=100

# Set the default port to 0; i.e. select a random port
dmof.defaultPort=0

The set of configuration properties supported by dMOF is described in the
previous section.
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9 Persistence
This chapter deals with issues of running the dMOF repository and moflets a
persistent servers, and with implementing custom persistence.

9.1 Core Concepts

By default, both the dMOF meta-model repository and your generated
moflets will represent metadata as transient (i.e. non-persistent) meta-objec
In CORBA, a transient object created by a given server instance exists onl
as long as the server instance continues to run. When the server is shut dow
or dies, all transient objects that it has created will permanently cease to exis

Transient meta-objects are often quite appropriate for the dMOF meta-mode
repository. It should be a simple matter1 to recompile MODL files or reload
XMI files into a new dMOF repository instance. Assuming that recompiling
or reloading your meta-models is not a burden, a transient repository has th
advantage of being substantially faster.

However, as a general rule, metadata cannot be simply thrown away and
regenerated as required. Even if you have generated XMI support for your
meta-model, taking an XMI snapshot is a relatively expensive task.

A better alternative is to use persistent meta-objects by configuring the serve
as a persistent server. Persistent meta-objects have lifetimes independent o
server’s execution lifetime. If the server is shutdown and restarted some tim
later, persistent meta-objects can be reactivated and used as if nothing ha
happened.

There are two prerequisites for running a persistent CORBA server:

• The server must use a persistent backend to save the state of its me
objects to stable storage; typically an SQL database.

• The server and its objects must be created with persistent CORBA
object references.

With dMOF, the meta-model server and moflets can be configured to use a
persistent backend, as described below. To get the servers to create persist
IORs you must either start them on fixed TCP/IP ports, or autolaunch them
using an Implementation Repository such as VisiBroker’s Object Activation
Daemon (OAD). If you plan to use the former (fixed port) approach, you will
need to manually allocate a port number to MOF server. You can either recor
the port numbers as “dmof.*Port” properties in the MOF configuration file
(see Section 8.1.3) or specify them using the “-P” option when you launch the

1. This changes the meta-object identifiers for the meta-model, but this is rarely important.
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server. If you plan to use the latter (autolaunch) approach, you will need to
consult the relevant documentation provided by your ORB vendor.

9.2 Setting up a JDBC Backend for dMOF

A persistent backend allows a dMOF server to automatically save and resto
the state of meta-objects from disc. This process is essential if meta-objec
are to persist beyond the lifetime of the moflet instance that created them. 
is also essential when the metadata collection being managed gets too large
keep in memory.

dMOF currently provides a persistent backend that uses JDBC drivers to
access a SQL database. Appendix D describes the databases products that
currently supported. Other products are likely to be added in the future. In th
future, we are also likely to implement other kinds of backend with higher
performance.

The following caveats apply to JDBC persistence in the dMOF 1.1 release

• If you create a new moflet or meta-model repository without first
destroying the previous version, you will leak memory in the database. Yo
can get a similar effect if you write a metadata application that fails to
delete old meta-objects. Currently, the only workaround for database leak
is to reinitialize the database tables, destroying all stored metadata in the
process.

• If you change a meta-model and regenerate the moflet, you may b
unable to access persistent metadata stored by the earlier version of the
moflet1. Depending on the nature of your changes2, it should be possible
to upgrade by saving the metadata as an XMI document and reloading 
into the upgraded server.

A dMOF persistent backend is configured using properties in your server’s
MOF configuration file; see Section 8.2 for a description of configuration file
syntax. (Don’t forget to start your server with the “-c <config_file>” option.
If you forget, your server will use the default configuration properties; i.e. no
persistence!)

1. Typically, the new moflet will be unable to de-serialise the state of some object because the
serialisation version keys have changed.
2. In some cases, it may be necessary to manually convert the intermediate XMI document to
account for the meta-model differences. For example, if you add a new Attribute to a Class, you wil
typically need to change the XMI rendering of all instances of the Class to provide a value for the
Attribute. This may entail significant understanding of XMI.
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To use the MOF persistent backend for JDBC, you need to define some or a
of the following configuration properties.

The above properties are applicable to all supported JDBC databases. For
properties specific to a particular database product, refer to the applicable
subsection ofAppendix D. (For descriptions of other properties, refer to
Section 8.1.)

The “dmof.persistence” property selects the persistence backend to use. T
use JDBC persistence, this should be set to “jdbc”.

Property Name Value Purpose

dmof.persistence jdbc Select the persistence backend to be used.

user <db user name> Specifies the database user name. If omitted, the
“default user” will be used for the connection.

password <db password> Specifies the database password. If omitted, the
connection will be made without a password.

dmof.jdbc.driver <class name> Specifies the JDBC driver class to be dynami-
cally loaded. Refer to the relevant subsection of
Appendix D.

dmof.jdbc.adapter <class name> Specifies the Adapter class to be dynamically
loaded. Refer to the relevant subsection of
Appendix D.

dmof.jdbc.url <db address> Specifies the network address of the backend
database in a “URL-like” syntax. Refer to the
relevant subsection of Appendix D.

dmof.jdbc.
objectTableName

<name> Specifies the table name for the object table.
Defaults to “OBJECTS”.

dmof.jdbc.
associationTableName

<name> Specifies the table name for the association
table. Defaults to “LINKS”.

dmof.jdbc.
repositoryTableName

<name> Specifies the table name for the repository table.
Defaults to “REPOSITORIES”.

dmof.jdbc.reconnect ‘true’ or ‘false’ When ‘true’, the persistence will attempt to
reconnect to the database following a connection
failure. Defaults to ‘false’.

dmof.jdbc.
reconnect.delay

<delay> Specifies the delay (in milliseconds) between
attempts to reconnect to the database. Defaults to
10000; i.e. 10 seconds between attempts.

dmof.jdbc.
reconnect.limit

<limit> Specifies the number of times to retry the con-
nection attempt before giving up. Defaults to -1,
which means retry indefinitely.

Table 29: dMOF Properties for JDBC Persistence
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The “user” and “password” properties are consulted by the JDBC database
driver to obtain authentication information when connecting to the backend
database. Either or both can be omitted:

• If “user” is blank or omitted, the connection will be made using the
database’s default account.

• If “password” is blank or omitted, the connection will be made
without attempting to authenticate you.

Depending on how the database administrator has set up database security,
“user” and “password” settings will determine if your moflet can connect to
the database with an appropriate level of access.

The “dmof.jdbc.driver” property specifies the class name of the JDBC drivers
that the MOF persistence backand should dynamically load and use. Refer
the applicable subsection ofAppendix D for the driver or drivers that work
with your database.

The “dmof.jdbc.adapter” property specifies the name of an Adapter class tha
the MOF persistence backend uses to tailor itself to your database. The cla
deals with variations in the database and driver’s implementations of SQL an
the JDBC specification respectively. For example, it tells the MOF backend
whether the database is transactional, whether it supports blobs in a standa
way, and how to handle blobs if it doesn’t. Refer to the applicable subsection
of Appendix D for the Adapter class name to use with your database.

The “dmof.jdbc.url” property specifies URL (Universal Resource Locator)
giving the address for the backend database to be used. A JDBC URL
typically looks something like this:

jdbc:<db product>://<host>:<port>/<database name>

where:

• <db product> is the name of the database product,

• <host> is a DNS name or IP number,

• <port> is a TCP/IP port number, and

• <database name> is the SQL database name.

Consult the database product and JDBC driver documentation for more
details.

The MOF persistence backend for JDBC uses three SQL tables to store sta
The optional “dmof.jdbc.*TableName” properties allow you to override the
default names for these tables. The syntax and case-sensitivity rules for tab
names are database product specific. Refer to the applicable subsection o
Appendix D.
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Note: it is possible to run a number of independent MOF servers (with the
same or different meta-models) using the same SQL database and even th
same tables. However there are two potential drawbacks to doing this:

• If an SQL database somehow gets corrupted, you are liable to lose
more metadata if your servers share tables.

• If you share database servers and tables, database access is mor
likely to be a performance bottleneck. This is especially true if the tables
get too large.

The final three properties control the behaviour of the persistence drivers
when the connection to the backend database fails. The default behaviour
for the driver to throw an exception, causing the server to fail. However, by
setting “dmof.jdbc.reconnect” to “true”, you can cause the driver to attempt
to reconnect to the database. The other properties control the retry behavio

9.3 Running a Persistent dMOF Server

This section describes how to run the dMOF meta-model repository in
persistent mode. It assumes you have installed and initialized the backend
database, and created a suitable “config” file; say “jdbc.config”.

The following comand will create a persistent dMOF meta-model repository
instance running on TCP/IP port 1234:

> startdmof --new -c jdbc.config -f myior -P 1234

This creates the CORBA objects that embody the repository, and saves its
state to the database, creating new SQL tables if they don’t already exist.
When the server has finished initializing, it writes the IOR for the “top” object
into the “myior” file, allowing tools such as the MODL compiler and the
generators to locate the repository.

The following command will restart an existing persistent dMOF meta-model
repository instance:

> startdmof -c jdbc.config -f myior -P 1234

This will attempt to restart the repository whose IOR is in the “myior” file.
For this to work, you must use the same TCP/IP port number as when you
created the repository, and your configuration file must refer to the same
JDBC database and tables.

Note: the “startdmof” script expects to find the JDBC driver jar file in the
distribution’s “lib” directory. If you use some other JDBC driver classes, you
will need to modify the CLASSPATH in the “startdmof” script.
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9.4 Running Persistent Moflets

This section describes how to run a moflet in persistent mode. It assumes yo
have installed and initialized the backend database, and created a suitable
“config” file; say “jdbc.config”.

Before you run the moflet, you must ensure that the JDBC driver classes ar
on your CLASSPATH. For example:

> setenv CLASSPATH "$CLASSPATH:/opt/dMOF/lib/
mm_mysql.jar"

Now, the following comand should create a persistent moflet instance runnin
on TCP/IP port 1234:

> vbj <class> --new -c jdbc.config -f myior -P 1234

To restart the moflet instance, use the following command:
> vbj <class> -c jdbc.config -f myior -P 1234

Alternatively, you can select the moflet’s port number when you start / restar
a moflet by using configuration properties as described in Section 8.1.3.  A
before, it is essential to use the same port number and a compatible set of
config properties when you restart the moflet.

9.5 Starting Moflets from the Object Activation Daemon

[TO BE COMPLETED]

9.6 Custom Persistence Hooks

This section describes a mechanism that allows custom code in a moflet to
perform queries and updates directly against the backend database. While th
approch is applicable to any kind of dMOF database back-end, mechanism
are only implemented for the JDBC backend in the dMOF 1.1 release.

9.6.1 The dMOF Persistence Architecture

In order to understand how the custom persistence hooks mechanism work
it is first necessary to understand a bit more about the internal architecture o
dMOF’s persistence subsystem, as shown in Figure 30.

As the diagram above indicates, the dMOF persistence subsystem consists
a number of distinct layers. A Moflet’s CORBA object servants interact with
persistence via two key interface groups; the ObjectStore interface and
Association* interfaces. The ObjectStore interface handles persistence of
Class instances and proxies and Package instances, providing operations
creating, updating and deleting persistent objects, and for managing the
166 5 June, 2001
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“all_of_*” collections. The Association* group of interfaces provide roughly
equivalent interfaces for creating, managing and deleting various kinds of
Association instance. (The Session interface is only used during startup, an
is not relevant to us now.)

The ObjectStore and Association* interface groups have corresponding
implementations for each kind of back-end. (The diagram above shows the
implementations for JDBC back-ends, but other implementations exist for
other back-ends.) Persistence implementation layer is responsible for
mapping operations like “save this object” onto the appropriate action for the
back-end technology. For example, the JDBC ObjectStore implementation
will (re-)serialize the object and execute SQL statements to save the serialize
object in the session’s SQL database.

Beneath the JDBC ObjectStore and JDBC Association* implementations s
two classes; JDBC ConnectionPool and JDBC Connection. The former clas
is responsible for managing a pool of JDBC Connection objects encapsulatin
connections to the back-end database, and temporarily allocating them to
activities in the layer above. The JDBC Connection objects are wrappers fo

Figure 30: The dMOF Persistence Subsystem
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JDBC Connections whose primary purpose is to simulate transactional
behaviour. Both of these classes and the layer above make use of Adapte
objects that tell them how to handle non-standard aspects of the underlyin
database and JDBC driver implementations.

This architecture may seem a bit complex, but it is necessary to allow us to
support multiple database back-ends. Unfortunately, if you are going to
implement custom persistence hooks, you will need to understand some o
these APIs in considerable detail. Additional information may be found in the
“javadoc” documentation in your installation’s “doc/apidoc” directory.

9.6.2 Meta-objects and the Persistifiable and Id classes.

The ObjectStore API handles persistence of objects which inherit from a cor
interface called Persistifiable. This interface is declared as follows:

package com.dstc.mof.persistence;
interface Persistifiable inherits java.io.Serializable {

Id getId();
}

An ObjectStore implementation can use the getId method to obtain the uniqu
identifier for a Persistifiable object. The identifier for a Persistifiable object is
generated when the corresponding CORBA object is created, and it does n
change for the CORBA object’s lifetime. In addition, since Persistifiable
inherits from Serializable, an ObjectStore implementation can use Java
serialization to save and restore a Persistifiable object’s state.

The Id class is used to represent unique identifiers for Persistifiable object
The class has methods for accessing the identifier as a String or an array 
bytes, and for converting it to a ‘mof id’ value as returned by ‘ref_mof_id’;
see Section 6.4.1.

9.6.3 ObjectStore

The ObjectStore interface is the API used by meta-object servants to save a
load meta-object state. The ObjectStore API defines the following methods

void create(Persistifiable object, Id proxyId). This operation is called to save a new
object to the object store. The ‘object’ argument gives the object that is to be
serialized and saved. The ‘proxyId’ argument gives the object’s designated
proxy, and it may be

Persistifiable get(Id id).This operation fetches an object from the object store. The
object identified by the ‘id’ argument is read from the persistent store,
deserialised and returned to the caller. It is the caller’s responsibility to avoid
creating multiple in-memory copies of an object.

void update(Persistifiable object).This operation updates a previously saved object in
the database.
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void delete(Id id). This operation deletes a previously saved object from the store. The
‘id’ argument identifies the object to be deleted.

Id[] deleteAllForProxy(Id proxyId). This operation deletes all saved object associated
with a given ‘proxyId’. The result is the list of Ids for objects that have been
deleted.

boolean exists(Id id).This operation tests whether the ObjectStore contains an object
whose identifier is ‘id’.

Id[] allForProxy(Id proxyId). This operation fetches the Ids for objects that have
‘proxyId’ as their designated proxy.

void stabilize().This operation is called to flush all commited changes to the object
store’s backing store. For the current JDBC implementation of ObjectStore
the ‘stabilise’ operation is a no-op.

void close().This operation is called to close the ObjectStore.

void registerHooks(java.lang.Object hooks).This operation attaches a ’hooks’ object
to this object store. The ‘hooks’ object has methods that are called before 
after defined ObjectStore actions occur, and will typically be used to trigge
additional updates to custom database tables.

For more information on this API, please refer to the javadoc documentation

9.6.4 JDBCConnection

While the JDBC standard theoretically allows a Java program to interact with
any SQL database, in practice different databases and drivers can behave ve
differently. The JDBC ObjectStore code uses wrappers for JDBC Connectio
objects to insulate itself from some of these differences, particularly in the
area of table locking and transaction support (or non-support).

JDBCConnection is the public API for a java.sql.Connection wrapper object.
The interface has groups of operations for handling transactions, for
executing SQL prepared statements, and for managing prepared statemen

For more information on this API, please refer to the javadoc documentation

JDBCConnection Transaction Operations

The JDBCConnection transaction operations provide a simple “start / commi
/ abort” transaction model for all SQL databases.

Unfortunately, some SQL databases (e.g. MySQL) do not natively support
transactions. For such databases, the JDBCConnection layer attempts to m
transactions onto something that works most of the time. Unfortunately, the
mapping is not perfect:

• While a call to ‘abort’ willappearto succeed, updates made during
1695 June, 2001
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the fake transaction willnotbe rolled back. Instead, a message warning is
sent to the server’s error output.

• If the moflet or the database engine crash during a “transaction”, it
will not be rolled back.

In general, you would be advised to avoid using a non-transactional SQL
backend if you are intending to implement custom persistence hooks.

The JDBCConnection transaction methods are as follows:

void start(String[] tablesToLock). This operation starts a transaction on the
connection. The ‘tablesToLock’ argument gives an array of names of SQL
tables to be locked when the transaction starts. This argument may be null; s
the ‘lock’ operation below.

void commit(). This operation completes the current transaction, releasing any locks an
commiting any updates made during the transaction.

void abort(). This operation aborts the current transaction, releasing any locks and (if
possible) rolling back any updates made during the transaction.

boolean isInTransaction().This operation tests to see if a transaction is underway.

void lock(String[] tablesToLock). This operation acquires table locks after the start of
a transaction. This will only succeed if no table locks have been acquire so fa
in the current transaction.

JDBCConnection Execute Operations

The following operations are used to interact with the SQL database.

java.sql.ResultSet query(java.sql.PreparedStatement stmt).This operation performs
an SQL query as specified by the ‘stmt’ argument, returning a ResultSet tha
contains the results. This method can be invoked inside of a transaction, o
outside.

int update(java.sql.PreparedStatement stmt).This operation performs an SQL update
as specified by the ‘stmt’ argument, returning the number of rows affected by
the update. This method can only be invoked within a transaction.

void admin(java.sql.PreparedStatement stmt).This operation performs an SQL
statement (given by ‘stmt’) that is neither a query or an update. For example
‘admin’ can be used to perform a ‘CREATE TABLE’ or ‘DROP TABLE’.
The method cannot be invoked if a transaction is underway.

boolean tableExists(String tableName).This operation queries the backend database
to see if a table called ‘tableName’ currently exists.

JDBCConnection Statement Set Operations

A JDBCConnection can be associated with a number (currently up to 6) of
groups of SQL prepared statements. Each group of statements has an ind
170 5 June, 2001
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declared as a ‘final static int’ in the JDBCConnection interface. The first 5
groups (TRANS, OBJECT, ASSOC, LINK and REPOS) are reserved for
dMOF internal use, but the final group (CUSTOM_OBJECT) is available for
custom persistence hooks.

java.sql.PreparedStatement[] getStatements(int stmtSet).This operation returns the
prepared statements for this connection corresponding to the ‘stmtSet’ inde

The statement sets for a JDBCConnection object are typically populated o
demand. In the case of CUSTOM_OBJECT, the first attempt to fetch the
statement set (using ‘getStatements’ above) will result in a call to ‘your
‘hooks’ objects ‘getCustomSQL’ method; see Section 9.6.6. The array of
SQL statement strings that your method returns will be prepared and then
attached to the connection.

9.6.5 JDBCConnectionPool

The JDBCObjectStore implementation maintains a pool of JDBC database
connections, allowing multi-threaded access to the backend. The API for th
connection pool is defined by the JDBCConnectionPool interface. This AP
has just 2 methods that are of interest here:

JDBCConnection acquire().This operation exclusively acquires a JDBCConnection
object from the connection pool. Every call to ‘acquire’ must have a matching
call to ‘release’. Failure to release JDBCConnection objects will lead to your
moflet running out of database connections and dieing.

void release(JDBCConnection connection).This operation returns a JDBCConnection
object to the connection pool. You should not attempt to use the ‘connection
object (or ‘release’ it again) after you have called this method.

9.6.6 JDBCObjectStoreHooks and JDBCObjectStoreHooksBase

The JDBCObjectStoreHooks interface defines the callback API that a ‘hooks
object must implement in order to work with a JDBCObjectStore. The API
consists of operations that are called during initialisation of the parent
JDBCObjectStore, and action operation that are called at prescribed points
during the execution of ObjectStore methods.

For more information on this API, please refer to the javadoc documentation

JDBCObjectStoreHooksBase is an abstract base class that you can extend
a short-cut to implementing a ‘hooks’ class. It provides default methods for
all operations apart from ‘getCustomSQL’ and ‘getCustomTableNames’.

JDBCObjectStoreHooks Initialisation Operations

The following callback operations are used as the custom persistence hoo
are instantiated and initialised.
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void createTables(JDBCConnection cx).This operation is called to give the custom
‘hooks’ code an opportunity to create SQL tables in the backend database
This method will typically use the ‘cx’ connection to test for the existence of
each custom table and index, create them as required.

String[] getCustomSQL().This operation is called to obtain any SQL statements
required by your custom persistence implementation. The returned SQL
statement strings will be “prepared” and attached to a JDBCConnection. Thi
method may be called once for each JDBCConnection.

String[] getCustomTableNames().This operation is called to obtain the names of any
custom database tables that should be locked by an ObjectStore update
operation. If your ‘action’ methods ever need to update custom tables, you
implementation of this operation should supply those table names. (Note: if
table is not locked, your ‘action’ method will be unable to update it within the
action’s current transaction.)

void init(repositoryInfo, adapter, connectionPool).This operation is called to pass
some parameters to the ‘hooks’ object. The ‘connectionPool’ allows the
‘hooks’ object to acquire connections when it needs them. The
‘repositoryInfo’ object is a descriptor for the current Repository. The
‘adapter’ object is the adapter for the JDBC driver currently being used.

JDBCObjectStoreHooks Action Operations

Each of these callback operations is called in response to a call to some
ObjectStore operation. For operations that update the database, the argume
will include a JDBCConnection with an uncommitted transaction. This
allows your ‘hooks’ object to update custom tables in the same transaction

void objectCreate(Persistifiable object, Id proxyId, JDBCConnection cx).This
operation is called in response to an ObjectStore ‘create’ operation. The ca
occurs immediately after SQL statements have been executed to save a n
object to the ObjectStore. The arguments give the new object, its id, and th
connection being used to save the object.

void objectGet(Persistifiable object).This operation is called in response to an
ObjectStore ‘get’ operation. The call occurs immediately after ‘object’ has
been fetched and deserialised.

void objectUpdate(Persistifiable object, JDBCConnection cx).This operation is
called in response to an ObjectStore ‘update’ call. The call occurs after the
SQL statements to update ‘object’ have been executed. The ‘cx’ argument
gives the connection being used to update the object.

void objectDelete(Id id, JDBCConnection cx).This operation is called in response to
an ObjectStore ‘delete’ call. The call occurs after the SQL statements to dele
the object denoted by ‘id’ have been executed. The ‘cx’ argument gives the
connection being used to delete the object. Note: the state of the deleted obje
will no longer be available.
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void deleteAllForProxy(Id proxyId, Id[] deleted, JDBCConnection cx).This
operation is called in response to an ObjectStore ‘deleteAllForProxy’ call.
The call occurs after the SQL statements for the deletion been executed. Th
‘deleted’ arguments gives the set of Ids for the objects deleted, and the ‘cx
argument gives the connection being used to do the bulk delete. Note: the sta
of the deleted objects will no longer be available.

void allForProxy(Id proxyId, Id[] ids). This method is called in response to an
ObjectStore ‘allForProxy’ operation. The ‘ids’ argument gives Ids for all
instances associated with the proxy denoted by ‘proxyId’.

void stabilize().This method is called in response to an ObjectStore ‘stabilize’
operation.

void close().This method is called when the ObjectStore is about to be closed.

9.6.7 A Custom Persistence Example

This section gives some illustrative code fragments that may help you
understand how to implement custom persistence using the APIs describe
previously.

Suppose that we have a meta-model that defines a Class ‘Dog’ with a strin
valued Attribute called ‘name’ and a static Operation called ‘lookup’. For
example:

package Example{
  class Dog {
    attribute string name;
    static set [0..*] of Dog lookup(in string name);
  };
};

We want our moflet to implement the ‘lookup’ Operation so that it will return
all ‘Dog’ instances whose ‘name’ Attribute matches the ‘name’ argument.
Clearly, we could code the Operation’s implementation so that it iterated ove
the ‘all_of_class_dog’ values, testing each one in turn. However, this would
result in pessimal performance, especially when many ‘Dog’ instances exis
Instead, we will use object store hooks to implement an SQL table and index
and then implement ‘lookup’ as a custom query.

The ExampleObjectStoreHooks class.

The ObjectStore hooks for this example needs to do the following things:

• The hooks must define the custom table and its associated queries
The table will allow us to map from a ‘name’ to a set of Ids for ‘Dog’
instances.

• When a ‘Dog’ instance is created, the hooks must add an entry to the
custom table.
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• When a ‘Dog’ instance’s name is updated, the hooks must update th
entry.

• When a ‘Dog’ instance is deleted, the hooks must delete the entry

Here is the code that does this:
package ExampleImpl;

import com.dstc.mof.moflet.*;
import com.dstc.mof.persistence.*;
import com.dstc.mof.persistence.jdbc.*;
import com.dstc.mof.logging.Logging;
import java.sql.*;

Notice that the ‘hooks’ class extends JDBCObjectStoreHooksBase to pick u
default methods for actions that we don’t care about.

class CustomObjectStoreHooks extends JDBCObjectStoreHooksBase {

The following constants are index values for the SQL statements in the
custom statement set, and for the parameter slots within those statements
Notice that the parameter slots are indexed starting from 1 rather than 0, in
accordance with They need to match the actual statements returned by
getCustomSQL below.

public static final int CREATE_STMT = 0;
public static final int INDEX1_STMT = 1;
public static final int INDEX2_STMT = 2;
public static final int INSERT_STMT = 3;
public static final int DELETE_STMT = 4;
public static final int UPDATE_STMT = 5;
public static final int SELECT_STMT = 6;

public static final int INSERT_NAME = 1;
public static final int INSERT_ID = 2;

public static final int DELETE_ID = 1;

public static final int UPDATE_NAME = 1;
public static final int UPDATE_ID = 2;

public static final int SELECT_NAME = 1;

public static final int NAME = 1;
public static final int ID = 2;
public static final int REPOS = 3;

The following attribute will hold a string that identifies the moflet instance.
private static String repos = null;

The default constructor.
public CustomObjectStoreHooks() {

super();
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The ‘init’ method calls ‘init’ in the base class, and initialises ‘repos’ with an
Id string.

public void init(RepositoryInfo repositoryInfo,
JDBCAdapter adapter,
JDBCConnectionPool connectionPool) {

super.init(repositoryInfo, adapter, connectionPool);
this.repos = repositoryInfo.getRepositoryId().toString();

}

The ‘getCustomSQL’ method constructs and returns the SQL statements use
by the ‘hooks’ object itself, and the ‘lookup’ operation. Note: we include the
repository id in the table so that different moflet instances can share the sam
table. The repository id value gets hard-wired into the prepared statement
SQL. Note: the order of the SQL statements and their parameter slots mus
line up with the static constants declared at the top of the class.

public String[] getCustomSQL() {
final int ID_SIZE = Id.getMaxStringSize() + 1;
return new String[] {

(“CREATE TABLE names (dog_NAME VARCHAR(100) NOT NULL,” +
“ dog_ID VARCHAR(“ + (ID_SIZE) + “) NOT NULL,” +
“ dog_REPOS VARCHAR(“ + (ID_SIZE) + “) NOT NULL)”),
“CREATE INDEX index1 ON names(dog_NAME, dog_REPOS)”,
“CREATE INDEX index2 ON names(dog_ID)”,

“INSERT INTO names VALUES (?, ?, \”” + repos + “\”)”),
“DELETE FROM names WHERE dog_ID = ?”,
“UPDATE names SET dog_NAME = ? WHERE dog_ID = ?”,
(“SELECT * FROM names WHERE dog_NAME = ? AND “ +

“ dog_REPOS = \”” + repos + “\””)};
}

The result of the ‘getCustomTableNames’ method tells the JDBCObjectStor
implementation that the ‘names’ table needs locking at the start of all “write”
transactions that it initiates.

public String[] getCustomTableNames() {
return new String[]{“names”};

}

The ‘createTables’ method tests if the ‘names’ table exists, and if not it create
it and the two indexes.

public void createTables(JDBCConnection cx)
throws SQLException {

if (!cx.tableExists(“names”)) {
PreparedStatement[] stmts =

cx.getStatements(CUSTOM_OBJECT);
cx.admin(stmts[CREATE_STMT]);
cx.admin(stmts[INDEX1_STMT]);
cx.admin(stmts[INDEX2_STMT]);

}
}
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The ‘objectCreate’ method extracts the ‘name’ Attribute value from a ‘Dog’
instance and then inserts a ‘(name, id, repos)’ row into the ‘names’ table. Thi
will occur as part of the transaction that stores ‘object’.

public void objectCreate(Persistifiable object, Id proxyId,
JDBCConnection cx)

throws SQLException {
if (object instanceof DogImpl) {

DogImpl impl = (DogImpl) object;
try {

// Extract the doggy’s name and Id
Example.Dog dog = toDog(impl);
String name = dog.name();
Id id = impl.getId();

// Fill in the fields in the insert statement
PreparedStatement stmt =

cx.getStatements(CUSTOM_OBJECT)[INSERT_STMT];
stmt.setString(INSERT_NAME, name);
stmt.setString(INSERT_ID, id.toString());

// Do the update and check the result
if (cx.update(stmt) != 1) {

Logging.bug(“Inserted wrong nos rows”);
}

} catch (Reflective.MofError ex) {
Logging.bug(ex, “MofError while fetching name”);

} catch (Exception ex) {
Logging.bug(ex);

}
}

}

This method gets the CORBA object reference that corresponds to a
‘DogImpl’ servant object, which we will then use to obtain the ‘name’
Attribute value.

private Example.Dog toDog(DogImpl impl) {
try {

byte[] oid = impl.getId().toOid();
org.omg.CORBA.Object obj =

POAs.getActivationPOA().create_reference_with_id(
oid, Example.DogHelper.id());

return Example.DogHelper.narrow(obj);
} catch (org.omg.PortableServer.POAPackage.WrongPolicy ex) {

Logging.bug(ex);
return null;

}
}

The ‘objectUpdate’ method extracts the ‘name’ Attribute value from a ‘Dog’
instance and then updates the existing ‘(name, id, repos)’ row in the ‘names
table with the new name value. This will occur as part of the transaction tha
updates ‘object’.
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public void objectUpdate(Persistifiable object,
JDBCConnection cx)

throws SQLException {
if (object instanceof DogImpl) {

DogImpl impl = (DogImpl) object;
try {

// Extract the doggy’s name
Example.Dog dog = toDog(impl);
String name = dog.name();
Id id = impl.getId();

// Fill in the fields in the update statement
PreparedStatement stmt =

cx.getStatements(CUSTOM_OBJECT)[UPDATE_STMT];
stmt.setString(UPDATE_NAME, name);
stmt.setString(UPDATE_ID, id.toString());

// Do the update and check the result
if (cx.update(stmt) != 1) {

Logging.bug(“Updated wrong nos rows”);
}

} catch (Reflective.MofError ex) {
Logging.bug(ex, “MofError while fetching name”);

} catch (Exception ex) {
Logging.bug(ex);

}
}

}

The ‘objectDelete’ method removes the object’s row from the ‘names’ table.
This will occur as part of the transaction that deletes the object.

public void objectDelete(Id id, JDBCConnection cx)
throws SQLException {

// Fill in the fields in the delete statement
PreparedStatement stmt =

cx.getStatements(CUSTOM_OBJECT)[DELETE_STMT];
stmt.setString(DELETE_ID, id.toString());

if (cx.update(stmt) > 1) {
Logging.bug(“Deleted too many rows”);

}
}

The ‘deleteAllForProxy’ method calls ‘objectDelete’ for each deleted object.
If we had recorded the ‘proxyId’ in the ‘names’ table we could do this with
one SQL statement.

public void deleteAllForProxy(Id proxyId, Id[] deleted,
JDBCConnection cx)

throws SQLException {
for (int i = 0; i < deleted.length; i++) {

objectDelete(deleted[i], cx);
}
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}
} // end of CustomObjectStoreHooks class

The DogClassOpImpl Class

The OpImpl class that implements the ‘lookup’ operation for the ‘Dog’ proxy
class is as follows:

package ExampleImpl;

import com.dstc.mof.logging.Logging;
import com.dstc.mof.moflet.*;
import com.dstc.mof.persistence.*;
import com.dstc.mof.persistence.jdbc.*;
import java.sql.*;

While the ‘DogClassOpImpl’ class is declared as Serializable, the name
lookup table and associated state are not saved or restored using Java
serialization.

public class DogClassOpImpl implements java.io.Serializable {
static final int CUSTOM_OBJECT = JDBCConnection.CUSTOM_OBJECT;
static final int SEL_STMT = CustomObjectStoreHooks.SELECT_STMT;
static final int SEL_NAME = CustomObjectStoreHooks.SELECT_NAME;
static final int ID = CustomObjectStoreHooks.ID;

private ExampleImpl.DogClassImpl _impl;

protected DogClassOpImpl(ExampleImpl.DogClassImpl impl) {
super();
_impl = impl;

}

The ‘lookup’ operation is typical of a custom persistence query. Lastly it
releases the JDBCConnection ... in a “finally” clause to make sure that it
always happens!

public Example.Dog[] lookup(String name) {
// Get the JDBC connection pool ourselves.  Could also get
// it from the CustomObjectStoreHooks object ... if it was
// declared as a public attribute.
JDBCSession session =

(JDBCSession) (Persistence.getSession());
JDBCConnectionPool connectionPool =

session.getConnectionPool();

This ‘try’ block is here to ensure that we release the JDBCConnection whe
we’re done ... even in the event of a Java exception.

JDBCConnection cx = null;
try {

First, get hold of a JDBCConnection object from the connection pool.
cx = connectionPool.acquire();
178 5 June, 2001



Persistence

.

’

Next, get the prepared statement for the query and fill in the parameter slots
PreparedStatement[] stmts =

cx.getStatements(CUSTOM_OBJECT);
PreparedStatement selectStmt = stmts[SELECT_STMT];
selectStmt.setString(SELECT_NAME, name);

Next, perform the query.
ResultSet rs = cx.query(selectStmt);

Next, iterate over the ResultSet, turning the Ids into a java Vector containing
Dog object references.

java.util.Vector dogs = new java.util.Vector();
while (rs.next()) {

The following black magic to convert an Id string to an object reference.
byte[] oid = rs.getString(ID).getBytes();
org.omg.CORBA.Object ref =

POAs.getActivationPOA().create_reference_with_id(
oid, Example.DogHelper.id());

Narrow the generic object reference to a Dog reference.
Example.Dog dog = Example.DogHelper.narrow(ref);
dogs.addElement(dog);

}

Turn the Vector into an array and returnit.
Example.Dog[] res = new Example.Dog[dogs.size()];
dogs.copyInto(res);
return res;

Catch any exceptions and bail out. The ‘bug’ call aborts the server.
} catch (Exception ex) {

Logging.bug(ex);

Release the JDBCConnection back to the connection pool.
} finally {

connectionPool.release(cx);
}
return new Example.Dog[0];

}
} // End of DoogClassOpImpl

There would also need to be a ‘DogOpImpl’ class that delegated the ‘lookup
operation to the appropriate ‘DogClass’ object.
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Instantiating the Hooks Object

There is one more bit of code needed to complete the moflet implementation
i..e. we have to register the CustomObjectStoreHooks object with the moflet’
ObjectStore implementation. This can be done by adding the following code
fragment to the generated ‘ExampleServer.java’ file:

ObjectStore os = Persistence.getObjectStore();
if (!(os instanceof JDBCObjectStore)) {

Logging.warning(“You can only run this moflet” +
 “with a JDBC backend!!");

}
os.registerHooks(new CustomObjectStoreHooks());

This code fragment should be run after dMOF’s persistence system has bee
initialised. Thus you can insert it immediately before the following:

if (!daemon) {
Logging.trace("Closing persistence session");
...
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10dMOF Admin Scripts for UNIX
The dMOF distribution for UNIX includes a pair of utility scripts for
administering an instance of the meta-model repository running as a daemo
A similar pair of scripts can be used to administer an Interface Repository
(IFR) daemon. The scripts must be run on the machine that you run the
daemons.

Note: there is currently no equivalent to these scripts in dMOF distributions
for Windows platforms. This is largely due to shortcomings in Microsoft’s
scripting language for “batch” files, especially on the Windows 95 & 98
platforms.

10.1 Environment Variables

The dMOF client tools (e.g. the MODL compiler and the generators) locate
the metadata servers using IOR files, as described in Section 7.7.2. The
administration scripts create the IOR files and other files for each server
instance in a common IOR directory.

The pathname of the IOR directory used by these scripts is taken from the
“IOR_DIR” environment variable. The value of this variable should be an
absolute pathname for a directory that is both readable and writable by the
“user id” used for repository management. For example, you might put:

$ export IOR_DIR=/home/steve/iors

or
> setenv IOR_DIR=/home/steve/iors

in the relevant login or shell initialisation scripts.

If the “IOR_DIR” environment variable is not set, the scripts will store the
IOR files and server process id (PID) files in the current directory.

The administration scripts also use a pair of environment variables called
“DMOF_SERVER_NAME” and “IREP_SERVER_NAME” to give default
names for the meta-model and interface repository instances. These names
used as the base names for the IOR and PID files created by the scripts.

10.2 “startdmof” - Starting the Meta-model Repository

Usage: “startdmof [options]”

The “startdmof” script is a wrapper script for running the dMOF meta-model
repository. When the repository starts, its IOR is typically written to an IOR
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file and its Process Id (PID) is recorded in another file. The script uses the PID
file to avoid creating multiple instances of the daemon.

The following “startdmof” command line options are available:

Assuming that you have supplied the “-r” and “-I” options, the script creates
an IOR file and PID file with the following names:

<ior_dir_name>/<repos_name>.ior
<ior_dir_name>/<repos_name>.pid

If the “-I” option is not supplied, the “IOR_DIR” environment variable is used
to give the IOR directory name. If “IOR_DIR” is not set, the IOR directory
defaults to the current directory.

If the “-r” option is not supplied, the value of the “DMOF_SERVER_NAME”
variable gives the repository name. If “DMOF_SERVER_NAME” is not set,
the script will insist that you supply a “-r” option.

Before starting a new instance, the “startdmof” script uses the PID file to
check that there isn’t a dMOF server instance running already, and refuses
run a second instance. If you supply the “-F” option, the script will shutdown
the first instance and start a new one.

Option Purpose

-r <repos_name>
--repository

<repos_name>

Supplies a name for thedMOF meta-model reposi-
tory instance. When this option is supplied, it
overrides the “DMOF_SERVER_NAME” envi-
ronment variable.

-I <ior_dir_name>
--ior-dir

<ior_dir_name>

Specifies the directory to which IOR and PID files are
written. When supplied, this option overrides the
“IOR_DIR” environment variable.

-F
--force

Causes the script to shutdown the current dMOF
server if it exists.

-n
--new

Causes the repository stored state (if any) to be reset
to the initial state.

-N
--nodaemon

When used in conjunction with ‘--new’ this causes
the server to shutdown after creating an empty reposi-
tory.

-v
--verbose

Causes the script to output more information about
what it is doing.

-h
--help

Prints a help message listing the script’s command
line options and then exits.

other options Any other command line options are passed to the
repository command.
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The script starts the meta-model repository instance using the “repository”
program; see Section 7.1.1. Any unrecognized “startdmof” command line
options and arguments are passed on the “repository” command line.

10.3 “stopdmof” - Stopping the Meta-model Repository

Usage: “stopdmof [options]”

The “stopdmof” script tries to shutdown the dMOF meta-model repository
daemon started by “startdmof”.

The following “stopdmof” command line options are available:

The meta-model server instance to be shut down is identified by the “-r” and
“-I” options (if supplied) or the “DMOF_SERVER_NAME” and “IOR_DIR”
environment variables. Refer to the description of the “startdmof” script in
Section 10.2 for details.

10.4 “startirep” - Starting the Visibroker Interface Repository

Usage “startirep: [options]”

The “startirep” script is a wrapper script for running the Visibroker “irep”
Interface Repository as a daemon process. When the IFR starts, its IOR is
written to an IOR file and its Process Id (PID) is recorded in another file. The
script uses the PID file to avoid creating multiple instances of the daemon.

Option Purpose

-r <repos_name>
--repository

<repos_name>

Supplies a name for thedMOF meta-model reposi-
tory instance. When this option is supplied, it
overrides the “DMOF_SERVER_NAME” envi-
ronment variable.

-I <ior_dir_name>
--ior-dir

<ior_dir_name>

Specifies the directory to which IOR and PID files are
written. When supplied, this option overrides the
“IOR_DIR” environment variable.

-v
--verbose

Causes the script to output more information about
what it is doing.

-h
--help

Prints a help message listing the script’s command
line options and then exits.
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The following “startirep” command line options are available:

Assuming that you have supplied the “-r” and “-I” options, the script creates
an IOR file and PID file with the following names:

<ior_dir_name>/<repos_name>.ior
<ior_dir_name>/<repos_name>.pid

If the “-I” option is not supplied, the “IOR_DIR” environment variable is used
to give the IOR directory name. If “IOR_DIR” is not set, the IOR directory
defaults to the current directory.

If the “-r” option is not supplied, the value of the “IREP_SERVER_NAME”
variable gives the repository name. If “IREP_SERVER_NAME” is not set,
the script will insist that you supply a “-r” option.

Before starting a new instance, the “startirep” script uses the PID file to chec
that there isn’t an interface repository instance running already, and refuses
run a second instance. If you supply the “-F” option, the script will shutdown
the first instance and start a new one.

The script starts the Interface Repository using the Visibroker “irep”
command. The IOR file for the server is created using the “findirep”
command; see Section 7.6.2.

10.5 “stopirep” - Stopping the Visibroker Interface Repository

Usage: “stopirep”

The “stopirep” script tries to shutdown a Visibroker Interface Repository
(irep) daemon started by “startirep”.

Option Purpose

-r <repos_name>
--repository

<repos_name>

Supplies the name for theVisibroker Interface
Repository instance. When supplied, this option
overrides your “IREP_SERVER_NAME” envi-
ronment variable.

-I <ior_dir_name>
--ior-dir

<ior_dir_name>

Specifies the directory to which IOR and PID files are
written. When supplied, this option overrides the
“IOR_DIR” environment variable.

-F
--force

Causes the script to restart an existing meta-model
server instance.

-v
--verbose

Causes the script to output more information about
what it is doing.

-h
--help

Prints a help message listing the script’s command
line options and then exits.
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The following “stopirep” command line options are available:

The IFR instance to be shut down is identified by the “-r” and “-I” options (if
supplied) or the “IREP_SERVER_NAME” and “IOR_DIR” environment
variables. Refer to the description of the “startirep” script in Section 10.4 for
details.

Option Purpose

-r <repos_name>
--repository

<repos_name>

Supplies the name for theVisibroker Interface
Repository instance. When supplied, this option
overrides your “IREP_SERVER_NAME” envi-
ronment variable.

-I <ior_dir_name>
--ior-dir

<ior_dir_name>

Specifies the directory to which IOR and PID files are
written. When supplied, this option overrides the
“IOR_DIR” environment variable.

-v
--verbose

Causes the script to output more information about
what it is doing.

-h
--help

Prints a help message listing the script’s command
line options and then exits.
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Appendix A - MODL Language Syntax
This appendix provides a syntax definition for the MODL language as
supported by the dMOF 1.1 MODL compiler.

A.1 MODL Lexical Structure

A.1.1 Input Character Sets

The input character set for the MODL language is a subset of the 7 bit ASCI
character set. Specifically, a MODL specification consists of the printable
characters (in the range “!” to “~”) and white-space characters (SP, CR, LF
HT, VT and FF). The meaning of other characters in an input file is undefined

If a meta-model needs to contain string or character literals that fall outside o
the input character set, you can express this using an escape sequence. B
combining escaped strings and identifier quoting (see Section A.2.6) you ca
also specify names for meta-model element containing accented character
for example. However, this is likely to cause a number of problems and is no
recommended.

A.1.2 Identifiers

The MODL language follows a pattern that is used by the vast majority of
text-based computer languages. Each significant element of a meta-model h
a user-defined name expressed in MODL as an identifier. When you want to
refer to an element in another part of a MODL specification, you do so using
the element’s identifier.

A MODL identifier consists of one or more unaccented latin letters (in lower
or upper case), decimal digits and the underscore character (“_”). The first
character of an identifier must be a letter, and the last character cannot be a
underscore.

MODL has equivalent identifier case sensitivity rules to CORBA IDL; i.e.

• a MODL identifier may have any capitalization,but

• every identifier referring to a given entity must use the same
capitalization.

For example:
package P1 {

typedef long T1;
typedef char t2;
typedef T1 T3; // legal
typedef t1 T4; // illegal: wrong capitalization for ‘T1’

};
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If you follow the naming conventions in Section 5.8.1, the IDL mapping will
generate IDL identifiers whose capitalization is consistent with the input
meta-model. Furthermore, the generated IDL will conform to the identifier
conventions set out in the OMG IDL Style Guide.

A.1.3 Literals

The MODL syntax supports literals for integral and floating point numbers,
characters and strings. The MODL literal syntax is a subset of the literal
syntax used in CORBA 2.1 IDL.

A MODL integer literal consists of one or more decimal digits. Integer literals
are restricted to the range 0 to 232 - 1. A negative integer value may be
expressed using the unary negation operator “-”.

The following are legal integer literals:

0, 1, 01, 123456789,

A MODL floating point literal consists of a mantissa followed by an optional
exponent. The mantissa consists of one or more decimal digits followed by
decimal point and one or more additional digits. The exponent consists of th
character “e” or “E” followed by an optional sign (“+” or “-”) and one or more
decimal digits. Floating point literals are restricted numbers that can be
expressed as IEEE double precision floating point numbers.

The following are legal floating point literals:

0.0, 1.0, 123.456789, 314159.265E-5, 6.02E+23

The following arenot legal floating point literals:

1, 1., .1, 314159E-5, 6.02E

A MODL character literal consists of a single quote (“'”) followed by a
character specification and another single quote. The character specificati
is one of the following:

• a space; i.e. 32 or SP,

• a display ASCII character in the range 33 (“!”) to 126 (“~”)
excluding the single quote (39 or “'”) or backslash (92 or “\”) characters, or

• an escape sequence starting with a backslash.

The meaning of a character literals expressed using characters outside of t
range 32 (SP) to 126 (“~”) is platform dependent.
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The escape sequences supported for MODL character literals are listed in
Figure 31. The literals containing escape sequences other than those listed
above are illegal.

Thus the following are legal MODL character literals:

'1', 'A', '?'

' '

'\\', '\''

'\n', '\012', '\x0A', '\x0a'

(The last four character literals all represent the ASCII newline character).
The following are not legal MODL character literals:

'1 ', '\z', ''', '', '\'

A MODL string literal consists of a double quote (“''”) followed by a string
specification and another double quote. The string specification is a sequenc
of zero or more of the following:

• a space; i.e. 32 (SP),

• a display ASCII character in the range 33 (“!”) to 126 (“~”)
excluding double quote (34 or “''”) and backslash (92 or “\”), or

Character Description Escape Sequence

newline (NL or 10) \n

horizontal tab (HT or 9) \t

vertical tab (VT or 11) \v

backspace (BS or 8) \b

carriage return (CR or 13) \r

form feed (FF or 12) \f

alert (BEL or 7) \a

backslash (“\” or 92) \\

single quote (“'” or 39) \'

double quote (“"” or 34) \"

octal character code \ooo where each ‘o’ is an octal digit

hexadecimal character code \xhh where each ‘h’ is a hexadecimal digit

Figure 31: MODL Literal Escape Sequences
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• an escape sequence starting with a backslash; see Figure 31.

The meaning of a string literals that are expressed using characters outside
the range 32 (SP) to 126 (“~”) is platform dependent. String literals that
contain undefined escape sequences are illegal.

Thus the following are legal string literals:

"The quick brown fox\n jumped over the lazy dog"

"\"Hi Mom\""

"C:\\foo\\bar.txt"

"'Hello world'"

but the following areillegal:

"Good morning
Officer"

"""

A string literal may not contain a NUL (0) character expressed in any form.

A.1.4 Keywords and Symbols

The MODL syntax reserves the following words as keywords:

abstract any as association attribute bag boolean case
char class cluster composite const constraint default
derived double end enum exception external FALSE fixed
float immediate import in independent inout is leaf list
long not Object octet of on optional ordered out package
protected public query QUOTE raises readonly reference
root sequence set shared short single singleton static
string struct switch tag to TRUE TypeCode typedef union
unsigned void wchar wstring

MODL keywords must be specified with precisely the capitalization shown
above. In addition, any identifier that differs from a keyword in only
capitalization is deemed to collide with the keyword and is therefore illegal
If it is necessary for a meta-model to use a name that collides with a keyword
this can be done using “identifier quoting” as described in Section A.2.6.

Some of the above keywords are not used by the current MODL syntax, bu
are reserved for possible future extensions.

The MODL syntax uses the following symbols as expression operators and
punctuation:
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‘+’ ‘-’ ‘*’ ‘/’ ‘%’ ‘~’ ‘&’ ‘|’ ‘=’ ‘:’ ‘,’ ‘;’ ‘<’ ‘>’
‘(’ ‘)’ ‘{’ ‘}’ ‘[’ ‘]’
‘..’ ‘::’ ‘>>’ ‘<<’

A.1.5 Comments and White-space

MODL comments are introduced by a pair of slashes; i.e. “//”. Unless they are
encountered inside a string or character literal (see above), these characte
and any characters up to and including the next end of line are treated as a
comment. Note that depending on there precise position, MODL comment
may get incorporated into the meta-model as annotations; see below.

The ASCII characters SP, HT, VT, CR and LF are all treated as white-spac
by the MODL syntax. White-space characters serve to separate or termina
MODL identifiers, keywords and symbols.

A.1.6 Annotations

A MODL comment that appears immediately before the declaration of a
meta-model element is treated as an “annotation” for the element. Dependin
on the command line flags supplied to the IDL generator, annotations are
inserted into the generated IDL. The following MODL example shows a
comment that will be treated as an annotation:

...
// This Class describes items of kitchen furniture.
class KitchenFurniture {

...
};
...

Assuming that annotations are not suppressed, this will result in the following
generated IDL:

...
// This Class describes items of kitchen furniture.
interface KitchenFurnitureClass : Reflective::RefObject {

...
};

interface KitchenFurniture : KitchenFurnitureClass {
...

};

The MODL compiler uses the following heuristic to recognise annotations.
An annotation consists of a sequence of annotation lines, where:

• each annotation line consists of an optional leading sequence of S
& HT characters followed by “//” and the comment text and terminated by
an end-of-line marker,

• the line following the annotation lines is the declaration for a meta-
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model element; i.e. a Package, Class, Association, DataType, Attribute,
Operation, Reference, AssociationEnd, Parameter, Exception, Constrai
or Constant, and

• the sequence of annotation lines does not contain any embedded
blank lines; i.e. lines that consist only of white-space characters.

For example:
...
// These lines are not part of the annotation for
// the Foo Class

// But this line is,
// and so is this one.

class Foo {...};

// By contrast the Bar Class has no annotation

class Bar {...};
...

Annotations can be used to informally describe the purpose and behaviour o
elements of a meta-model. They have no formal standing in the specificatio
of a meta-model.

A.2 MODL Identifiers and Scoping

Any language that depends on identifiers to refer entities has to address th
following problems:

• Ambiguity - if two or more entities have the same name, how can we
tell which one is referred to by a given identifier?

• Scalability - assuming that we resolve the ambiguity problem by
requiring entities to have unique names, how do we deal with cases wher
there are more entities than a human can invent (meaningful) unique nam
for?

MODL addresses these problems in the same way that most other text-bas
computer languages do; i.e. using an identifier scoping mechanism.

A.2.1 Scopes

In MODL, a “scope” is a logical section of a meta-model specification in
which the named elements must have unique names. Scopes in MODL ar
introduced by a number of constructs. Thus, a MODL “class” declaration
defines a scope for the Attributes, Operations, etc. of the Class that starts wi
the left brace “{” and ends with the matching right brace “}”; e.g.

class Foo {
attribute long bar;
attribute short baz;
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void mumble();
};

The following MODL constructs introduce new scopes:

• The “package”, “class”, “association”, “exception”, “struct” and
“union” constructs all introduce scopes1 between the next “{” and the
matching “}”.

• The construct for defining Operations introduces a scope between
the “(” and the matching “)”.

Scopes may be nested to any level allowed by the MODL syntax. The
example in Figure 32 below shows how nested scopes allow you to “reuse
identifiers. The scope boundaries are indicated by the lines to the right of th
MODL text:

Notice that the identifiers “T1”, “C1” and “my_long” are all used to declare
more than one element, but that none of the scopes contain more than one
declaration of any identifier. The identifier for the Package “P1” is declared
in an outermost or “global” scope.

A.2.2 Simple Identifier Resolution

The MODL language uses the following name resolution algorithm to resolve
simple identifiers. Suppose that we want to resolve a use of identifier “i” in
scope “s”:

1) If scope “s” contains a declaration for an element “e” with name “i”, the identif

1. Note that “enum” does not define a scope in MODL. As with CORBA IDL, the member
enumerators of an enum data type are declared in the enum’s enclosing scope.

package P1 {

typedef long T1;

class C1 {
typedef short T1;
attribute T1 my_t1;
void op1(

in long my_long
);

};

package P2 {
class C1 {

attribute T1 my_long;
};

};
};

Figure 32: Nested Scopes in MODL
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“i” resolves to “e”.
2) Otherwise, if scope “s” has an enclosing scope, set “s” to the enclosing scope

repeat step 1.
3) When there are no more enclosing scopes, the resolution fails; i.e. the identifi

undefined.

In the example in Figure 32, the “T1” that denotes the type of “my_t1” in
“C1” resolves to the declaration of “T1” as an alias for the type “short”. On
the other hand, the use of “T1” within the nested package “P2” refers to the
outer declaration of “T1”; i.e. as an alias for the type “long”.

A.2.3 Scopes and Inheritance

Scopes work a bit differently for model elements that support subtyping; i.e
Packages and Classes. When an element is declared as a subtype of ano
one, it inherits any declarations from its supertypes, their supertypes and s
on. The complete set of declarations for a type and the closure of its
supertypes forms the “extended scope” of the element. In other words, the
extended scope of an element is the union of the element’s scope and the
extended scopes of its supertypes. (The extended scope of an element tha
does not or cannot have any supertypes is simply the element’s scope.)

Name resolution works slightly differently in the presence of inheritance. The
algorithm above becomes:

1) If the extended scope “es” for the scope “s” contains a declaration for an elemen
“e” with name “i”, the identifier “i” resolves to “e”.

2) Otherwise, if scope “s” has an enclosing scope, set “s” to the enclosing scope
repeat step 1.

3) When there are no more enclosing scopes, the resolution fails; i.e. the identifi
undefined.

This is illustrated by the following MODL example:
package P1 {

typedef short T1;
class C1 {
typedef long T2;

};
};

package P2 : P1 {
class C2 : C1 {
typedef sequence < T1 > T1Seq;
typedef sequence < T2 > T2Seq;

};
};

Extended scopes comes into play in the three places in name resolution for th
above example:
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• The “C1” which is the supertype of the “C2” Class resolves to the
“C1” Class in the “P1” Package. This is visible because “P2” inherits “P1”.

• The “T1” which is used in the declaration of “T1Seq” resolves to the
“T1” DataType declared in the “P1” Package. This is visible because “P2”
inherits “P1”.

• The “T2” which is used in the declaration of “T2Seq” resolves to the
“T2” DataType declared in the “C1” Class. This is visible because “C2”
inherits “C1”.

A.2.4 Qualified Identifiers and Resolution

Consider once again the example in Figure 32. As we have seen, if we decla
the type of “my_t1” to be “T1”, the MODL name resolution algorithm will
resolve “T1” to an alias for “short”. How could we express in MODL that we
want to use the outer “T1”; i.e. an alias for “long”?

The answer is to use a “qualified identifier” to refer to the type. A qualified
identifier consists of two or more simple identifiers separated by double colon
“::” symbols. You can also prefix a qualified identifier with a “::”. This causes
the qualified identifier resolution algorithm (see below) to start the path in the
global scope.

The following MODL example shows the two kinds of qualified identifier:
package P1 {

typedef long T1;

class C1 {
typedef short T1;
attribute P1::T1 a1; // use of qualified name
attribute ::P1::T1 a2; // global qualified name

};
};

A qualified identifier in MODL is resolved by treating its component names
as a “path” to the target element. The “path” starts either with scope in which
the qualified identifier is used or the global scope. In the former case, MODL
defines that the qualified name resolves to the “nearest” matching name.

The qualified identifier resolution algorithm is as follows. Suppose that we
want to resolve a qualified name “q” which was used in scope “s”:

1) Select the search scope “ss” as follows:
a)if the qualified name “q” is global, “ss” is the global scope,
b)otherwise “ss” is the scope “s”.

2) Set “s2” to “ss”.
3) Select the first (or next) simple identifier component “qi” of “q”.
4) If the extended scope “es2” of the scope “s2” declares some element “e” with
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name “qi”:
a)if “q” has no more components after “qi”, “q” resolves to “e”,
b)else, if “e” defines a scope, set “s2” to that scope and repeat from step 3

the next component of “q”,
c)otherwise the qualified name “q” cannot be resolved.

5) Otherwise, when “s2” does not declare an element called “qi”:
a)if “ss” has an enclosing scope, set “ss” to that scope and repeat from ste
b)otherwise the qualified name “q” cannot be resolved.

A.2.5 Scoping Rules

The MODL language places a number of scope related restrictions on the
declaration and use of identifiers. While the rules are a bit complicated to
explain, they all serve to prevent situations where a MODL identifier could
mean more than one thing.

The first group of restrictions cover the cases of identifiers in simple and
nested scopes:

1) An identifier may not be declared more than once in a given scope.
2) If an identifier declared externally to a scope is used without qualification in th

scope, it may not then be declared in the scope.
3) An identifier must be declared before it can be used.

The following example MODL illustrates these restrictions:
package P1 {

typedef long T1;
typedef T2 Unknown; // illegal (violates rule 3)
typedef char T2;

typedef char T1; // illegal (violates rule 1)

class C1 {
typedef boolean T1; // ok
typedef T2 Something; // ok (uses T2 from outer scope)
typedef octet T2; // illegal (violates rule 2)
typedef T1 T3; // ok (resolves to ‘boolean’)

};
};

There is one exception to rule 3) above. The MODL language allows a Clas
to declare a Reference using the name of an Association before the
Association is declared. When you do this, the Association is implicitly
forward declared. A full declaration for the Association must appear before
the end of the scope containing the Classes declaration. (This “trick” is onl
possible because MOF Associations cannot be used as types.)

The following restriction deals with extended scoping for model elements tha
support subtyping; i.e. Classes and Packages:
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4) Any identifier declared in the extended scope of a supertype of a Class or Pac
may not be redeclared in that Class or Package.

5) A Class or Package may not have more than one declaration of a given identifi
its extended scope.

The following MODL example illustrates these restrictions:
package P1 {

class C1 {...};
class C2 {...};

};

package P2 : P1 {
class C1 {...}; // illegal (violates rule 4)

};

package P3 : P2 {
class C2 {...}; // illegal (violates rule 4)

};

package P4 {
class C1 {...}; // ok (P4 does not inherit P1, etc.)

};

package P5 : P1, P4 {
// illegal (violates rule 5 ... by inheriting two
// declarations of C1 from P1 and P4 respectively)

};

Finally, the following restrictions extend the previous ones to deal with cases
where identifiers differ only in their capitalization:

6) An identifier (for a given element) must have the same capitalization where ev
is used.

7) Two identifiers that differ only in capitalization cannot be declared or inherited
the same scope.

8) If an identifier is declared or inherited by a scope, another that differs only in
capitalization may not be used in the same scope without qualification.

A.2.6 Identifier Quoting

The MODL language provides a way to get around the lexical restrictions on
MODL identifiers described in Section A.1.2 and define a meta-model
element to have (virtually) any name that you like. The MODL grammar in
Section A.3.2 defines the production for <identifier> as follows:

<identifier> ::= <Ident>
| ‘QUOTE’ <String_Literal>

The first alternative represents the normal way of defining a name; i.e. subjec
to the restrictions of Section A.1.2. The second alternative allows you to
define a model element name as a MODL string literal. You can use this to
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• define names that would collide with MODL keywords

• define names that contain accented characters

• define names with embedded white-space and punctuation

• and so on.

Note however, that you can get yourself into serious problems if you use
quoting unwisely. For a start, the standard MOF IDL mapping cannot turn
names containing punctuation or accented characters into legal IDL
identifiers.

A.3 MODL Grammar

This section gives the collected grammar rules for the MODL language as
implemented by the dMOF MODL compiler.

A.3.1 Notation

The grammar rules are presented in a form of EBNF (Extended Backus-Nau
Form) notation. The EBNF meta-grammar is as follows:

<grammar> ::= (<production>)+

<production> ::= <non_terminal> '::=' <pattern>

<pattern> ::= <alt_pattern>
| <alt_pattern> <pattern>

<alt_pattern> ::= <opt_pattern>
| <opt_pattern> '|' <alt_pattern>

<opt_pattern> ::= <rep_pattern>
| '['<rep_pattern> ']'

<rep_pattern> ::= <primary> ['+' | '*']

<primary> ::= <non_terminal> | <terminal> | '('<pattern> ')'

<non_terminal> ::= '<'<non_terminal_char>+ '>'

<terminal> ::= <quote> <terminal_char>+ <quote>

<non_terminal_char>
::= 'a'..'z' | '0'..'9' | '_'

<terminal_char>
::= any character

The pattern notation has the following meaning:

• “pattern1 pattern2 ” matches “pattern1 ” followed by “pattern2 ”,

• “pattern1| pattern2 ” matches either “pattern1 ” or “pattern2 ”,
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• “ [pattern] ” matches “pattern ” or nothing,

• “pattern* ” matches zero or more repetitions of “pattern ”,

• “pattern+ ” matches one or more repetitions of “pattern ”, and

• “ (pattern) ” matches “pattern ”; i.e. the parentheses group the sub-
patterns of “pattern ”, overriding the precedence of the pattern operators.

A.3.2 Collected MODL Grammar Rules

The following non-terminals denote the lexical items described in
Section A.1 above.

<Ident>
<Int_Literal>
<String_Literal>
<Char_Literal>
<Float_Literal>

Given the above, the grammar for a MODL input file is as follows:

<modl> ::= (<package> ';')+

<package> ::= <pkg_head> <pkg_body>

<pkg_head> ::= [<generalisability>] 'package'
<identifier> [<inherits>]

<inherits> ::= ':' <scoped_name> (',' <scoped_name>)*

<generalisability>
::= ('root' | 'leaf')+

<pkg_body> ::= '{' (<import> ';')*
(<pkg_part> ';')* '}'

<import> ::= ('import' | 'cluster') <scoped_name>
['as' ([<visibility>] <identifier>

| <visibility>)]

<visibility> ::= 'public' | 'private' | 'protected'

<pkg_part> ::= <package> | <class> | <association>
| <data_type> | <constant> | <constraint>
| <exception> | <tag>

<class> ::= <class_head> [ <inherits> ] <class_body>
| <class_head>

<class_head> ::= ['abstract'] [<generalisability>]
['singleton'] 'class' <identifier>

<class_body> ::= '{' (<class_part> ';')* '}'
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<class_part> ::= <attribute> | <reference> | <operation>
| <data_type> | <constant> | <constraint>
| <exception> | <tag>

<attribute> ::= <attr_modifiers> 'attribute'
[<multiplicity>] <param_type> <identifier>

<attr_modifiers>::= [<visibility>] ['static']
['readonly'] ['derived']

<operation> ::= <op_head> <op_body>

<op_head> ::= <op_modifiers> [<multiplicity>]
<param_type> <identifier>

| <op_modifiers> 'void' <identifier>

<op_modifiers> ::= [<visibility>] ['static'] ['query']

<op_body> ::= <op_params> [<raises>]

<op_params> ::= '(' ')'
| '('<op_param> (',' <op_param>)* ')'

<raises> ::= 'raises' '(' <scoped_name>
(',' <scoped_name>)* ')'

<op_param> ::= <direction> [<multiplicity>]
<param_type> <identifier>

<direction> ::= 'in' | 'out' | 'inout'

<multiplicity> ::= 'single' | ‘optional’
| <collection_kind> <range> 'of'

<bounds> ::= '[' <non_neg_int_expr> '.'
(<pos_int_expr> | '*') ']'

<collection_kind>
::= 'set' | 'bag' | 'list' | 'ordered' 'set'

<exception> ::= <exc_head> <exc_body>

<exc_head> ::= 'exception' <identifier>

<exc_body> ::= '{' (<exc_param> ';')* '}'

<exc_param> ::= [<multiplicity>] <param_type> <identifier>

<reference> ::= ['readonly'] 'reference' <identifier>
'to' <identifier> 'of' <scoped_name>

<association> ::= <assoc_head> <assoc_body>
| <assoc_head>

<assoc_head> ::= ['derived'] 'association' <identifier>
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<assoc_body> ::= '{' (<assoc_part> ';')* '}'

<assoc_part> ::= <assoc_end> | <constraint> | <tag>

<assoc_end> ::= ['readonly'] ['shared' | 'composite']
'end' [<multiplicity>] <type_spec>
<identifier>

<constraint> ::= ['immediate'] 'constraint' <identifier>
[<constrained>] ':' <constraint_expr>

<constrained> ::= 'on' <scoped_name> (',' <scoped_name>)*

<constraint_expr>
::= [<constraint_language> '|']

<constraint_literal>

<constraint_language>
::= <String_Literal>

<constraint_literal>
::= (<String_Literal>)+

<constant> ::= ‘const’ <const_type> <identifier>
'=' <const_expr>

<const_type> ::= <integer_type> | <char_type>
| <boolean_type> | <floating_pt_type>
| <string_type> | <type_name>

<data_type> ::= <constructed_type>
| 'typedef' <type_spec> <declaratory>
| 'external' [<String_Literal>]

<fully_qualified_name>

<type_spec> ::= <simple_type> | <constructed_type>

<simple_type> ::= <base_type> | <template_type> | <type_name>

<param_type> ::= <base_type> | <string_type> | <type_name>

<constructed_type>
::= <struct_type> | <union_type> | <enum_type>

<declarator> ::= <identifier> <dimension>*

<dimension> ::= '[' <pos_int_expr> ']'

<type_name> ::= <scoped_name>

<base_type> ::= <integer_type> | <floating_pt_type>
| <char_type> | <boolean_type>
| 'any' | 'octet' | 'Object' | 'TypeCode'
| 'Principal'
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<char_type> ::= 'char'

<boolean_type> ::= 'boolean'

<integer_type> ::= ['unsigned'] ('short' | 'long')

<floating_pt_type>
::= 'float' | 'double'

<template_type> ::= <string_type> | <sequence_type>

<sequence_type> ::= 'sequence' '<' <simple_type>
[',' <pos_int_expr>] '>'

<string_type ::= 'string' ['<' <pos_int_expr> '>']

<struct_type> ::= 'struct' <identifier> '{'
(<member> ';')+ '}'

<member> ::= <type_spec> <declarator>

<union_type> ::= 'union' <identifier> 'switch'
'(' <switch_type> ')'
'{' (<case_arm> ';')+ '}'

<switch_type> ::= <integer_type> | <char_type>
| <boolean_type> | <type_name>

<case_arm> ::= (<case_label>)+ <type_spec> <declarator>

<case_label> ::= 'default' ':'
| 'case' <const_expr> ':'

<enum_type> ::= 'enum' <identifier> '{'
<enumerator> (',' <enumerator>)* '}'

<enumerator> ::= <identifier>

<const_expr> ::= <or_expr>

<or_expr> ::= <xor_expr>
| <or_expr> '|' <xor_expr>

<xor_expr> ::= <and_expr>
| <xor_expr> '^' <and_expr>

<and_expr> ::= <shift_expr>
| <and_expr> '&' <shift_expr>

<shift_expr> ::= <add_expr>
| <shift_expr> '<<' <add_expr>
| <shift_expr> '>>' <add_expr>

<add_expr> ::= <mult_expr>
| <add_expr> '+' <mult_expr>
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| <add_expr> '-' <mult_expr>

<mult_expr> ::= <unary_expr>
| <mult_expr> '*' <unary_expr>
| <mult_expr> '/' <unary_expr>
| <mult_expr> '%' <unary_expr>

<unary_expr> ::= <primary>
| '+' <primary>
| '-' <primary>
| '~' <primary>

<primary> ::= <scoped_name> | <literal>
| '(' <const_expr> ')'

<literal> ::= <Int_Literal> | <String_Literal>
| <Char_Literal> | <Float_Literal>
| 'TRUE' | 'FALSE'

<pos_int_expr> ::= <const_expr>

<non_neg_int_expr>
::= <const_expr>

<tag> ::= 'tag' <Ident> <String_Literal>
'on' <scoped_name>

<scoped_name> ::= <identifier>
| <partially_qualified_name>
| <fully_qualified_name>

<partially_qualified_name>
::= <identifier> ('::' <identifier>)+

<fully_qualified_name>
::= ('::' <identifier>)+

<identifier> ::= <Ident>
| 'QUOTE' <String_Literal>

A.4 Previous versions of the MODL language

Prior to dMOF 1.0, the syntax for Classes and Associations was significantly
different to the current syntax. For example, a Class was introduced by the
‘type’ keyword, and an Association had two ‘roles’.

In dMOF 1.0, the syntax was as defined in dMOF 1.1 except that:

• The ‘optional’ keyword was only allowed in Attributes. It was not
part of the <multiplicity> production, and it had to appear before the
‘attribute’ keyword.

• You could not declare an AssociationEnd as ‘composite’ or ‘shared’.
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• The MODL compiler allowed you to declare a ‘[0..1]’ element as a
‘set’, ‘list’ or ‘ordered set’, in violation of the MOF 1.3 specification.

• You could prefix the ‘leaf’ and ‘root’ keywords with ‘not’. This
feauture was removed in MOF 1.3.

• The dMOF 1.0 MODL language had no way to specify Tags.
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Appendix B - The MOF Model
The following is the MODL input file for the MOF Model that is used to
generate the dMOF meta-model repository.

//
// MOF model expressed in MODL-3
// (this file was previously called mof6.modl)
//
// $Id: mof.modl,v 1.4 2000/03/06 00:43:58 crawley Exp $
//

package Model {

  external ::Reflective::RefObject;
  external ::Reflective::NamedValueList;

  typedef string Type_String;

  // This artifact type represents an element name.  It should
  // conform to the CORBA identifier syntax rules, or start with
  // the character “*”.  The latter case should only be used for
  // anonymous data types (e.g. ‘unsigned long’) and for an
  // operation’s return parameter.
  typedef string NameType;

  // This artifact type represents annotations that are used
  // to document the nodes of a meta-model.
  typedef string AnnotationType;

  // All elements of the core MOF meta-meta-model are derived
  // from ModelElement.  It provides all elements with a name
  // and an annotation, along with “containedness”, “constraints”
  // and derived “dependency.
  abstract class ModelElement {
    constraint MustBeContainedUnlessPackage : “[C-1]”;
    constraint FrozenAttributesCannotBeChanged : “[C-2]”;
    constraint FrozenElementsCannotBeDeleted : “[C-3]”;
    constraint FrozenDependenciesCannotBeChanged : “[C-4]”;
    // **** MODEL ELEMENT NAMES ****

    // The model element’s simple name
    attribute NameType name;

    // The model element’s fully qualified name
    readonly derived attribute list [1..*] of NameType qualified_name;

    // **** ANNOTATIONS ****

    // The model element’s annotation is a multi-line string
    attribute AnnotationType annotation;
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    // **** DEPENDENCIES ****

    // Each model element is aware of what it depends on.
    reference required_elements to provider of DependsOn;

    // This artifact type describes the kinds of dependency.
    typedef string DependencyKind;

//     const DependencyKind ContainerDep = “container”;
//     const DependencyKind ContentsDep = “contents”;
//     const DependencyKind SignatureDep = “signature”;
//     const DependencyKind ConstraintDep = “constraint”;
//     const DependencyKind ConstrainedElementsDep = “constrained elements”;
//     const DependencyKind SpecializationDep = “specialization”;
//     const DependencyKind ImportDep = “import”;
//     const DependencyKind TypeDefinitionDep = “type definition”;
//     const DependencyKind ReferencedEndsDep = “referenced ends”;
//     const DependencyKind TaggedElementsDep = “tagged elements”;
//     const DependencyKind IndirectDep = “indirect”;
//     const DependencyKind AllDep = “all”;

    const string ContainerDep = “container”;
    const string ContentsDep = “contents”;
    const string SignatureDep = “signature”;
    const string ConstraintDep = “constraint”;
    const string ConstrainedElementsDep = “constrained elements”;
    const string SpecializationDep = “specialization”;
    const string ImportDep = “import”;
    const string TypeDefinitionDep = “type definition”;
    const string ReferencedEndsDep = “referenced ends”;
    const string TaggedElementsDep = “tagged elements”;
    const string IndirectDep = “indirect”;
    const string AllDep = “all”;

    // Return this ME’s set of dependents of the requested kind.
    set [0..*] of ModelElement
      find_required_elements(

     // list of dependency kinds of interest
     in set [1..*] of DependencyKind kinds,
     // If true, return the closure of the dependency
     in boolean recursive);

    // This operation categorizes the dependency of this ME on another.
    // The result is false (and kind is ““) if there is no dependency.
    boolean is_required_because(

// the model element (supposedly) depended on
in ModelElement other_element,
// the kind of dependency
out DependencyKind reason);

    // **** CONTAINMENT ****
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    // Each model element is aware of its container
    reference container to container of Contains;

    // **** CONSTRAINTS, VERIFICATION and FREEZING ****

    reference constraints to QUOTE “constraint” of Constrains;

    // A VerifyResult says whether or not a model element is valid, and
    // if valid whether the caller can rely on this continuing to be the
    // case.
    enum VerifyResultKind {
      valid, published, invalid
    };

    // The Depth argument selects shallow or deep verification.
    enum DepthKind {
      shallow, deep
    };

    // The ViolationType struct is used to return information about
    // a constraint violation detected during the verify operation.
    // The contents of this struct are (deliberately) identical to the
contents of
    // the Reflective::MofError exception.
    struct ViolationType {
        string error_kind;
        ::Reflective::RefObject element_in_error;
        ::Reflective::NamedValueList values_in_error;
        string error_description;
    };

    // This operation verifies the model-element and its contents
    // in context.  The result will be true if everything is
    // semantically consistent.  Otherwise, error reports will
    // be returned via “problems”.
    VerifyResultKind verify(

      // verify just this object or the closure
      // of the objects it depends on
      in DepthKind depth,
      // any errors found are returned via this param
      out set [0..*] of ViolationType problems);

    // Returns true iff this model-element has been frozen
    boolean is_frozen();

    // **** VISIBILITY ****

    // This operation checks whether the supplied ModelElement is visible
    // to this one according to the visibility rules.
    boolean is_visible(in ModelElement other_element);

  };

  // This artifact type represents the visibility of a component
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  // or feature beyond its defining context (i.e. its enclosing
  // containers).  Private means there is no visibility, protected
  // means that there is visibility via generalization, and public
  // means that there is visibility via importing as well.
  enum VisibilityKind {public_vis, protected_vis, private_vis};

  //
  // Forward declaration of classes used in Namespace.
  //
  abstract class Namespace;
  abstract class GeneralizableElement;
  abstract class Classifier;
  class QUOTE “Class”;

  // Namespace represents any meta-meta-model element that
  // acts as a container for other elements; e.g. has components
  // or features.  It has an associated derived namespace for
  // the contained elements.
  //
  // An Namespace can also be imported into another Package, though the
  // semantics are unclear, and the mapping to CORBA IDL is problematic.
  abstract class Namespace : ModelElement {
    constraint ContentNamesMustNotCollide : “[C-5]”;

    exception NameNotFound {
      NameType name;
    };

    exception NameNotResolved {
      string explanation;
      list [0..*] of NameType restOfName;
    };

    reference contents to contained_element of Contains;

    // This op looks for an entry called ‘name’ in ‘contents’
    ModelElement lookup_element(in NameType name)
      raises (NameNotFound);

    // This op does a name resolution of ‘compound’ in ‘contents’
    ModelElement resolve_qualified_name(
      in list [1..*] of NameType qualified_name)
      raises (NameNotResolved);

    // This op returns the Model Elements in the Namespace’s direct
    // contents that match “of_type”.  If “include_subtypes” is true, the
    // result includes ME’s that are instances of subtypes of “of_type”
    ordered set [0..*] of ModelElement
      find_elements_by_type(in QUOTE “Class” of_type,

    in boolean include_subtypes);

    // This op determines whether the supplied name would be valid
    // name for a new ModelElement in the NameSpace.
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    boolean name_is_valid(in NameType proposed_name);

  };

  // GeneralizableElement represents a meta-meta-model element
  // that can inherit from another one of the same kind, via the
  // Generalizes association.
  abstract class GeneralizableElement : Namespace {
    constraint SupertypeMustNotBeSelf : “[C-6]”;
    constraint SupertypeKindMustBeSame : “[C-7]”;
    constraint ContentsMustNotCollideWithSupertypes : “[C-8]”;
    constraint DiamondRuleMustBeObeyed : “[C-9]”;
    constraint NoSupertypesAllowedForRoot : “[C-10]”;
    constraint SupertypesMustBeVisible : “[C-11]”;
    constraint NoSubtypesAllowedForLeaf : “[C-12]”;

    // If true, this GE cannot have supertypes
    attribute boolean is_root;

    // If true, this GE cannot have subtypes
    attribute boolean is_leaf;

    // If true, this GE is abstract.  This means that there will
    // be no factory operation for the object.
    attribute boolean is_abstract;

    // This controls what can see the GE’s in a namespace
    attribute VisibilityKind visibility;

    // A GE knows about its supertypes (but not its subtypes)
    reference supertypes to supertype of Generalizes;

    // This operation provides all of the GE’s supertypes, not
    // just the immediate ones.
    ordered set [0..*] of GeneralizableElement all_supertypes();

    // Analogue to Namespace.lookup_element that includes the
    // contents of the GE’s direct and indirect supertypes.
    ModelElement lookup_element_extended(in NameType name)
      raises (NameNotFound);

    // Analogue to Namespace.find_elements_by_type that includes
    // the contents of the GE’s direct and indirect supertypes.
    ordered set [0..*] of ModelElement
      find_elements_by_type_extended(in QUOTE “Class” of_type,
                                     in boolean include_subtypes);
  };

  // TypedElement is an abstract subtype for those ModelElements
  // that require a type as part of their definition.
  abstract class TypedElement : ModelElement {
    constraint AssociationsCannotBeTypes : “[C-13]”;
    constraint TypeMustBeVisible : “[C-14]”;
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    reference QUOTE “type” to QUOTE “type” of IsOfType;
  };

  // Classifier is the abstract superclass for things that can be
  // the type of something else.
  abstract class Classifier : GeneralizableElement {
  };

  // A Class represents the type of an object; i.e. a value with
  // object identity.  The class’s interface is expressed using Operation,
  // Attribute and AssociationEnd features.
  class QUOTE “Class” : Classifier {
    constraint ClassContainmentRules : “[C-15]”;
    constraint AbstractClassesCannotBeSingleton : “[C-16]”;

    // If the “is_singleton” attribute is true, the generated interfaces
    // will only allow a single instance of the class to exist.
    attribute boolean is_singleton;
  };

  typedef TypeCode TypeDescriptor;

  // A DataType represents the type of a value that does not have
  // object identity.  It is used for expressing “artifact types”
  // in the model level.
  //
  // DataTypes do not have any features, they may not generalize
  // or be generalised, and they cannot be abstract.
  class DataType : Classifier {
    constraint DataTypeContainmentRules : “[C-17]”;
    constraint ThisTypecodeNotSupported : “[C-18]”;
    constraint DataTypesHaveNoSupertypes : “[C-19]”;
    constraint DataTypesCannotBeAbstract : “[C-20]”;

    // The described type can be any CORBA type and is expressed as
    // a CORBA typecode value.
    attribute TypeDescriptor type_code;

    derived attribute Type_String type_string;
  };

  // A TypeAlias is a component of a DataType that is used to associate
  // an embedded typecode within the DataType’s typecode with another
  // Classifier object.
  class TypeAlias : TypedElement {
  };

  enum ScopeKind { instance_level, classifier_level };
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  // Feature is an abstract supertype for a number of kinds
  // of “features” of classes and associations.
  abstract class Feature : ModelElement {
    // Features may be “instance” or “class” level.  Note however
    // that “class” level features are only allowed for features
    // of a Class.
    attribute ScopeKind scope;

    // A Feature may be “public”, “private” or “protected”.  Note
    // that “private” and “protected” features are ignored for
    // IDL generation purposes.
    attribute VisibilityKind visibility;
 };

 const long Unbounded = -1;

  // This artifact type is used to describe the number of values
  // allowed / stored in a given context, and how they are related.
  // The precise interpretation of this info depends on the context.
  struct MultiplicityType {
    long lower;
    long upper;
    boolean is_ordered;
    boolean is_unique;
  };
  constraint LowerCannotBeNegativeOrUnbounded : “[C-54]”;
  constraint LowerCannotExceedUpper : “[C-55]”;
  constraint UpperMustBePositive : “[C-56]”;
  constraint MustBeUnorderedNonunique : “[C-57]”;

  // StructuralFeature is an abstract superclass for those
  // features that are part of the “structure” of a Class; i.e.
  // Attributes and References.
  abstract class StructuralFeature : Feature, TypedElement {
    attribute MultiplicityType multiplicity;

    // If is_changeable is true, the generated IDL will allow
    // client updates of / through the attribute or association ref.
    attribute boolean is_changeable;
  };

  // An Attribute is a feature of a Class
  class MofAttribute : StructuralFeature {
    attribute boolean is_derived;
  };

  // A Reference is a feature of a Class that allows the client to
  // treat a projection of some “known” Association involving this
  // object as a navigable link.  The Reference is linked to roles
  // of an Association via the Exposes and RefersTo associations.
  class QUOTE “Reference” : StructuralFeature {
    constraint ReferenceMultiplicityMustMatchEnd : “[C-21]”;
    constraint ReferenceMustBeInstanceScoped : “[C-22]”;
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    constraint ChangeableReferenceMustHaveChangeableEnd : “[C-23]”;
    constraint ReferenceTypeMustMatchEndType : “[C-24]”;
    constraint ReferencedEndMustBeNavigable : “[C-25]”;
    constraint ContainerMustMatchExposedType : “[C-26]”;
    constraint ReferencedEndMustBeVisible : “[C-27]”;

    reference exposed_end to exposed_end of Exposes;

    reference referenced_end to referenced_end of RefersTo;
  };

  // This class is the superclass of Operation and Exception
  abstract class BehavioralFeature : Feature, Namespace {
  };

  // An Operation has Parameters as features, and is associated
  // with the Exceptions that it raises.
  class Operation : BehavioralFeature {
    constraint OperationContainmentRules : “[C-28]”;
    constraint OperationsHaveAtMostOneReturn : “[C-29]”;
    constraint OperationExceptionsMustBeVisible : “[C-30]”;

    // If is_query is true, the operation should not alter the state of the
    // object to which the operation applies.
    attribute boolean is_query;

    // An operation knows about its exceptions
    reference exceptions to except of CanRaise;
  };

  // An Exception has Parameters.
  class MofException : BehavioralFeature {
    constraint ExceptionContainmentRules : “[C-31]”;
    constraint ExceptionsHaveOnlyOutParameters : “[C-32]”;
  };

  // An Association represents an relation between Classes
  // The roles of the Association are described by AssociationEnd features.
  // The MOF specification will say that only binary Associations need
  // to be supported.  Association attributes and operations are not
  // supported in the core.
  class QUOTE “Association” : Classifier {
    constraint AssociationContainmentRules : “[C-33]”;
    constraint AssociationsHaveNoSupertypes : “[C-34]”;
    constraint AssociationMustBeRootAndLeaf : “[C-35]”;
    constraint AssociationsCannotBeAbstract : “[C-36]”;
    constraint AssociationsMustBePublic : “[C-37]”;
    constraint AssociationsMustBeBinary : “[C-38]”;

    // This attribute says that the association information is
    // derived from other information.
    attribute boolean is_derived;
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  };

  enum AggregationKind { none, QUOTE “shared”, QUOTE “composite” };

  // AssociationEnd is a feature of an Association that
  // describes one of its roles; i.e. a column of the association
  // table.
  class AssociationEnd : TypedElement {
    constraint EndTypeMustBeClass : “[C-39]”;
    constraint EndsMustBeUnique : “[C-40]”;
    constraint CannotHaveTwoOrderedEnds : “[C-41]”;
    constraint CannotHaveTwoAggregateEnds : “[C-42]”;

    // Iff is_navigable is true, a Reference may Expose this role
    attribute boolean is_navigable;

    // The aggregation specifies the containment / sharing semantics of
    // the Role.  (Does this belong on the Role or the Association?)
    attribute AggregationKind aggregation;

    // The multiplicity on a Role is a constraint on the number and
    // kind of values that fill the role when the association is
    // “projected” over a single value in the other role.  [It is
    // not clear whether this is a meaningful definition given that
    // we may be allowing duplicate “rows” in the association “table”.
    // Furthermore, it is not clear that either of is_ordered or
    // is_unique are well-defined under this definition.]
    attribute MultiplicityType multiplicity;

 // If is_changeable is true, the generated IDL will allow
    // client updates
    attribute boolean is_changeable;

    // The “other end” of this Association
    AssociationEnd other_end();
  };

  // A Package is a concrete model element that collects a number
  // of related classes, associations, data types and constants.
  // Packages may be nested, and may import objects from other
  // Packages.
  //
  // There are a number of unresolved issues relating to the
  // mapping of Package generalization and importing onto CORBA IDL.
  class QUOTE “Package” : GeneralizableElement {
    constraint PackageContainmentRules : “[C-43]”;
    constraint PackagesCannotBeAbstract : “[C-44]”;

    // **** EXTERNALIZE / INTERNALIZE ****

    // A FormatType string denotes an externalization format
    typedef string FormatType;
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    // This is raised if the caller requests an externalization
    // format that is not supported (or not known!) by this MOF
    // meta-meta-object implementation.
    exception FormatNotSupported {};

    // This is raised if the GE or its contents is in a state
    // that makes them unexternalizable; e.g. some externalization
    // formats may require that the GE is consistent.
    exception ObjectNotExternalizable {
      string explanation;
    };

    // This is raised if the externalized GE is ill-formed, or
    // of the wrong format.
    exception IllformedExternalizedObject {
      string explanation;
    };

    // The Externalize op converts the GE and its contents into
    // a “flat” form that can be passed by value.  The ‘format’
    // argument allows the client to select the externalization
    // format.
    any externalize(in FormatType format)
      raises (ObjectNotExternalizable, FormatNotSupported);

    // The Internalize op creates a new GE from a “flat” form.
    static QUOTE “Package” internalize(in FormatType format,

     in any stream)
      raises (FormatNotSupported, IllformedExternalizedObject);
  };

  // A Import is a “feature” of a Package that refers
  // to (imports) a component of another Package.
  class QUOTE “Import” : ModelElement {
    constraint ImportedNamespaceMustBeVisible : “[C-45]”;
    constraint CanOnlyImportPackagesAndClasses : “[C-46]”;
    constraint CannotImportSelf : “[C-47]”;
    constraint CannotImportNestedComponents : “[C-48]”;
    constraint NestedPackagesCannotImport : “[C-49]”;

    attribute VisibilityKind visibility;

    attribute boolean is_clustered;

    reference imported_namespace to imported of Aliases;
  };

  enum DirectionKind { in_dir, out_dir, inout_dir, return_dir };

  // A Parameter is a component of an Operation or an Exception
  // description.
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  class Parameter : TypedElement {
    // The parameters of an Operation may have direction “in”,
    // “out” or “inout”.  The result of an Operation is expressed
    // as a Parameter with direction “return”
    // There can be at most one result Parameter per Operation.
    // The parameters of an Exception must all have the direction “out”.
    attribute DirectionKind direction;

    // A parameter may have multiple values ...
    attribute MultiplicityType multiplicity;
  };

  // A Constraint model element is used to express semantic
  // constraints on constrained elements
  class QUOTE “Constraint” : ModelElement {
    constraint CannotConstrainThisElement : “[C-50]”;
    constraint ConstraintsLimitedToContainer : “[C-51]”;

    attribute any expression;

    attribute string language;

    enum EvaluationKind {QUOTE “immediate”, deferred};

    attribute EvaluationKind evaluation_policy;

    reference constrained_elements to constrained_element of Constrains;
  };

  // A LiteralType is expressed using the same conventions
  // as the CORBA IR uses; e.g. strings are used for enumeration
  // values.
  typedef any LiteralType;

  // A Constant model element describes a binding between a
  // a name and a typed value.
  class Constant : TypedElement {
    constraint ConstantsValueMustMatchType : “[C-52]”;
    constraint ConstantsTypeMustBeSimpleDataType : “[C-53]”;

    // The value of a constant value
    attribute LiteralType value;
  };

  // A Tag is the basis a general mechanism for attaching name/value pairs
  // to a model element.  Within a model it can be used to attach “pragmas”
  // etc that modify the meaning of the model.
  class Tag : ModelElement {
    attribute string tag_id;
    attribute bag [0..*] of any values;
    reference elements to model_element of AttachesTo;
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  };

  association AttachesTo {
    end set [1..*] of ModelElement model_element;
    end ordered set [0..*] of Tag tag;
  };

  // DependsOn is derived from other associations in the model.
  // The intended semantic is that ME-1 depends on ME-2 if ME-2 is
  // a part of the definition of ME-1.  For example, an ME depends
  // on its Constraints, a Namespace depends on it contents, and
  // Attribute depends on the ‘attr_type’ Classifier that gives
  // its type.
  derived association DependsOn {
    readonly end set [0..*] of ModelElement dependent;
    readonly end set [0..*] of ModelElement provider;
  };

  // Containment is constrained by the “feature matrix”.  In the case
  // of Association <-- Contains --> AssociationEnd, the cardinality is
  // constrained as well.
  association Contains {
    end set [0..1] of Namespace container;
    composite end ordered set [0..*] of ModelElement contained_element;
  };

  // Generalizes expressed supertype / subtype relationships between
  // Classes and Packages.
  //
  // We say that the supertype generalizes the subtype.
  association Generalizes {
    end ordered set [0..*] of GeneralizableElement supertype;
    end set [0..*] of GeneralizableElement subtype;
  };

  // This association represents importing of external objects
  // into a namespace.
  association Aliases {
    end set [0..*] of QUOTE “Import” importer;
    end single Namespace imported;
  };

  // This association attaches a constraint to a model element.
  // The constraint and model element should belong to the same package.
  association Constrains  {
    end set [0..*] of QUOTE “Constraint” QUOTE “constraint”;
    end set [1..*] of ModelElement constrained_element;
  };
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  // This association lists the exceptions that an operation may raise
  association CanRaise {
    end set [0..*] of Operation operation;
    end ordered set [0..*] of MofException except;
  };

  // The following two associations relate References to the Ends of
  // an Association.  The End exposed by a Reference is the one that
  // the Reference’s container Class fills.
  derived association Exposes {
    end set [0..*] of QUOTE “Reference” referrer;
    end single AssociationEnd exposed_end;
  };

  // The role ref’d by an Reference is the one that the Reference
  // allows a client to navigate to.
  association RefersTo {
    end set [0..*] of QUOTE “Reference” referent;
    end single AssociationEnd referenced_end;
  };

  association IsOfType {
    end single Classifier QUOTE “type”;
    end set [0..*] of TypedElement typed_elements;
  };

};
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Appendix C - The MOF IDL
C.1 The Reflective Module

#ifndef REFLECTIVE_IDL
#define REFLECTIVE_IDL

// #pragma prefix "mof.omg.org"

module Reflective {
   interface RefBaseObject;
   interface RefObject;
   typedef sequence < RefObject > RefObjectUList;
   typedef sequence < RefObject > RefObjectSet;
   interface RefAssociation;
   interface RefPackage;
   typedef RefObject DesignatorType;
   typedef any _ValueType;
   typedef sequence < _ValueType > ValueTypeList;
   typedef sequence < RefObject, 2 > Link;
   typedef sequence <Link> LinkSet;

   const string UNDERFLOW_VIOLATION =
"org.omg.mof:structural.underflow";
   const string OVERFLOW_VIOLATION =
"org.omg.mof:structural.overflow";
   const string DUPLICATE_VIOLATION =
"org.omg.mof:structural.duplicate";
   const string REFERENCE_CLOSURE_VIOLATION =
"org.omg.mof:structural.reference_closure";
   const string SUPERTYPE_CLOSURE_VIOLATION =
"org.omg.mof:structural.supertype_closure";
   const string COMPOSITION_CYCLE_VIOLATION =
"org.omg.mof:structural.composition_cycle";
   const string COMPOSITION_CLOSURE_VIOLATION =
"org.omg.mof:structural.composition_closure";
   const string INVALID_OBJECT_VIOLATION =
"org.omg.mof:structural.invalid_object";
   const string NIL_OBJECT_VIOLATION =
"org.omg.mof:structural.nil_object";
   const string INACCESSIBLE_OBJECT_VIOLATION =
"org.omg.mof:structural.inaccessible_object";
   const string ALREADY_EXISTS_VIOLATION =
"org.omg.mof:structural.already_exists";
   const string INVALID_DESIGNATOR_VIOLATION =
"org.omg.mof:reflective.invalid_designator";
   const string WRONG_DESIGNATOR_VIOLATION =
      "org.omg.mof:reflective.wrong_designator_kind";
   const string UNKNOWN_DESIGNATOR_VIOLATION =
"org.omg.mof:reflective.unknown_designator";
   const string ABSTRACT_CLASS_VIOLATION =
"org.omg.mof:reflective.abstract_class";
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   const string NOT_CHANGEABLE_VIOLATION =
"org.omg.mof:reflective.not_changeable";
   const string NOT_NAVIGABLE_VIOLATION =
"org.omg.mof:reflective.not_navigable";
   const string NOT_PUBLIC_VIOLATION =
"org.omg.mof:reflective.not_public";
   const string WRONG_SCOPE_VIOLATION =
"org.omg.mof:reflective.wrong_scope";
   const string WRONG_MULTIPLICITY_VIOLATION =
"org.omg.mof:reflective.wrong_multiplicity";
   const string WRONG_TYPE_VIOLATION =
"org.omg.mof:reflective.wrong_type";
   const string WRONG_NUMBER_PARAMETERS_VIOLATION =
      "org.omg.mof:reflective.wrong_number_parameters";
   const string INVALID_DELETION_VIOLATION =
"org.omg.mof:reflective.invalid_deletion";

   struct NamedValueType {
      string name;
      _ValueType value;
   };
   typedef sequence < NamedValueType > NamedValueList;

   exception MofError {
      string error_kind;
      RefObject element_in_error;
      NamedValueList extra_info;
      string error_description;
   };

   exception NotFound {};
   exception NotSet {};
   exception BadPosition {
      unsigned long current_size;
   };

   exception OtherException {
      DesignatorType exception_designator;
      ValueTypeList exception_values;
   };

   interface RefBaseObject {
      string ref_mof_id ();
      DesignatorType ref_meta_object ();
      boolean ref_itself (in RefBaseObject other_object);
      RefPackage ref_immediate_package ();
      RefPackage ref_outermost_package ();
      void ref_delete ()
        raises (MofError);
   };  // end of RefBaseObject interface

   interface RefObject : RefBaseObject {
      boolean ref_is_instance_of (in DesignatorType some_class,
                                  in boolean consider_subtypes)
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         raises (MofError);

      RefObject ref_create_instance (in ValueTypeList args)
         raises (MofError);

      RefObjectSet ref_all_objects (in boolean include_subtypes);
      void ref_set_value (in DesignatorType feature,
                          in _ValueType new_value)
         raises (MofError);

      _ValueType ref_value (in DesignatorType feature)
         raises (NotSet, MofError);

      void ref_unset_value (in DesignatorType feature)
         raises (MofError);
      void ref_add_value (in DesignatorType feature,
                          in _ValueType new_element)
         raises (MofError);
      void ref_add_value_before (in DesignatorType feature,
                                 in _ValueType new_element,
                                 in _ValueType before_element)
         raises (NotFound, MofError);
      void ref_add_value_at (in DesignatorType feature,
                             in _ValueType new_element,
                             in unsigned long position)
         raises (BadPosition, MofError);

      void ref_modify_value (in DesignatorType feature,
                             in _ValueType old_element,
                             in _ValueType new_element)
         raises (NotFound, MofError);
      void ref_modify_value_at (in DesignatorType feature,
                                in _ValueType new_element,
                                in unsigned long position)
         raises (BadPosition, MofError);

      void ref_remove_value (in DesignatorType feature,
                             in _ValueType existing_element)
         raises (NotFound, MofError);
      void ref_remove_value_at (in DesignatorType feature,
                                in unsigned long position)
         raises (BadPosition, MofError);

     RefObject ref_immediate_composite ();
     RefObject ref_outermost_composite ();

      _ValueType ref_invoke_operation (in DesignatorType
requested_operation,
                                     inout ValueTypeList args)
         raises (OtherException, MofError);

   }; // end of RefObject interface

   interface RefAssociation : RefBaseObject {
      LinkSet ref_all_links ()
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         raises (MofError);
      boolean ref_link_exists (in Link some_link)
         raises (MofError);
      RefObjectUList ref_query (in DesignatorType query_end,
                                in RefObject query_object)
         raises (MofError);
      void ref_add_link (in Link new_link)
         raises (MofError);
      void ref_add_link_before (in Link new_link,
                                in DesignatorType position_end,
                                in RefObject before)
         raises (NotFound, MofError);
      void ref_modify_link (in Link old_link,
                            in DesignatorType position_end,
                            in RefObject new_object)
         raises (NotFound, MofError);
      void ref_remove_link (in Link old_link)
         raises (NotFound, MofError);
   }; // end of RefAssociation interface

   interface RefPackage : RefBaseObject {

      RefObject ref_class_ref (in DesignatorType class)
         raises (MofError);
      RefAssociation ref_association_ref (in DesignatorType
association)
         raises (MofError);
      RefPackage ref_package_ref (in DesignatorType package)
         raises (MofError);
   }; // end of RefPackage interface

  //
  // This interface is designed to be inherited by a specific
Package
  // to support extension operations that are not standardized by
the
  // MOF spec.  It is living here as an interim measure
  //
  interface DSTCExtensions {

    exception CheckpointFailed {
      string reason;
    };

    exception ReloadFailed {
      string reason;
    };

    void destroy_class_instance (in RefObject obj);

    void checkpoint ()
      raises (CheckpointFailed);

    void checkpoint_to_file (in string filename)
      raises (CheckpointFailed);
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  }; // end of interface DSTCExtensions

}; // end of Reflective module

#endif

C.2 The Model Module

// Automatically generated using mof2idl 1.0b1
#ifndef MODEL_INCLUDED
#define MODEL_INCLUDED
#include <Reflective.idl>

#include <Repository.idl>
module Model {
  typedef sequence < any > AnyBag;

  interface ModelPackage;

  interface ModelElementClass;
  interface ModelElement;
  typedef sequence < ModelElement > ModelElementSet;
  typedef sequence < ModelElement > ModelElementUList;

  interface NamespaceClass;
  interface Namespace;
  typedef sequence < Namespace > NamespaceSet;

  interface GeneralizableElementClass;
  interface GeneralizableElement;
  typedef sequence < GeneralizableElement > GeneralizableElementSet;
  typedef sequence < GeneralizableElement > GeneralizableElementUList;

  interface TypedElementClass;
  interface TypedElement;
  typedef sequence < TypedElement > TypedElementSet;

  interface ClassifierClass;
  interface Classifier;
  typedef sequence < Classifier > ClassifierSet;

  interface ClassClass;
  interface Class;
  typedef sequence < Class > ClassSet;

  interface DataTypeClass;
  interface DataType;
  typedef sequence < DataType > DataTypeSet;

  interface TypeAliasClass;
  interface TypeAlias;
  typedef sequence < TypeAlias > TypeAliasSet;
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  interface FeatureClass;
  interface Feature;
  typedef sequence < Feature > FeatureSet;

  interface StructuralFeatureClass;
  interface StructuralFeature;
  typedef sequence < StructuralFeature > StructuralFeatureSet;

  interface MofAttributeClass;
  interface MofAttribute;
  typedef sequence < MofAttribute > MofAttributeSet;

  interface ReferenceClass;
  interface Reference;
  typedef sequence < Reference > ReferenceSet;

  interface BehavioralFeatureClass;
  interface BehavioralFeature;
  typedef sequence < BehavioralFeature > BehavioralFeatureSet;

  interface OperationClass;
  interface Operation;
  typedef sequence < Operation > OperationSet;

  interface MofExceptionClass;
  interface MofException;
  typedef sequence < MofException > MofExceptionSet;
  typedef sequence < MofException > MofExceptionUList;

  interface AssociationClass;
  interface Association;
  typedef sequence < Association > AssociationSet;

  interface AssociationEndClass;
  interface AssociationEnd;
  typedef sequence < AssociationEnd > AssociationEndSet;

  interface PackageClass;
  interface Package;
  typedef sequence < Package > PackageSet;

  interface ImportClass;
  interface Import;
  typedef sequence < Import > ImportSet;

  interface ParameterClass;
  interface Parameter;
  typedef sequence < Parameter > ParameterSet;

  interface ConstraintClass;
  interface Constraint;
  typedef sequence < Constraint > ConstraintSet;

  interface ConstantClass;
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  interface Constant;
  typedef sequence < Constant > ConstantSet;

  interface TagClass;
  interface Tag;
  typedef sequence < Tag > TagSet;
  typedef sequence < Tag > TagUList;

  typedef string Type_String;

  //  This artifact type represents an element name.  It should
  //  conform to the CORBA identifier syntax rules, or start with
  //  the character “*”.  The latter case should only be used for
  //  anonymous data types (e.g. ‘unsigned long’) and for an
  //  operation’s return parameter.
  typedef string NameType;
  typedef sequence < NameType > NameTypeList;
  //  This artifact type represents annotations that are used
  //  to document the nodes of a meta-model.
  typedef string AnnotationType;

  //  All elements of the core MOF meta-meta-model are derived
  //  from ModelElement.  It provides all elements with a name
  //  and an annotation, along with “containedness”, “constraints”
  //  and derived “dependency.
  interface ModelElementClass :
    Reflective::RefObject
  {
    // all ModelElement including subclasses of ModelElement
    readonly attribute ModelElementSet all_of_type_model_element;

    const string MUST_BE_CONTAINED_UNLESS_PACKAGE =
      “:constraint.model.model_element.must_be_contained_unless_package”;

    const string FROZEN_ATTRIBUTES_CANNOT_BE_CHANGED =
      “:constraint.model.model_element.frozen_attributes_cannot_be_changed”;

    const string FROZEN_ELEMENTS_CANNOT_BE_DELETED =
      “:constraint.model.model_element.frozen_elements_cannot_be_deleted”;

    const string FROZEN_DEPENDENCIES_CANNOT_BE_CHANGED =

“:constraint.model.model_element.frozen_dependencies_cannot_be_changed”;

    //  This artifact type describes the kinds of dependency.
    typedef string DependencyKind;
    typedef sequence < DependencyKind > DependencyKindSet;
    const string CONTAINER_DEP = “container”;

    const string CONTENTS_DEP = “contents”;

    const string SIGNATURE_DEP = “signature”;

    const string CONSTRAINT_DEP = “constraint”;
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    const string CONSTRAINED_ELEMENTS_DEP = “constrained elements”;

    const string SPECIALIZATION_DEP = “specialization”;

    const string IMPORT_DEP = “import”;

    const string TYPE_DEFINITION_DEP = “type definition”;

    const string REFERENCED_ENDS_DEP = “referenced ends”;

    const string TAGGED_ELEMENTS_DEP = “tagged elements”;

    const string INDIRECT_DEP = “indirect”;

    const string ALL_DEP = “all”;

    //  A VerifyResult says whether or not a model element is valid, and
    //  if valid whether the caller can rely on this continuing to be the
    //  case.
    enum VerifyResultKind {valid, published, invalid};

    //  The Depth argument selects shallow or deep verification.
    enum DepthKind {shallow, deep};

    //  The ViolationType struct is used to return information about
    //  a constraint violation detected during the verify operation.
    //  The contents of this struct are (deliberately) identical to the
contents of
    //  the Reflective::MofError exception.
    struct ViolationType {
      string error_kind;
      ::Reflective::RefObject element_in_error;
      ::Reflective::NamedValueList values_in_error;
      string error_description;
    };
    typedef sequence < ViolationType > ViolationTypeSet;

  }; // end of interface ModelElementClass

  interface ModelElement :
    ModelElementClass
  {
    //  The model element’s simple name
    NameType name ()
      raises (::Reflective::MofError);

    void set_name (
      in NameType new_value)
      raises (::Reflective::MofError);

    //  The model element’s fully qualified name
    NameTypeList qualified_name ()
      raises (::Reflective::MofError);
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    //  The model element’s annotation is a multi-line string
    AnnotationType annotation ()
      raises (::Reflective::MofError);

    void set_annotation (
      in AnnotationType new_value)
      raises (::Reflective::MofError);

    //  Each model element is aware of what it depends on.
    ModelElementSet required_elements ()
      raises (::Reflective::MofError);

    ModelElementSet find_required_elements (
      in ModelElementClass::DependencyKindSet kinds,
      in boolean recursive)
      raises (::Reflective::MofError);

    boolean is_required_because (
      in ModelElement other_element,
      out ModelElementClass::DependencyKind reason)
      raises (::Reflective::MofError);

    //  Each model element is aware of its container
    Namespace container ()
      raises (::Reflective::NotSet, ::Reflective::MofError);

    void set_container (
      in Namespace new_value)
      raises (::Reflective::MofError);

    void unset_container ()
      raises (::Reflective::MofError);

    ConstraintSet constraints ()
      raises (::Reflective::MofError);

    void set_constraints (
      in ConstraintSet new_value)
      raises (::Reflective::MofError);

    void add_constraints ( in Constraint new_element)
      raises (::Reflective::MofError);

    void modify_constraints (
      in Constraint old_element,
      in Constraint new_element)
      raises (::Reflective::NotFound, ::Reflective::MofError);

    void remove_constraints (
      in Constraint old_element)
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      raises (::Reflective::NotFound, ::Reflective::MofError);

    ModelElementClass::VerifyResultKind verify (
      in ModelElementClass::DepthKind depth,
      out ModelElementClass::ViolationTypeSet problems)
      raises (::Reflective::MofError);

    boolean is_frozen ()
      raises (::Reflective::MofError);

    boolean is_visible (
      in ModelElement other_element)
      raises (::Reflective::MofError);

  }; // end of interface ModelElement

  //  This artifact type represents the visibility of a component
  //  or feature beyond its defining context (i.e. its enclosing
  //  containers).  Private means there is no visibility, protected
  //  means that there is visibility via generalization, and public
  //  means that there is visibility via importing as well.
  enum VisibilityKind {public_vis, protected_vis, private_vis};

  //  Namespace represents any meta-meta-model element that
  //  acts as a container for other elements; e.g. has components
  //  or features.  It has an associated derived namespace for
  //  the contained elements.
  //
  //  An Namespace can also be imported into another Package, though the
  //  semantics are unclear, and the mapping to CORBA IDL is problematic.
  interface NamespaceClass :
    ModelElementClass
  {
    // all Namespace including subclasses of Namespace
    readonly attribute NamespaceSet all_of_type_namespace;

    const string CONTENT_NAMES_MUST_NOT_COLLIDE =
      “:constraint.model.namespace.content_names_must_not_collide”;

    exception NameNotFound {
      NameType name;
    };

    exception NameNotResolved {
      string explanation;
      NameTypeList rest_of_name;
    };

  }; // end of interface NamespaceClass
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  interface Namespace :
    ModelElement,
    NamespaceClass
  {
    ModelElementUList contents ()
      raises (::Reflective::MofError);

    void set_contents (
      in ModelElementUList new_value)
      raises (::Reflective::MofError);

    void add_contents ( in ModelElement new_element)
      raises (::Reflective::MofError);

    void modify_contents (
      in ModelElement old_element,
      in ModelElement new_element)
      raises (::Reflective::NotFound, ::Reflective::MofError);

    void remove_contents (
      in ModelElement old_element)
      raises (::Reflective::NotFound, ::Reflective::MofError);

    void add_contents_before (
      in ModelElement new_element,
      in ModelElement before_element)
      raises (::Reflective::NotFound, ::Reflective::MofError);

    ModelElement lookup_element (
      in NameType name)
      raises (
        NamespaceClass::NameNotFound,
        ::Reflective::MofError);

    ModelElement resolve_qualified_name (
      in NameTypeList qualified_name)
      raises (
        NamespaceClass::NameNotResolved,
        ::Reflective::MofError);

    ModelElementUList find_elements_by_type (
      in Class of_type,
      in boolean include_subtypes)
      raises (::Reflective::MofError);

    boolean name_is_valid (
      in NameType proposed_name)
      raises (::Reflective::MofError);

  }; // end of interface Namespace
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  //  GeneralizableElement represents a meta-meta-model element
  //  that can inherit from another one of the same kind, via the
  //  Generalizes association.
  interface GeneralizableElementClass :
    NamespaceClass
  {
    // all GeneralizableElement including subclasses of GeneralizableElement
    readonly attribute GeneralizableElementSet
all_of_type_generalizable_element;

    const string SUPERTYPE_MUST_NOT_BE_SELF =
      “:constraint.model.generalizable_element.supertype_must_not_be_self”;

    const string SUPERTYPE_KIND_MUST_BE_SAME =
      “:constraint.model.generalizable_element.supertype_kind_must_be_same”;

    const string CONTENTS_MUST_NOT_COLLIDE_WITH_SUPERTYPES =

“:constraint.model.generalizable_element.contents_must_not_collide_with_supe
rtypes”;

    const string DIAMOND_RULE_MUST_BE_OBEYED =
      “:constraint.model.generalizable_element.diamond_rule_must_be_obeyed”;

    const string NO_SUPERTYPES_ALLOWED_FOR_ROOT =

“:constraint.model.generalizable_element.no_supertypes_allowed_for_root”;

    const string SUPERTYPES_MUST_BE_VISIBLE =
      “:constraint.model.generalizable_element.supertypes_must_be_visible”;

    const string NO_SUBTYPES_ALLOWED_FOR_LEAF =

“:constraint.model.generalizable_element.no_subtypes_allowed_for_leaf”;

  }; // end of interface GeneralizableElementClass

  interface GeneralizableElement :
    Namespace,
    GeneralizableElementClass
  {
    //  If true, this GE cannot have supertypes
    boolean is_root ()
      raises (::Reflective::MofError);

    void set_is_root (
      in boolean new_value)
      raises (::Reflective::MofError);

    //  If true, this GE cannot have subtypes
    boolean is_leaf ()
      raises (::Reflective::MofError);

    void set_is_leaf (
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      in boolean new_value)
      raises (::Reflective::MofError);

    //  If true, this GE is abstract.  This means that there will
    //  be no factory operation for the object.
    boolean is_abstract ()
      raises (::Reflective::MofError);

    void set_is_abstract (
      in boolean new_value)
      raises (::Reflective::MofError);

    //  This controls what can see the GE’s in a namespace
    VisibilityKind visibility ()
      raises (::Reflective::MofError);

    void set_visibility (
      in VisibilityKind new_value)
      raises (::Reflective::MofError);

    //  A GE knows about its supertypes (but not its subtypes)
    GeneralizableElementUList supertypes ()
      raises (::Reflective::MofError);

    void set_supertypes (
      in GeneralizableElementUList new_value)
      raises (::Reflective::MofError);

    void add_supertypes ( in GeneralizableElement new_element)
      raises (::Reflective::MofError);

    void modify_supertypes (
      in GeneralizableElement old_element,
      in GeneralizableElement new_element)
      raises (::Reflective::NotFound, ::Reflective::MofError);

    void remove_supertypes (
      in GeneralizableElement old_element)
      raises (::Reflective::NotFound, ::Reflective::MofError);

    void add_supertypes_before (
      in GeneralizableElement new_element,
      in GeneralizableElement before_element)
      raises (::Reflective::NotFound, ::Reflective::MofError);

    GeneralizableElementUList all_supertypes ()
      raises (::Reflective::MofError);

    ModelElement lookup_element_extended (
      in NameType name)
      raises (
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        NamespaceClass::NameNotFound,
        ::Reflective::MofError);

    ModelElementUList find_elements_by_type_extended (
      in Class of_type,
      in boolean include_subtypes)
      raises (::Reflective::MofError);

  }; // end of interface GeneralizableElement

  //  TypedElement is an abstract subtype for those ModelElements
  //  that require a type as part of their definition.
  interface TypedElementClass :
    ModelElementClass
  {
    // all TypedElement including subclasses of TypedElement
    readonly attribute TypedElementSet all_of_type_typed_element;

    const string ASSOCIATIONS_CANNOT_BE_TYPES =
      “:constraint.model.typed_element.associations_cannot_be_types”;

    const string TYPE_MUST_BE_VISIBLE =
      “:constraint.model.typed_element.type_must_be_visible”;

  }; // end of interface TypedElementClass

  interface TypedElement :
    ModelElement,
    TypedElementClass
  {
    Classifier type ()
      raises (::Reflective::MofError);

    void set_type (
      in Classifier new_value)
      raises (::Reflective::MofError);

  }; // end of interface TypedElement

  //  Classifier is the abstract superclass for things that can be
  //  the type of something else.
  interface ClassifierClass :
    GeneralizableElementClass
  {
    // all Classifier including subclasses of Classifier
    readonly attribute ClassifierSet all_of_type_classifier;

  }; // end of interface ClassifierClass
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  interface Classifier :
    GeneralizableElement,
    ClassifierClass
  {

  }; // end of interface Classifier

  //  A Class represents the type of an object; i.e. a value with
  //  object identity.  The class’s interface is expressed using Operation,
  //  Attribute and AssociationEnd features.
  interface ClassClass :
    ClassifierClass
  {
    // all Class including subclasses of Class
    readonly attribute ClassSet all_of_type_class;

    // all Class excluding subclasses of Class
    readonly attribute ClassSet all_of_class_class;

    const string CLASS_CONTAINMENT_RULES =
      “:constraint.model.class.class_containment_rules”;

    const string ABSTRACT_CLASSES_CANNOT_BE_SINGLETON =
      “:constraint.model.class.abstract_classes_cannot_be_singleton”;

    Class create_class (
      in NameType name /* from Class ModelElement */,
      in AnnotationType annotation /* from Class ModelElement */,
      in boolean is_root /* from Class GeneralizableElement */,
      in boolean is_leaf /* from Class GeneralizableElement */,
      in boolean is_abstract /* from Class GeneralizableElement */,
      in VisibilityKind visibility /* from Class GeneralizableElement */,
      in boolean is_singleton /* from Class Class */)
      raises (Reflective::MofError);

  }; // end of interface ClassClass

  interface Class :
    Classifier,
    ClassClass
  {
    //  If the “is_singleton” attribute is true, the generated interfaces
    //  will only allow a single instance of the class to exist.
    boolean is_singleton ()
      raises (::Reflective::MofError);

    void set_is_singleton (
      in boolean new_value)
      raises (::Reflective::MofError);
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  }; // end of interface Class

  typedef TypeCode TypeDescriptor;

  //  A DataType represents the type of a value that does not have
  //  object identity.  It is used for expressing “artifact types”
  //  in the model level.
  //
  //  DataTypes do not have any features, they may not generalize
  //  or be generalised, and they cannot be abstract.
  interface DataTypeClass :
    ClassifierClass
  {
    // all DataType including subclasses of DataType
    readonly attribute DataTypeSet all_of_type_data_type;

    // all DataType excluding subclasses of DataType
    readonly attribute DataTypeSet all_of_class_data_type;

    const string DATA_TYPE_CONTAINMENT_RULES =
      “:constraint.model.data_type.data_type_containment_rules”;

    const string THIS_TYPECODE_NOT_SUPPORTED =
      “:constraint.model.data_type.this_typecode_not_supported”;

    const string DATA_TYPES_HAVE_NO_SUPERTYPES =
      “:constraint.model.data_type.data_types_have_no_supertypes”;

    const string DATA_TYPES_CANNOT_BE_ABSTRACT =
      “:constraint.model.data_type.data_types_cannot_be_abstract”;

    DataType create_data_type (
      in NameType name /* from Class ModelElement */,
      in AnnotationType annotation /* from Class ModelElement */,
      in boolean is_root /* from Class GeneralizableElement */,
      in boolean is_leaf /* from Class GeneralizableElement */,
      in boolean is_abstract /* from Class GeneralizableElement */,
      in VisibilityKind visibility /* from Class GeneralizableElement */,
      in TypeDescriptor type_code /* from Class DataType */)
      raises (Reflective::MofError);

  }; // end of interface DataTypeClass

  interface DataType :
    Classifier,
    DataTypeClass
  {
    //  The described type can be any CORBA type and is expressed as
    //  a CORBA typecode value.
    TypeDescriptor type_code ()
      raises (::Reflective::MofError);
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    void set_type_code (
      in TypeDescriptor new_value)
      raises (::Reflective::MofError);

    ::Model::Type_String type_string ()
      raises (::Reflective::MofError);

    void set_type_string (
      in ::Model::Type_String new_value)
      raises (::Reflective::MofError);

  }; // end of interface DataType

  //  A TypeAlias is a component of a DataType that is used to associate
  //  an embedded typecode within the DataType’s typecode with another
  //  Classifier object.
  interface TypeAliasClass :
    TypedElementClass
  {
    // all TypeAlias including subclasses of TypeAlias
    readonly attribute TypeAliasSet all_of_type_type_alias;

    // all TypeAlias excluding subclasses of TypeAlias
    readonly attribute TypeAliasSet all_of_class_type_alias;

    TypeAlias create_type_alias (
      in NameType name /* from Class ModelElement */,
      in AnnotationType annotation /* from Class ModelElement */)
      raises (Reflective::MofError);

  }; // end of interface TypeAliasClass

  interface TypeAlias :
    TypedElement,
    TypeAliasClass
  {

  }; // end of interface TypeAlias

  enum ScopeKind {instance_level, classifier_level};

  //  Feature is an abstract supertype for a number of kinds
  //  of “features” of classes and associations.
  interface FeatureClass :
    ModelElementClass
  {
    // all Feature including subclasses of Feature
    readonly attribute FeatureSet all_of_type_feature;
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  }; // end of interface FeatureClass

  interface Feature :
    ModelElement,
    FeatureClass
  {
    //  Features may be “instance” or “class” level.  Note however
    //  that “class” level features are only allowed for features
    //  of a Class.
    ScopeKind scope ()
      raises (::Reflective::MofError);

    void set_scope (
      in ScopeKind new_value)
      raises (::Reflective::MofError);

    //  A Feature may be “public”, “private” or “protected”.  Note
    //  that “private” and “protected” features are ignored for
    //  IDL generation purposes.
    VisibilityKind visibility ()
      raises (::Reflective::MofError);

    void set_visibility (
      in VisibilityKind new_value)
      raises (::Reflective::MofError);

  }; // end of interface Feature

  const long UNBOUNDED = -1;

  //  This artifact type is used to describe the number of values
  //  allowed / stored in a given context, and how they are related.
  //  The precise interpretation of this info depends on the context.
  struct MultiplicityType {
    long lower;
    long upper;
    boolean is_ordered;
    boolean is_unique;
  };

  const string LOWER_CANNOT_BE_NEGATIVE_OR_UNBOUNDED =
    “:constraint.model.lower_cannot_be_negative_or_unbounded”;

  const string LOWER_CANNOT_EXCEED_UPPER =
    “:constraint.model.lower_cannot_exceed_upper”;

  const string UPPER_MUST_BE_POSITIVE =
    “:constraint.model.upper_must_be_positive”;
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  const string MUST_BE_UNORDERED_NONUNIQUE =
    “:constraint.model.must_be_unordered_nonunique”;

  //  StructuralFeature is an abstract superclass for those
  //  features that are part of the “structure” of a Class; i.e.
  //  Attributes and References.
  interface StructuralFeatureClass :
    FeatureClass,
    TypedElementClass
  {
    // all StructuralFeature including subclasses of StructuralFeature
    readonly attribute StructuralFeatureSet all_of_type_structural_feature;

  }; // end of interface StructuralFeatureClass

  interface StructuralFeature :
    Feature,
    TypedElement,
    StructuralFeatureClass
  {
    MultiplicityType multiplicity ()
      raises (::Reflective::MofError);

    void set_multiplicity (
      in MultiplicityType new_value)
      raises (::Reflective::MofError);

    //  If is_changeable is true, the generated IDL will allow
    //  client updates of / through the attribute or association ref.
    boolean is_changeable ()
      raises (::Reflective::MofError);

    void set_is_changeable (
      in boolean new_value)
      raises (::Reflective::MofError);

  }; // end of interface StructuralFeature

  //  An Attribute is a feature of a Class
  interface MofAttributeClass :
    StructuralFeatureClass
  {
    // all MofAttribute including subclasses of MofAttribute
    readonly attribute MofAttributeSet all_of_type_mof_attribute;

    // all MofAttribute excluding subclasses of MofAttribute
    readonly attribute MofAttributeSet all_of_class_mof_attribute;

    MofAttribute create_mof_attribute (
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      in NameType name /* from Class ModelElement */,
      in AnnotationType annotation /* from Class ModelElement */,
      in ScopeKind scope /* from Class Feature */,
      in VisibilityKind visibility /* from Class Feature */,
      in MultiplicityType multiplicity /* from Class StructuralFeature */,
      in boolean is_changeable /* from Class StructuralFeature */,
      in boolean is_derived /* from Class MofAttribute */)
      raises (Reflective::MofError);

  }; // end of interface MofAttributeClass

  interface MofAttribute :
    StructuralFeature,
    MofAttributeClass
  {
    boolean is_derived ()
      raises (::Reflective::MofError);

    void set_is_derived (
      in boolean new_value)
      raises (::Reflective::MofError);

  }; // end of interface MofAttribute

  //  A Reference is a feature of a Class that allows the client to
  //  treat a projection of some “known” Association involving this
  //  object as a navigable link.  The Reference is linked to roles
  //  of an Association via the Exposes and RefersTo associations.
  interface ReferenceClass :
    StructuralFeatureClass
  {
    // all Reference including subclasses of Reference
    readonly attribute ReferenceSet all_of_type_reference;

    // all Reference excluding subclasses of Reference
    readonly attribute ReferenceSet all_of_class_reference;

    const string REFERENCE_MULTIPLICITY_MUST_MATCH_END =
      “:constraint.model.reference.reference_multiplicity_must_match_end”;

    const string REFERENCE_MUST_BE_INSTANCE_SCOPED =
      “:constraint.model.reference.reference_must_be_instance_scoped”;

    const string CHANGEABLE_REFERENCE_MUST_HAVE_CHANGEABLE_END =

“:constraint.model.reference.changeable_reference_must_have_changeable_end”;

    const string REFERENCE_TYPE_MUST_MATCH_END_TYPE =
      “:constraint.model.reference.reference_type_must_match_end_type”;

    const string REFERENCED_END_MUST_BE_NAVIGABLE =
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      “:constraint.model.reference.referenced_end_must_be_navigable”;

    const string CONTAINER_MUST_MATCH_EXPOSED_TYPE =
      “:constraint.model.reference.container_must_match_exposed_type”;

    const string REFERENCED_END_MUST_BE_VISIBLE =
      “:constraint.model.reference.referenced_end_must_be_visible”;

    Reference create_reference (
      in NameType name /* from Class ModelElement */,
      in AnnotationType annotation /* from Class ModelElement */,
      in ScopeKind scope /* from Class Feature */,
      in VisibilityKind visibility /* from Class Feature */,
      in MultiplicityType multiplicity /* from Class StructuralFeature */,
      in boolean is_changeable /* from Class StructuralFeature */)
      raises (Reflective::MofError);

  }; // end of interface ReferenceClass

  interface Reference :
    StructuralFeature,
    ReferenceClass
  {
    AssociationEnd exposed_end ()
      raises (::Reflective::MofError);

    void set_exposed_end (
      in AssociationEnd new_value)
      raises (::Reflective::MofError);

    AssociationEnd referenced_end ()
      raises (::Reflective::MofError);

    void set_referenced_end (
      in AssociationEnd new_value)
      raises (::Reflective::MofError);

  }; // end of interface Reference

  //  This class is the superclass of Operation and Exception
  interface BehavioralFeatureClass :
    FeatureClass,
    NamespaceClass
  {
    // all BehavioralFeature including subclasses of BehavioralFeature
    readonly attribute BehavioralFeatureSet all_of_type_behavioral_feature;

  }; // end of interface BehavioralFeatureClass
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  interface BehavioralFeature :
    Feature,
    Namespace,
    BehavioralFeatureClass
  {

  }; // end of interface BehavioralFeature

  //  An Operation has Parameters as features, and is associated
  //  with the Exceptions that it raises.
  interface OperationClass :
    BehavioralFeatureClass
  {
    // all Operation including subclasses of Operation
    readonly attribute OperationSet all_of_type_operation;

    // all Operation excluding subclasses of Operation
    readonly attribute OperationSet all_of_class_operation;

    const string OPERATION_CONTAINMENT_RULES =
      “:constraint.model.operation.operation_containment_rules”;

    const string OPERATIONS_HAVE_AT_MOST_ONE_RETURN =
      “:constraint.model.operation.operations_have_at_most_one_return”;

    const string OPERATION_EXCEPTIONS_MUST_BE_VISIBLE =
      “:constraint.model.operation.operation_exceptions_must_be_visible”;

    Operation create_operation (
      in NameType name /* from Class ModelElement */,
      in AnnotationType annotation /* from Class ModelElement */,
      in ScopeKind scope /* from Class Feature */,
      in VisibilityKind visibility /* from Class Feature */,
      in boolean is_query /* from Class Operation */)
      raises (Reflective::MofError);

  }; // end of interface OperationClass

  interface Operation :
    BehavioralFeature,
    OperationClass
  {
    //  If is_query is true, the operation should not alter the state of the
    //  object to which the operation applies.
    boolean is_query ()
      raises (::Reflective::MofError);

    void set_is_query (
      in boolean new_value)
      raises (::Reflective::MofError);
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    //  An operation knows about its exceptions
    MofExceptionUList exceptions ()
      raises (::Reflective::MofError);

    void set_exceptions (
      in MofExceptionUList new_value)
      raises (::Reflective::MofError);

    void add_exceptions ( in MofException new_element)
      raises (::Reflective::MofError);

    void modify_exceptions (
      in MofException old_element,
      in MofException new_element)
      raises (::Reflective::NotFound, ::Reflective::MofError);

    void remove_exceptions (
      in MofException old_element)
      raises (::Reflective::NotFound, ::Reflective::MofError);

    void add_exceptions_before (
      in MofException new_element,
      in MofException before_element)
      raises (::Reflective::NotFound, ::Reflective::MofError);

  }; // end of interface Operation

  //  An Exception has Parameters.
  interface MofExceptionClass :
    BehavioralFeatureClass
  {
    // all MofException including subclasses of MofException
    readonly attribute MofExceptionSet all_of_type_mof_exception;

    // all MofException excluding subclasses of MofException
    readonly attribute MofExceptionSet all_of_class_mof_exception;

    const string EXCEPTION_CONTAINMENT_RULES =
      “:constraint.model.mof_exception.exception_containment_rules”;

    const string EXCEPTIONS_HAVE_ONLY_OUT_PARAMETERS =
      “:constraint.model.mof_exception.exceptions_have_only_out_parameters”;

    MofException create_mof_exception (
      in NameType name /* from Class ModelElement */,
      in AnnotationType annotation /* from Class ModelElement */,
      in ScopeKind scope /* from Class Feature */,
      in VisibilityKind visibility /* from Class Feature */)
      raises (Reflective::MofError);
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  }; // end of interface MofExceptionClass

  interface MofException :
    BehavioralFeature,
    MofExceptionClass
  {

  }; // end of interface MofException

  //  An Association represents an relation between Classes
  //  The roles of the Association are described by AssociationEnd features.
  //  The MOF specification will say that only binary Associations need
  //  to be supported.  Association attributes and operations are not
  //  supported in the core.
  interface AssociationClass :
    ClassifierClass
  {
    // all Association including subclasses of Association
    readonly attribute AssociationSet all_of_type_association;

    // all Association excluding subclasses of Association
    readonly attribute AssociationSet all_of_class_association;

    const string ASSOCIATION_CONTAINMENT_RULES =
      “:constraint.model.association.association_containment_rules”;

    const string ASSOCIATIONS_HAVE_NO_SUPERTYPES =
      “:constraint.model.association.associations_have_no_supertypes”;

    const string ASSOCIATION_MUST_BE_ROOT_AND_LEAF =
      “:constraint.model.association.association_must_be_root_and_leaf”;

    const string ASSOCIATIONS_CANNOT_BE_ABSTRACT =
      “:constraint.model.association.associations_cannot_be_abstract”;

    const string ASSOCIATIONS_MUST_BE_PUBLIC =
      “:constraint.model.association.associations_must_be_public”;

    const string ASSOCIATIONS_MUST_BE_BINARY =
      “:constraint.model.association.associations_must_be_binary”;

    Association create_association (
      in NameType name /* from Class ModelElement */,
      in AnnotationType annotation /* from Class ModelElement */,
      in boolean is_root /* from Class GeneralizableElement */,
      in boolean is_leaf /* from Class GeneralizableElement */,
      in boolean is_abstract /* from Class GeneralizableElement */,
      in VisibilityKind visibility /* from Class GeneralizableElement */,
      in boolean is_derived /* from Class Association */)
      raises (Reflective::MofError);

  }; // end of interface AssociationClass
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  interface Association :
    Classifier,
    AssociationClass
  {
    //  This attribute says that the association information is
    //  derived from other information.
    boolean is_derived ()
      raises (::Reflective::MofError);

    void set_is_derived (
      in boolean new_value)
      raises (::Reflective::MofError);

  }; // end of interface Association

  enum AggregationKind {none, shared, composite};

  //  AssociationEnd is a feature of an Association that
  //  describes one of its roles; i.e. a column of the association
  //  table.
  interface AssociationEndClass :
    TypedElementClass
  {
    // all AssociationEnd including subclasses of AssociationEnd
    readonly attribute AssociationEndSet all_of_type_association_end;

    // all AssociationEnd excluding subclasses of AssociationEnd
    readonly attribute AssociationEndSet all_of_class_association_end;

    const string END_TYPE_MUST_BE_CLASS =
      “:constraint.model.association_end.end_type_must_be_class”;

    const string ENDS_MUST_BE_UNIQUE =
      “:constraint.model.association_end.ends_must_be_unique”;

    const string CANNOT_HAVE_TWO_ORDERED_ENDS =
      “:constraint.model.association_end.cannot_have_two_ordered_ends”;

    const string CANNOT_HAVE_TWO_AGGREGATE_ENDS =
      “:constraint.model.association_end.cannot_have_two_aggregate_ends”;

    AssociationEnd create_association_end (
      in NameType name /* from Class ModelElement */,
      in AnnotationType annotation /* from Class ModelElement */,
      in boolean is_navigable /* from Class AssociationEnd */,
      in AggregationKind aggregation /* from Class AssociationEnd */,
      in MultiplicityType multiplicity /* from Class AssociationEnd */,
      in boolean is_changeable /* from Class AssociationEnd */)
      raises (Reflective::MofError);
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  }; // end of interface AssociationEndClass

  interface AssociationEnd :
    TypedElement,
    AssociationEndClass
  {
    //  Iff is_navigable is true, a Reference may Expose this role
    boolean is_navigable ()
      raises (::Reflective::MofError);

    void set_is_navigable (
      in boolean new_value)
      raises (::Reflective::MofError);

    //  The aggregation specifies the containment / sharing semantics of
    //  the Role.  (Does this belong on the Role or the Association?)
    AggregationKind aggregation ()
      raises (::Reflective::MofError);

    void set_aggregation (
      in AggregationKind new_value)
      raises (::Reflective::MofError);

    //  The multiplicity on a Role is a constraint on the number and
    //  kind of values that fill the role when the association is
    //  “projected” over a single value in the other role.  [It is
    //  not clear whether this is a meaningful definition given that
    //  we may be allowing duplicate “rows” in the association “table”.
    //  Furthermore, it is not clear that either of is_ordered or
    //  is_unique are well-defined under this definition.]
    MultiplicityType multiplicity ()
      raises (::Reflective::MofError);

    void set_multiplicity (
      in MultiplicityType new_value)
      raises (::Reflective::MofError);

    //  If is_changeable is true, the generated IDL will allow
    //  client updates
    boolean is_changeable ()
      raises (::Reflective::MofError);

    void set_is_changeable (
      in boolean new_value)
      raises (::Reflective::MofError);

    AssociationEnd other_end ()
      raises (::Reflective::MofError);
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  }; // end of interface AssociationEnd

  //  A Package is a concrete model element that collects a number
  //  of related classes, associations, data types and constants.
  //  Packages may be nested, and may import objects from other
  //  Packages.
  //
  //  There are a number of unresolved issues relating to the
  //  mapping of Package generalization and importing onto CORBA IDL.
  interface PackageClass :
    GeneralizableElementClass
  {
    // all Package including subclasses of Package
    readonly attribute PackageSet all_of_type_package;

    // all Package excluding subclasses of Package
    readonly attribute PackageSet all_of_class_package;

    const string PACKAGE_CONTAINMENT_RULES =
      “:constraint.model.package.package_containment_rules”;

    const string PACKAGES_CANNOT_BE_ABSTRACT =
      “:constraint.model.package.packages_cannot_be_abstract”;

    //  A FormatType string denotes an externalization format
    typedef string FormatType;

    //  This is raised if the caller requests an externalization
    //  format that is not supported (or not known!) by this MOF
    //  meta-meta-object implementation.
    exception FormatNotSupported {};

    //  This is raised if the GE or its contents is in a state
    //  that makes them unexternalizable; e.g. some externalization
    //  formats may require that the GE is consistent.
    exception ObjectNotExternalizable {
      string explanation;
    };

    //  This is raised if the externalized GE is ill-formed, or
    //  of the wrong format.
    exception IllformedExternalizedObject {
      string explanation;
    };

    Package internalize (
      in FormatType format,
      in any stream)
      raises (
        FormatNotSupported,
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        IllformedExternalizedObject,
        ::Reflective::MofError);

    Package create_package (
      in NameType name /* from Class ModelElement */,
      in AnnotationType annotation /* from Class ModelElement */,
      in boolean is_root /* from Class GeneralizableElement */,
      in boolean is_leaf /* from Class GeneralizableElement */,
      in boolean is_abstract /* from Class GeneralizableElement */,
      in VisibilityKind visibility /* from Class GeneralizableElement */)
      raises (Reflective::MofError);

  }; // end of interface PackageClass

  interface Package :
    GeneralizableElement,
    PackageClass
  {
    any externalize (
      in PackageClass::FormatType format)
      raises (
        PackageClass::ObjectNotExternalizable,
        PackageClass::FormatNotSupported,
        ::Reflective::MofError);

  }; // end of interface Package

  //  A Import is a “feature” of a Package that refers
  //  to (imports) a component of another Package.
  interface ImportClass :
    ModelElementClass
  {
    // all Import including subclasses of Import
    readonly attribute ImportSet all_of_type_import;

    // all Import excluding subclasses of Import
    readonly attribute ImportSet all_of_class_import;

    const string IMPORTED_NAMESPACE_MUST_BE_VISIBLE =
      “:constraint.model.import.imported_namespace_must_be_visible”;

    const string CAN_ONLY_IMPORT_PACKAGES_AND_CLASSES =
      “:constraint.model.import.can_only_import_packages_and_classes”;

    const string CANNOT_IMPORT_SELF =
      “:constraint.model.import.cannot_import_self”;

    const string CANNOT_IMPORT_NESTED_COMPONENTS =
      “:constraint.model.import.cannot_import_nested_components”;

    const string NESTED_PACKAGES_CANNOT_IMPORT =
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      “:constraint.model.import.nested_packages_cannot_import”;

    Import create_import (
      in NameType name /* from Class ModelElement */,
      in AnnotationType annotation /* from Class ModelElement */,
      in VisibilityKind visibility /* from Class Import */,
      in boolean is_clustered /* from Class Import */)
      raises (Reflective::MofError);

  }; // end of interface ImportClass

  interface Import :
    ModelElement,
    ImportClass
  {
    VisibilityKind visibility ()
      raises (::Reflective::MofError);

    void set_visibility (
      in VisibilityKind new_value)
      raises (::Reflective::MofError);

    boolean is_clustered ()
      raises (::Reflective::MofError);

    void set_is_clustered (
      in boolean new_value)
      raises (::Reflective::MofError);

    Namespace imported_namespace ()
      raises (::Reflective::MofError);

    void set_imported_namespace (
      in Namespace new_value)
      raises (::Reflective::MofError);

  }; // end of interface Import

  enum DirectionKind {in_dir, out_dir, inout_dir, return_dir};

  //  A Parameter is a component of an Operation or an Exception
  //  description.
  interface ParameterClass :
    TypedElementClass
  {
    // all Parameter including subclasses of Parameter
    readonly attribute ParameterSet all_of_type_parameter;

    // all Parameter excluding subclasses of Parameter
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    readonly attribute ParameterSet all_of_class_parameter;

    Parameter create_parameter (
      in NameType name /* from Class ModelElement */,
      in AnnotationType annotation /* from Class ModelElement */,
      in DirectionKind direction /* from Class Parameter */,
      in MultiplicityType multiplicity /* from Class Parameter */)
      raises (Reflective::MofError);

  }; // end of interface ParameterClass

  interface Parameter :
    TypedElement,
    ParameterClass
  {
    //  The parameters of an Operation may have direction “in”,
    //  “out” or “inout”.  The result of an Operation is expressed
    //  as a Parameter with direction “return”
    //  There can be at most one result Parameter per Operation.
    //  The parameters of an Exception must all have the direction “out”.
    DirectionKind direction ()
      raises (::Reflective::MofError);

    void set_direction (
      in DirectionKind new_value)
      raises (::Reflective::MofError);

    //  A parameter may have multiple values ...
    MultiplicityType multiplicity ()
      raises (::Reflective::MofError);

    void set_multiplicity (
      in MultiplicityType new_value)
      raises (::Reflective::MofError);

  }; // end of interface Parameter

  //  A Constraint model element is used to express semantic
  //  constraints on constrained elements
  interface ConstraintClass :
    ModelElementClass
  {
    // all Constraint including subclasses of Constraint
    readonly attribute ConstraintSet all_of_type_constraint;

    // all Constraint excluding subclasses of Constraint
    readonly attribute ConstraintSet all_of_class_constraint;

    const string CANNOT_CONSTRAIN_THIS_ELEMENT =
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      “:constraint.model.constraint.cannot_constrain_this_element”;

    const string CONSTRAINTS_LIMITED_TO_CONTAINER =
      “:constraint.model.constraint.constraints_limited_to_container”;

    enum EvaluationKind {immediate, deferred};

    Constraint create_constraint (
      in NameType name /* from Class ModelElement */,
      in AnnotationType annotation /* from Class ModelElement */,
      in any expression /* from Class Constraint */,
      in string language /* from Class Constraint */,
      in EvaluationKind evaluation_policy /* from Class Constraint */)
      raises (Reflective::MofError);

  }; // end of interface ConstraintClass

  interface Constraint :
    ModelElement,
    ConstraintClass
  {
    any expression ()
      raises (::Reflective::MofError);

    void set_expression (
      in any new_value)
      raises (::Reflective::MofError);

    string language ()
      raises (::Reflective::MofError);

    void set_language (
      in string new_value)
      raises (::Reflective::MofError);

    ConstraintClass::EvaluationKind evaluation_policy ()
      raises (::Reflective::MofError);

    void set_evaluation_policy (
      in ConstraintClass::EvaluationKind new_value)
      raises (::Reflective::MofError);

    ModelElementSet constrained_elements ()
      raises (::Reflective::MofError);

    void set_constrained_elements (
      in ModelElementSet new_value)
      raises (::Reflective::MofError);

    void add_constrained_elements ( in ModelElement new_element)
      raises (::Reflective::MofError);
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    void modify_constrained_elements (
      in ModelElement old_element,
      in ModelElement new_element)
      raises (::Reflective::NotFound, ::Reflective::MofError);

    void remove_constrained_elements (
      in ModelElement old_element)
      raises (::Reflective::NotFound, ::Reflective::MofError);

  }; // end of interface Constraint

  //  A LiteralType is expressed using the same conventions
  //  as the CORBA IR uses; e.g. strings are used for enumeration
  //  values.
  typedef any LiteralType;

  //  A Constant model element describes a binding between a
  //  a name and a typed value.
  interface ConstantClass :
    TypedElementClass
  {
    // all Constant including subclasses of Constant
    readonly attribute ConstantSet all_of_type_constant;

    // all Constant excluding subclasses of Constant
    readonly attribute ConstantSet all_of_class_constant;

    const string CONSTANTS_VALUE_MUST_MATCH_TYPE =
      “:constraint.model.constant.constants_value_must_match_type”;

    const string CONSTANTS_TYPE_MUST_BE_SIMPLE_DATA_TYPE =
      “:constraint.model.constant.constants_type_must_be_simple_data_type”;

    Constant create_constant (
      in NameType name /* from Class ModelElement */,
      in AnnotationType annotation /* from Class ModelElement */,
      in LiteralType value /* from Class Constant */)
      raises (Reflective::MofError);

  }; // end of interface ConstantClass

  interface Constant :
    TypedElement,
    ConstantClass
  {
    //  The value of a constant value
    LiteralType value ()
      raises (::Reflective::MofError);
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    void set_value (
      in LiteralType new_value)
      raises (::Reflective::MofError);

  }; // end of interface Constant

  //  A Tag is the basis a general mechanism for attaching name/value pairs
  //  to a model element.  Within a model it can be used to attach “pragmas”
  //  etc that modify the meaning of the model.
  interface TagClass :
    ModelElementClass
  {
    // all Tag including subclasses of Tag
    readonly attribute TagSet all_of_type_tag;

    // all Tag excluding subclasses of Tag
    readonly attribute TagSet all_of_class_tag;

    Tag create_tag (
      in NameType name /* from Class ModelElement */,
      in AnnotationType annotation /* from Class ModelElement */,
      in string tag_id /* from Class Tag */,
      in AnyBag values /* from Class Tag */)
      raises (Reflective::MofError);

  }; // end of interface TagClass

  interface Tag :
    ModelElement,
    TagClass
  {
    string tag_id ()
      raises (::Reflective::MofError);

    void set_tag_id (
      in string new_value)
      raises (::Reflective::MofError);

    AnyBag values ()
      raises (::Reflective::MofError);

    void set_values (
      in AnyBag new_value)
      raises (::Reflective::MofError);

    void add_values ( in any new_element)
      raises (::Reflective::MofError);

    void modify_values (
      in any old_element,
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      in any new_element)
      raises (::Reflective::NotFound, ::Reflective::MofError);

    ModelElementSet elements ()
      raises (::Reflective::MofError);

    void set_elements (
      in ModelElementSet new_value)
      raises (::Reflective::MofError);

    void add_elements ( in ModelElement new_element)
      raises (::Reflective::MofError);

    void modify_elements (
      in ModelElement old_element,
      in ModelElement new_element)
      raises (::Reflective::NotFound, ::Reflective::MofError);

    void remove_elements (
      in ModelElement old_element)
      raises (::Reflective::NotFound, ::Reflective::MofError);

  }; // end of interface Tag

  // data types for Association AttachesTo
  struct AttachesToLink {
    ModelElement model_element;
    ::Model::Tag tag;
  };

  typedef sequence < AttachesToLink > AttachesToLinkSet;

  interface AttachesTo : ::Reflective::RefAssociation
  {
    // list of associated elements
    AttachesToLinkSet all_attaches_to_links ()
      raises (::Reflective::MofError);

    boolean exists (
      in ModelElement model_element,
      in ::Model::Tag tag)
      raises (::Reflective::MofError);

    ModelElementSet model_element (
      in ::Model::Tag tag)
      raises (::Reflective::MofError);

    TagUList tag (
      in ModelElement model_element)
      raises (::Reflective::MofError);
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    void add (
      in ModelElement model_element,
      in ::Model::Tag tag)
      raises (::Reflective::MofError);

    void add_before_tag (
      in ModelElement model_element,
      in ::Model::Tag tag,
      in ::Model::Tag before)
      raises (::Reflective::NotFound, ::Reflective::MofError);

    void modify_model_element (
      in ModelElement model_element,
      in ::Model::Tag tag,
      in ModelElement new_model_element)
      raises (::Reflective::NotFound, ::Reflective::MofError);

    void modify_tag (
      in ModelElement model_element,
      in ::Model::Tag tag,
      in ::Model::Tag new_tag)
      raises (::Reflective::NotFound, ::Reflective::MofError);

    void remove (
      in ModelElement model_element,
      in ::Model::Tag tag)
      raises (::Reflective::NotFound, ::Reflective::MofError);

  };

  // data types for Association DependsOn
  struct DependsOnLink {
    //  DependsOn is derived from other associations in the model.
    //  The intended semantic is that ME-1 depends on ME-2 if ME-2 is
    //  a part of the definition of ME-1.  For example, an ME depends
    //  on its Constraints, a Namespace depends on it contents, and
    //  Attribute depends on the ‘attr_type’ Classifier that gives
    //  its type.
    ModelElement dependent;
    ModelElement provider;
  };

  typedef sequence < DependsOnLink > DependsOnLinkSet;

  interface DependsOn : ::Reflective::RefAssociation
  {
    // list of associated elements
    DependsOnLinkSet all_depends_on_links ()
      raises (::Reflective::MofError);

    boolean exists (
      in ModelElement dependent,
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      in ModelElement provider)
      raises (::Reflective::MofError);

    ModelElementSet dependent (
      in ModelElement provider)
      raises (::Reflective::MofError);

    ModelElementSet provider (
      in ModelElement dependent)
      raises (::Reflective::MofError);

  };

  // data types for Association Contains
  struct ContainsLink {
    //  Containment is constrained by the “feature matrix”.  In the case
    //  of Association <-- Contains --> AssociationEnd, the cardinality is
    //  constrained as well.
    Namespace container;
    ModelElement contained_element;
  };

  typedef sequence < ContainsLink > ContainsLinkSet;

  interface Contains : ::Reflective::RefAssociation
  {
    // list of associated elements
    ContainsLinkSet all_contains_links ()
      raises (::Reflective::MofError);

    boolean exists (
      in Namespace container,
      in ModelElement contained_element)
      raises (::Reflective::MofError);

    Namespace container (
      in ModelElement contained_element)
      raises (::Reflective::MofError);

    ModelElementUList contained_element (
      in Namespace container)
      raises (::Reflective::MofError);

    void add (
      in Namespace container,
      in ModelElement contained_element)
      raises (::Reflective::MofError);

    void add_before_contained_element (
      in Namespace container,
      in ModelElement contained_element,
      in ModelElement before)
      raises (::Reflective::NotFound, ::Reflective::MofError);
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    void modify_container (
      in Namespace container,
      in ModelElement contained_element,
      in Namespace new_container)
      raises (::Reflective::NotFound, ::Reflective::MofError);

    void modify_contained_element (
      in Namespace container,
      in ModelElement contained_element,
      in ModelElement new_contained_element)
      raises (::Reflective::NotFound, ::Reflective::MofError);

    void remove (
      in Namespace container,
      in ModelElement contained_element)
      raises (::Reflective::NotFound, ::Reflective::MofError);

  };

  // data types for Association Generalizes
  struct GeneralizesLink {
    //  Generalizes expressed supertype / subtype relationships between
    //  Classes and Packages.
    //
    //  We say that the supertype generalizes the subtype.
    GeneralizableElement supertype;
    GeneralizableElement subtype;
  };

  typedef sequence < GeneralizesLink > GeneralizesLinkSet;

  interface Generalizes : ::Reflective::RefAssociation
  {
    // list of associated elements
    GeneralizesLinkSet all_generalizes_links ()
      raises (::Reflective::MofError);

    boolean exists (
      in GeneralizableElement supertype,
      in GeneralizableElement subtype)
      raises (::Reflective::MofError);

    GeneralizableElementUList supertype (
      in GeneralizableElement subtype)
      raises (::Reflective::MofError);

    GeneralizableElementSet subtype (
      in GeneralizableElement supertype)
      raises (::Reflective::MofError);

    void add (
      in GeneralizableElement supertype,
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      in GeneralizableElement subtype)
      raises (::Reflective::MofError);

    void add_before_supertype (
      in GeneralizableElement supertype,
      in GeneralizableElement subtype,
      in GeneralizableElement before)
      raises (::Reflective::NotFound, ::Reflective::MofError);

    void modify_supertype (
      in GeneralizableElement supertype,
      in GeneralizableElement subtype,
      in GeneralizableElement new_supertype)
      raises (::Reflective::NotFound, ::Reflective::MofError);

    void modify_subtype (
      in GeneralizableElement supertype,
      in GeneralizableElement subtype,
      in GeneralizableElement new_subtype)
      raises (::Reflective::NotFound, ::Reflective::MofError);

    void remove (
      in GeneralizableElement supertype,
      in GeneralizableElement subtype)
      raises (::Reflective::NotFound, ::Reflective::MofError);

  };

  // data types for Association Aliases
  struct AliasesLink {
    //  This association represents importing of external objects
    //  into a namespace.
    Import importer;
    Namespace imported;
  };

  typedef sequence < AliasesLink > AliasesLinkSet;

  interface Aliases : ::Reflective::RefAssociation
  {
    // list of associated elements
    AliasesLinkSet all_aliases_links ()
      raises (::Reflective::MofError);

    boolean exists (
      in Import importer,
      in Namespace imported)
      raises (::Reflective::MofError);

    ImportSet importer (
      in Namespace imported)
      raises (::Reflective::MofError);
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    Namespace imported (
      in Import importer)
      raises (::Reflective::MofError);

    void add (
      in Import importer,
      in Namespace imported)
      raises (::Reflective::MofError);

    void modify_importer (
      in Import importer,
      in Namespace imported,
      in Import new_importer)
      raises (::Reflective::NotFound, ::Reflective::MofError);

    void modify_imported (
      in Import importer,
      in Namespace imported,
      in Namespace new_imported)
      raises (::Reflective::NotFound, ::Reflective::MofError);

    void remove (
      in Import importer,
      in Namespace imported)
      raises (::Reflective::NotFound, ::Reflective::MofError);

  };

  // data types for Association Constrains
  struct ConstrainsLink {
    //  This association attaches a constraint to a model element.
    //  The constraint and model element should belong to the same package.
    ::Model::Constraint constraint;
    ModelElement constrained_element;
  };

  typedef sequence < ConstrainsLink > ConstrainsLinkSet;

  interface Constrains : ::Reflective::RefAssociation
  {
    // list of associated elements
    ConstrainsLinkSet all_constrains_links ()
      raises (::Reflective::MofError);

    boolean exists (
      in ::Model::Constraint constraint,
      in ModelElement constrained_element)
      raises (::Reflective::MofError);

    ConstraintSet constraint (
      in ModelElement constrained_element)
      raises (::Reflective::MofError);
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    ModelElementSet constrained_element (
      in ::Model::Constraint constraint)
      raises (::Reflective::MofError);

    void add (
      in ::Model::Constraint constraint,
      in ModelElement constrained_element)
      raises (::Reflective::MofError);

    void modify_constraint (
      in ::Model::Constraint constraint,
      in ModelElement constrained_element,
      in ::Model::Constraint new_constraint)
      raises (::Reflective::NotFound, ::Reflective::MofError);

    void modify_constrained_element (
      in ::Model::Constraint constraint,
      in ModelElement constrained_element,
      in ModelElement new_constrained_element)
      raises (::Reflective::NotFound, ::Reflective::MofError);

    void remove (
      in ::Model::Constraint constraint,
      in ModelElement constrained_element)
      raises (::Reflective::NotFound, ::Reflective::MofError);

  };

  // data types for Association CanRaise
  struct CanRaiseLink {
    //  This association lists the exceptions that an operation may raise
    ::Model::Operation operation;
    MofException except;
  };

  typedef sequence < CanRaiseLink > CanRaiseLinkSet;

  interface CanRaise : ::Reflective::RefAssociation
  {
    // list of associated elements
    CanRaiseLinkSet all_can_raise_links ()
      raises (::Reflective::MofError);

    boolean exists (
      in ::Model::Operation operation,
      in MofException except)
      raises (::Reflective::MofError);

    OperationSet operation (
      in MofException except)
      raises (::Reflective::MofError);

    MofExceptionUList except (
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      in ::Model::Operation operation)
      raises (::Reflective::MofError);

    void add (
      in ::Model::Operation operation,
      in MofException except)
      raises (::Reflective::MofError);

    void add_before_except (
      in ::Model::Operation operation,
      in MofException except,
      in MofException before)
      raises (::Reflective::NotFound, ::Reflective::MofError);

    void modify_operation (
      in ::Model::Operation operation,
      in MofException except,
      in ::Model::Operation new_operation)
      raises (::Reflective::NotFound, ::Reflective::MofError);

    void modify_except (
      in ::Model::Operation operation,
      in MofException except,
      in MofException new_except)
      raises (::Reflective::NotFound, ::Reflective::MofError);

    void remove (
      in ::Model::Operation operation,
      in MofException except)
      raises (::Reflective::NotFound, ::Reflective::MofError);

  };

  // data types for Association Exposes
  struct ExposesLink {
    //  The following two associations relate References to the Ends of
    //  an Association.  The End exposed by a Reference is the one that
    //  the Reference’s container Class fills.
    Reference referrer;
    AssociationEnd exposed_end;
  };

  typedef sequence < ExposesLink > ExposesLinkSet;

  interface Exposes : ::Reflective::RefAssociation
  {
    // list of associated elements
    ExposesLinkSet all_exposes_links ()
      raises (::Reflective::MofError);

    boolean exists (
      in Reference referrer,
      in AssociationEnd exposed_end)
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      raises (::Reflective::MofError);

    ReferenceSet referrer (
      in AssociationEnd exposed_end)
      raises (::Reflective::MofError);

    AssociationEnd exposed_end (
      in Reference referrer)
      raises (::Reflective::MofError);

    void add (
      in Reference referrer,
      in AssociationEnd exposed_end)
      raises (::Reflective::MofError);

    void modify_referrer (
      in Reference referrer,
      in AssociationEnd exposed_end,
      in Reference new_referrer)
      raises (::Reflective::NotFound, ::Reflective::MofError);

    void modify_exposed_end (
      in Reference referrer,
      in AssociationEnd exposed_end,
      in AssociationEnd new_exposed_end)
      raises (::Reflective::NotFound, ::Reflective::MofError);

    void remove (
      in Reference referrer,
      in AssociationEnd exposed_end)
      raises (::Reflective::NotFound, ::Reflective::MofError);

  };

  // data types for Association RefersTo
  struct RefersToLink {
    //  The role ref’d by an Reference is the one that the Reference
    //  allows a client to navigate to.
    Reference referent;
    AssociationEnd referenced_end;
  };

  typedef sequence < RefersToLink > RefersToLinkSet;

  interface RefersTo : ::Reflective::RefAssociation
  {
    // list of associated elements
    RefersToLinkSet all_refers_to_links ()
      raises (::Reflective::MofError);

    boolean exists (
      in Reference referent,
      in AssociationEnd referenced_end)
260 5 June, 2001



      raises (::Reflective::MofError);

    ReferenceSet referent (
      in AssociationEnd referenced_end)
      raises (::Reflective::MofError);

    AssociationEnd referenced_end (
      in Reference referent)
      raises (::Reflective::MofError);

    void add (
      in Reference referent,
      in AssociationEnd referenced_end)
      raises (::Reflective::MofError);

    void modify_referent (
      in Reference referent,
      in AssociationEnd referenced_end,
      in Reference new_referent)
      raises (::Reflective::NotFound, ::Reflective::MofError);

    void modify_referenced_end (
      in Reference referent,
      in AssociationEnd referenced_end,
      in AssociationEnd new_referenced_end)
      raises (::Reflective::NotFound, ::Reflective::MofError);

    void remove (
      in Reference referent,
      in AssociationEnd referenced_end)
      raises (::Reflective::NotFound, ::Reflective::MofError);

  };

  // data types for Association IsOfType
  struct IsOfTypeLink {
    Classifier type;
    TypedElement typed_elements;
  };

  typedef sequence < IsOfTypeLink > IsOfTypeLinkSet;

  interface IsOfType : ::Reflective::RefAssociation
  {
    // list of associated elements
    IsOfTypeLinkSet all_is_of_type_links ()
      raises (::Reflective::MofError);

    boolean exists (
      in Classifier type,
      in TypedElement typed_elements)
      raises (::Reflective::MofError);
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    Classifier type (
      in TypedElement typed_elements)
      raises (::Reflective::MofError);

    TypedElementSet typed_elements (
      in Classifier type)
      raises (::Reflective::MofError);

    void add (
      in Classifier type,
      in TypedElement typed_elements)
      raises (::Reflective::MofError);

    void modify_type (
      in Classifier type,
      in TypedElement typed_elements,
      in Classifier new_type)
      raises (::Reflective::NotFound, ::Reflective::MofError);

    void modify_typed_elements (
      in Classifier type,
      in TypedElement typed_elements,
      in TypedElement new_typed_elements)
      raises (::Reflective::NotFound, ::Reflective::MofError);

    void remove (
      in Classifier type,
      in TypedElement typed_elements)
      raises (::Reflective::NotFound, ::Reflective::MofError);

  };

  interface ModelPackageFactory
  {
    ModelPackage create_model_package ()
      raises (::Reflective::MofError);
  };

  interface ModelPackage :
    ::Reflective::RefPackage
  {
    // Contained Class references
    readonly attribute ModelElementClass model_element_ref;
    readonly attribute NamespaceClass namespace_ref;
    readonly attribute GeneralizableElementClass generalizable_element_ref;
    readonly attribute TypedElementClass typed_element_ref;
    readonly attribute ClassifierClass classifier_ref;
    readonly attribute ClassClass class_ref;
    readonly attribute DataTypeClass data_type_ref;
    readonly attribute TypeAliasClass type_alias_ref;
    readonly attribute FeatureClass feature_ref;
    readonly attribute StructuralFeatureClass structural_feature_ref;
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    readonly attribute MofAttributeClass mof_attribute_ref;
    readonly attribute ReferenceClass reference_ref;
    readonly attribute BehavioralFeatureClass behavioral_feature_ref;
    readonly attribute OperationClass operation_ref;
    readonly attribute MofExceptionClass mof_exception_ref;
    readonly attribute AssociationClass association_ref;
    readonly attribute AssociationEndClass association_end_ref;
    readonly attribute PackageClass package_ref;
    readonly attribute ImportClass import_ref;
    readonly attribute ParameterClass parameter_ref;
    readonly attribute ConstraintClass constraint_ref;
    readonly attribute ConstantClass constant_ref;
    readonly attribute TagClass tag_ref;

    // Contained Association references
    readonly attribute AttachesTo attaches_to_ref;
    readonly attribute DependsOn depends_on_ref;
    readonly attribute Contains contains_ref;
    readonly attribute Generalizes generalizes_ref;
    readonly attribute Aliases aliases_ref;
    readonly attribute Constrains constrains_ref;
    readonly attribute CanRaise can_raise_ref;
    readonly attribute Exposes exposes_ref;
    readonly attribute RefersTo refers_to_ref;
    readonly attribute IsOfType is_of_type_ref;
  };

  interface ModelManager :
    ModelPackageFactory,
    ::Repository::BaseManager {
  };

}; // end of module Model

#endif

C.3 The Repository Module

//
// Proposed MOF repository interfaces
//
// $Id: Repository.idl.in,v 1.5 2000/05/29 05:59:19 crawley Exp $
//

#ifndef REPOSITORY_INCL
#define REPOSITORY_INCL

#include <CosNaming.idl>

#include <Reflective.idl>

#pragma prefix "mof.dstc.com"

module Repository {
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  interface BaseManager {
    void stabilize() raises (::Reflective::MofError);
    void shutdown() raises (::Reflective::MofError);
    void destroy() raises (::Reflective::MofError);
  };

  interface BaseRepository : BaseManager {
    readonly attribute string repository_name;
    readonly attribute CosNaming::NamingContext contents;
  };

  interface MetaModelDesc {
    readonly attribute Object package_factory;
    readonly attribute string meta_package_name;
    readonly attribute Reflective::RefObject meta_package;
  };

  interface SimpleRepository : BaseRepository {
    readonly attribute MetaModelDesc meta_model;
  };

  interface MultiRepository : BaseRepository {
    readonly attribute CosNaming::NamingContext meta_model_catalogue;
  };

};

#pragma prefix ""
#endif
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Appendix D - Database Support
The dMOF persistence backend for JDBC supports a number of database
products and JDBC drivers. This section gives details on database availabilit
and describes what you need to do to use them with dMOF.

D.1 Oracle

Oracle is a commercial database available across a wide range of platforms
It is reliable and offers good performance, though it has a significant cost o
ownership.

D.1.1 Obtaining Oracle and Oracle JDBC Drivers

Oracle is a commercial product and must be purchased independently of
dMOF. Oracle JDBC drivers may be downloaded from the Oracle corporate
website at:

http://www.oracle.com

The dMOF 1.1 release has been tested against Oracle 8i using the Oracle
“thin” JDBC driver classes. Other releases of Oracle and other Oracle JDBC
drivers will probably work, but we do not support them yet.

D.1.2 Setting up the MySQL Database

The documentation in the MySQL tar file explains how to install the MySQL
software, initialize the database system, and set up user accounts. You shou
go through the procedure as described in the documentation, making sure th
you don’t skip the crucial steps of setting up security.

Note: There is a minor problem with using MySQL “out of the box” with
dMOF 1.1. By default, the MySQL daemon closes database connections aft
a few hours of inactivity. To avoid problems, we recommend that you run star
MySQL database daemon with the “-O wait_time=xxx” option to set a large
idle timeout. For example:

$ safe_mysqld -O wait_time=1000000 &

Once you have completed the setup steps, you will need to create the SQL
database to hold your MOF metadata. For example, if you have decided to us
"metadata" as the database name, run the "mysql" query tool, and enter th
following commands at the "mysql>" prompt:

> mysql
mysql> CREATE DATABASE metadata;
mysql> QUIT
>
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This will create an empty database that the dMOF persistence backend wi
automatically populate with the necessary tables.  If you need to erase the
database and start again, use the “mysql” tool as follows:

> mysql
mysql> DROP DATABASE metadata;
mysql> QUIT
>

Caution: when you erase the SQL database, its contents will be gone forev

D.1.3 Configuration Properties for Oracle

You need to set the following properties to use MySQL as your backend
database:

dmof.persistence=jdbc
dmof.jdbc.driver=oracle.jdbc.driver.OracleDriver
dmof.jdbc.adapter=oraclethin

An Oracle database URL looks something like the following:
dmof.jdbc.url=jdbc:oracle:@myhost:1521:mydatabase

You will need to ensure that the JAR file containing the JDBC drivers is on
the CLASSPATH when you run your moflet servers. If you select Oracle a
install time, the dMOF 1.1 installer will add the Oracle JDBC drivers to the
“repository” script at install time. Otherwise, you must edit the script yourself.

The process of creating an Oracle database for dMOF is too complex to be
dealt with here. You will typically need the assistance of an Oracle DBA to
perform the setup.

One issue is that may affect Oracle users is that dMOF is designed to crea
its own database tables and indexes. If your organisation’s data security
policy makes this problematical, we suggest that you do the following:

• Create or select a scratch database or tablespace, and a tempora
user account with permission to create tables and indices therein.

• Write a moflet configuration file that will use the tablespace and
account you have created / selected above. If you wish to use non-standa
table names, put them into the appropriate configuration properties.

• Start (say) the dMOF repository using the moflet configuration file
you have just prepared. This will create the tables and indexes that dMO
needs.

• Examine / audit the tables’ logical schemas, as required by your
organisation’s security policies.

• Use the relevant Oracle tools to create equivalent tables in the
appropriate production tablespace. Be careful to keep the column name
and types the same as dMOF created them. Perform any tuning that yo
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• Update the moflet configuration file to use the production tablespace
and account.

D.2 MySQL

MySQL is a SQL database that is available for most UNIX platforms
(including Linux) as an “open source” product. It has a reputation for having
good performance, but it achieves this by using non-transactional tables by
default. In other words, MySQL is fast but not entirely safe.

Caution: If you use a non-transactional MySQL table, the dMOF persistence
backend cannot guarantee to store metadata safely. If the MySQL daemon
MOF servers crash at an inoportune moment, the database can be left in a
indeterminate (possibly corrupted) state. The same thing can occur in the
event of a machine crash or a power failure.

D.2.1 Obtaining MySQL

You can download a free copy of MySQL from:
http://www.mysql.com

The dMOF 1.1 release has been tested against mySQL stable releases 3.22
and 3.23.37. Later releases in each series will probably work, but earlier ones
may not.

D.2.2 Obtaining JDBC Drivers for MySQL

We recommend that you use the "mm.mysql" JDBC drivers for MySQL.
Other drivers may work, but we have not developed a specific Adapter clas
to allow them to be used with dMOF.

The mm.mysql drivers have an LGPL license, and can be downloaded from
the following site:

http://www.worldserver.com/mm.mysql

The dMOF distribution includes a compatible version of the mm.mysql JDBC
drivers. If you decide to obtain your own copy of these drivers, make sure tha
you download a 2.0.x release. The “2.0pre*” drivers do not work without
patches; they give a “Bad Handshake” errors when connecting to recent
versions of MySQL.

D.2.3 Setting up the MySQL Database

The documentation in the MySQL tar file explains how to install the MySQL
software, initialize the database system, and set up user accounts. You shou
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go through the procedure as described in the documentation, making sure th
you don’t skip the crucial steps of setting up security.

Note: There is a minor problem with using MySQL “out of the box” with
dMOF 1.1. By default, the MySQL daemon closes database connections aft
a few hours of inactivity. To avoid problems, we recommend that you run star
MySQL database daemon with the “-O wait_time=xxx” option to set a large
idle timeout. For example:

$ safe_mysqld -O wait_time=1000000 &

Once you have completed the setup steps, you will need to create the SQL
database to hold your MOF metadata. For example, if you have decided to us
"metadata" as the database name, run the "mysql" query tool, and enter th
following commands at the "mysql>" prompt:

> mysql
mysql> CREATE DATABASE metadata;
mysql> QUIT
>

This will create an empty database that the dMOF persistence backend wi
automatically populate with the necessary tables.  If you need to erase the
database and start again, use the “mysql” tool as follows:

> mysql
mysql> DROP DATABASE metadata;
mysql> QUIT
>

Caution: when you erase the SQL database, its contents will be gone forev

D.2.4 Configuration Properties for MySQL

You need to set the following properties to use MySQL as your backend
database:

dmof.persistence=jdbc
dmof.jdbc.driver=org.gjt.mm.mysql.Driver
dmof.jdbc.adapter=mmmysql

A MySQL database URL looks something like the following:
dmof.jdbc.url=jdbc:mysql://myhost/mydatabase

You will need to ensure that the JAR file containing the JDBC drivers is on
the CLASSPATH when you run your moflet servers.

You can use the following property to select the MySQL table type to be used
for the dMOF tables:

dmof.jdbc.tableType=<table type>
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where <table type> is a supported MySQL table type. The following table
types are currently recognized by the dMOF Adapter class for MySQL:

• “HEAP”, “ISAM”, “MERGE” and “MyISAM” are non-
transactional table types.

• “BDB”, “GEMINI” and “InnoDB” are transactional.

If you do not select a table type, or if the selected table type is not supporte
by your MySQL installation, a non-transactional table type will be used.
Please refer to your MySQL documentation for more details on the different
table types and their behaviour.

Notes on using MySQL table types:

1 ThedMOF Adapter class for MySQL assumes the “dmof.jdbc.tableType
matches the actual type of the table, and uses this to decides whether to
the database in a transactional or non-transactional way. If the property
value does not match the actual type, the behaviour of the driver will be
unpredictable.

2 We have successfully testeddMOF with “GEMINI” and “MyISAM” under
MySQL 3.23.37, but we could not get “BDB” to work. We suspect that t
is due to a locking bug mentioned in the change log for MySQL 3.23.38

When you supply table name override properties, be aware that the syntax
rules for mySQL table names are version dependent:

• Prior to mySQL 3.23.6, table names are restricted to Latin alphabetic
and numeric characters, underscore (_) and dollars ($) characters. They
must not collide with mySQL keywords and they must not consist solely
of digits. Names that start with digits are legal, but you must avoid
ambiguity with the floating point and hexadecimal number formats.

• From mySQL 3.23.6 onwards, a table name can contain any
character that is legal in filenames on the database host. A table name th
does not satisfy the pre-mySQL 3.23.6 syntax restrictions may be escape
by enclosing the name in matching double quote (") or backwards quote (‘
characters. For example:

dmof.jdbc.associationTable=‘My Table!‘

• A mySQL table name may contain up to 64 characters.

Note: According to the MySQL manuals, table names are supposed to be ca
sensitive for UNIX database hosts and case insensitive for Win32 databas
hosts. However, we have found that Win32 table names appear to behave
a case sensitive fashion.
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We have had reports that of dMOF failing to restart saying that it cannot
create a table because it already exists. If this occurs, we suggest that you tr
edit the moflet configuration file to use table names that are all lower-case

D.3 PostgreSQL

PostgreSQL is another “open source” database product. PostgreSQL suppo
full ACID transactions, and is more appropriate where you need a higher leve
of assurance that your meta-data is safely written to disk.

D.3.1 Obtaining PostgreSQL

Postgres can be downloaded for free for all supported platforms from:
http://www.postgresql.org

The dMOF 1.1 release has only been tested against Postgres 7.0. Earlier an
later distributions may or may not work.

D.3.2 Obtaining JDBC Drivers for PostgreSQL

The full PostgreSQL distribution includes compatible JDBC drivers.

Unfortunately, the JDBC drivers in PostgreSQL 7.0 contain a bug that
impacts on the MOF persistence drivers. The dMOF 1.1 release requires tha
you use a patched version of the drivers, which we supply as part of the dMO
distribution. We will supply source code for these patches on request.

D.3.3 Setting up the PostgreSQL Database

The documentation in the PostgreSQL release explains how to install the
software, initialize the database system, and set up user accounts. Once y
have completed the above steps, you need to create the SQL database to h
your metadata.

If you want to use “metadata” as the database name for your metadata, run t
“createdb” command as follows:

> createdb metadata;

This will create an empty database that the dMOF persistence backend wi
automatically populate with the necessary tables.  If you need to erase the
database and start again, you can use the “dropdb” command as follows:

> dropdb metadata;

Caution: when you erase the SQL database, its contents will be gone forev
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You can also create and erase databases and perform other tasks using th
“psql” query tool, as descrived in the PostgreSQL documentation. There ar
a couple of slight catches though:

• The “psql” command line syntax requires that you give the name of
an existing database. You can use “psql -l” to output a list of the existing
databases.

• The “psql” tool will not let you drop the database that you are
currently connected to. You can use the “\c” subcommand to switch
databases.

D.3.4 Configuration Properties for PostgreSQL

You need to set the following properties to use PostgreSQL as your backen
database:

dmof.persistence=jdbc
dmof.jdbc.driver=org.postgresql.Driver
dmof.jdbc.adapter=postgresql

A PostgreSQL database URL looks something like the following:
dmof.jdbc.url=jdbc:postgresql://myhost/mydatabase

It is also possible to include the user name and password in the URL. Refer t
the PostgresSQL documentation for details.

You will also need to ensure that the JAR file containing the JDBC drivers is
on the CLASSPATH when you run moflet servers.

Finally, the following syntax rules apply to PostgreSQL table names:

• Regular table names start with a Latin alphabetic character and ma
contain Latin alphabetic and numeric characters or underscore (_). They
must not collide with PostgreSQL keywords.

• A table name may be quoted by enclosing it in matching double
quote (") characters. This allows you to include other characters, and to
define table names that collide with keywords.
dmof.jdbc.associationTable=”My Table”

• Regular PostgreSQL table names are internally converted to all
lower-case, but the case of quoted postgreSQL table names is significa

• By default, only the first 31 characters of a PostgreSQL table name
are significant. This default can be changed when you build PostgreSQL
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Symbols
#include files 92
* 55, 67
.. 55
:: 195
[0..*] 56
[0..1] 55, 56, 74, 75
[1..1] 55, 56, 74
_ 187
“*_ref” 32
“*_ref” attributes 80, 87
“*” 55
“*Bag” 71, 75
“*Class” 31, 36
“*Link” struct 52
“*List” 71
“*Package” 32, 96
“*Package” interface 80, 87
“*PackageFactory” 32, 96
“*PackageFactory” interface 80
“*Set” 71
“*UList” 71
“add_*_at” 72
“add_*_before” 72
“add_*” 69, 73
“add_before_*” 58, 60, 62
“add” 53, 56, 58, 60, 62
“all_*_links” 52
“all_of_class_*” 36, 81, 125
“all_of_type_*” 36, 125
“create_*_package” 81, 87, 125
“create_*” 45, 71, 96, 124
“element_in_error” 112
“error_description” 112
“exists” 52
“extra_info 112
“extra_info” 112
“get” 75
“modify_*_at” 72, 73
“modify_*” 53, 60, 62, 69, 73
“modify” 56, 62
“name” 112
“NamedValueList” 112
“ref_*” 96
“ref_delete” 124, 125, 126
“ref_invoke” 114
“remove_*_at” 73
“remove_*” 69, 73
“remove” 53, 56, 62
“set_*” 69, 71, 75, 77
“unset” 75
“value” 112

A
abstract language 19
abstract, see classes, abstract
accented characters 187
access control 83
aggregate 27
aggregation 58

composite 58

none 58
shared 58

annotations 191
heuristic for recognising 191

any, see datatypes, any
application programs 25
ASCII 187
association ends 26, 51, 56, 76

aggregation specification of 27
changeability of 62
component 59
composite 59
multiplicity constraints on 56
multiplicity of 26
name of 26
non-navigable 3
ordered 57
properties of 26
type of 26, 28

association extents 52, 82
association objects 31, 52, 53, 81

creation of 125
deletion of 125

association references 80
associations 25, 26, 50

component end of 59
composite end of 59
composite, see composite associations
derived 25, 61
derived, implementing 61
derived, problems of 61
duplicate links 27
IDL for 51
implicit forward declaration of 76, 196
links of 27
multiplicity of 54
ordered 56
query operations 56, 58
uniqueness of 52

attributes 25, 26, 37
changeability of 37
classifier-level 26, 31, 38, 39
collection valued 67, 71
composite, see composite attributes
derived 25, 46, 47
derived, implementation of 47
element-wise update of 72
get operations 38, 71
getting value of 38
initial value of 75
initial values of 38
initialisation of classifier-level 81, 87
instance-level 26
multiplicity of 26, 67
name of 26, 37
optional 74, 75
ordered 70
ordered vs unordered 70
orderedness of 75
properties of 26
readonly 38, 74
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scope of 26, 38
set operations 38, 71
setting value of 38
state associated with 77
type of 26, 37
types of 70
unique vs nonunique 70
uniqueness of 75
unsetting collection valued 75
values 31
with collection types 71

B
BadPosition 50, 72, 73, 114

definition of 114
binary relations 26
boolean, see data type, boolean
bounds

checking of 71, 78
lower 67
upper 67
upper, none 55, 67

C
changeability

see association end, changeability of
see attributes, changeability of

char, see datatype, char
character

alert 189
backslash 189
backspace 189
carriage return 189
double quote 189
form feed 189
horizontal tab 189
newline 189
single quote 189
vertical tab 189

circular declarations 45, 93
circular imports 92
circular module dependencies 92
class extents 81
class proxy

interface 36, 49, 124
objects 31, 37, 81
objects, creation of 125
objects, deletion of 125
package reference to 80

classes 25, 26, 35
abstract 26, 43
attributes of 37
features of 26
forward declaration of 45, 46
inheritance of features in 26
instances of 26
properties of 26
supertypes of 26

classifier-level, see attribute, classifier-level
clusters 94

clustered package references in 96

compared with importing 95, 96
compared with nesting 96
creation of 96
extents for 95
IDL for 95
lifecycle semantics of 96
MODL for 94
package objects for 96
purpose of 94, 95

collection type suffixes
Bag 71
List 71
Set 71
UList 71

collection types 68, 71
bags 71
checking of 71
identifier suffixes for 71
lists 71
ordered sets 71
properties of 71
representation of 71
sets 71
unique lists 71

comments 191
defining annotations with 191

component of 59
itself 59
multiple composites 59

composed of 59
composite associations 27, 58, 59, 83

example 59
in MODL 59
runtime restrictions on 59
semantics of 60

composite attributes 3, 77, 83, 126
runtime restrictions on 77

composites
component of multiple 84
cyclic 59, 84
deletion of 84
lifecycle semantics of 84

composition closure rule 83, 84
example of 84
the purpose of 84

constant expressions 96
evaluation of 96

constants 29, 96
allowable types for 96
IDL for 96
name of 96
type of 96
value of 96

constraints
see structural constraints
see user-defined constraints

CORBA
CosNaming 4
IDL 2
IDL Style Guide, see OMG IDL Style Guide
Interface Repository 66
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interface type, see data types, native
Naming Service 4
Security Service 4
Transaction Service 4

D
dangling references, see instance objects, dangling refer-

ences to
data types 25, 27

aliases, see data types, typedef
anonymous 65
any 63
array 27, 65
boolean 63
bounded string 65
char 63
constructed 27
double 63
enum 63
enumeration 27
equality of 70
external 65
float 63
long 63
native 27
Object 63
octet 63
primitive 27
recursive 3, 64
sequence 27, 65
short 63
string 27, 63
struct 27, 63
template 65
type system 27
TypeCode 63
typedef 65
union 27, 63
unsigned long 63
unsigned short 63

data typing
technology independent 66
technology specific 66

deferred, see user-defined constraints
defining a MOF meta-model 22
dependencies

between packages 28
DependsOn 4
DesignatorType 114, 115
diagram editors 25
discriminated unions, see data types, union
dMOF

disk space requirements 2
features 2
limitations of 100
maintenance 5
operating systems supported by 2
ORBs supported by 2
standards compliance 3
support 5
system requirements 2

double, see datatypes, double
DTD 30
duplicate elements 69, 71

checking for 71
in attribute values 73
in exception parameters 79
in operation parameters 79

duplicate links 52

E
element_in_error 112
equality

of instance objects 54, 69
of MOF values 69

error kinds 112
error_kind 98, 112
errors

constraint 98, 111
error conditions 111
implementation specific 111
internal 52
reflective 111
runtime type 111
semantic 79, 111
structural 79, 111
usage 111
usage, exceptions for 114
user-defined 111

escape sequence 188
extent-based restrictions 28, 83, 93

see composition closure rule
see reference closure rule
see supertype closure rule

extents 28, 31, 37, 52, 81, 83
for clustered packages 95
for imported packages 91
for nested packages 87
for subtype packages 89
see also package extents

F
factory

interfaces 96
operation for instance objects 124
operation for package objects 125
operation, for instance objects 45, 74
operations, for instance objects 36, 38
operations, for package objects 96

float, see datatypes, float
forms-based editors 25

G
generation

of metadata repositories 24
of moflet 25
of repository interfaces 25

generic 31
generic interfaces 31, 111
generic operations 53
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H
hexadecimal character code 189

I
identifiers 187

algorithm for resolving 193
capitalization of 187, 197
case sensitivity of 187
characters allowed in 187
declared before use 196
in IDL, collision of 133
multiple declaration of 196
qualified, see qualified identifiers
quoting of 187, 190
resolution of 193
scoping of, see scopes
stylistic conventions for 100
syntax of 187

IDL 1
generator 2, 25
mapping, see MOF, IDL Mapping
prefix 113

immediate, see user-defined constraints
imports 90, 91

circular 92
example of 91
purpose of 90, 91
reason for restrictions on 92
restrictions on 92
see supertype closure rule

information model 20
instance interface 36
instance objects 31, 35, 36

creation of 124
creation of, see factory
deletion of 124
see equality

instance-level, see attribute, instance-level

J
Java 25, 49

class static attributes in 39

K
keyword

abstract 44
any 63
attribute 37
bag 70, 71
boolean 63
char 63
class 35
cluster 94
composite 59
const 96
constraint 97, 98
derived 47, 61
double 63
end 59, 62
enum 63

external 65
float 63
immediate 98
import 91
in 48
inout 48
list 70, 71
long 63
octet 63
optional 56
ordered 57, 70, 71
out 48
readonly 62
reference 76
sequence 65
set 55, 56, 70, 71
short 63
single 56
singleton 45
static 38, 39, 48
string 65
struct 63
switch 64
TypeCode 63
typedef 65
union 64
unsigned 63
void 48

keywords 190
capitalization of 190
reserved for future extensions 190
special treatment of TypeCode 63

L
links 26, 50, 52

automatic removal of 125
creation of duplicate 53
dead 125, 126
directed 53
manager for, see association objects
type of 50

Linux 2
literals

character 187, 188
floating point 188
integer 188
string 187, 189
syntax of 188

long, see datatypes, long

M
M0 20
M1 20
M2 20
M3 20
meta- 20
Meta Object Facility, see MOF
meta-data

information model for 97
metadata 19

architecture, see MOF, metadata architecture
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archiving of 25
building applications for 25
collections of 80
comparison of 25
compilers 25
data typing in 66
definition of term 1
federation of 4
information model for 1
input / output tools for 25
interchange of 1
interchange tools for 25
interoperability of 66
islands of 83
lifecycle semantics 124
links 32, 52
nodes 26, 31, 32, 35, 37, 50, 52
object identity 27, 35
persistence of 25
pretty printers 25
repositories 1, 83
repository framework for 4
semantically meaningful 28
tools 25
type 35
upload / download tools 25
versioning of 25
well-formedness of 28, 97, 99, 111

meta-levels 20
“Mn” labelling, origin of 20
data level 20
labelling 20
M0 level 20
M1 level 21
M2 level 21
M3 level 21
meta-model level 21
model level 21
MOF Model level 21
terminology 21

meta-meta- 20
meta-models 1, 35

composition of 28
composition of, see packages, composition of
definition of term 20
freezing of 4
guidelines for names in 133
modularising 28
names in 132
notation for 25
partitioning of, see packages, nested
reuse of 28
standard repository framework for 4
validation of 4

meta-object
dangling references to 125

meta-objects 31
deletion of 124
identity of 54
see also association objects
see also class proxy objects

see also instance objects
see also package objects

Model

Attribute 112
model

definition of term 19
MODL 23, 26

compiler 2, 24
input character set for 187
language 3
limitations of 62, 64, 77, 88, 93
scoping rules, see scoping rules

modl2mof 24
modules 80, 87

nested 87
reopening of 92
top level 80

MOF
definition of term 1
development processes 22
Facility, the 4
IDL mapping, the 1, 30, 35
mappings 29
metadata architecture, the 20, 21
meta-model repository, the 1, 2
meta-models 20
Model, the 1, 25

mof_id 54
mof2idl 25
mof2moflet 25
MofError 36, 49, 52, 53, 56, 60, 69, 74, 79, 98, 111

exception fields of 112
purpose of 111

Moflet generator
limitations of 99

moflets 2
generated 25
generation of 25
generator for 2, 4, 25

multiplicity constraints 54, 55
checking of 56

N
name mangling 132, 133
NamedValueList 112
NamedValueType 112
navigability, see association end, navigability of
navigational paradigm 75
nested packages 86

in MODL 86
NotFound 50, 53, 58, 69, 72, 114

definition of 114
NotSet 114

definition of 114

O
object identity 27
object references

comparison of in CORBA 54
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equality of 70
nil 53
to non-existent or inaccessible objects 53

Object::_is_equivalent 70
OCL 29, 97, 98
octal character code 189
octet, see datatypes, octet
OMG IDL Style Guide 133, 188
OMG MOF 1.3 specification 3, 99
operations 25

atomic 37, 77
copy 58
nonatomic 37
see also user-defined operations
serialiizability of 37

ordered
see associations, ordered

ordered set 58
ordering semantics 57
OtherException 114
overflow

in exception parameters 79
in link add operation 56
in link modify operation 56
in operation parameters 79
of attribute values 73

P
package extents 28, 32, 52, 82

for subtype packages 89
see also extents

package factory 81, 87
interface 80, 125
objects 80
operation 87

package inheritance 88
inappropriate use of 90, 95

package objects 28, 32, 80, 81
creation of 32, 125
deletion of 125
for nested packages 87
nested, creation of 125
subobjects of 125

packages 25, 28, 79
clusters of, see clusters
composition of 86
importing of, see imported packages
in MODL 79
interfaces 96
nested 86
subtyping of, see package inheritance
the purpose of 79

parameters 29
checking of 78
complex 78
direction of 48
initial value 39
multiplicity of 78
orderedness of 78
type of 48
uniqueness of 78

POA 2
position 72, 73
primitive data types 63

Q
qualified identifiers 195, 196

algorithm for resolving 195
query-based paradigm 75
quoting, see identifiers, quoting of

R
readonly 37, 38, 69
records, see data types, struct
ref_add_value 119
ref_add_value_at 119
ref_add_value_before 119
ref_all_objects 118
ref_create_instance 118
ref_delete 115, 116
ref_immediate_composite 120
ref_immediate_package 115, 116
ref_invoke_operation 120
ref_is_instance_of 118
ref_itself 54, 115, 116
ref_meta_object 115, 116
ref_modify 120
ref_modify_at 120
ref_mof_id 54, 115
ref_outermost_composite 120
ref_outermost_package 115, 116
ref_remove 120
ref_remove_at 120
ref_set_value 118
ref_unset_value 119
ref_value 119
RefAssociation 53, 121
RefBaseObject 54, 115, 124

IDL for 115
reference closure rule 83

example of 84
purpose of 85

references 29, 75, 76, 82
“set” for collection valued 77
changeability of 76
exposed end of 76
extent-based restriction of 84
multiplicity of 76
orderedness of 76
referenced end of 76
semantics of 82
similarity to attributes 77
state associated with 77
target association object for 77, 82, 83
target end of, see references, referenced end of
type of 76
values of 31

Reflective 50, 114
interfaces 114
module 31, 111, 113

Reflective::MofError 36, 112
Reflective::RefAssociation 51, 53
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Reflective::RefBaseObject 54, 124
Reflective::RefObject 36
Reflective::RefPackage 80
RefObject 36, 114, 116

IDL for 116, 121
RefPackage 123
role, see keyword, end
roles, see association ends

S
scope

of attribute, see attributes, scope of
scopes 192, 194

constructs that define new 28, 86, 193
extended 194, 196
global scope, the 193, 195
inheritance and 194
nested 86, 193
outermost scope, the 193
subtyping and 194

scoping rules 196
capitalization 197
for inherited features 196

semantic hooks 25
server main 25
set 55, 67
short, see datatypes, short
side-effect 38
SimpleTrader 23
Solaris 2
specific interfaces 31
specific module 31
standards compliance 4
static

see attributes, classifier-level
see user-defined operations, classifier-level

structural constraints 97, 111
for composites 59

supertype closure 93
symbols 190

operators 190
punctuation 190

T
tags 29, 99

alternative name 4
attaches to 99
IDL prefix 4
IDL supertype 4
meaning of 99
tagged element of 99
tagId conventions 99
tagId of 99
values of 99

technology mapping 29
type keyword, see keyword, static
TypeCode, see data types, TypeCode

U
UList 58

UML 20, 23, 25, 29
alignment with 26
Association 27
Association Class 27
meta-model for 86
Package 80
Subsystem 80
used to specify MOF meta-models 26

underflow 112
caused by instance object deletion 125
in exception parameters 79
in link modify operation 56
in link remove operation 56
in operation parameters 79
of attribute values 73

unique list 58
uniqueness 52

checking of 78
universal union, see datatype, any
universally unique identifier 54
universe of discourse 19
unnavigable

see association ends, navigability of
unsigned

see datatypes, unsigned long
see datatypes, unsigned short

user-defined constraints 25, 28, 97, 99, 111
checking of 4
constrained elements of 28, 97, 98
defacto standard language for 29
deferred 98
error strings 114
evaluation policy for 29, 97
expressions for 29, 97
immediate 98
language of 97
names of 28, 97
properties of 28, 97
target of 97

user-defined exceptions 29, 49
from "ref_invoke" 114
generated for 50
MODL for 49
parameters 78
parameters of 50

user-defined operations 25, 29, 47
behaviour of 49
classifier-level 31, 48, 49
exceptions raised by 49
implementation of 49
inheritance of 48
instance-level 48
MODL for 47, 78
overloading 48
parameters of 48, 78
problems of 49
result of 48
scope of 48
static, see classifier-level

UUID 54
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V
ValueType 112
ValueTypeList 114
view update problem, the 47, 62
VisiBroker 2

W
whitespace 187, 191

Windows NT 2

X
XMI 1, 30
XMI DTDs 25
XML document 30
XML DTD 30
XML-based metadata interchange 30
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