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Abstract ready task that starts the earliest. The main idea is to keep the
This paper describes a novel compile-time list-based task Processors busy, in this respect being close to a load balancing

scheduling algorithm for distributed-memory systems, called Scheme (hence the acronym). The same criterion is also used

Fast Load Balancing (FLB). Compared to other typical list Y ETF, however at a much higher complexity @{W (£ +
scheduling heuristics, FLB drastically reduces scheduling V)¥) compared to FLB'®)(V (log (W) +log (P)) + E) com-

time complexity ta(V (log (W) + log (P)) + E), whereV plexity, whereV and E are thg number of tasks a_lnd edges in
and E are the number of tasks and edges in the task graph, (€ task graph, respectively; is the task graph width, and
respectivelyJV is the task graph width and is the number is the number of processors. Experiments als_o show @hat FLB
of processors. It is proven that FLB is essentially equivalent P€rforms equally to existing one-step scheduling algorithms of
to the existing ETF scheduling algorithm O(W (E + V)P) much higher complexny such as MCP. M_oreover, FLB consis-
time complexity. Experiments also show that FLB performs tently outperforms multi-step algorithms like DSC-LLB which

equally to other one-step algorithms of much higher cost, such /S0 have higher cost.. . _

as MCP. Moreover, FLB consistently outperforms multi-step e paper is organized as follows: The next section spec-

algorithms such as DSC-LLB that also have higher cost. ifies the scheduling problem and introduces some definitions
used in the paper. Section 3 briefly reviews some of the well-

known scheduling algorithms for bounded number of proces-

sors on which we base our comparisons. In Section 4, the FLB
1 Introduction algorithm is presented. Section 5 illustrates the functionality of

the algorithm through an execution trace. Section 6 describes

. - . its performance. Section 7 concludes the paper.
Scheduling heuristics exist for both bounded and un- P pap

bounded number of processors. Although attractive from a cost
perspective, scheduling for an unbounded number of proces-2 Preliminaries
sors is rarely of practical use, because the required number of

processors is not usually available. Hence, their application is
typically found within the multi-step scheduling method for a

bounded number of processors [8, 9]. E edges. A node in the DAG represents a task, containing in-

Alternatively, scheduling for a bounded number of proces- structions that execute sequentially without preemption. Each
sors can be performed in a single step. Using this one-steptaskt c V has a wei hkq ) a)ésociatedpwith i? wh.ich
approach, the results are usually better, but at a higher cost. ghcomp :

Scheduling for a bounded number of processors can be done eir_epresents theomputation cosbf executing the ta;k. .The
ther using duplication (.g., DSH [4], BTDH [2] or CPFD [1]) edges correspond to task dependencies (communication mes-

or without duplication (e.g.. MCP [11], ETF [3], DLS [10] or S2€s or precedence constraints). Each edlgg has a weight
FCP [7]). Duplicating tasks results in better scheduling per- ggt?(;ﬁ(tc’;s)ttss:;%?ﬁﬂgvgg I%rﬁgﬁzgei}rg:?nnrasum&%ng
formance but significantly increases scheduling cost. Non- computation ratio(C'CR) ofF; arallell roaram is defined as
duplicating task heuristics have a lower complexity and still P P Prog

grams for large systems, the complexity of current approaches 9 P CL .
processor, the communication cost between them is assumed

is still prohibitive. . . . .
: _ . to be zero. The task graphidth (W) is defined as maximum
This paper presents a new compile-time task schedu“ngnumber of tasks that gre[r’]%t coﬁme)cted through a path.

algorithm, called Fast Load Balancing (FLB). We prove that A task with no input edges is called @ntrytask, while a

given a partial schedule, FLB schedules at each iteration thetask with no output edges is called axittask. A task is said

“This research is part of the Automap project granted by the Nether- {0 bereadyif all its parents have finished their execution. Note
lands Computer Science Foundation (SION) with financial support from that at any given time the number of ready tasks never exceeds
the Netherlands Organization for Scientific Research (N\WO) under grant W. A task can start its execution only after all its messages
number SION-2519/612-33-005. have been received.

A parallel program can be modeled by a directed acyclic
graphGg = (V, £), whereV is a set o’ nodes and is a set of




As a distributed system we assume aRelf P processors  scheme at a negligible loss of performance. In this case, the
connected in homogeneous clique topology. Inter-processortime complexity is reduced tO(V log (V) + (E + V) P).
communication is performed without contention.

Once scheduled, a taskis associated with a processor 3o ETE
PROC(t), astart timeST'(t) and afinish timeFT(t). If the

task is not scheduled, these three values are not defined. . o . .
The processor ready timef a given processop € P ETF (Earliest Task First) is a one-step scheduling algorithm
on a partial schedule is defined as the finish time of the in Which at each iteration, the ready task that can start the ear-

last task scheduled on the given processor, according toliest i scheduled. The earliest starting task is determined by
PRT(p) = max;cy proC (t)=p FT()- tentatively scheduling all the ready tasks to all processors. The
The enabling rﬁrocessorof a ready taskt, EP({) is task with the minimum starting time is selepted and schedgled
the processor from which the last message arrives. Thelo thg correspond!ng processor on which it starts the earliest.
last message arrival timef a ready taskt is defined as The time complt_exny of ETF !Q(W(E+V)P)' . Lo
LMT(t) = maxp 4yce (FT(t") + comm(t',t)}. When task E'_I'F has a high complexny_because at each iteration, it is
¢ is tentatively scheduled to a processar the messages 'eduired to compute the start times of each task for every pro-
sent by #'s predecessors that are already schedulecp to C€SSOr scheduling.  The main idea behind ETF is to keep the
are assumed to také communication time. Therefore, ProCessors busy, in Fhls respect belng close to a load balancing
the effective message arrival timeill be EMT(t,p) = sqheme. I’ts scheduling performance is shown to be comparable
MaX(p 1yee PROC(1) 21 (FT(t") + comm(t',t)}. The esti- with MCP’s performance [5].
mated start time when scheduling a ready tatka processor
pis defined a¥ ST (t,p) = max{ EMT(t,p), PRT(p)}. 3.3 DSC-LLB
Given a partial schedule and a ready task said to be of
e e e e = el [en e [2a DS is @ mulistep scheduling algoritm composed
of type non-ERotherwise. Thus, for EP_type tasks star.t the ear- of DSC (Dom_mant Seque_nce Clusterl_ng) and LL-B _(Llst-Based
liest on their enabling p;ocess,or. A processor is cadletive hﬁﬁﬁnEZ'i%crﬁln%ng:ﬁozrityséergh;ﬁg%hzsh?g’r@ Igéerrzlr%idnito
if there are EP type tasks for which it is the enabling Processor cating tasks together in clusters. The second step, using LLB,

andpassiveotherwise. maps the clusters to the existing processors and orders the tasks
The objective of the scheduling problem s tofind a schedul- o the clustore. ap

ing of the tasks iV on the processors iR such that the paral-
lel completion time (schedule length) is minimized. The paral-
lel completion time is defined &, = max,cp PRT (p).

In the DSC algorithm, task priorities are dynamically com-
puted based on the sum of th@p levelandbottom level The
top level and bottom level are the sum of the computation and
communication costs along the longest path from the given task
3 Related Work to an entry task and an exit task, respectively. Again, the com-
munication costs are assumed to be zero between two tasks
mapped to the same processor. While the bottom level is stat-
ically computed at the beginning, the top level is computed
Pincrementally during the scheduling process. The tasks are
scheduled in the order of their priorities, where the largest sum
of top and bottom levels takes priority. The destination proces-
sor is either the processor from which the last message arrives,

In this section, three existing scheduling algorithms and
their characteristics are described, namely the one-ste
scheduling algorithms MCP [11] and ETF [3], and the multi-
step method DSC-LLB [8, 12].

3.1 MCP or a new processor depending on which the given task can start
earlier. The time complexity of DSC B((E + V') log V).
MCP (Modified Critical Path) is a list scheduling algorithm In the LLB algorithm, a task is mapped to a processor if

in which task priorities are based on thetest possible start  there is at least another task from the same cluster scheduled
time of the tasks. The latest possible start time is computed ason that processor and not mapped otherwise. LLB is a load bal-
difference between the critical path of the graph and the longestancing scheme. First, the destination processor is selected as
path from the current task to any exit task. A path length is the the processor that becomes idle the earliest. Second, the task to
sum of the execution times and the communication costs of thebe scheduled is selected. There are two candidates: (a) a task
tasks and edges belonging to the path. A task with the smallesilready mapped to the selected processor having the least bot-
latest possible start time has the highest priority. Ties are bro-tom level, or (b) an unmapped task with the least bottom level.
ken considering the priorities of the task’s descendents. TheThe one starting the earliest is scheduled. The time complex-
tasks are selected in the order of their priorities and scheduledity of LLB is O((C'log (C) + V), whereC' is the number of
on the processor that can execute it the earliest. The time com<lusters obtained in the clustering step.
plexity of MCP isO(V2(log (V) + P)). DSC-LLB is a low-cost algorithm. Not surprisingly, com-
MCP is relatively fast compared with other one-step pared to a higher cost scheduling algorithm as MCP, it has
scheduling algorithms. Furthermore, its scheduling perfor- worse scheduling performance. However, the DSC-LLB out-
mance is shown to be superior compared to most of the otherput performance is still shown to be withitd% of the MCP
algorithms for bounded number of processors [5, 8]. MCP can output performance, while outperforming other known multi-
be modified to run faster by choosing a random tie breaking step scheduling algorithms [8].



4 The FLB Algorithm or (b) to the processor becoming idle the earliest (as proven
in [7]). An informal explanation is that if the processor the last
As mentioned earlier, list scheduling algorithms generally Message is sent from is idle before that message is received,
perform better compared to other scheduling algorithms for a then the start time of the task can be improved by scheduling
bounded number of processors, such as multi-step methods [8]the task on that processor. If that processor is busy at the time
Recently, a list scheduling algorithm, called FCP, has been the last message arr!ves,_then th_e task cannot start_earllerthan
proposed [7] whose time complexity is significantly reduced the last message arrival time which ever processor is selected.
without sacrificing performance. For FCP, it has been proven Consequently, the task will start the earliest on the processor
that given a partial schedule and an arbitrary ready task, onlyPecoming idle the earliest. It follows that an EP type task starts
two processors need to be considered to find the minimum startthe earliest on its enabling processor and a non-EP type task
time of the given task. However, given the partial schedule andstart_the earhest_on the processor becoming idle the e_arllest.
the set of ready tasks, the selected task need not always be the Given a partial schedule, there are only two pairs task-
preferred one (i.e., the ready task that can actually start the earProcessor that can achieve the minimum start time for a task:
liest). In the FLB heuristic proposed in this paper, we improve (&) the EP type taskwith the minimum estimated start time
this task selection by scheduling the ready task that can start?ST (t, EP(f)) on its enabling processor, and (b) the non-
the earliest. We prove that only two cases need to be consid-EP type task’ with the minimum last message arrival time
ered to indeed select the preferred task and its corresponding-MT'(t") on the processor becoming idle the earliest. The
processor. The scheduling process is therefore improved, whilglirst case minimizes the earliest start time of the EP type tasks,
the low time complexity is maintained. while the second case minimizes the earliest start time of the
Note that FLB uses the same task selection criterion as innon-EP type tasks. If in both cases the same earliest start time
ETF. In contrast to ETF however, the preferred task is identi- iS obtained, the non-EP type task is preferred, because the com-
fied in O(log P) instead ofO(W P). Although essentially sim- ~ munication caused by the messages sent from the task’s prede-
ilar, there is a small difference in the task selection scheme.C€sSors are already overlapped with the previous computation.
Throughout the scheduling process it may happen that severafconsidering the two cases discussed above guarantees that the
ready tasks can start at the same earliest time. ETF an FLBready task Wlt.h thg earliest start time will be identified. A for-
have different criteria to break this tie, and as a consequence irmal proof is given in the appendix. . _
some cases they may still select a different task-processor pair FOr €ach processor, there are two sorted lists storing the EP
to be scheduled. type tasks for which the given processor is the enabling pro-
Priority-based scheduling algorithms have three parts: (a)c€ssor. The tasks in the first iSEMTEP.task _| ) are de-
task priorities computation, (b) sorting tasks according to their creasingly sorted by the effective message arrival time on their
priorities and (c) task scheduling. Computing task priorities €nabling processorEM T'(t, EP(t))). The tasks in the sec-
takes at leagD(E + V) time, since the whole task graph has to ond list LMT.EP_task _I') are decreasingly sorted by their
be traversed. Sorting tasks take§/ log W) time. The variety ~ last message arrival time {/T(t)). The non-EP type tasks
of scheduling approaches refers to the last part (c). are also stored in a lishonEP_task _I'), decreasingly sorted
For most list scheduling algorithms, the task scheduling part By LM T (t). For all three task lists, ties are broken by selecting
takesO((E + V)P) time complexity caused by the fact that the task with the longest path to any exit tasks.
all processors are considered to find the processor on which ~ There is a list of active processoefive _proc I ), de-
the current task can start the earliest. ETF [3] uses an everfreasingly sorted by the minimu'ST'(t) of the EP type
more elaborate approach. At each iteration, it schedules thet@sks enabled by them. The minimumST(¢) of the EP
ready task that can start the earliest to the processor on whicHyP€ tasks enabled by a processor is computed(in) as the
this earliest start time is achieved. However, the complexity Maximum betweerE M T of the first task in the processor's
is O(W) higher O(W (E + V))P)), caused by the fact that at EM'I:EP_task I and the processorBRT. A second global
each iteration all the tasks need to be considered in the selecProcessor listdll _proc _I') stores all processors, decreas-
tion process. In [7] has been proven that processor selection iringly sorted by theP RT. .
list scheduling algorithms can be performed at a considerable ~ The FLB algorithm is formalized below.
lower time complexity ofO(V log (P) + E). In this paper we  FLB ()
go one step further and prove that even the stronger task selecﬁ'ffo“\l‘qALLt c v Do
tion criterion used in the ETF scheduling algorithm can also be IF tis an entry task THEN

achieved at the same cost@fV log (P) + E). SetEMT (t, 0)
SetLMT (t, 0)
Enqueue (nonEP_task_|, t, 0)

4.1 Algorithm Description END IF
END FORALL
In FLB, at each iteration of the algorithm, the ready task that FORAELnLqﬂeL; &Egoij 5 Oo)

can start the earliest is scheduled to the processor on which that  END IF
start time is achieved. To select the earliest starting task, pairs END FORALL

oSt S WHILE NOTall tasks scheduled DO
of a ready task and the processor on which it starts the earliest (5 " < scheduleTask();
need to be considered. UpdateTaskLists (t, p)

In order to obtain the earliest start time of a given ready task Bpga:e;focduits S’ (pt) \
on a partial schedule, the given task must be scheduled either oo wine o ©

(a) to the processor from which the last message is sent fromenp



At the beginning, the set of ready tasks consists of the entry EP type.UpdateTaskLists ~ moves the tasks that no longer
tasks. None of them satisfies the EP type condition. Conse-satisfy the EP type condition to the non EP type task list. The
quently, they are stored in the non-EP type task list. Moreover, tasks are tested in the order of th&in/T. Finally, if there
as there are no EP type tasks, there is no active processor andre no more EP type tasks enabled by the given processor, the
the active processor list is empty. All the processors have theprocessor is removed from the active processor list.
ready time0, so aI_I of them have the same priority, in the UpdateProcLists  (Lp)
global processor list. BEGIN

The scheduling loop is repeated as long as there exist un- t «+ Head (EMT_EP_task_lI[p])
scheduled tasks. At each iteration, one task is scheduled us- 'F _t = NULL THEN |
ing ScheduleTask . After each task scheduling, the task g ag o o'em (@ctve-Pproc.tp)
lists, the processor lists and the ready task set must be updated, prio «+ EST(tp)
according to the new conditions following the last scheduling ENBa'a“CEUSf (active_proc_I, p, prio)

D IF
step. _ END
The four procedures FLB is based dBchedule- ) ) ]
Task , UpdateTaskLists , UpdateprocListS andUp_ UpdatePrOCLIStS Updates the active processor list. If
dateReadyTaskS are described below. there is no EP type task enabled by the giVen processor, the
processor must be removed from the active processor list. If
ScheduleTask () there are still EP type tasks enabled by the given processor they
BEGIN . may not be the same and as a consequence the processor pri-
pl <« Head (active_proc_l) 7 . . .
IF pl # NULL THEN ority in the active processor list could be modified. Therefore,
t1 «+ Head (EMT_EP_task I[p1]) the processor priority and the active processor list must be up-
END IF ;
dated. Also, the global processor list must be updated because
p2 <« Head (all_proc_l) . . R
2 « Head (nonEP_task ) the current processor has changed the time it becomes idle.
IF (p1 # NULL) A (EST(t1,pl) < EST(t2,p2)) THEN UpdateReadyTasks  (t,p)
Schedule task t1 on processor pl BEGIN
Dequeue (active_proc_l) FORALLt € Succ(t) DO
Dequeue (EMT_EP_task_I[p1]) IF  Ready(t’) THEN
Removeltem (LMT_EP_task_I[p1], t1) p’ <« GetEnablingProc (t')
RETURN(t1, pl) ComputeLMT (t')
ELSE ComputeEMT (t',p’)
Schedule task t2 on processor p2 IF LMT(t') < PRT(p) THEN
Dequeue (all_proc_l) Enqueue (nonEP_task_|, t', LMT(t))
Dequeue (nonEP_task_l) ELSE
RETURN(t2,p2) IF Head(EMT_EP_task_I[p’) = NULL THEN
END IF prio <« EST(t,p)
END Enqueue (active_proc_|, p’, prio)
ELSE
t" <« Head(EMT_EP_task_I[p’])
_TheScheduIeTasK procedure s_elects_two tas_k-processor IF EMT(t,p) < EMT(t",p) THEN
pairs for the scheduling step. The first pair consists of the EP prio <« maxEMT(t),PRT(p)
type task with the minimunE M T time and its enabling pro- BalanceList (active_proc_l, p, prio)
cessor. The second pair is the non-EP task with the minimum eng
LMT and processor becoming idle the earliest. The pair which Enqueue (EMT_EP_task_I[p'].t,\EMT(t,p")
achieves the minimum start time is selected and the selected ENIEnqlgeue (LMT_EP_task_I[p'],t,LMT(t))

task is scheduled to the selected processor. Scheduling a task " |-
also implies assigning to it its corresponding processor, start gnp FORALL

time and finish time. Th®equeue andRemoveltem pro- END
cedures are used to remove the heads and the elements from
; ; UpdateReadyTasks adds the tasks that become ready
the sorted lists, respectively. . :
due to the current task scheduling to one of the ready task lists,
UpdateTaskLists  (t,p) depending if it is of type EP or not. Moreover, if the task is of
BEVG\/mLE . . type EP, its enabling processor may become active and it must
¢ Head (LMT_EP_task_I[o]) be added to the active processor list. Also, if the processor is
IF t = NULL THEN already active and its priority changes, the active processor list
BREAK must be updated.
END IF
IF LMT() > PRT(p) THEN . .
BREAK 4.2 Complexity Analysis

Dequeue (LMT_EP_task_I[p])
Removeltem (EMT_EP_task_lI[p], t)
Enqueue (nonEP_task I, t, LMT(t)) The complexity of the FLB algorithm is as follows. To com-
gD WHILE pute task priorities throughout the algorithm, all the tasks and
dependencies must be considered once. Consequently, the total
After scheduling a task to a processor, the processor’s readycomplexity of computing task priorities tak€§ E + V') time.
time changes. Consequently, some of the EP type tasks enabled Scheduling a task involves a comparison between two ten-

by that processor may no longer satisfy the condition to be of tative task scheduling operations. The decision is taken based



EP tasks non-EP Scheduling
on po | onp: tasks t—p,

t[EMT(t,p), BL/LMT(t)] t[LMT(t)] [ST(t) — FT(t)]
— — to[O] to — Po, [0 — 2]
t3[2,12/3] | — -
t1[2,11/3] | — -
t2[2,9/6 — - t3 — po,[2—5
to 2,9/6 — t1[3] t1 — D1, 3—5H
t2[2,9/6 t4[5,6/7] | —
t5[6,8/6 — — ta = po,[b—T7
t6[7,6/8 t4[5,6/7] | t5[6 ta = p1,[b—8
t67,6/8 — t5[6 t5—>p0, 7—10
— — t68 t6—>p1,8—10
t:[12,2/13] | — — to — po, [12 — 14]

Figure 1. Example task graph ) )
Table 1. Execution trace of the FLB algorithm.

on the two estimated start times of the tasks tentatively sched-

uled. Computing the estimated start times takes) time, EP type tasks sorted kyMT'. Finally, the last column shows
since the estimated start times are computed as the maximumhe scheduling at the current iteration, including the task’s start
of the task effective message arrival time on that processor ontime and finish time.

the one hand and the processor ready time.on the othe'r hanpl. At the beginning, there is only one ready task, nangly
These values are already computed at the time the decision ig; i of non-EP type as it has no enabling processor. Fask

made. Since there afié tasks, the resulting task scheduling 5 gcheduled on one randomly selected processaas all the

complexi;y ISO(V). . . . processors have zero workload.
Task lists operations are adding and removing tasks from

sorted lists. Every task is added and removed at most once After schedulingy, three tasks become ready, namsglyt,
from the two lists of EP type tasks and once from the non- @ndts. As there are no non-EP type tasks, the active processor
EP type task list. Since there are at mostready tasks at accommodating the earliest starting EP type task is selected,

any moment in time, a list operation tak@glog W) time. As I this case being the only active procesger The EP type
there aré tasks, the total complexity of maintaining task lists @Sk with the higher priority is selected. Since B8/7 is the
is O(V log W). same for all three tasks, the tie breaking mechanism stipulates

At each scheduling iteration, the global processor list that the task with the higher bottom lewgl be selected and

changes, because the processor ready time changes for the dedcheduled.
tination processor of the scheduling. As a consequence, an op- After schedulingts, ¢; becomes non-EP type, because
erationO(log P) time complexity must be performed, which PRT(po) becomes larger thabM T'(¢1). The other ready task
implies a total complexity for maintaining the global processor ¢ still satisfies the EP type condition. The two task-processor
list of O(V log P). pairs to be compared for the next scheduling iteration are now
After becoming idle or being scheduled, a task may change ¢2-po andt;-p;. Processop; is selected for the latter, because
the active or passive status of a processor or its priority in theit is the processor becoming idle the earliest. Thusp; is
active processor list. As a consequence, a total complexity ofselected sinc&ST(¢1) = 3 is lower thanEST (¢2) = 5.

O(V_log P)is required_to _rnaintain the active processor list. Two other tasks become idle; andts, both of type EP,

_ Finally, the cost of finding ready tasks take6E + V) time, enabled by, andpy, respectively. There are no non-EP tasks,
since all the tasks and edges must be scanned throughout thgg the first starting EP type taskis selected and scheduled to
algorithm. its enabling processak.

In conclusion, the total time complexity of the FLB algo-

rithm is O(V (log (W) + log (P)) + E). Taskts; becomes non-EP type and is moved to the non-EP

type task list. Tasks becomes ready and of EP type, so itis
stored to the EP task list of its enabling proceggprThe first
5 Execution Trace starting EP type task is which starts orp; at5. The non-EP
task with the lowesL.MT, t5, starts on the processor becom-
ing idle the earliestyy, at6. Consequentlyt, is scheduled on

In this section, we illustrate the steps of the FLB algorithm pL ats

by scheduling the task graph in Fig. 1 on two processors. The . )
execution trace of the FLB algorithm is presented in Table 1. At the next iteration both EP type and non-EP type tasks,
The first two columns in the table list the EP type tasks enabled"@melyts andts, respectively, start at the same time: 7. The
by po andp, , respectively, as they are sorted in the correspond- NON-EP type task is preferred and schedulegon

ing lists. The task’sE M'T and bottom level are included to In each of the next two iterations, no choice need be made
illustrate their sorting order, as well as thdil/T to moti- as there is only one task to be scheduled. Fiys$ scheduled
vate their EP type. The third column in the table lists the non- onp; at8, thent; is scheduled op0 at12.
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6 Performance Results

Figure 3. FLB speedup
The FLB algorithm is compared with three algorithms,
namely MCP, ETF, and DSC-LLB. The three algorithms .
are well-known, use different scheduling schemes, and were6-2 Scheduling Performance
shown to obtain competitive results [5, 8, 11]. We selected the
lower-cost version of MCP, in which if there are more tasks In Fig. 3 we show the FLB speedup for the considered prob-
with the same priority, the task to be scheduled is chosen ran-lems. For all the problems, FLB obtains significant speedup.

domly. There are two classes of problems: (a) Stencil and FFT which
We consider task graphs representing various types of par-achieve linear speedup and (b) LU and Laplace for which there
allel algorithms. The selected problems &ld decomposi-  less speedup is obtained for large number of processors. Sten-
tion (“LU"), Laplace equation solvetLaplace”) and astencil cil and FFT are more regular. Therefore more parallelism
algorithm (“Stencil”). For each of these problems, we adjusted can be exploited and better speedup is obtained. For LU and
the problem size to obtain task graphs of abbut= 2000 Laplace, there are a large number of join operations. As a

nodes. For each problem, we varied the task graph granu-consequence, there is not much parallelism available and the
larities, by varying the communication to computation ratio speedup is lower.

(CCR). The values used farC R were 0.2 and 5.0. For each To compare the FLB algorithm with the other algorithms,
problem and eaclf’C'R value, we generated 5 graphs with we use thenormalized schedule lengtia’SL), which is de-
random execution times and communication delays (i.i.d., uni- fined as the ratio between the schedule length of the given al-
form distribution with unit coefficient of variation). A larger gorithm and the schedule length of MCP.

set of problems and granularities has been used to measure the |n Fig. 4 we show the average normalized schedule lengths

FLB's performance in [6]. for the selected algorithms and problems. For each of the con-
] ] sideredCCR values a set oNSL values is presented.
6.1 Running Times MCP and ETF consistently yield relatively good schedules.

Depending on the problem and granularity, either one or the

Our main objective is to reduce task scheduling cost other performs better. The differences become larger for fine-
(i.e., running time), while maintaining performance. In Fig. 2 grained problems, which are more sensitive to scheduling deci-
the average running time of the algorithms is shown in CPU sions. For LU, MCP schedules are up28% better, while for
seconds as measured on a Pentium Pro/233MHz PC with 64Mb-aplace, ETF schedules are up5% better. For coarse-grain
RAM running Linux 2.0.32. ETF is the most costly among the problems, the results are comparable.
compared algorithms. Its running time increases fi®mms DSC-LLB is a multi-step method intended to obtain ac-
for P = 2 up to2.6 s for P = 32. MCP also increases its ceptable results while aiming for minimum complexity. Its
running times with the number of processors, but its cost is scheduling performance is not much worse compared to MCP
significantly lower. ForP = 2, it runs for41 ms, while for and ETF. Typically, the schedule lengths are no more #0&h
P = 32, the running time i9139 ms. DSC-LLB does not vary  longer than the MCP and ETF’s schedule lengths. Although
significantly with P, as its most costly step, clustering, is inde- in some cases the difference can be higher (u2té) there
pendent of the number of processors. The DSC-LLB running are also cases in which DSC-LLB performs better (up0i%)

times vary around80 ms. compared to a list scheduling algorithm.

FCP achieves the lowest running time, varying frd3rms FCP has both low-cost and good performance. FCP ob-
for P = 2 to 41 ms for P = 32. FLB running time is at the  tains comparable performance with MCP, because it uses the
same level compared to FCP. Itincreases fégms for P = 2 same scheduling criteria as MCP, but in a more efficient man-

up to49 ms for P = 32. The FLB’s actual running times are ner. Compared to ETF, the overall performance is also com-
comparable to FCP’s running times, despite the fact that theparable. However the differences between FCP and ETF (up
FLB’s complexity ofO(V (log (W) + log (P)) + E) is higher to 18%) are higher compared to the differences between FCP
compared to FCP’s complexity @¥(V log (P) + E). This is and MCP §%). Finally, compared to DSC-LLB, FCP obtains
due to the fact that usually, the width of the task graph has consistently better performance.

reasonable low values. FLB has both low-cost and good performance. FLB obtains
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Figure 4. Scheduling algorithm performance

an overall comparable performance with ETF, MCP and FCP,
and consistently outperform DSC-LLB. Compared to ETF,
FLB performs better in most of the cases, upl 2§, despite

they have the same task selection criterion. As explained ear-

lier, this is due to the fact that ETF an FLB have different crite-
ria to break ties. ETF uses statically computed task priorities.
FLB uses message arrival times as task priorities and if the tie
persists, the task bottom level. If there are more tasks start-
ing at the same earliest time, the task with the highest priority
is chosen. As the priorities are different, FLB and ETF may

select a different task-processor pair to be scheduled. FLB per-

forms better because its priority scheme is dynamic, therefore
being more accurate.

Compared with MCP, FLB performs better or worse if ETF
performs better or worse, respectively. FLB performs better
than MCP for communication-intensive problems that have a
regular structure (e.g., Stencil or Laplace). For LU, which
involves many successive forks and joins, the relative perfor-
mance of FLB compared to MCP is lower. The reason is that
FLB, like ETF, does not consider future communication and
computation when taking a scheduling decision, which in this
case yields worse schedules. Finally, compared to DSC-LLB,
FLB performs consistently better.

7 Conclusion

In this paper, a new scheduling algorithm, called Fast Load
Balancing (FLB), is presented which is intended as a compile-
time scheduling algorithm for distributed-memory systems.
We prove that FLB uses the same criterion for task selection
and scheduling as ETF, which is to schedule at each iteration

the task starting the earliest. However, FLB'’s time complexity
of O(V (log (W) +1log (P)) + E) is drastically lower compared
to ETF'sO(W (E + V) P) complexity.

Experimental results indeed show that FLB obtains a com-
parable performance with ETF as well as MCP. Compared to
ETF, FLB performs equal or better in most of the cases, up
to 12% due to differences in the particular heuristic used to
break ties with respect to ready tasks that can start at the same
earliest time. FLB's tie breaking heuristic performs better be-
cause its priority scheme is dynamic, therefore being more ac-
curate. Compared with MCP, FLB performs better or worse if
ETF performs better or worse, respectively. Again, note that
MCP’s cost is much higher compared to FLB'’s cost. Further-
more, FLB has consistently better performance compared to
DSC-LLB, which has a higher cost compared to FLB'’s cost.
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] From the definitions ofLMT and EMT it follows that the
A Task Selection EMT term can be removed as stated by

In this appendix we prove that given a partial schedule and Vp€P, EST(tp)=max{LMT(t), PRT(p)} (7)

a set of ready tasks, the selection of a task starting the earliestt
is restricted to comparing only two cases. The two choices are
either (a) the EP type task with the minimum estimated start
time on its enabling processor, or (b) the non-EP task with the
minimum last message arrival time on the processor becoming
idle the earliest. The first choice clearly minimizes the EP type
tasks’EST. The second choice is proven to minimize the non-
EP type tasksEST. Consequently, selecting from these two
tasks the one starting the earliest guarantees that the earlieSf
starting task is chosen.

The next lemma states that a non-EP type task cannot star
earlier than itsLMT. To prove this, two cases have to be
considered. First, the start time on the task’s enabling pro-
cessor, which is greater than the processor ready time, canno
be greater tha. M T due to the definition of the non-EP type
task. Second, if the task is scheduled on any other processo
than the enabling processor, the tasks/T will be equal to
its LMT. Consequently, the task will startal/T the earliest.

The following theorem proves that the two task-processor
pairs considered by the FLB algorithm are sufficient to find the
earliest starting ready task. The first pair, consisting of the EP
type task with the minimunE ST (¢, EP(t)) on its enabling
processor, minimizes the start time of the EP type tasks. The
second pair consists of the non-EP type task with the minimum
MT(t) on the processor becoming idle the earliest. Corol-
ry 2 proves that the start time for the non-EP tasks has two
jndependent components, namély/ T’ (¢t) andP RT (p) which
re both minimized by the way the task and processor are se-

lected. As a consequence, the task-processor pair that deter-
ines the earliest start time can be found using only the two
ases mentioned above.

Theorem 3 Lett € V be aready task angd € P a processor
such that

EST(t,p) = in EST(ts,
Lemma 1 Lett € V be a non-EP type task. Then (t.p) L EVpaeP (b2, pa)

Vp€P, LMT(t) < EST(t,p) Thent and p are either (a) the EP type task with the min-
Let (¢ h : B . imum estimated start time=(ST (1, EP(tl)))_ on its enqbllng
in?ttic(;,ci; g(;)v[tTeitdﬁoriggdence correspondingB (). By de processoipy, or (b) the non-EP type tagk with the minimum
, , last message arrival timd{M T'(t2)) on the processor becom-
LMT(t) = FT(t') + comm(t ,t) (1) ing idle the earliest.

Proof

By definition of EM T it follows that Proof
a) t; is the earliest starting EP type task, simply by its
Vp # EP(t), FT(t')+comm(t' t) < EMT(t,p) < LMI(’Z()t) g(a?leétion criterion. 9 yp Ply by
. (b) t5 is the non-EP task with the lowestVM T andp, is the
From (1) and (2) it follows that processor with lowesPRT. From Corollary 2 it follows that
Vp# EP(t), EMT(t,p)=LMT(t) < EST(t,p) (3) t, is the earliest starting non-EP type task if scheduleg-on

By definition of a non-EP type task it follows that for From (a) and (b) it follows that the task-processor pair that
p=EP(t) determines the earliest start time can be found using only the
LMT(t) < PRT(EP(t)) < EST(t,EP(t)) (4 two cases mentioned above.
O

From (3) and (4) it follows that
Vpe P, LMT() < EST(t,p) 5)

O

We use the lemma to show that the start time of a non-
EP type task on a processop is the maximum ofLMT (t)
andPRT (p). LMT(t) can be used instead &fM T (¢, p), be-
causeL M T is always the greater of the two and as the previous
lemma statesL M T'(¢) is always less than the task start time
for a non-EP type task.



