
Learning Distributed Representations of Con
eptsfrom Relational DataAlberto Pa

anaro a.pa

anaro�qmul.a
.ukDept. of Medi
al Mi
robiology, Queen Mary University of London, UKhttp://www.gatsby.u
l.a
.uk/~alberto
Abstra
tIn this paper we dis
uss methods for general-izing over relational data. Our approa
h is tolearn distributed representations for the 
on-
epts that 
oin
ide with their semanti
 fea-tures and then to use these representationsto make inferen
es. We present Linear Re-lational Embedding (LRE), a method thatlearns a mapping from the 
on
epts into afeature-spa
e by imposing the 
onstraint thatrelations in this feature-spa
e are modeled bylinear operations. We then show that this lin-earity 
onstrains the type of relations thatLRE 
an represent. Finally, we introdu
eNon-Linear Relational Embedding (NLRE),and show that it 
an represent any relation.Results of NLRE on a small but diÆ
ultproblem show that generalization is mu
hbetter than the one obtained using ba
kprop-agation.1. Introdu
tionLet us imagine a situation in whi
h we have a set of
on
epts and a set of relations among these 
on
epts,and our data 
onsists of few instan
es of these relationsthat hold among the 
on
epts. We want to be ableto infer other instan
es of these relations. For exam-ple, if the 
on
epts are the people in a 
ertain family,the relations are kinship relations, and we are giventhe fa
ts "Alberto has-father Pietro" and "Pietro has-brother Giovanni", we would like to be able to infer"Alberto has-un
le Giovanni". Our ultimate aim is tobe able to take a large set of fa
ts about a domain andto be able to infer other \
ommon-sense" fa
ts withouthaving any prior knowledge about the domain.Re
ently we have introdu
ed a method 
alled LinearRelational Embedding (LRE) (Pa

anaro & Hinton,

2001) for solving this kind of problems. The approa
his grounded in the observation that real world rela-tions do not asso
iate 
on
epts in a random fashion,but rather 
on
epts relate to ea
h other depending on\what" they are, i.e. a

ording to their semanti
 fea-tures. For example, the relation ``has-mother'' re-lates a person to another whi
h must have the featuresof being one generation older than that person and fe-male. This gives us a starting point to try to solve ourproblem: if 
on
epts relate to ea
h other a

ording totheir features, then if we 
ould obtain a representa-tion of ea
h 
on
ept in terms of its features, togetherwith the 
orre
t rules for how su
h features intera
t, itshould possible to infer how 
on
epts relate. Our ap-proa
h to solving this problem is therefore to assumethe existen
e of stru
ture in the world and to learn aset of features for ea
h 
on
ept together with the ruleson how su
h features intera
t. We then use a rep-resentation of the 
on
epts in terms of these learnedfeatures to infer new instan
es of the relations.These ideas 
an be tra
ed ba
k to a paper by Hinton(1981), one of the �rst attempts to represent relationaldata in a 
onne
tionist network using distributed rep-resentations. Hinton 
hose the distributed represen-tation of ea
h 
on
ept to be the set of the semanti
features of that 
on
ept, and showed that a system
an exploit su
h distributed representations to pro-vide automati
 generalization. However he used hand-
oded representations and did not provide a satisfa
-tory method for learning them from the data. Fewmethods for devising su
h pattern for relational datahave been proposed, but are either limited in the typeof relations that they 
an represent, or 
annot gen-eralize very well (see for example Hinton, 1986; Mi-ikkulainen & Dyer, 1989). In the next se
tions weshall present methods that learn distributed represen-tations for 
on
epts and relations that 
oin
ide withtheir semanti
 features and we shall see that they pro-vide ex
ellent generalization performan
e.



2. Linear Relational EmbeddingLet us begin 
onsidering the 
ase in whi
h all the re-lations are binary. Our data then 
onsists of triplets(
on
ept1; relation; 
on
ept2), and the problem we aretrying to solve is to infer missing triplets when we aregiven only few of them. Inferring a triplet is equivalentto 
omplete it, that is to provide one of its elementsgiven the other two. In the following we shall trainsystems that provide the third element, given the �rsttwo.LRE learns a distributed representation for the 
on-
epts and the relations by embedding the 
on
epts ina spa
e where the relations between them are lineartransformations of their distributed representations.In other words, it represents ea
h 
on
ept as a learnedve
tor in a Eu
lidean spa
e and ea
h relationship be-tween the two 
on
epts as a learned matrix that mapsthe �rst 
on
ept into an approximation to the se
ond
on
ept.To get a 
avour for this approa
h, we start with avery simple task in whi
h the data 
onsists of 
on
eptswhi
h are integers in the set D = [0 : : :9℄ and relationsare the following modulo 10 operations among integersL = f+1;�1; +2;�2;+3;�3;+4;�4;+0g. Our datawill 
onsist of triplets of the kind (num1; op; num2)where num1; num2 2 D, op 2 L, and num2 is the re-sult of applying operation op to number num1; for ex-ample, for f(1;+1; 2); (4;+3; 7); (9;+3; 2); � � �g. Thereare 90 triplets for this problem. We would like to havea system that, when trained on some of these triplets,say half of them, is able to infer the other ones. Aswe anti
ipated earlier, LRE represents 
on
epts as n-dimensional ve
tors, relations as (n�n) matri
es, andthe operation of applying a relation to a 
on
ept (toobtain another 
on
ept) as a matrix-ve
tor multipli-
ation. If we think for a moment, we realize that so-lutions of this form do exist for this problem, sin
e itis easy to hand-
ode one for n = 2. In fa
t the num-bers 
an be represented by ve
tors having unit lengthand disposed as in �gure 1a, while the relations 
an berepresented by rotation matri
es R(�), where the rota-tion angle � is a multiple of 2�=10 (�rst row of table 1).The result of applying, for example, operation +3 tonumber 4, is then obtained by multiplying the 
orre-sponding matrix and ve
tor, whi
h amounts to rotat-ing the ve
tor lo
ated at 144 degrees by 108 degrees,thus obtaining a ve
tor at 252 degrees, whi
h repre-sents number 7. LRE is able to �nd a solution that isequivalent to this hand-
oded one, whi
h is shown in�gure 1b and in the se
ond row of table 1. LRE learnsthis solution by training on only half of the tripletsrandomly 
hosen from the 
omplete data set and on
e

it has learned this way of representing the 
on
epts andrelationships it 
an 
omplete all the triplets 
orre
tly.There are 2 di�erent phases of learning in LRE. Firstwe learn a distributed representation for the 
on
eptsand the relations. In order to use these distributed rep-resentations to infer new triplets, we then need to em-bed these representations into a probabilisti
 model.In the se
ond phase of the learning we learn the pa-rameters of this probabilisti
 model.2.1. Learning the distributed representationsLet us assume that our data 
onsists of C su
htriplets 
ontaining N distin
t 
on
epts and M bi-nary relations. We shall 
all this set of triplets C;V = fv1; : : : ;vNg will denote the set of n-dimensionalve
tors 
orresponding to the N 
on
epts, and R =fR1; : : : ; RMg the set of (n� n) matri
es 
orrespond-ing to theM relations. Often we shall need to indi
atethe ve
tors and the matrix whi
h 
orrespond to the
on
epts and the relation in a 
ertain triplet 
. In this
ase we shall denote the ve
tor 
orresponding to the�rst 
on
ept with a, the ve
tor 
orresponding to these
ond 
on
ept with b and the matrix 
orrespondingto the relation with R. We shall therefore write thetriplet 
 as (a
; R
;b
) where a
;b
 2 V and R
 2 R.The operation that relates a pair (a
; R
) to a ve
torb
 is the matrix-ve
tor multipli
ation, R
 � a
, whi
hprodu
es an approximation to b
. If for every triplet(a
; R
;b
) we think of R
 � a
 as a noisy version ofone of the 
on
ept ve
tors, then one way to learn anembedding is to maximize the probability that it is anoisy version of the 
orre
t 
ompletion, b
. We imag-ine that a 
on
ept has an average lo
ation in the spa
e,but that ea
h \observation" of the 
on
ept is a noisyrealization of this average lo
ation. Assuming thatthe noise is Gaussian with a varian
e of 1=2 on ea
hdimension and that all 
on
epts are equally probable,the posterior probability that R
 � a
 mat
hes 
on
eptb
 given that it must mat
h one of the known 
on
eptsis: P (b
jR
 � a
) = e�kR
�a
�b
k2Xvi2Ve�kR
�a
�vik2 (1)The probability of getting the right 
ompletion forea
h triplet in the data set is:CY
=1 e�jjR
�a
�b
jj2Xvi2Ve�jjR
�a
�vijj2 (2)A dis
riminative goodness fun
tion D, that 
orre-sponds to the log probability of getting the right 
om-
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Figure 1. Left: ve
tors of the hand-
oded solution for the Number Problem with n = 2. Right: ve
tors of a solutionfound by LRE. Only 45 triplets, 
hosen at random from the 90 possible triplets were used for training. During testing,the system was able to 
orre
tly 
omplete all the triplets for this problem.Table 1. Angles, expressed in degrees, of the rotation matri
es of the solutions to the Number Problem with n = 2,
orresponding to the ve
tors in �gure 1. The small errors of the LRE solution are due to the fa
t that only 45 tripletswere used during training.OPERATION -4 -3 -2 -1 +0 +1 +2 +3 +4Hand-
oded Solution -144 -108 -72 -36 0 36 72 108 144LRE Solution -143.95 -107.97 -72.02 36.04 0.00 36.04 72.02 107.97 143.95pletion, summed over all training triplets is therefore:D = CX
=1 log e�jjR
�a
�b
jj2Xvi2Ve�jjR
�a
�vijj2 (3)If one-to-many relations are present in our data, thenthe goodness fun
tion D needs to be slightly modi�edand be
omes:D = CX
=1 1k
 log e�kR
�a
�b
k2Xvi2V e�kR
�a
�vik2 (4)where k
 is the number of triplets in C having the �rsttwo terms equal to the ones of 
, but di�ering in thethird term1.1We would like our system to assign equal probabilityto ea
h of the 
orre
t 
ompletions. The dis
rete proba-bility distribution that we want to approximate is there-fore: Px = 1dPdi=1 Æ(bi � x) where Æ is the dis
retedelta fun
tion and x ranges over the ve
tors in V. Oursystem implements the dis
rete probability distribution:Qx = 1Z exp(�kR � a� xk2) where Z is the normalizationfa
tor. The 1=k
 fa
tor in eq.3 ensures that we are mini-mizing the Kullba
k-Leibler divergen
e between P and Q.

The distributed representations learned by maximizingD with respe
t to all the ve
tor and matrix 
ompo-nents provide good generalization (Pa

anaro & Hin-ton, 2000). However, when we learn an embedding bymaximizingD, we are not making use of exa
tly the in-formation that we have in the triplets. For ea
h triplet
, we are making the ve
tor representing the 
orre
t
ompletion b
 more probable than any other 
on
eptve
tor given R
 �a
, while the triplet states that R
 �a
must be equal to b
. The numerator of D does exa
tlythis, but we also have the denominator, whi
h is ne
es-sary in order to stay away from the trivial 0 solution2.We noti
ed however that the denominator is 
riti
alat the beginning of the learning, but as the ve
torsand matri
es di�erentiate we 
ould gradually lift thisburden, allowing PC
=1 kR
 � a
 � b
k2 to be
ome thereal goal of the learning. To do this we modify the dis-
riminative fun
tion to in
lude a parameter �, whi
h2The obvious approa
h to �nd an embedding would beto minimize the sum of squared distan
es between R
 � a
and b
 over all the triplets, with respe
t to all the ve
torand matrix 
omponents. Unfortunately this minimization(almost) always 
auses all of the ve
tors and matri
es to
ollapse to the trivial 0 solution.



is annealed from 1 to 0 during learning3:G = CX
=1 1k
 log e�kR
�a
�b
k2[Xvi2Ve�kR
�a
�vik2 ℄� (5)During learning this fun
tion G (for Goodness) is max-imized with respe
t to all the ve
tor and matrix 
om-ponents.2.2. Learning the probabilisti
 modelOn
e we have obtained the distributed representationsfor the 
on
epts and the relations by maximizingG, weneed a prin
ipled way to use these representations tosolve our generalization problem, that is to 
ompletea given triplet. This is made diÆ
ult by the fa
t thatfor most datasets there exist triplets whi
h 
annot be
ompleted using the available data, for whi
h the 
or-re
t 
ompletion should be \don't know"; the systemneeds a way to indi
ate when a triplet does not admita 
ompletion.Therefore, after having found distributed representa-tions for the 
on
epts by maximizing G, in order touse these representations to infer new triplets we em-bed them into a probabilisti
 model. The probabilisti
model will have, for ea
h relation, a mixture of N iden-ti
al spheri
al Gaussians ea
h 
entered on a 
on
eptve
tor and a Uniform distribution. The Uniform dis-tribution will take 
are of the "don't know" answersand will be 
ompeting with all the other Gaussians,ea
h representing a ve
tor 
onstituting a 
on
ept inour data set. For ea
h relation the Gaussians havedi�erent varian
es and the Uniform distribution a dif-ferent height. The parameters of this probabilisti
model are, for ea
h relation R, the varian
es of thespheri
al Gaussians �R and the relative density un-der the Uniform distribution, whi
h we shall write asexp(� r2R2�2R ). These parameters are learned using a vali-dation set, whi
h will be the union of a set of 
omplete-able triplets P and a set of un
omplete-able ones N;that is P = fap; Rp;bpgPp=1 and N = faq ; Rq;?gQq=1where ? indi
ates the fa
t that the result of applyingrelation Rq to aq does not belong to V .We learn a value for �R and rR, by maximizing thefollowing dis
riminative goodness fun
tion F over the3For one-to-many relations we must not de
rease thevalue of � all the way to 0, be
ause this would 
ause some
on
ept ve
tors to be
ome 
oin
ident. This is be
ause theonly way to make R
 � a
 equal to k
 di�erent ve
tors, isby 
ollapsing them onto a unique ve
tor.

validation set4:F = QXq=1 log UU + Xvi2V exp(�kRq � aq � vik22�2R )+ PXp=1 1kp � log exp(�kRp�ap�bpk22�2R )U + Xvi2V exp(�kRp � ap � vik22�2R )(6)where U = exp(�r2R=2�2R) and, as before, kp is thenumber of triplets in P having the �rst two elementsequal to the ones of p, but di�ering in the third one.Thus for ea
h triplet in P we maximize the probabilitythat the ve
tor Rp � ap is generated from the Gaussian
entered on bp, while for ea
h triplet in N, we maxi-mize the probability that the ve
tor Rq �aq is generatedfrom the Uniform distribution.Having learned these parameters, in order to 
ompleteany triplet (R; a; ?) we 
ompute the probability dis-tribution over ea
h of the Gaussians and the Uniformdistribution given R � a. The system then 
hooses a
on
ept ve
tor or the "don't know" answer a

ordingto those probabilities, as the 
ompletion to the triplet.2.3. Details of the learning pro
edureWe learn the distributed representations for the 
on-
epts and the relations by maximizing G with respe
tto all the ve
tor and matrix 
omponents. These areinitialized to small random values. One ar
hite
turalde
ision to be made is the 
hoi
e of the dimensionalityof the 
on
ept ve
tors. We normally 
hoose this valueempiri
ally, and we have found that the generalizationperforman
e of the solutions does not 
riti
ally dependon 
hoosing a spe
i�
 dimensionality. Also the anneal-ing s
hedule for the � parameter does not appear tobe a 
riti
al fa
tor and we normally got good solu-tions for a wide variety of settings. In our experiments,when maximizing G all the ve
tor and matrix 
ompo-nents were updated simultaneously at ea
h iteration.One e�e
tive method of performing the optimizationis 
onjugate gradient.When learning the probabilisti
 model for the 
on
eptsand the \don't know" answer, we use a simple steepestdes
ent, with a very small step size, and no momen-tum. We learn both the �R and the rR in the log do-main, to make sure that neither of these measures willbe
ome negative. The validation set used to learn theparameters of the probabilisti
 model does not need4During this phase, only the �R and rR parameters arelearned. All the ve
tors and matrix 
omponents are kept�xed, as found at the end of the maximization of G.



to be large: we normally use sets 
ontaining just few
omplete-able and un
omplete-able triplets per rela-tion. With LRE the most diÆ
ult part of the learningis to learn the distributed representations for the 
on-
epts; on
e this is done, we just need to adjust thefew parameters of the probabilisti
 model, and a smallvalidation set is suÆ
ient for this purpose.All the experiments presented in the following se
tionwere repeated several times, starting from di�erentinitial 
onditions and randomly splitting training andtest data. In general the various solutions found by thealgorithm given these di�erent 
onditions were equiv-alent in terms of generalization performan
e. Bothphases of learning are very fast: the algorithms usually
onverged within a few hundred iterations, and rarelygot stu
k in poor lo
al minima. This took few min-utes for the largest problems whi
h we shall present inthe next se
tions when running our Matlab 
ode on a1.6Ghz Intel Pentium 4.3. LRE ResultsOne problem on whi
h LRE has been tested isthe Family Tree Problem (Hinton, 1986). In thisproblem, the data 
onsists of people and rela-tions among people belonging to two families, oneItalian and one English (Figure 2, left). Us-ing the relations ffather, mother, husband, wife,son, daughter, un
le, aunt, brother, sister,nephew, nie
eg there are 112 triplets of the kind(person1; relation; person2). Figure 2 (right) showsthe distributed representations for the people obtainedafter training with LRE using all the 112 triplets. No-ti
e how the Italians are linearly separable from theEnglish people and symmetri
 to them; the se
ond andthird 
omponents of the ve
tors are almost perfe
t fea-tures of generation and nationality respe
tively.In a di�erent experiment, after learning a distributedrepresentation for the entities in the data by maxi-mizing G using 88 triplets, we learned the parame-ters of the probabilisti
 model by maximizing F overa validation set 
onstituted by 12 
omplete-able and12 un
omplete-able triplets. The resulting system wasable to 
orre
tly 
omplete all the 288 possible triplets(R; a; ?). Figure 3 shows the distribution of the prob-abilities when 
ompleting one 
omplete-able and oneun
omplete-able triplet in the test set. The general-ization a
hieved is mu
h better than that obtained byany other method on the same problem. The neuralnetworks of Hinton (1986) and O'Reilly (1996) typi-
ally made one or two errors when 4 triplets were heldout during training; Quinlan's FOIL (Quinlan, 1990)
ould generalize almost perfe
tly when 4 triplets were

omitted from the training set.LRE seems to s
ale up well to problems of bigger size.We have used it on the Large Family Tree Problem,a mu
h bigger version of the Family Tree Problem,where the family tree is a bran
h of the real familytree of the author 
ontaining 49 people over 5 gener-ations. Using the same set of 12 relations used in theFamily Tree Problem, there is a total of 644 
omplete-able triplets. After learning using a training set of 524
omplete-able triplets, and a validation set 
onstitutedby 30 
omplete-able and 30 un
omplete-able triplets,the system is able to 
omplete 
orre
tly almost all thepossible triplets. When many 
ompletions are 
orre
t,a high probability is always assigned to ea
h one ofthem. Only in few 
ases is a non-negligible probabil-ity assigned to some wrong 
ompletions.Hierar
hi
al Linear Relational Embedding (HLRE)(Pa

anaro & Hinton, 2001) is an extension of LREthat 
an be used e�e
tively to �nd distributed repre-sentations for hierar
hi
al stru
tures. The generaliza-tion performan
e obtained by HLRE is mu
h betterthan the one obtained using RAAMs (Polla
k, 1990)on similar problems.3.1. Adding new 
on
epts and relationsAn important question is how easily we 
an add newinformation to a solution that LRE has learned fora 
ertain set of tuples. In other words, let us imaginethat we have already found distributed representationsfor the 
on
epts and the relations in a 
ertain data set.How easily 
an LRE adapt these representations inorder to in
orporate new tuples involving new 
on
eptsor new relations?We 
arried out a series of experiments in whi
h �rstwe learned an embedding using a set of triplets 
on-taining a 
ertain set of 
on
epts. Then, we added oneor more triplets involving a new 
on
ept, and 
he
kedhow well LRE was able to modify the existing solu-tion to in
lude the new 
on
ept. The author's fatherappears in 14 triplets of the Large Family Tree Prob-lem des
ribed above. We 
reated a redu
ed data setfor that problem, by ex
luding those triplets. The dis-tributed representation obtained in 8D training on theremaining 630 triplets is shown in Figure 4(top). No-ti
e how the system has 
learly re
ognized the divi-sion between males and females, and the generationea
h person belongs to. Several features are partiallyidenti�able with some of the ve
tor 
omponents: forexample the 7th 
omponent (row) is positive for these
ond generation females who had 
hildren, and neg-ative for the other ones; the 5th 
omponent is neg-ative for the third generation females who belong to
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Figure 2. Left: Two isomorphi
 family trees. The symbol \=" means \married to". Right Top: layout of the ve
torsrepresenting the people obtained for the Family Tree Problem in 3D. Ve
tors end-points are indi
ated by *, the ones in thesame family are 
onne
ted to ea
h other to make them more visible. Right Bottom: Hinton diagrams of the 3D ve
torsshown above. White squares stand for positive values, bla
k for negative values, and the area of the squares en
odes themagnitude of the value. The ve
tor of ea
h person is a 
olumn, ordered a

ording to the numbering on the tree diagramon the left.
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Figure 3. Distribution of the probabilities assigned to ea
h 
on
ept for one 
omplete-able (left) and one un
omplete-able(right) triplet written above ea
h diagram. The 
omplete-able triplet has two 
orre
t 
ompletions but neither of thetriplets had been used for training. Bla
k bars from 1 to 24 are the probabilities of the people ordered a

ording to thenumbering in Figure 2. The last gray bar on the right, is the probability of the \don't know" answer.one bran
h of the tree, and positive for those belong-ing to the other bran
h; the exa
t reverse happens forthe last 
omponent of the males belonging to the 4thgeneration. It was then suÆ
ient to add the triplet(Alberto; father; Pietro) and 
ontinue training thesystem for only 80 iterations to obtain the solutionshown in Figure 4(bottom). This solution 
an 
om-plete 
orre
tly ea
h of the 644 triplets of the LargeFamily Tree Problem.We also looked at how well LRE manages to in-
orporate new relations into an existing solution.We 
reated a redu
ed data set of the Family TreeProblem 
ontaining 11 relations fhusband, wife,mother, son, daughter, brother,sister, nephew, nie
e, un
le, auntg, thus omit-ting the relation father. After using this redu
ed setto train a solution with LRE, we added to the data setfew triplets involving the father relation, and 
ontin-

ued the learning. Adding just 4 triplets LRE was ableto learn the father relation and to adapt the exist-ing solution in about 50 iterations. The new solution
ould 
omplete all the 112 triplets of the Family TreeProblem.An interesting question is how LRE 
an adapt a so-lution to in
lude new sets of data involving the samerelations, but a di�erent group of 
on
epts whi
h arenot related to the ones previously learned. To do thiswe tried to learn the English family �rst, and thento add the Italian family. The results are ex
ellent.After having learned a solution for the 56 triplets re-lating the English people, less than 100 iterations werealways suÆ
ient to learn a distributed representationfor all the Italian people, whi
h satis�ed all the 112triplets of the Family Tree Problem. Figure 5(left)shows the solution obtained training LRE using theEnglish family only, while 5(right) shows how the solu-
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males femalesFigure 4. Top: Hinton diagrams of the ve
tors obtained af-ter learning the Large Family Tree Problem using the 630triplets that did not 
ontain the author's father. Ea
h 
ol-umn represents a person. The twelfth 
olumn, that shouldhave been o

upied by the author's father, is �lled withzeros (and therefore appears empty). The �rst 22 ve
torsrepresent the males and the others the females in the familytree. The numbers denote the generation of the tree theybelong to. Bottom: the solution found after 80 iterationsstarting from solution shown above, after having added thetriplet (Alberto; father; Pietro) to the data set.tion was adapted to in
lude the Italian family. Noti
ehow the English family almost did not 
hange whiletraining the Italian family, and that the resulting Ital-ian family is just a rotation of the English family withrespe
t to the origin.When we tried to learn many families at on
e, startingfrom the solution found previously for the English fam-ily alone, less than 100 iterations were always suÆ
ientfor LRE to adapt the solution to in
lude isomorphi
Italian, Fren
h and German families simultaneously.Again, ea
h of these families was a rotated and s
aledversion of the English family previously learned.Finally we tried to learn a distributed representationfor the Italian family starting from the solution foundfor the English family alone, but using only few ofthe 56 triplets available for the Italians. As few as18 triplets proved to be suÆ
ient in order to learn arepresentation for the Italian family that was able to
orre
tly 
omplete all the 112 triplets in the family treedata set. Again, learning was extremely fast, requiringless than 100 iterations.3.2. Comparing LRE with FOILA di�erent approa
h to try to solve the problem ofgeneralizing over relational data is the symboli
 one.For example, FOIL (Quinlan, 1990) assumes that rela-tional information 
an be represented as a set of predi-
ates and learns a de�nition of ea
h predi
ate in termsof the other predi
ates and itself. This is parti
ularly

interesting when the data 
ontain a set of basi
 pred-i
ates: FOIL is then able to learn predi
ates that 
anbe expressed as a 
ombination of the basi
 ones. Thede�nitions whi
h are learned are very similar to Horn
lauses and will then hold for any other set of data.The approa
h taken by LRE is quite di�erent, sin
e itlearns a distributed representation for both relationsand 
on
epts for a given, spe
i�
 training set. Rela-tions are now seen as fun
tions rather than predi
ates:the result of applying a relation to a 
on
ept is another
on
ept. Relations are represented as linear mappingsbetween 
on
epts in some ve
tor spa
e. The idea be-hind the s
enes is that the distributed representationshould make expli
it the semanti
 features impli
it inthe data: ea
h 
on
ept is a 
ombination of semanti
features, and relations 
ompute an approximation tothe features of one 
on
ept from the features of an-other.Let us see how FOIL and LRE 
ompare in terms oflearning and generalization performan
e. FOIL 
anlearn the de�nition of a predi
ate only when it is pos-sible to de�ne that predi
ate in terms of the predi
atesavailable. Thus, if in the family tree example the data
ontains only the predi
ates: parent, 
hild and spouse,FOIL 
ould not possibly learn a de�nition for mothersin
e the predi
ates available do not 
arry informationabout the sex of a person, whi
h is fundamental in or-der to de�ne mother. This is irrelevant to LRE, whi
his able to learn a predi
ate, no matter what the otherpredi
ates are.As regards generalization performan
e, given a set ofdata, LRE is able to learn a representation that pro-vides perfe
t generalization on that set of data withmany more missing triplets than FOIL: as we men-tioned earlier, the generalization results of LRE pre-sented here on the Family Tree Problem are betterthan the 78 out of 80 when testing on 4 triplets ob-tained by Quinlan (1990) for the same problem. Onthe other hand, the de�nitions for the predi
ates whi
hare found by FOIL have the advantage to be general,not spe
i�
 to the set of data from whi
h they arelearned. Thus it is e�ortless to use them on new data,while LRE needs a little additional learning for thenew 
on
ept ve
tors, as we have seen earlier in thisse
tion.It would be interesting to be able to 
ombine the highgeneralization 
apabilities of LRE together with theadvantages provided by logi
al de�nitions of the pred-i
ates. One way to a
hieve this is to 
ouple LRE withFOIL. First we 
an use the LRE solution to in
reasethe set of available data. To do this, for every 
on
eptve
tor a and every relation R we 
ompute the dis
rete
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Figure 5. Left: the solution obtained training LRE with the English family alone. Right: the solution obtained aftermodifying the solution on the left to in
lude the Italian family. Ve
tors are represented by *, the ones in the same familytree are 
onne
ted to ea
h other to make them more visible.probability distribution of ea
h of the 
on
ept ve
torsand the Uniform distribution given R � a a

ording toour probabilisti
 model. Then, for ea
h 
on
ept ve
-tor k to whi
h the system assigns a suÆ
iently highprobability, the triplet (a; R;k) 
ould be added the tothe data set. Therefore we would end up with a biggerdata set of triplets. At this point we 
ould use FOILto extra
t logi
al rules from these triplets. A

ordingto the results presented here, using this method wewould be able to extra
t logi
al rules for the FamilyTree Problem from a data set from whi
h 28 tripletsare missing, instead of the 4 triplets over whi
h FOILis able to generalize: the LRE \pre-pro
essing" would
ome up with all the 112 triplets, and from these FOIL
ould extra
t all the Prolog rules. Thus using thismethod we would obtain the 
orre
t logi
al de�nitionsof the predi
ates starting from only 88 triplets | thusgeneralizing 7 times better than if we used FOIL alone.4. Representational 
apabilities andlimitations of LREIt is possible to prove that, as long as we 
onsider onlybinary relations, given a suÆ
ient number of dimen-sions, there always exists an LRE-type of solution thatsatis�es any set of triplets (Pa

anaro, 2002). Thismeans that, no matter how many 
on
epts we havein our data set, and how many binary relations be-tween these 
on
epts hold simultaneously, there willalways exist a mapping from the 
on
epts into a spa
ewhere these binary relations are linear transformations| although the spa
e might need to be very high-dimensional.

The extension to higher arity relations, however, isnot straightforward. In this 
ase, our data 
onsistsof (m+1)-tuples, of the kind f
on
ept1, 
on
ept2, � � �,
on
eptm�1, Relation, 
on
eptmg, and the problem weare trying to solve is again to infer the missing tupleswhen we are given only few of them, that is to 
om-plete the last element of the (m + 1)-tuples given them previous ones. We 
ould extend LRE in order tohandle m-arity relations by simply 
on
atenating the�rst (m�1) 
on
ept ve
tors in ea
h tuple into a singleve
tor and then maximizing G as before. However, thefa
t that the transformations between distributed rep-resentations are 
onstrained to be linear, 
arries withit a fundamental limitation when we try to learn rela-tions of arity higher than 2. To see this, we 
an thinkof the solutions that LRE �nds as a set of one-layerneural networks of linear units, one network for ea
hrelation in our problem; during learning we learn boththe weights of these networks, and the input and out-put 
odes, with the 
onstraint that su
h 
odes mustbe shared by all the networks. Linear neural networks
an only represent and learn fun
tions whi
h are lin-early separable in the input variables. This limitationtransfers to LRE whi
h will only be able to learn adistributed representation for a small 
lass of relationswith arity greater than 2. Let us look at some 
lassi
alexamples. We 
an think of the Boolean fun
tions astwo-to-one (ternary) relations, where the Boolean val-ues [0; 1℄ are the 
on
epts. LRE 
an �nd a solution forthe AND fun
tion (see Figure 6, left). However, LRE
annot learn the XOR problem, whi
h would requiretwo disjoint regions with a high probability of obtain-ing 
on
ept 1. As it happens for one layer per
eptrons,
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Figure 6. Probability assigned to 
on
ept 1 for the points in a region of the plane for a solution to the AND Booleanfun
tion using LRE (left) and to the XOR Boolean fun
tion using NLRE (right). The four points 
orresponding to (1; 1),(0; 1) (1; 0) and (0; 0) are marked by a 
ir
les and 
rosses. Probabilities are 
omputed based on a probabilisti
 modelwhi
h has a spheri
al Gaussian with varian
e equal to 1=2 
entered on ea
h 
on
ept.LRE 
an only 
apture the pairwise 
orrelation betweeninput and output variables: it will not be able to learnrelations for whi
h su
h 
orrelation is 0 while all theinformation is of higher order.5. Non-Linear Relational EmbeddingThe standard way to over
ome the limitation of one-layer networks, is to add a hidden layer of non-linearunits. In a similar way we 
an obtain a non-linearversion of LRE, whi
h we have 
alled Non-Linear Re-lational Embedding (NLRE). For ea
h relation we in-trodu
e an extra layer of hidden units with a bias, h,and an extra set of weights, S (see Figure 7 (left)). Thehidden units will have a non-linear a
tivation fun
tion| we have used the sigmoid fun
tion. Equation 5 be-
omes:G = CX
=1 1k
 log e�kS
��(R
�A
+h
)�b
k2[Xvi2Ve�kS
��(R
�A
+h
)�vik2 ℄� (7)where A
 denotes the ve
tor resulting from 
on
ate-nating ve
tors a1; � � � ; am�1 representing the �rst (m�1) 
on
epts in tuple 
, and � indi
ates the sigmoidfun
tion. During learning we maximize G with respe
tto the matri
es, R
, S
, the biases of the hidden units,h
 and the distributed representation of the 
on
epts,while annealing �. As for LRE, after optimizing G we
an learn the parameters of a probabilisti
 model, �Rand rR, by maximizing:F = QXq=1 log exp(� r2R2�2R )exp(� r2R2�2R ) + Xvi2VGq(A;R;vi)

+ PXp=1 1kp � log exp(�kSp � �(Rp �Ap + hp)� bpk22�2R )exp(� r2R2�2R ) + Xvi2VGp(A;R;vi)where:Gq(A;R;vi) = exp(�kSq � �(Rq �Aq + hq)� vik2=2�2R)Gp(A;R;vi) = exp(�kSp � �(Rp �Ap + hp)� vik2=2�2R)NLRE 
ontains LRE as a spe
ial 
ase, and with a suf-�
ient number of hidden units is able to represent anyrelation. Figure 6(right) shows a solution to the XORproblem found using NLRE.We 
an see NLRE as a variation of the ba
kpropaga-tion algorithm that allows the neural network to learnthe weights and the biases of the units as well as a dis-tributed representation of the input and output ve
-tors. This 
an lead to a mu
h better generalizationperforman
e sin
e the system will 
hoose to representsthe inputs and the outputs using those features thatare relevant to the problem.To show this, we 
an use NLRE to solve the FamilyTree Problem, this time thinking of ea
h person andea
h kinship relation as a 
on
ept, and having onlyone \relation" that maps a pair (person1; kinship-relation) onto the third person of the triplet. Trainingusing only 100 triplets, NLRE is able to �nd a solutionthat 
an 
omplete all the 112 triplets in the data setusing ve
tors in 3D. Figure 7 (right) shows the ve
-tors representing ea
h of the persons and the kinshiprelations. It is important to realize that this NLRE ar-
hite
ture is equivalent to the ba
kpropagation ar
hi-te
ture used by Hinton (1986) to solve the same prob-
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tors representing the people and the kinship relations obtained using NLRE for the Family Tree Problem in 3D.Ve
tors end-points are indi
ated by *; the ones belonging to the same family and the ones representing the relations are
onne
ted to ea
h other to make them more visible.lem. However, NLRE 
an generalize 3 times better:this is due to the fa
t that NLRE learns a distributedrepresentation of the input and output ve
tors.The training of NLRE is in general more involved thanthe training of LRE sin
e the model has many moreparameters. Moreover, while for LRE the user hasjust to 
hoose the size of the distributed representa-tion of the 
on
epts, with NLRE the user has also to
hoose the size of the hidden layer of the relations, andeventually a weight de
ay parameter. However, in theexperiments that we have 
arried out, 
onvergen
e wasusually quite fast, and the system seldom got trappedin poor lo
al minima. As for LRE, we 
an build a hi-erar
hi
al version of NLRE that 
an learn distributedrepresentations for stru
tured data (Pa

anaro, 2002).6. Dis
ussionIn this paper we have dis
ussed methods for general-izing over relational data. The approa
h has been tolearn proper distributed representations for 
on
eptsand relations that 
oin
ide with their semanti
 fea-tures and then to use these representations to makeinferen
es.Linear Relational Embedding learns a mapping fromthe 
on
epts into a feature-spa
e by imposing the 
on-straint that relations in this feature-spa
e are modeledby linear operations. LRE shows ex
ellent general-ization performan
e. The results on the Family TreeProblem are far better than those obtained by any pre-

viously published method. Results on other problemsare similar.We have dis
ussed the representational 
apabilities ofLRE, and parti
ularly we have shown that extendingLRE to relations of arity greater than 2 is limited inthe type of relations that it 
an represent.We have introdu
ed NLRE, a method that �nds dis-tributed representations for the 
on
epts allowing therelations to be non-linear transformations in feature-spa
e. We 
an see NLRE as a variation of the ba
k-propagation algorithm that allows the neural networkto learn a distributed representation of the input andoutput ve
tors as well as the weights and the biasesof the units. As � approa
hes 0, NLRE be
omes the
lassi
al ba
kpropagation algorithm (with the di�er-en
e that the representations for the input and out-put ve
tors are also learned) with sum-of-squares errorfun
tion | however, nothing prevents us from using adi�erent error fun
tion.We believe that NLRE is a powerful method, that
ould be quite e�e
tive for all those tasks in whi
hinput and output ve
tors belong to 
ertain prede�ned
lasses. Often this kind of problem is solved using anMLP trained with ba
kpropagation, after the user has
hosen a ve
tor 
odi�
ation for the inputs and the out-puts elements in the training pairs | a typi
al 
hoi
ebeing the one-out-of-n 
odi�
ation. If instead of hav-ing the user 
hoose su
h 
odes, we learn appropriatedistributed representations for the input and outputelements (together with the weights of the network),



this 
an lead to mu
h better generalization. In fa
t thesystem will be performing a 
lever, automati
 kind offeature extra
tion, in whi
h it 
hooses to representsthe inputs and the outputs using those features thatare relevant to the problem. The results on the Fam-ily Tree Problem show that generalization using NLRE
an be mu
h better than those a
hieved by just learn-ing the weights of the MLPs.Moreover, sin
e the system will �nd a distributed rep-resentation a

ording to the relations binding inputand output elements, it will assign similar represen-tations to elements whi
h are semanti
ally similar a
-
ording to those relations. And for many problemswe 
an assume that the non-linear mapping betweeninputs and outputs will be a smooth fun
tion of theirfeature values, and a small 
hange in the input elementfeatures should indu
e small 
hanges in the output el-ement features. Therefore, although the size of thetraining set will be limited, learning the input-outputweights on a parti
ular training 
ase will improve theperforman
e of a 
ombinatorial number of other 
ases,not 
ontained in the training set. This point has re-
ently been made very 
lear by a most interesting workby Bengio et al.(2000). In this paper the authors pro-pose an approa
h for learning the 
onditional proba-bility of the next work given few previous words whi
hlearns a distributed representation of the words in thetext.A
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