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Abstract

Hardware memory caches improve memory access speed by taking advantage of the tem-
poral and spatial locality common to most memory references. By assuming that access
patterns exhibit these localities, hardware designers can optimize caches design, creating
systems in which more than 95% of memory references in an average program need not
access main memory.

Exceptions occur in which caches display alternative access patterns which are not
efficiently processed by the cache. Read-once memory accesses are one such exception.
This exception occurs during multimedia playback and distributed scientific computation
internode communication. It results in unnecessary cache pollution and increased cache
conflict misses.

We introduce a theoretical modification to the cache called noTime which enables a
read-once mode for the on chip cache. This mode disables those cache functions designed
to take advantage of temporal locality, while preserving the spatial locality advantages
offered by the cache.

We examine the effect of simulated read-once memory accesses on the performance
of a standard computer, and the performance of noTime in the same environment. We
present results supporting the viability of noTime as a means to improve performance in
most situations involving read-once memory accesses.
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Chapter 1

Introduction

The hardware cache optimizes memory accesses following standard access patterns, which
include both temporal and spatial locality. In instances where memory accesses do not
follow normal access patterns, room for improvement in cache performance exists. In-
struction references and data references interact in a way not predicted by temporal and
spatial localities of reference. To improve performance in this case, we use a split cache.
We examine another special case of access patterns, that of read-once memory accesses.

Our work with read-once memory accesses is motivated by the cache effects of message
passing on machines running distributed scientific computations. Read-once memory ac-
cesses also occur elsewhere, notably in multimedia applications and programs processing
configuration files.

We begin by providing some background information to establish a framework for
cache analysis, and supply an outline for how systems performing distributed scientific
computation function and interact with the cache. We investigate an improvement to
hardware design and then compare the performance of the improved system to the per-
formance of the traditional hardware. Our results are based on a selection of SPEC2000
Integer benchmarks with simulated read-once accesses.



Chapter 2

Cache Background

2.1 The Cache

2.1.1 Cache Overview

Since 1987, processor speed has increased by 55% every year, whereas memory speed
has increased by 7% per year [11, 17]. These trends are shown in Figure 2.1. When the
processor requires data from memory, all processing must halt until the data is loaded
into the processor. To bridge this gap and keep processors from sitting idle waiting for
memory access, modern day computers utilize one or more small banks of fast memory
called a cache. In this section we examine the role and design of the cache. We then
survey common means employed through or alongside the cache to improve performance.
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Figure 2.1: Relative memory throughput and processor speed since 1980 [17].
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(3)

Variable Declarations:
@ int i;
String Question;
String Hint;
String[8] Responses;

‘ .

I Question

Figure 2.2: Compilers will allocate contiguous memory (2) for program variables (1). This
memory is separated into cache blocks. When a variable in the block is first referenced,
the entire memory block is loaded into the cache (3).

2.1.2 Locality of Reference

When a program accesses one address in memory, subsequent memory accesses are likely
to be close to the address already accessed. This property is called spatial locality. Arrays
of data are naturally arranged in this manner, and modern compilers will arrange instance
variables and instructions similarly, to maximize the ability of caches to utilize this locality.

When we load any data from memory, we load the entire block surrounding this data
(Figure 2.2). We perform this loading by pipelining sequential memory requests through
the data bus. These pipelined requests will begin with the block offset of the piece of data
requested, and fill the rest of the block afterwards. Since the majority of the access time
to memory is spent scanning for the correct address on the disk, fetching the entire block
adds only a reduced marginal cost to access time.

Programs typically perform the same actions repeatedly. Most of a program’s lifetime is
spent in loops, referencing the same variables and executing the same code. This behavior
generates memory references with a high degree of temporal locality. We will call the set
of instructions and data repeatedly referenced in one of these loops the cache working set.
An instruction or piece of data referenced in the cache working set will likely be referenced
again in the near future. If the entire cache working set can be simultaneously stored in the
cache, the processor can operate without loading data from memory until the completion
of the loop, when its cache working set changes (Figure 2.3).

The memory access patterns generated by most programs exhibit both temporal and
spatial locality. Caches found in general purpose computers are designed to take advantage
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For(inti = 10; i<15; i++){
- count = count + 1;
time = time —1;
}
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Figure 2.3: Each of these memory blocks is mapped to a cache line through a modular
mapping function. After each is loaded into the cache, the loop can execute without refer-
encing main memory because of the temporal locality of the access patterns generated by
the loop.

of these localities. To take advantage of the temporal locality of the accesses, we divide
our cache into a number of cache lines. In a simple cache, each cache line would hold one
cache block. Thus, a 16K cache of this type with a 1k block-size would consist of 16 cache
lines. Each block in memory has a block number which can be calculated by examining
the z bits of its address larger than the block-size, where x is equal to the log, of the cache
size (Figure 2.4). Thus, consecutive blocks in memory will be mapped to different lines,
and we will not cause conflicts in the cache when we iterate through data.

2.2 Cache Analysis

On cache equipped systems, when a processor receives a memory request, instead of load-
ing the data from memory, it queries the much faster cache. If the word requested lies on
the appropriate cache line, a cache hit occurs and the processor loads this word quickly.
Otherwise a cache miss occurs and the cache loads the block containing the requested
word from memory at a much lower rate, evicting some existing line from the cache. The
block remains available in the cache until replaced [20].

This basic cache framework allows the cache to take advantage of both the temporal
and spatial locality typical of memory references. The average execution time F of a
memory access depends on the hit time to the cache (H), the miss rate of the cache (M,)
and the miss penalty of accessing memory (1/,) and can be represented by Equation 2.1 [2,
17].

E=H-+ M, *M, (2.1)

Thus, to improve cache speed, we must either reduce the hit time, decrease the miss rate
or reduce the miss penalty. A variety of methods improve these three times; no single
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Figure 2.4: A simplified model of the separation of a memory address into cache line, block
offset and high order bits. The number of bits used to specify the cache line is equal to log,
of the cache size.

improvement helps more than one time. A selection of improvements are described below,
along with the tradeoffs for their execution effects.

2.2.1 Reducing Miss Rate

Cache misses fall into one of three categories: [17]

e Compulsory - The block has not been accessed yet in this execution, and thus cannot
have been resident in the cache.

e Capacity - The cache is not large enough to contain all blocks necessary for execution;
this miss is generated because the block referenced has been discarded due to a full
cache.

e Conflict - Another block is mapped to the same location, forcing the non-full cache to
discard this block rather than discarding another more suitable block.

Associativity

To decrease the miss rate of the cache, we can increase the associativity of the cache.
The associativity measures the number of different cache lines in which a given memory
address may reside. For example, the cache discussed above was a 1-way set associative
cache, also known as a direct mapped cache. Associativity increases by powers of two. In
a fully associative cache, any memory block can be mapped to any cache line. In practice,
an 8-way set associative cache is used in place of a fully associative cache.

10
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Figure 2.5: In a two way set associative cache, each memory block may be mapped to one
of two cache lines. This more flexible mapping allows the cache to avoid some conflict
misses at a cost of increased cache hit time.

When the processor requests a memory address from a 2-way set associative cache, the
memory block maps to two cache lines. The processor checks each of these cache lines for
the memory block, then loads the block from memory if it is not available in either line.

Associative caches decrease the cache miss rate by reducing the number of conflict
misses, but increase the cache hit time. Many first level caches are direct mapped, but
second level caches (Section 2.2.2) and other caches have higher associativities if the per-
formance tradeoff is suitable [14].

Replacement Policy

In the simplest mapping, a direct mapped cache, each memory block can only be mapped
to one cache line, making replacement policy choice irrelevant. All caches which are not
direct mapped require a more complex replacement policy scheme to determine which
line to replace. These replacement policies are referenced whenever a block can map to
multiple cache lines. Three common replacement policies are listed below.

e Least Recently Used (LRU) - the least recently accessed line is replaced.
e First In First Out (FIFO) - The longest lived line is replaced.

e Random - A randomly chosen line from those eligible is replaced.
LRU is the most effective policy; however, it increases the execution time of the cache.
Random is fastest but less effective. FIFO is less effective than either of the others. Random
and LRU are most commonly used.

Split Cache

Programs can be divided into a stream of instructions performed on a stream of data.
The cache working set of the data is often much larger than the cache working set of

11



Memory
. Second Level Cache

. First Level Cache

Figure 2.6: Each level of the memory hierarchy contains all levels above it. In this dia-
gram, the second level cache encompasses all data stored in the first level cache, and main
memory encompasses all data stored in the second level cache.

the instructions. This trend has the unfortunate side effect of evicting instructions from
the cache through conflict misses in favor of high-throughput data when the instructions
evicted may still possess temporal locality.

To account for this important and common case, a split cache, also known as a Harvard
cache, is often used. A split cache provides a separate instruction cache and data cache.
A split cache can also take advantage of the fact that instructions are never written to
memory. Thus, a split cache need not check whether an instruction cache access is a read
from or a write to memory [17].

2.2.2 Reducing Miss Penalty
Second Level Cache

A second level cache can be added to reduce the penalty incurred for a first level cache
miss. The data contained in the second level cache is often a superset of all data contained
in the first level cache (Figure 2.6). A typical arrangement might use a 16k first level cache
and a 256k second level cache. Because of the trade-offs associated with the less accessed
second level cache, it is frequently 2-way set associative. Access to the second level cache
takes longer than access to the first level cache, but less time than access to memory. When
a memory request misses on the first level cache, it has a chance to hit in the second level
cache before being forced to access memory.

We can refine our calculation of average memory access time when using a second
level cache by expanding the term A/, from Equation 2.1. The average execution time of
a memory access now depends on the hit time to the cache (H,), the miss rate of the first
level cache (M,,) the miss penalty of accessing the second level cache (1), the hit time
of the second level cache (H,), the miss rate of the second level cache (M,5), the miss

12



penalty of accessing memory (M) [2, 17]:
FE = H] + Mrl * (Mp] + HQ + MT-Q * Mpg) (22)
Or, if we incorporate H, into M,, we can simplify this equation to:

E = H] + Mrl * (Mp] + MT-Q Xx Mpg) (23)

2.2.3 Reducing Hit Time
Write Policy

There are two write policies for caches: write-through and write-back. The hit time of the
cache can be decreased by writing values back to memory from the cache only when the
block will be removed from the cache. A cache block which has been changed but not yet
written back to memory is called a dirty block. This system, called a write-back cache,
improves performance but adds complexity. Caches that write to memory immediately are
called write-through caches [17]. The two protocols can be treated equivalently for our
cache evaluations. All references to values stored in memory can thus be taken to mean
values stored in memory or in a dirty block of a cache.

Simplicity

Small caches and simple caches both allow developers to decrease the hit time of a cache.
Increased complexity adds to development time and makes cache designs less extendible.
For these reasons, first level caches are both small and direct mapped.

2.2.4 Multiprocessor Shared Memory Caching

In multiprocessor shared memory systems, some additional caching complications arise.
Consider a two processor system. On this system, processor A and processor B each has
its own distinct first level cache. Assume each of them is caching memory block C. If
processor A writes to block C, the values of C stored processor As cache and processor
B’s cache are no longer consistent with each other, as shown in Figure 2.7. In the figure,
cache A and cache B both sequentially load and write to a specific block in memory. When
B changes the value in memory after A has already cached the previous value, As cache
block becomes inconsistent with the value in memory. When A makes a change, it ignores
B’s previous change — leading to the incorrect evaluation, 5+1—1+1=7.

To prevent such a situation, a cache coherency protocol must be used to determine
appropriate invalidations. Three cache coherency protocols are described below.

An inefficient protocol involves partitioning the memory space such that none of the
memory is shared between processors. This method avoids the coherence issue, but elimi-
nates any benefits of shared memory.

A snooping protocol broadcasts an invalidation over the CPU bus after writing a block
to memory, invalidating all instances of the memory block in question in other caches. A

13



variation of this protocol updates the cache blocks with the correct value. This method re-
quires a bus wide enough to transmit the data efficiently and is thus used infrequently [2].
This approach must monopolize the bus for each invalidation sent, limiting the scalability.

Another method, called a directory-based coherence protocol, entails connecting each
cache to a hardware directory that keeps track of which caches have copies of the blocks
loaded into any cache. The directory records a state for each block, representing whether
the block is in an uncached, shared, or exclusive state. A cache may only write to a block
that is in the exclusive state. In order to move a block from a shared state to an exclusive
state, the directory invalidates all other copies of the cache block. All cache blocks in a
shared state are guaranteed to be coherent with the values in memory, although blocks in
an exclusive state are not guaranteed to be. When another cache needs to read an exclu-
sively owned block, the directory instructs the cache to store its dirty value to memory if
necessary, and changes the state of the block in the directory to shared when the memory
store is completed. The directory coherence method scales better than the snooping proto-
col, but may not run as efficiently on a smaller number of processors due to the overhead
of the directory [2, 17]. Versions of the directory-based coherency protocol have been ex-
tended to use virtual memory support, and perform competitively to a snooping protocol
on multiprocessor programs whose cache working sets can be fit into the cache [18].

2.3 Illusion of Uniform Access Memory

In early computing, Uniform Access Memory (UAM) was truly uniform access in that all
memory accesses took a standard amount of time. With the addition of one or more levels
of cache, however, access to different portions of memory can take vastly different amounts
of time, depending on the cached or uncached state of the memory referenced.

UAM continues to be a valuable model even when access is non-uniform because it
abstracts away the details of cache operation, allowing programmers to think about their
programs as using a uniform access memory. However, by programming for a UAM model,
programmers cannot design access patterns to optimize the average access time. Program-
ming without a UAM model would require such a micromanagement of resources that,
while it might improve the speed of program execution, it would do so at such a cost to
development time as to be prohibitive.

Add1toConaA A B M = AdditoconB A B M = AddIltoConA

5
A finds C is not in cache B finds C is not in cache @ @
: Lo ©  Afinds Cis in cache
1 5 X || 5w .
: A loads C from memory . Bloads C from memory :
o X5 Lo (s JLo]  Amomemense
A increments C > . B decrements C s :

Figure 2.7: An example showing an incorrect addition on a cache incoherent multiproces-
sor shared memory machine. A, B and M represent the values for block C in cache A, cache
B and memory, respectively. The X represents an invalid cache block.
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Chapter 3

Motivation Through Parallel Scientific
Computation

3.1 Parallel Scientific Computation Execution

Scientific computation has become an important tool to solve large problems in disciplines
such as mathematics, physics, and engineering. Many of the problems that scientists and
engineers are interested in solving are too large for even the fastest single processor to
compute in a reasonable amount of time, necessitating Parallel Scientific Computation
(PSC). Parallelism adds many complications to a computation, including the need to dis-
tribute the computation across cooperating processors and to coordinate the computation
among them.

An important class of PSCs involve the solutions to systems of partial differential equa-
tions (PDEs). Popular methods, such as finite element, finite volume, and discontinuous
Galerkin methods, utilize a mesh that represents a discretization of the domain. Pack-
ages such as the Algorithm Oriented Mesh Database (AOMD) [21] provide a standard set
of mesh data structures and query and update methods on those meshes. Parallelism of a
mesh-based computation is often accomplished by decomposing the domain into a number
of domains equal to the number of available processors. Zoltan [9], from Sandia National
Laboratories, includes a suite of tools that may be used to achieve this partitioning.

To understand how a typical PSC progresses, we will examine the three-dimensional
compressible flow in a cylinder containing a cylindrical vent perpendicular to the cylinder
as described by Flaherty [10]. This problem is motivated by flow studies in perforated
muzzle brakes for large calibre guns. The computational domain is a portion of the inside
of the cannon barrel and the interior of the hole. We initiate the problem by rupturing a
hypothetical diaphragm between the two cylinders. The shock tube initially contains air
flowing at Mach 1.23 and the smaller cylinder (the vent) is quiet [10].

A discretization of the domain, the mesh, is partitioned using, for example, one of the
Zoltan partitioning tools to distribute mesh elements among the processors. As the com-
putation progresses, each element is assigned new solution values at each step determined
entirely by its current state and that of its neighbors. Communication is needed to ex-

15
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Error
: | Problem Estimation
: |Definition

Initial

\ Parallel |
i Mesh |

Solution

Parallel Procedures Refinement
: Mesh and
: |Generation Coarsening

Figure 3.1: The execution states of a typical parallel adaptive computation. After initial
mesh partitioning, the computation loops between the solutions procedures and the error
estimation until the estimation exceeds a certain bound. The mesh is refined and coars-
ened, then returns to the loop.

change solution values for elements at partition borders. Each step is accepted or rejected
based on whether an estimate of the elemental error exceeds a prescribed tolerance for
solution accuracy. Following a rejected time step, the mesh is refined adaptively by adding
vertices to parts of the domain where the error was high, forming smaller elements that
can more accurately capture the behavior of the system. Areas of very low error may be
coarsened through removal of vertices to avoid performing more computation than nec-
essary. After refinement and coarsening, the meshes must be rebalanced with a dynamic
load balancing tool.

In the perforated muzzle brake example, the mesh is refined in areas of the domain
where the solution exhibits complex behavior. The process of computation is outlined
in Figure 3.1. In each time step, if error estimates are within acceptable boundaries,
the execution loops back to solution calculation. If the error exceeds these bounds, we
refine and coarsen the mesh. The visualization is available at any point. A graphical
representation of the mesh and its progression is shown in Figure 3.2.

Many parallel adaptive computations follow a similar pattern of execution. The only
interprocessor communication necessary occurs at partition boundaries to exchange neigh-
bor solution information, and during rebalancing, which entails the computation of a new
decomposition, and migration of the mesh and corresponding solution to achieve the new
decomposition.

16



Figure 3.2: Projections of the Mach number and velocity vectors (left) and mesh and
partitioning (right) onto the surfaces of a perforated cylinder at times O (top), 0.3 (center),

and 0.6 (bottom) [10].
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3.2 Message Passing

3.2.1 Overview

On a distributed memory computer, interprocessor communication requires explicit mes-
sage passing. In the past, the burden for determining how to handle this message passing
lay on the programmer. A variety of systems for message passing existed, often specific
to a single type of system: Chameleon [13], Intel’s NX/2 [19] and Chimp [7, 8]. These
disparate application programming interfaces (APIs) made parallel program development
difficult, and required that message passing calls be rewritten to move a parallel program
from one type of system to another. Furthermore, the proprietary nature of the communi-
cation made message passing between two dissimilar systems difficult [1].

The Message Passing Interface (MPI) was developed to provide a standard API for mes-
sage passing systems to implement. By using the MPI standard, applications are portable
among any of the systems that provide an implementation of the standard [12].

3.2.2 Caching with Message Passing

Both read-once memory accesses and shared memory cache access issues occur in message
passing programs. We will examine the effect of read-once memory access in more depth.

The memory access patterns of a message-passing program are likely to exhibit tempo-
ral and spatial locality similar to a non message-passing program, except when a message
send or receive is issued. In these cases the memory accesses no longer have any temporal
locality. The data from the message buffer, if large enough, will flush the cache of infor-
mation which did have a potential for temporal locality. All information that could have
been reused from the cache will have to be reloaded from memory, decreasing effective
access time upon completion of the send or receive. Studies of cache conscious reorgani-
zation on a single processor node have shown 30% improvement in the data cache [6]. A
cache designed specifically for message passing programs and other programs with read-
once memory modes could improve the performance of these programs in the read-once
sections on a similar scale.

For instance, assume a processor is executing a message passing program which can
fit its entire cache working set into its data cache during normal computation. If the
processor receives a large message, each block of the message must pass through the
cache to be copied to its final location. This process can wipe the cache of the data it
previously contained, leading to unnecessary conflict misses. The communication in the
perforated muzzle break example would have this sort of effect on each processor during
each communication phase.

18



Chapter 4

Problem Domain

4.1 Read-Once Memory Access

In our examination of the cache we stressed how the cache optimized performance by
making assumptions about the spatial and temporal locality of memory accesses. We ex-
amined one example in which the access patterns did not conform to these assumptions:
that of instructions and data (Section 2.2.1). A split cache is often used to account for this
exception, and to achieve improved performance.

Message passing parallel programs are another situation in which the memory accesses
do not necessarily conform to the assumptions made by the cache. These differences occur
when the parallel programs pause normal execution to perform interprocess communica-
tion. Whenever messages are sent or received, the processor iterates over the message
datastream. These memory accesses lack any temporal locality. We will refer to this type
of memory access pattern as a read-once memory access.

When processing music, video, or other types of multimedia, the data is input and
examined in a largely linear fashion, providing another example of read-once memory
access. Configuration files are similarly processed only once.

Recall that caches take advantage of spatial locality by loading entire blocks of infor-
mation, and of temporal locality by storing blocks of memory in separate cache lines after
the initial reference (Section 2.1.2). When information examined has no temporal locality,
using these lines provides no advantage. Storing the information in the normal manner
removes the blocks previously stored in those lines. These previously stored blocks may
still be part of the cache working set of the program; by removing them from the cache we
are forcing a subsequent conflict miss.

By disabling the cache during read-once memory accesses, we can prevent these unnec-
essary cache misses. However, the read-once memory accesses do possess spatial locality.
Disabling the cache would not allow us to take advantage of this locality.

Instead we propose disabling only the aspect of the cache which takes advantage of
temporal locality: the lines. If, once we have finished referencing a block, we will not need
that block again, we can use the same cache line for the next block regardless of where the
block would normally map, insuring that we are overwriting information that we do not
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need. This method does not guarantee that the information preserved within the cache is
useful, but it does guarantee that the information removed from the cache is not useful.

4.2 Cache Improvement

We propose a theoretical hardware improvement to the cache which temporarily disables
the cache features designed to take advantage of temporal locality. This theoretical new
hardware, which we call noTime, is designed to optimize memory accesses with no tem-
poral locality.

NoTime supports a cache mode in which all data cache blocks loaded are assigned to
a single location. This added functionality is built on top of normal caching hardware
and can be activated by an environment bit. This bit is either set manually by the user,
or automatically through the compiler. Alternatively, noTime could activate based on a
specified bit in memory addresses.

NoTime modifies the mapping function of a normal cache such that when activated, the
mapping function always returns line 0 as the correct mapping. When noTime is inactive,
normal mapping results are returned.

A separate one-line buffer could be used instead of noTime with similar or superior
results. However, this buffer would share most characteristics of a cache line, resulting in
a duplication of this functionality. Using an already existing line in the cache, as noTime
does, reduces the added complexity and provides nearly as much benefit as creating a
separate one-line buffer would. Furthermore, all results we discuss with noTime apply
equally to a one-line buffer, whereas results from a one-line buffer would not apply to
noTime.

NoTime breaks the illusion of UAM as a programming model, bringing both greater
power and greater complexity to the end programmer. As such, use of noTime as a manual
system must be weighed against side-effects of breaking the illusion of UAM from the
programmer’s perspective. The greater power brought by noTime for most programs is
outweighed by the added complexity of micro-management necessary without the UAM
model. With compiler support, by augmenting a message-passing library, or in certain
clearly evident situations however, the illusion of UAM could be largely preserved for the
end user.

Manually activating and deactivating noTime to optimize performance on array itera-
tion is also not as simple as it seems. While each iteration through an array will include
a number of read-once accesses, it will also include a reference to an array index, which
does possess temporal locality. For this reason, most implementations of noTime would
likely require compiler support.

4.3 Formal Framework

In the following sections, we examine the effect of read-once memory accesses on normal
computation. We focus specifically on a simulation of the class of access resembling data
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Figure 4.1: Proposed new cache design. On the left, we see the full implementation
of the new cache, in which the normal mapping and the noTime mapping are merged
depending on whether the new hardware bit is active or not. This version more explicitly
demonstrates the changes made, but may be simplified to the version on the right for
increased efficiency. In this model, the operations performed by the gates connected to
the zero block lookup in the original diagram are now performed by the failure of the And
gate when the new hardware bit is off in the second diagram.

accesses encountered in a message passing program, but the results we generate should
generalize to other types of read-once accesses.

In our examination of message passing programs, we make a number of simplifying as-
sumptions. We assume for the purposes of discussion that accesses of this type can be iden-
tified perfectly either by the user or the compiler. This is a significant assumption which
allows us to calculate the best case performance statistics. By assuming perfect knowl-
edge, we can determine the possible room for improvement over current performance.
Future research topics include developing heuristics to distinguish read-once memory ac-
cess which will allow performance with imperfect knowledge to converge on the values
found using perfect knowledge.

Our simulator also uses a simplified processor model which performs no prefetching
of blocks. Results using this simplified model should extend gracefully to cache models
which do perform prefetching. A model which performs three block prefetching would
simply map fetched blocks to one of three cache lines sequentially. This approach would
decrease first level cache hit rates, but would have a lesser effect on the second level cache
as discussed in Chapter 6. Performance with prefetching would follow the trend shown by
our results without prefetching.

We model our read-once memory accesses by assuming a uniform frequency and uni-
form read-once memory access string length. This assumption may not always be true, but
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we were unable to access or generate accurate memory traces of message passing program
execution (As detailed in Section 5.1), and have found that this model provides a good ap-
proximation of program execution. We also performed an evaluation of the address traces
we acquired which grounds our finding from the simulated read-once accesses with results
from real read-once accesses.

These assumptions are summarized in below:

e Read-once memory accesses arrive at a uniform frequency and last a uniform length
e Read-once memory accesses can be identified by programmer or compiler

In all of our simulations, we examine only the data cache, as the data cache is the only
place where these read-once memory accesses occurred in our examples.
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Chapter 5

Cache Simulation

In order to study the effects of memory access patterns on cache efficiency, we must model
the cache. A variety of cache modeling software packages exist, but none provide the
versatility required for the experiments described in Chapter 6. Thus, we opted to design
our own cache simulator.

5.1 Address Traces

A cache simulator requires information about the hardware of the modeled system, and
address trace information from the target program. The hardware information is readily
available, but acquiring address traces is a more difficult issue.

An address trace is a sequential listing of memory accesses. With this memory list-
ing, we can simulate the behavior of multiple cache levels and determine the hit rate on
each. We may also analyze access traces in search of further patterns we use to optimize
performance.

Acquiring address traces consists of intercepting memory requests at a low level of the
computer architecture, recording the access, and then allowing the request to proceed. We
will examine three trace recording methods.

5.1.1 WARTS

The Wisconsin Architecture Research Toolkit (WARTS) contains a variety of tools built
for cache analysis and other low level operating systems research [15]. Of note to us
is the Executable Editing Library (EEL) which allows the user to modify executables af-
ter compilation by modifying the control flow graph or inserting foreign code snippets.
Using EEL, executables could be modified to record all memory accesses during normal
execution [16]. Unfortunately, EEL and WARTS are no longer supported and could not be
compiled on modern systems.
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5.1.2 ATUM

Address Tracing Using Microcode (ATUM) performs the tracing at the lowest level possible
without custom hardware. ATUM is possible on any machine with writable microcode.
Typically, only a small number of micro-routines generate all memory addresses. These
micro-routines can be modified to record addresses and some type information (such as
read, write or instruction fetch) before performing normal operations. This type of record-
ing can be done without a large slowdown of execution, but some slowdown does occur.
As a result, ATUM does not report precisely accurate results, but when developed, its re-
sults were much more accurate than alternatives [3]. We were unable to use ATUM, as it
was incompatible with our available processors.

5.1.3 BYU

The Performance Evaluation Laboratory at Brigham Young University (BYU) have devel-
oped a hardware-based approach to gathering address traces. In their approach, they at-
tach Tektronix TLA720 logic analyzers to the pins of the CPU. These logic analyzers record
the electrical signals representing memory access requests output by the chip. When the
analyzer’s memory buffer is full, it sends a pause signal to the computer via its parallel
port. The computer goes into a tight waiting loop while the analyzer uploads its data to
a storage machine. Once the data is uploaded, the remote machine extracts the required
bits, and packs them in the proper format. The logic analyzer then prompts the computer
to continue processing [5].

5.1.4 Conclusion

Acquiring address traces is a research field in its own right. Since we are interested more
in simulating cache execution using address traces than in the methodology of trace acqui-
sition, we chose to use traces from the BYU trace archive [4]. The BYU archive is a large
collection of traces generated using the BYU logic analysis methods. We chose memory
traces from executions of the “crafty”, “bzip”, “eon” and “mcf” SPEC2000 integer bench-
marks [22]. These span a variety of access patterns.

5.2 Benchmark Details

The SPEC2000 benchmark is a caching benchmark set composed of a variety of execution
types. These benchmarks display a range of access patterns, as shown in Table 5.1 and
Figure 5.1.

e Crafty

Crafty is a search program that uses 64-bit word to investigate the movement pro-
gression of a chess board from an initial configuration. Crafty uses a large number
of logical operations [24].
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| Benchmark Name || 1-way Associative | 2-way Associative | 8-way Associative

Crafty 90.9% 91.3% 91.5%
Bzip 89.7% 96.8% 99.8%
Mcf 86.0% 92.4% 93.3

Eon 98.9% 99.3% 99.5%

Table 5.1: Table comparing benchmarks with first level cache hit rates. The cache results
occur when the benchmark is executed with an 16k first level cache and show variance
with change in associativity.

e Bzip

The bzip benchmark uses the bzip program to compress and decompress different
sample files varying from a large tiff file, a binary program, and a source file, all jobs
that bzip might commonly encounter [23]. We used the bzip tiff benchmark.

e Mcf

The mcf benchmark simulates the set of scheduling problems occurring in the plan-
ning process of public transportation companies. This benchmark uses integer arith-
metic almost exclusively [26].

e Fon

The eon benchmark is a probabilistic ray-tracer. The computational demands of the
program involve large numbers of vector intersection, similar to the pattern of many
conventional ray-tracers. Eon has less memory coherency than other ray-tracers be-
cause of the random nature of the rays generated. The rendering algorithms used are
Kajiya, Cook, and Rushmeier [25]. We used the Cook algorithm trace for our tests.

5.3 Simulation

To analyze the address traces we acquired, we designed and built the Caching for Read-
once Accesses Simulation System (CRASS). CRASS is a cache simulator written in C++
that takes a BYU trace file as input and simulates cache execution for a specified number
of data reads or writes. Non-data memory accesses are ignored, as our focus is only on
data accesses.

CRASS simulates the population of both first and second level cache, each of which can
have a variable size, associativity and replacement policy. Currently supported replace-
ment policies include random, first in first out (FIFO) and least recently used (LRU). The
modular design of CRASS facilitates the addition of further replacement policies.

CRASS also supports the insertion of simulated read-once memory accesses. The in-
terval of occurrence y and length = of these interruptions are parameterized. After the
specified interval y, CRASS halts execution of the trace file and instead begins incremen-
tally requesting x cache blocks from the address where the previous interruption stopped.
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Figure 5.1: Cache associativity of benchmarks as compared against first level cache miss
rate on each benchmark [4]. Each line represents performance on a cache of indicated
size.

Simulating these interruptions allows us to study how read-once memory accesses affect
system performance.

CRASS can also be used to simulate an implementation of noTime. When this cache
mode is activated, all memory accesses treat the cache as possessing only its first line.
When the mode is deactivated, all other lines still contain their previous residents.

For further information, see the CRASS documentation in Appendix A.
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Chapter 6

Interruption Effects

In this chapter, we examine the results of the SPEC2000 crafty benchmark when run with
strings of simulated read-once accesses inserted. We will call these strings of accesses
interruptions. We ran the benchmarks against a variety of tests of different interruption
intervals, interruption lengths, and cache associativities. We chose to perform our initial
examination on the crafty benchmark, as it had a wider range in its cache hit percentage
on variable associativities than the other benchmarks. We examine the other benchmarks
as their results differ from that of crafty. The full results from the other benchmarks can
be found in Appendix B.

We used as standards of comparison both cache hit rates and cycles per access. Cycles
per access (CPA) are computed through Equation 2.3 as discussed in Section 2.2.2:

CPA = H] + Mrl * (Mp1 + MT-Q * Mpg) (61)

We used a cache hit penalty H, of 1, a second level cache hit penalty M,, of 30, and a
second level cache miss penalty M,, of 120 [17].
The first level cache hit rate and the CPA of each benchmark are shown in Figure 6.1.

6.1 Emptying the Cache

The following tests investigated the effect that the interruption interval and interruption
length had on efficiency of computation, both with and without noTime. These tests inves-
tigated the effect of changing one parameter while holding the other constant. These tests
used a direct mapped 16k first level cache, a 256k 2-way set associative fifo second level
cache, and a 1k block size. We will discuss the results of these tests, and our conclusions
below. We used a fifo replacement policy for all tests.

6.1.1 Variable Interval

In the variable interval test, we held the interruption length constant while varying the
interval from O to 1000 memory accesses. When comparing this interval to the first level
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cache hit rate, the length of the interruption, if longer than that of the first level cache,
was unimportant (Figure 6.2).

The interruption length did play a role in the second level cache hit rate and CPA
when the interruption length was sufficient that the first level cache was flushed but the
second level cache was not. The first level cache is flushed when a number of consecutive
interruption blocks are read equal to its size (Section 2.1.2).

The CPA results for the same variable interval tests (Figure 6.3) show a rightward shift
in the graph when a larger length is used in tests without noTime, representing the globally
higher CPA with this larger length. This shift stops increasing in our tests when the size
of the length exceeds that of the second level cache as shown in Figure 6.4. On a real
machine the shift would continue until the interruptions exceeded the maximum size of
each step down the memory hierarchy. Other benchmarks yielded similar results.

6.1.2 Variable Length

Further examination of interruptions with variable length and a constant interval confirms
this analysis. Figure 6.5 shows the first level cache hit rate, which has a sharp downward
slope until the cache has been flushed for the given interruption, at which point the line
flattens. Again the CPA shown in Figure 6.6 tells a more complete story, displaying a sharp
slope initially until the first level cache is flushed, then a shallower slope, flattening after
the second level cache is flushed. Other benchmarks yielded similar results.

6.1.3 Interpretation

These tests demonstrated that performance in an environment with interrupts is affected
up until the point where the size of the interrupts exceeds the size of the cache, thus bring-
ing on a worst case scenario equivalent to a cold start. In each of these examples, the
performance of the simulation using the new hardware converged on that of the bench-
mark simulation running with no interruptions.
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Figure 6.1: The first level hit rate and CPA of each of the benchmarks when simulated with
no interruptions.
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benchmark as the interruption interval increases. Note the lack of change in performance
between interruption length 50 and 100.
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50 and 100 with a 16k direct mapped first level cache, a 256k 2-way set associative second
level cache and a 1k block size. The noTime line converges on the benchmark again. Note
the difference between the results of the tests with interruption length 50 and 100 without

the use of noTime in this graph.
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Figure 6.4: CPA in variable interruption interval test with increasing constant interruption
lengths, 300 on the top and 400 on the bottom with a 16k direct mapped first level cache,
a 256k 2-way set associative second level cache and a 1k block size. Since both of these
lengths are greater than the size of the second level cache, the increased length does not
hurt performance.
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Figure 6.6: CPA as interruption length is varied and interruption interval held constant
at 500 and 1000 with a 16k direct mapped first level cache, a 256k 2-way set associative
second level cache and a 1k block size. The noTime line is overlapping the benchmark
in this graph. Note the initial slope, which decreases when the first level cache has been
overwritten, and flattens after the second level cache is empty. For selected datapoints, see
Table 6.2
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| [20 ][50 [80 [110 [200 |350 [ 500 |800 | 3000 |
crafty 50 || 21.1 | 15.7 | 13.6 | 12.4 | 10.5 | 8.9 [8.0 | 7.0 |55
noTime 50 || 5.9 |50 |48 |47 |4.6 |4.53|4.50 | 448 4.46
crafty 100 || 24.5 | 18.3|15.9 | 14.4 | 122|105 |95 |83 | 6.1
noTime 100 | 5.9 5.0 | 4.8 |47 | 4.6 |4.53 | 4.50 | 4.48 | 4.46

Table 6.1: Selected datapoints from Figure 6.3 which graphs CPA as interruption interval
is varied and interruption length held constant at 50 and 100 with a 16k direct mapped
first level cache, a 256k 2-way set associative second level cache and a 1k block size.

| [0 [20 [50 [110 [200 ]260 | 350 |
crafty 500  [4.4[6.6 [8.0 [9.7 [10.7]12.0[12.0
noTime 500 | 4.4 |45 |45 |45 |45 |45 |45
crafty 1000 | 44 (57 |67 [8.0 |88 |98 |98
noTime 1000 | 4.4 | 4.47 | 4.47 | 4.47 | 447 | 447 | 447

Table 6.2: Selected datapoints from Figure 6.6 which graphs CPA as interruption length is
varied and interruption interval held constant at 500 and 1000 with a 16k direct mapped
first level cache, a 256k 2-way set associative second level cache and a 1k block size.

The performance of the first level cache on the variable interval crafty test with no-
Time was noTime’s worst performance on this test against any of the traces, as shown in
Figure 6.7. Even when performing poorly, the noTime simulation converged more quickly
than the tests without noTime. On all tests, the noTime hardware greatly decreased the
amount of cache pollution due to read-once memory accesses.

6.2 Additional Tests

The interruption interval and length tests allowed us to isolate the effects of these inter-
ruption variables on performance. In this section we explore the effects of other variables.

6.2.1 Variable Associativity

A variety of tests performed on variable first level and second level associativity showed
that associativity had no great effect on the performance of on the benchmarks. Our
associativity tests used a loose approximation of associativity, by charging no additional
cost for increased cache associativity. Even with this relaxed model, the results marked
the greater associativities as only nominally better than direct mapped caches on any of
the benchmarks. The improved performance provided by the increased associativity in a
real system would be offset by the larger hit cost of the increased associativity. Each test
used a 16k direct mapped first level cache, a 256k 2-way set associative second level cache
and a 1k blocksize unless otherwise specified. The full results of this test are available in
Appendix B
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Figure 6.7: The first level cache hit rate on the benchmarks when simulated as interruption
interval is varied and interruption length held constant at 50 with a 16k direct mapped first
level cache, a 256k 2-way set associative second level cache and a 1k block size. Note the
range of improvement in the noTime performance. The graphs show crafty (upper left),
bzip (upper right), eon (lower left) and mcf (lower right).

Direct mapped associativity led to a significant worst case, as shown in Figure 6.8.
Here, frequently accessed cache blocks were mapped to the first block in the cache — the
block used by noTime. 59.5% of all data mappings in this memory trace were made to the
first cache line, as opposed to 3.9% in the mcf benchmark. This unlucky mapping weight
also explains the relatively poor performance of crafty with noTime as compared to the
performance of the other benchmarks. Thus, we greatly decreased the first level cache hit
rate, but even so did not seriously affect performance. This sort of behavior was observed
on only one of the four data sets.

6.2.2 Second Level Cache

Examination of the second level cache is desired at times, but because of its dependence
on the first level cache, the results are not comparable to alternative test runs in which
the second level cache did not receive the same memory requests. In some instances,
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Figure 6.8: First level cache hit rate and CPA as first level associativity is varied on the
crafty benchmark with the interruption length and interval held constant at 1. Note the
performance hit in this case using noTime with a direct mapped cache due to mapping
conflicts.
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the second level cache may perform better than the first level cache at low interruption
intervals. Suitable alternatives to analyzing the behavior of the second level cache include
examination of the CPA and simulation without a first level cache - in essence, making the
first level cache the size of the second level cache. We chose to use CPA to integrate all hit
percentages.

6.3 Grounding of Results

We examined the effects of noTime on read-once memory accesses contained within the
benchmarks. We used a conservative approximation to mark read-once accesses, then ran
the simulation with these read-once accesses processed by noTime. Our results showed
the expected small but significant improvement in CPA. Our conservative approximation
consisted of recording which memory addresses from the trace were not referenced again
within a certain span. Using three times the cache size as this limit gave us a trace result
which consistently outperformed normal execution.

The read-once access density in these benchmarks varied from .1% to 1% of the total
data accesses, while the improvement to performance ranged from .2% to 16%. In tests
performed with memory traces from the target domain, we expect even greater improve-
ment.
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Chapter 7

Discussion and Future Work

7.1 Discussion and Interpretation

These results clearly show that room for improvement exists in intercepting read-once
memory accesses. By avoiding the use of methods designed to take advantage of tem-
poral locality in our cache lookup, we can prevent the read-once memory accesses from
degrading later performance.

We also observe that the effect of interruptions on the cache is dependent on the cache
size. The modular nature of the default mapping guarantees that a cache of size = will be
flushed after = consecutive interruption blocks.

Thus the effects on performance are tied similarly to low intervals and high lengths,
although the cache performance effects flatten at high lengths. Using noTime solves the
performance degradation problem observed by both low intervals and high lengths, pro-
viding performance similar to that of program execution without interruptions.

We also grounded our results in real cache traces. Although these traces were not read-
once heavy, they demonstrate that noTime will be beneficial at some level for programs
with any level of read-once access present.

The noTime hardware requires perfect knowledge of the memory trace in advance to
activate at the optimal intervals, but through simulation with noTime, we can establish
an upper bound to the performance improvement possible through noTime. For many ap-
plications, the read-once memory accesses can be explicitly tagged. In these applications,
performance with noTime without perfect information can converge on the ideal perfor-
mance. In all other programs, any incomplete application of noTime with conservative
partial activation will provide some improvement.

7.2 Future Work

We have shown that read-once memory accesses cause an unnecessary performance slow-
down and that our theoretical hardware improvement, noTime, can be used to improve
performance in these systems. This paper is only the first step in investigating noTime
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and other means of specializing the cache to take advantage of read-once memory access
patterns. Some future work is described below.

7.2.1 Intelligent Heuristics

Use of intelligent heuristics to evaluate memory accesses actively and predict read-once
memory access occurrence is one method of closing the gap between our current level of
knowledge and the perfect knowledge used in our tests. These heuristics could be applied
at compile time to make predictions about memory access status or memory requests, or
at runtime to make predictions during execution.

At compile time, the heuristics could examine the predicted patterns of the entire pro-
gram to get a larger picture of the scope of the execution, and use this knowledge to make
predictions. This larger picture could also allow a number of compiler optimizations to
consolidate read-once accesses for greater efficiency with noTime. Developing this sort of
heuristic would be difficult but has large potential returns.

Alternatively, heuristics could be applied at run-time to analyze memory patterns as
the programs executes. This sort of analysis could detect repeated cache working set
access patterns and then activate noTime accordingly. These two methods could even be
combined into an executable editor system which would mark up the executable after
initial execution with read-once labels. Using such a system, a user could execute dry runs
of a program to establish correct labeling after compilation.

7.2.2 Read-Once Labeling

In order to apply these compile time heuristics and manual overrides, we must have some
means of labeling memory accesses as read-once for the machine to interpret at run-time.

At the compiler level, we can attempt to store some of this data to allow us to execute
with increased knowledge. With a labeling implementation, the user can also explicitly
label memory access before compile time. We discuss two means of implementing labels
below.

High Order Bit Labeling

We propose examination of the values in the uppermost bits of memory as a viable alter-
native to perfect knowledge. These bits are not used to index line or block offset in the
cache, and thus, with compiler support, could be used to label read-once or non-read-once
memory types (Figure 7.1).

This approach is limited in that each memory address may only either be read-once or
read-write. This is determined at time of allocation. However, this labeling method could
be implemented without great difficulty. The modifications necessary would require that
memory be partitioned into a read-once half and a read-write half. All memory allocated in
the read-once half would be treated as read-once memory accesses whenever referenced.
Extensions on this policy could require two or more active bits in the unused portion to
activate noTime, thus creating a smaller read-once partition, but this approach retains the
limitation that a read-once address can only be accessed in a read-once manner.
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Figure 7.1: A simplified model of the separation of a memory address into cache line, block
offset and unused order bits. One of the high order bits could be used as an activation bit
for noTime, although this would partition all memory into read-once memory and standard
memory.

Explicit Labeling

We could implement explicit labeling by adding an address mode bit to every data access
to signal read-once status. This approach would increase system overhead, as well as
requiring more work from the compiler, but would allow us to store the level of knowledge
required for noTime.

We could combine this system with the high order bit labeling by using a series of high
order bits to activate noTime, by allowing the addresses referenced when noTime was
active to be also mapped to another address. This method would permit both read-once
and non-read-once access to a subset of the address space, but adds complexity to the
system.

7.2.3 Further Examination of Trace Files

We have investigated only a small amount of the information contained within the trace
files. Described below is further work to be investigated in relation to these traces.

7.2.4 Generation of Traces

As discussed in Section 5.1.4, we used previously recorded trace files from the SPEC2000
integer benchmarks, and inserted simulated read-once memory accesses. Use of cache
traces from programs performing read-once memory accesses would provide more accu-
rate results, and could further support conclusions reached about noTime. Examination of
such trace files could confirm the accuracy of read-once memory access simulation using

40



| [1 [2 |4 [8 |
Crafty || .18 | .31 | .28 | .87
Bzip | .82|.29|.04 .28
Mcf | .54|.45]| .58 .55
Eon || .81 .19 .80 .96

Table 7.1: Table comparing average value for each bit in the mapping of a 16k direct
mapped cache with a 1k blocks over all benchmarks. These bits are bits 11 through 14 of
the full address.

regular interrupts according to our method, and enable research into intelligent heuristics
for use with read-once memory access.

7.2.5 NoTime Block Choice

We arbitrarily chose to use the first block in the cache as the block used by noTime. This
block may be accesses much more heavily than other blocks in some instances (notably the
crafty benchmark). Investigation into the ideal noTime cache block choice could provide
interesting results. Work could also be done comparing the results using noTime with a
variety of cache block choices against the results using a separate one-cache-line buffer.

Early work examining the block allocation patterns in the benchmarks have shown no
conclusive trends in block mapping. Investigation into the generalizations we can draw
from the behavior of the individual benchmarks could provide interesting results. Our
preliminary results in a bitwise analysis of the cache blocks referenced are displayed in
Table 7.1

7.2.6 Shared Memory

The field of shared memory cache coherency protocols is another area where nonstandard
access patterns may occur. The access patterns of these protocols may share some of the
characteristics of read-once memory accesses. Generating address traces of programs with
these access patterns could be an interesting avenue of investigation.

Any message passing program making use of these shared memory cache coherency
protocols may be suffering due to other types of nonstandard cache access patterns. Writes
to cache blocks meant as messages should always be released from exclusive access imme-
diately. We have not seen whether this behavior occurs. This optimization and other work
in applying the methology used to develop noTime to cache coherency protocol may lead
to substantial improvement.

7.2.7 CRASS

CRASS provides a good model with which to simulate read-once memory accesses at the
cache level. We have not yet explored all possibilities it provides.
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Extension of CRASS

With a modest amount of effort, CRASS could be extended to exclude cold starts and
include code segments. By excluding cold starts, we would simply not begin recording
cache misses until after a certain segment of the program had been executed. To include
simulation of code segments, we would add another frequency variable, giving CRASS
both a long frequency L and a short frequency /. Using these values, CRASS would perform
normal computation for L accesses, then perform several stages of interrupts separated by
I normal accesses, then return to L normal accesses.

Further Application of CRASS

Our cache simulator, CRASS, is a versatile simulation program. It can be adapted with
little difficulty to other types of problems, and modularly expanded to solve problems
which are currently beyond its grasp. In investigating read-once memory accesses, we
found a similarity in our simulations to the cache behavior surrounding context switches.
With minimal adaptation, CRASS could model the effect these context switches have on
cache performance.

Read-Once Labeling with CRASS

We developed an approximation tool for use with CRASS which gives a conservative ap-
proximation of read-once memory access labeling on a trace file. Using CRASS, we could
develop a two pass cache simulator which uses the first pass to determine which data ac-
cesses are read-once. This method would be an improvement on our conservative approx-
imations, but would take substantial development. We did not implement these features
because the sparsity of read-once accesses on the address traces we worked with did not
require the level of precision this method could offer. With more address traces however,
this approach could establish the upper bound on performance and provide insight into
the development of intelligent heuristics for read-once prediction.
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Appendix A

Caching for Read-once Accesses
Simulation System

A.1 CRASS Overview

CRASS is a system designed to simulate data cache operations on a variety of basic cache
configuration. In addition, CRASS allows the programming of read-once interrupts of
specified length and frequency to occur while marching through the trace file.

CRASS takes input in the form of a binary file file as specified by BYU in Appendix D.
The simulations has only been tested on Solaris machine using g++ 3.1. One must be
careful of endian problems when inputting trace files on a Sun computer, as the publically
available trace files are of the opposite endian of the machine.

The command line flags are described below. All command line options except -x can
also be specified in a configuration file by placing the flag letter and its argument (not al-
ways necessary) on a line. Options loaded from the configuration file can also be overruled
by adding configuration options after -x. In a similar manner, multiple configuration files
can be read, but a configuration file cannot be read from within a configuration file.

In addition, the Perl program packer.pl takes a base filename = as an argument, and
converts x.josh to z.tr. .josh files have a single reference address on each line.

A.2 Command Line Arguments

The command line arguments are described below.

e h — this (help) message.
e x file — Use command line options as read from file.
e v — Verbose output.

e b size — Cache block size (default 1k or 1024 bytes).
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¢/C size — Cache size for the first and second level cache (default 16k and 256Kk). Size
should be a power of two.

/R policy — Replacement policy for the first and second level cache (only relevant if
associativity is set above 1). f for fifo (default) and 1 for Iru.

w — Use new hardware policy where interruptions are always mapped to block 0.

a/A num - First and second level cache associativity (default 1). The associativity
should be a power of two less than or equal to the cache size.

[ length — Interruption length in blocks.
d - toggles whether the tr file is a foreign endian (default true).

o policy — Reset policy for interrupt address. (default c: contiguous advancement,
also a: reset advancement and r: random).

e num — Seed for random number generator. Used for repeatability.

e ffile — Binary trace file to use.

M size — Maximum number of data reference to process before exiting.

F interval — Interval between interruptions.
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Appendix B

Further Results

This section contains a graphical representation of some of the results we referenced in
Section 6. These results are in support of the conclusions we presented earlier. Variable
interval tests are presented first, followed by variable length tests and first and second
level associativity tests, organized by benchmark. All tests use a 16k direct mapped first
level cache, a 256k 2-way set associative fifo cache and a 1k block size unless otherwise
stated.
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Figure B.1: Variable interval test on bzip, eon, and mcf with interruption length 100 and
comparison to interruption length 50 with a 16k direct mapped first level cache, 256k
2-way set associative second level cache and a 1k block size.
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Figure B.4: Crafty variable first and second level associativity tests with interruption length
100, and interval 1000, with no cost for increased associativity.
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Figure B.9: Eon variable first and second level associativity tests with interruption length
1, and interval 1, with no cost for increased associativity.
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Figure B.10: Eon variable first and second level associativity tests with interruption length
100, and interval 1000, with no cost for increased associativity.
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Figure B.11: Eon variable first and second level associativity tests with interruption length
1000, and interval 1000, with no cost for increased associativity.
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Figure B.12: Mcf variable first and second level associativity tests with interruption length
1, and interval 1, with no cost for increased associativity.
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Figure B.13: Mcf variable first and second level associativity tests with interruption length
100, and interval 1000, with no cost for increased associativity.
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Figure B.14: Mcf variable first and second level associativity tests with interruption length
1000, and interval 1000, with no cost for increased associativity.
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Appendix C
Read-Once Labeling

C.1 Read-Once Label Approximation

We developed a Perl based application to approximate read-once memory accesses. This
application takes an integer x as a parameter. The application checks to see if each memory
reference is accessed again within the next = accesses or the previous x accesses. If the
memory reference is not, then it is labeled read-once.

Through trial and error, we found a conservative z of three times the cache size was
sufficient for a reliable result. While a specific solution to this labeling problem is possible
with a two-pass cache simulator, this approximation was deemed sufficient for use with
our memory traces.
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Appendix D

BYU Trace Documentation

The following sections are reproduced from the BYU trace archive website. They are pro-
tected under the following provision:

(©Performance Evaluation Laboratory, Brigham Young University. All rights reserved.
Reproduction of all or part of this work is permitted for educational or research use pro-
vided that this copyright notice is included in any copy. Send comments to webmas-
ter@pel.cs.byu.edu.

D.1 Address Trace Collection Technique

Technique for Obtaining Traces

We have a number of Tektronix TLA720 logic analyzers gathering data from the pins of
Intel Pentium, Pentium II, and Xeon processors. The software we want to trace runs on the
processor, under any of several different operating systems. When the buffer on the data
analyzer is full, it sends a signal over to the Pentium’s parallel port, triggering an interrupt.
A special driver written for it sends it into a tight loop until the data analyzer is ready for
more data. Meanwhile, the data analyzer sends the contents of its buffer over the network
to a workstation that saves it into our tape array drive. A program on the workstation then
goes through the raw data, saving out only the desired bits in a specific format, and then
compresses it back to disk. This program then signals the data analyzer that it is ready for
more data, causing the data analyzer to unlock the processor.

Currently, we are taking address traces from the chip, meaning that we record memory
requests that the chip generates. This is useful for research involving caches.

D.2 Address Trace Format

Address Trace Format

e BYU Address Trace Format v1.1
A bug in the size field was corrected. It now shows lengths of 16 and 32 bytes (not
just 8 and smaller). Length 8 still accounts for over 90% of the references.

55



e BYU Address Trace Format v1.0

Each trace record contains twelve (12) bytes of information in the following format:

typedef struct BYUADDRESSTRACE

{

unsigned long addr;
unsigned char reqtype;
unsigned char size;
unsigned char attr;
unsigned char proc;
unsigned long time;

} p2AddrTr;

Address Field

The address field of the trace is a 32 bit physical address. This field is in little endian
format and represents the address generated by the processor being traced.
Request Type Field

The request type field is one byte long. It describes the type of request: instruction
fetch, memory read or write, etc. For a complete listing, see byutr.h.

Size Field

The size or length field contains the size of the data transfer in bytes.

Attribute Field

The attribute field is one byte long and refers to the cacheability of the block. In com-
plete address traces all instruction fetches and data reads are noncacheable because
the first-level instruction and data caches are disabled. In trace data that is acquired
with the first-level caches enabled only those references that are truly noncacheable
are marked as such. The lowest two bits have the following meaning:

00 uncacheable

01 write through

10 write protect

11  write back

Processor Field

The processor or agent id field tells which processor submitted the request. The
value of this field varies in a multiprocessor system and remains constant in a single
processor system.

Time Field

The time field indicates the delta time since the last request in clock ticks.
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