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Abstract

We obtain matching upper and lower bounds for the amountree to find the predecessor of a given
element among the elements of a fixed compactly stored setal@arithms are for the unit-cost word
RAM with multiplication and are extended to give dynamicaithms. The lower bounds are proved for
a large class of problems, including both static and dyngredecessor problems, in a much stronger
communication game model, but they apply to the cell prolueRAM models.

1 Introduction

Many problems in computer science involve storing aef integers and performing queries on that set.
The most basic query is thmembership querwhich determines whether a given integas in the set. A
predecessor quemeturns the predecesspred(x,S) of x in S that is, the largest element of the Sthat

is less tharx. If there is no predecessor (which is the case whensmaller than or equal to the minimum
element ofS), then a default value, for example, 0, is returned.

Predecessor queries can be used to efficiently perform steaeeghbour queries (i.e. find the element
of Sthat is closest to the given integer They can also be used to determine the rank of an elergith
respect t&5 (i.e. the number of elements 8less than or equal ), even though this information is stored
only for elements of

The static dictionaryproblem is to store a fixed set and perform membership querids the static
predecessoproblem allows predecessor queries. If insertions andidake may also be performed on the
set, we have thdynamic dictionaryproblem and thelynamic predecess@roblem, respectively.

The complexities of searching (for example, performing rhership or predecessor queries) and sorting
are well understood under the assumption that elementsateaat objects which may only be compared.
But many efficient algorithms, including hashing, bucket,sand radix sort, perform word-level operations,
such as indirect addressing using the elements themsealvesues derived from them.
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Often, such algorithms are applied only when the numbertsftbirepresent individual elements is very
small in comparison with the number of elements in the sdte@®tise, those algorithms may consume huge
amounts of space. For example, van Emde Boas trees [43, A2jecased to perform predecessor queries
on any set of integers from a universe of sitén O(loglogN) time, but they requir€(N) space.

However, there have been important algorithmic breaktiinsutshowing that such techniques have more
general applicability. For example, with two level perféeishing [25], anyh element set can be stored in
O(n) space and constant time membership queries can be perforfRusibn trees fully exploit unit-cost
word-level operations and the fact that data elements reé&tlih words of memory to store static sets of
sizenin O(n) space and perform predecessor queried(iylogn) time [27].

For the static predecessor problem, it has been widely canjd that the time complexities achieved
by van Emde Boas trees and fusion trees are optimal for amysiaicture using a reasonable amount of
space [28]. We prove that this is NOT the case. Specificabyconstruct a new data structure that stares
element sets of integers from a universe of $izim n°®% space and performs predecessor queries in time

o min loglogN 7 logn .
logloglogN”\/ loglogn

Using recent generic transformations of Andersson anddmf#, 10], the algorithm can be made dynamic

and the space improved @(n), although the time increases(fo(min { m'g%'% -loglogn, |o'§%'§,n })

We also obtain matching lower bounds for a class of probldrasihcludes the static predecessor prob-
lem. These lower bounds are proved in the powerful commtinitgame model and improve Miltersen’s
Q(+/TogTlogN) lower bound [35] and Miltersen, Nisan, Safra, and WigdeséX((logn)X/3) lower bound
[35, 37]. The key to our lower bounds is to use a better distidim of inputs on which to consider the
behaviour of the algorithm. However, this requires a momnaglicated analysis. The same approach has
also been used to obtain &{loglogd/logloglogd) lower bound for the approximate nearest neighbour
problem over the universg0, 1}9 [15].

A description of related work is given in Section 2, followbd our lower bounds in Section 3.4, and
our new algorithms in Section 4. Throughout the paper lod déhote a logarithm to the base 2 ajnd]
will denote the set of —i+ 1 integers{i,i+1,...,j}.

2 Related Work

The simplest model in which the dictionary and predecessablems have been considered is tieam-
parison model In this model, the only operations that involve the query kere comparisons between
and elements of the s& Using binary search, predecessor and membership quetiebecperformed in
O(logn) time on a static set of sizestored in a sorted array. Balanced binary trees (for exanR®d-Black
trees, AVL trees, or 2-3 trees) can be used in this model teestble dynamic dictionary and predecessor
problems inO(logn) time. A standard information theory argument proves thag(n+ 1)] comparisons
are needed in the worst case for performing membershipegien a static set.

Faster algorithms are possible wheor some function computed fromcan be used for indirect ad-
dressing. IfSis a static set from a universe of sikg one can trivially perform predecessor queries using
N words of memory in constant time: Simply store the answemthegossible query in a separate loca-
tion. This also works for more general queries. If the nuntfevits, k, needed to represent each answer is
smaller than the number of biksin a memory word, the answers can be packgkto a word, for a total of



O(NKk/b) words. For example, for membership queriles; 1. In this special case, updates to the table can
also be performed in constant time.

If the universe sizé\ is significantly less than“2whereb is the number of bits in a word, then packed
B-trees [27, 6, 12, 40] are time and space efficient. Speltyficesing branching factoB < b/(1+logN),
insertions, deletions, and membership and predecessoiesn be performed i®(logn/logB) steps
usingO(n/B) words.

The most interesting data structures are those that worrf@rbitrary universe whose elements can fit
in a single word of memory (i.e\ < 2°) and use a number of words that is polynomiahjrr ideallyO(n).
The static dictionary problem has optimal constant-tim& g&ructures with these properties: Constant time
membership queries can be obtained for any set ofrsimeng anO(n?) word hash table and a hash function
randomly chosen from a suitable universal family [13]. Fneah, Komlds, and Szeméredi [25] improved
the space t®(n) using two level perfect hashing. Their data structure cacdwestructed irD(n) expected
time. To evaluate the hash functions, multiplication andsithn of logN bit words are used. Recently it
was shown that hash functions of the form

h(x) = ax mod 2'°9N1 djy 2M1gNT -

for r < [logn], suffice for implementing the two level perfect hashing dstacture [20, 21]. Notice that
the evaluation of such functions does not depend on constaadivision instructions; a right shift suffices.
Raman [40] proves that it is possible to choose such haslidmscdeterministically ir0O(n’logN) time.
using a different type of hash function, Pagh [38] has rdgesitown how a linear space static dictionary
with constant query time can be constructed determinigtiaa n(logn)°V) time.

Dynamic dictionaries can be built using two level perfecsting, rehashing when necessary (with
hash functions randomly chosen from an appropriate uraléasily), to perform membership queries in
constant time and perform updates in expected constant[fiine22, 19]. Miltersen [36] has constructed
a deterministic dynamic dictionary using error correctewgdes and clustering. It performs membership
queries in constant time and performs updates in tge?) for any constant > 0. All of these data
structures us®©(n) space.

Although hashing provides an optimal solution to the stdiitionary problem, it is not directly appli-
cable to the predecessor problem. Another data structare Emde Boas (or stratified) trees [43, 42], is
useful for both static and dynamic versions of the predergsoblem. These trees support membership
queries, predecessor queries, and updat€XlioglogN) time. The set is stored in a binary trie and binary
search is performed on the Ibgbits used to represent individual elements. The major deaklis the use
of an extremely large amount of spac2(N) words.

Willard's x-fast trie data structure [44] uses the same apph, but reduces the spaceQ(logN) by
using perfect hashing to represent the nodes at each letkedfie. In y-fast tries, the space is further
reduced taO(n) by only storing®(n/logN) approximately evenly spaced elements of theSsatthe x-fast
trie. A binary search tree is used to represent the subsél(logN) elements ofS lying between each
pair of consecutive elements in the trie. Both of Willardatal structures perform membership and prede-
cessor queries in worst-cag¥loglogN) time, but use randomization (for rehashing) to achieve ebgue
O(loglogN) update time.

Fusion trees, introduced by Fredman and Willard [27] us&ad-trees with branching fact@i(logn)
to store approximately one out of eveltpgn)* elements of the s& The effective universe size is reduced
at each node of the B-tree by using carefully selected bitipas to obtain compressed keys representing
the elements stored at the node. As above, binary searchdreeused to store the roughly equal-sized
sets of intermediate elements and a totaDoh) space is used. Membership and predecessor queries take



O(logn/loglogn) time. Updates tak®(logn/loglogn) amortized time. (The fact that this bound is amor-
tized arises from the worst ca€¥ (logn)?) time bound to update a node in their B-tree.) This data stract
forms the basis of their ingenio(nlogn/loglogn) sorting algorithm. Fusion trees actually allow one to
implement B-trees with any branching factor thaOglogN)¥/6), so forn < (logN)(1°9109N)/36  the time
bounds for fusion trees can be improvedQ¢,/logn) while retainingO(n) space. This is done by using
branching facto©®(2v°9") in the B-tree and storing®v'°9" elements in each of the binary search trees.
For the remaining ranga > (logN)(109/09N)/36 ‘Wjillard’s y-fast tries have query time and expected update
time O(loglogN) = O(y/logn).

Andersson [6] uses similar ideas to construct another datatare withO(,/logn) time membership
and predecessor queries, expectd/logn) update time, an@®(n) space. As above, onl@(n/Zm)
elements are stored in the main data structure; the reshdnm@ary search trees of heighty/logn). His
idea is to reduce the length of the representation of elesnigye factor of 27097 using\/logn recursive
calls each of which halves the length (as in van Emde Boas &mee y-fast tries). Essentiallyy®9" equally
spaced levels of the y-fast trie data structure are storédhig point, packed B-trees with branching factor
2v109n and heighO(/Togn) are used.

Also using B-trees with compressed keys, Hagerup [28] castcact a static ranking dictionary {@(n)
time, given the elements in sorted order. His data struaigesO(n) space and performs rank, selection,
and, hence, predecessor querieiid + (logn)/logb) time.

Brodal [11] constructs a data structure that is similar tad@rsson’s but uses buffers to delay inser-
tions and deletions to the packed B-tree. In the worst caseseisO(f(n)) time to perform updates and
O(logn/f(n)) time to perform predecessor queries, for any nice funcficsuch that loglog < f(n) <
v/Iogn. However, it use©(nN¢) space, for some constant> 0.

Thorup [41] shows thaD(nloglogn) time is sufficient to perform a batch afpredecessor queries. He
uses a trie of height laglog logn over anN/'0gnloglogn |etter alphabet. For each query, binary search is used
to find the deepest trie node which is a prefix of the query wasdn van Emde Boas trees or x-fast tries, in
time O(log(lognloglogn)) = O(loglogn). This reduces the original problem to a collection of subfgms
of combined size over a universe of siz1/!09noglogn | this smaller universe, linear time sorting can be
used to solve all the subproblems in a totalgh) time.

Interpolation search can be used to perform membership stbpessor queries in a static set of size
nin expected timeO(loglogn) under the assumption that the elements of the set are indeptiy chosen
from some distribution [39, 45].

Andersson’s exponential search trees [7] give a generdiaddbr transforming any static data structure
that performs membership and predecessor queries inTifnginto a linear space dynamic data structure
with query and amortized update tirfi&(n), whereT’(n) < T(nK/(k+1)) 1-O(T (n)), provided the static data
structure can be constructedrfitime and space, for some constént 1. The root of the tree has degree
o(nYk+1)) and the degrees of other nodes decrease geometrically gth dinstances of the static data
structure are used to implement the search at each nodealGloth partial rebuilding are used to update the
data structure. Combined with fusion trees, packed B-fraed x-fast tries, exponential search trees give a
solution to the dynamic predecessor problem that uses wasst search time and amortized update time

v/logn
O(min{ loglogN - loglogn })

:2% +loglogn

andO(n) space. Andersson and Thorup [10] have combined a variaxipoiential search trees with eager



partial rebuilding to improve the resulting dynamic dataisture, achieving worst-case instead of amortized
bounds for update time.

Although priority queues can be implemented from dynamadpcessor, there are more efficient data
structures. Thorup [41] gives a randomized priority queuth expected timeD(loglogn) for insert and
extractmin and a deterministic priority queue with amartizimeO((loglogn)?). Using exponential search
trees, Andersson and Thorup [10] improve this boun@t@ioglogn)?) in the worst case.

Another problem that can be solved using predecessor gusrae dimensional range search (i.e. find
some element adf contained within a query interval, if one exists). Howewvastrup, Brodal, and Rauhe
[3] have recently obtained a static data structure of €@e) for storing a set of n integers that supports
range search in constant time. Using this data structueg,a¢hn approximately count (i.e. to within a factor
of 1+ ¢, for any constant > 0) the number of elements &fthat that lie within a query interval in constant
time. They can also return all elements®¢ontained within a query interval in time linear in the numbe
of elements oSreported.

One of the most natural and general models for proving loweends for data structures problems, and
one that is ideally suited for representing word-level apiens, is thecell probemodel, introduced by Yao
[48]. In this model, there is a memory consistingoafls each of which is capable of storing some fixed
number of bits. A cell probe algorithm is a decision tree vatie memory cell accessed at each node. The
decision tree branches according to the contents of thecedissed. We only count the number of memory
cells accessed in the data structure; all computation & fféis means that no restrictions are imposed on
the way data is represented or manipulated, except for thadon the size of values that each memory
cell can hold. Thus, lower bounds obtained in this modehappall reasonable models of computation and
give us insight into why certain problems are hard.

In this model, Fredman and Saks [26] showed that any dynaat& structure supporting rank queries
for sets of integers from a universe of sikerequireQ(logN/loglogN) amortized time per operation. A
rank query asks how many elements in a given set of integerkess than or equal to a given integer. It is
interesting that, for static sets, predecessor queriesamdqueries are equally difficult [28].

Alstrup, Husfeldt, and Rauhe [4] considered a generabmatif the dynamic predecessor problem in a
universe of sizéN: the marked ancestor problem in a treé\bhodes. They proved a tradeoff,

logN
teQ —————
€ <Iog(ublog N)) ’
between the update timeand the query time in the cell probe model with word siZe If the word size
and update time are both @(logN)®Y, this gives a lower bound a®(logN/loglogN) for query time.

They also construct a RAM algorithm which matches this queng while using onlyO(loglogN) time
per update an®(N) words, each containin@(logN) bits.

Ajtai, Fredman, and Komlos [1] showed that, if the word lénigtsufficiently large (i.en®( bits), then
any set of sizen can be stored, using a trie, @(n) words so that predecessor queries can be performed
in constant time in the cell probe model. On the other hantkiAR] proved that, if the word length is
sufficiently small (i.e.O(logn) bits), and onlyn®® words of memory are used to represent any set of
elements, then worst-case constant time for predecessoequs impossible.

Miltersen [35] observed that a cell probe algorithm can mvwad as a two-party communication pro-
tocol [47] between a Querier who holds the input to a queryaR&sponder who holds the data structure.
In each round of communication, the Querier sends the naraer@mory cell to access and the Responder
answers with the contents of that memory cell. The commtinicagame model is more general, since



the response at a given round can depend on the entire hidtding computation so far. In the cell probe

model, the response can depend only on which memory cellrig Ipeobed, so different probes to the same
memory cell must always receive the same response. In taandny problems, the cell probe complexity

is significantly larger than the communication complexB¢].

Miltersen [35] generalized Ajtai’s proof to obtain &1/loglogN) lower bound on time in this model
for the problem of finding predecessors in a static set fromigause of sizéN. In [37], it was shown that for
certain universe sizes, Ajtai’s proof and its generalamatin [35] also gives af)((logn)/3) lower bound
on time. These lower bounds (and the lower bounds in our pawtually apply to a large natural class
of data structure problems introduced in [24]. Furthermdddtersen [35] provides a general technique
for translating time complexity lower bounds (under redions on memory size) for static data structure
problems into time complexity lower bounds for dynamic dsttaicture problems. In particular, he shows
that the time to perform predecessor querie€2{s/loglogN) if the time to perform updates is at most
2(09N)'"* for some constarg > 0.

Although the cell probe model is useful for proving the moshegrally applicable data structure lower
bounds, it does not permit one to analyze the particularungbns necessary for these algorithms.

Fich and Miltersen [23] have shown that, for the standard RAbtel (which includes addition, multi-
plication, conditional jumps, and indirect addressindrinstions, but not shifts, bitwise Boolean operations,
or division), the complexity of performing membership gaerin a set of siza stored using at mosN/nQ(l)
words (of unbounded size) requir@¢logn) time. Thus, for this model, binary search is optimal.

ACP RAMs allow conditional jumps and indirect addressing, a#i asany finite set of A€ instructions
(such as addition and shifts, but not multiplication or siwn). Hagerup [28] gave an AQRAM algorithm
for the dynamic predecessor problem that ué€¢s) words and performs queries and updateil +
logn/logb) time. Andersson, Miltersen, and Thorup [9] showed how tcigffitly implement fusion trees
on anAC® RAM. In the same model, Andersson, Miltersen, Riis, and Thd@8] proved that the time
complexity of the static dictionary problem &(+/logn/loglogn). Their algorithm use®(n) words and
their lower bound holds even if29"°” words are allowed. It is intriguing that the somewhat unuisua
function describing the time complexity in this case is thene as the one that we derive in a different
context.

On the pointer machine model, the time complexity of the dyicgpredecessor problem®&loglogN)
[32, 33, 31].

3 Lower Bounds

Our lower bounds are proved in the general language-tHedramework introduced in [35]. We begin
with a brief description of the class of problems and thenashow certain problems in this class can be
reduced to various data structure problems. Next, we ptesene technical combinatorial lemmas. This
is followed by a lower bound proof in the communication ganeded for any static problem in our class.
Finally, a number of corollaries are given, including trafle between update and query time for dynamic
data structure problems.



3.1 Indecisive Languages and the Static Prefix Problem

Let 2 denote a finite alphabet that does not contain the symhmid lete denote the empty word. We focus
attention on a special class of regular languages.

DEFINITION 3.1: A regular languagk C Z* is indecisiveif and only if for all x € * there existz,Z € X*
such thaize L andxZ ¢ L.

Thus, for an indecisive language, knowing that a particwlard is a prefix of the input does not determine
the answer to the membership query for that input.

Suppose thak is an indecisive language that is accepted by a deterntrfisite automaton withg
states. Them > 2, since the automaton accepts some words and reject otherthermore, the strings
andZ in Definition 3.1 can be chosen to be of length at nupst1.

For any stringy =y1---yn € (XU {L})* and any nonnegative integ¢r< N, let PRE(y) € Z* denote
the string of length at most obtained by deleting all occurrences offrom the lengthj prefix, yi ---y;j,
of y. For example, ify = 01L 101, then PREyY) = 01 and PRE(y) = 010. LetZ(N,n) denote the set of
strings in(ZU { L })N containing at most non-L characters.

DEFINITION 3.2: LetL C ¥* andx € Z*. Thestatic (L,N, n,x)-prefix problemis to store an input string
y € Z(N,n) so that, for anyj € [0,N], the query “Isx- PREj(y) € L?” may be answered. When= ¢, the
static(L, N, n,x)-prefix problem will also be called the static, N, n)-prefix problem.

If N' > N andn’ > n, then any string irZ(N,n) can be viewed as a string #(N’,n’) by appendingLN'—N
to it. Thus the stati¢L, N’, ', x)-prefix problem is at least as hard as the stétidN, n, x)-prefix problem.

The statiq(L, N, n,x)-prefix problem for any languadeand any string ¢ L can be reduced to the static
({0,1}*1,N, n)-prefix problem as follows. Given an instange (ZU {1 })N, lety € {0,1, L }N be defined
so that

1L ifyy=1
= { 1 ify; # 1 andx-PRE(y) €L
0 ify;# 1L andx-PRE(y) ¢ L.
Then, by constructions- PRE(y) € L if and only if PRE(Y') € {0,1}*1. Thus, the stati¢{0,1}*1,N,n)-
prefix problem is the hardest such problem. Similarly, wkenL, the static(L, N, n,x)-prefix problem can
be reduced to thg{0,1}*1, N, n, 1)-prefix problem.

3.2 Related Problems

DerINITION 3.3: Thestatic (N, n)-predecessor-parity problems to store a seb C [1,N] of size at mosh
so that for any valuex € [1,N], the parity of the predecessor »fin the setS, parity(pred(x,S)), can be
determined.

The static(N, n)-predecessor-parity problem is no harder than the stagidgmessor problem. It can also be
reduced to the stati¢{0,1}*1,N,n)-prefix problem, as follows. Given a s8{C [1,N] of size at mosh, let
y€{0,1, L}N be defined so that

L ifigs
yi=< 1 ifieSandiisodd
0 ifieSandiiseven.



Thenpred(j,S) is odd if and only ifPRE_1(y) € {0,1}*1.

Conversely, the stati¢{0,1}*1,N, n)-prefix problem can be reduced to the st42®l, n)-predecessor-
parity problem, as follows. Given a stringe {0,1, L }N, letS={2i — 1|y, =1} U{2i | yj =0} C [1,N].
ThenPRE(y) € {0,1}*1if and only if parity(pred(2j + 1,S)) = 1.

DEFINITION 3.4: Thepoint separation problens to store a set of points in the plane and decide whether
they all lie on the same side of a query line.

The static({0,1}*1,N, n)-prefix problem can also be reduced to the point separatioblgm, as follows.
Given an instance € {0,1, L}N of the prefix problem, an instance of the point separatiomlera can be
constructed as follows, using ideas in [16, 17]. Suppese --- < is_1 denote the indices of the nah-
characters oz Letis=N+1andP = {pij,Xii,; Piy; - - - Xis 1is» Pi}» Wherep;, = (2i,-,4i12) forj=1,...,s
and, forj=1,...,s—1,
- { (i +ij+1,2i12+2i12+1) ifz, =0

M T (i i) iz =1
Then, fork € [1,N], PRE(z) € {0,1}*1 if and only if there are points iR on both sides of the query line
y=2(2k+1)x — (2k+ 1) (which is tangent to the paraboja= x? at the point(2k + 1, (2k+ 1)?)).

Therank of an elemenk in a setSis the number of elements Bithat are less than or equalxo

DEFINITION 3.5: Therank problemis to store a set from an ordered universe so that, for anyasiem the
universe, the rank of the element in the set can be determirteztank parity problemis to store a set from
an ordered universe so that, for any element in the univéingeparity of the rank of the element in the set
can be determined.

The rank parity problem is no harder than the rank probleme $tatic((11)*1,N,n)-prefix problem is
equivalent to the rank parity problem for subsets o] of size at mosh. Lety e {1, 1 }N be a string
and letSC [1,N] be a set such that = 1 if and only ifi € S ThenPRE(y) € (11)*1 if and only if
parity(rank(j +1,9)) = 1.

DEFINITION 3.6: The(exact) range counting problera to store a set from an ordered universe so that, for
any two elements < X' in the universe, the number of elements in the set that ateeinangégx, x| can be
determined.

The range counting problem is no harder than the rank prablem

3.3 Combinatorial Preliminaries

In this section, we state two combinatorial results whiahiarportant for the lower bound proofs given in
the next subsection.

The following form of the Chernoff-Hoeffding bound follovesasily from the presentation in [18].

Proposition 3.1: Fix H C U with |H| > p|U| and letSC U with |S = s be chosen uniformly at random.
Then
PrHNS < ps/4] < (V2/e¥/4)Ps < 27P5/2,



The next result is a small modification and rephrasing of al@oatorial lemma that formed the basis
of Ajtai’s lower bound argument in [2].

Suppose we have a trdeof depthd such that all nodes on the same level have the same number of
children. Fort =0,...,d letV, be the set of nodes df on level/ (i.e. at depttY) and for/ < d let f, be the
fan-out of each node on levél Thus|V,1| = f|V,| for £=0,....d - 1.

For any noder € T, let leave$v) denote the set of nodes V¥ that are descendants wand, ifv is not
the root ofT, let parentv) denote the parent of Let A(0),...,A(m— 1) be disjoint sets of leaves af and
let A= T A(c). The leaves irA(c) are said to haveolour ¢ A nonleaf noder hascolour cif leavegv)
contains a node iA(c). Forc=0,...,m—1, letA'(c) = {v | leavegv) N A(c) # @} denote the set of nodes
with colourc. Note that the setd/(0),...A'(m— 1) are not necessarily disjoint, since a nonleaf node may
have more than one colour.

The density of a nonleaf node is the maximum, over all colouds the fraction of its children that have
colourc. A nonleaf noder is d-denséf it has density at leasi.

Let R%(c) be the set of those nodes on levehat are coloured and do not have &-dense ancestor
at levels 1...,¢— 1. In particular,R®(c) = A'(c) V4. The fraction of nodes on levélthat are inR%(c)
decreases exponentially with

Proposition 3.2: For 1< £ < d, |[R(c)| < 81V

Proof By induction on/. The base casé,= 1, is trivial sinceR?(c) C V1.

Now let 1< ¢ < d and assume thaiRd(c)| < & 1|V|. If ve R?H(c), then, by definitiony has colourc
and no ancestor ofat levels 1...,7 is &-dense. Since has colourc, parentv) also has colouc and, thus,
parenfv) € RO(c). Furthermore, parefi) is notd-dense, so fewer thad f, of its children are irR?H(c).
Hence,

IRP41(0)] < 8- fiIR(C)| < & fy 8" V| = &'|Vpal,

as required.

We now prove Ajtai’'s Lemma:

Proposition 3.3: (Ajtai's Lemma) LetT be a tree of deptld > 2 such that all nodes on the same leverl of
have the same number of children. Suppose that at leasttefracof all the leaves iT are coloured (each
with one ofm colours). Then there exists a levgll < £ < d — 1, such that the fraction of nodes on le¥el
of T that ared-dense is at least
o— médfl
d-1 °

Proof By Proposition 3.2|R3(c)| < 8%~1|vy| for all coloursc. Let A be the set of all coloured leavesTn
and 1etR® = U™ R(c) C A. There arem colours; thereforéR0| < mé%—1|Vy|.

If we A C Vg4 and none of its ancestors at levels.1,d — 1 ared-dense, thew € R?. Thusw € A— R?
implies that some ancestor wfat some level 1..,d — 1 isd-dense.

For/=1,...,d -1, letd, denote the fraction of nodes W that ared-dense. Observe that because
the fan-out at each level af is constant, for any € V;, |leavesv)| = |Vy|/|V,|. Therefore, for eacld,
1< ¢ <d- 1, the number of leaf nodes ®fthat lie belowd-dense nodes M, is &, [Vy]. It follows that

41
A-R|I<S &Vl
2,
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But|A—R%| = |A| - |R®| > a |Vy| — m&9—L|vy

, SO

d-1
/Z & >a—mdd L
=1

Thus there is somg 1< /¢ <d-— 1, such thad, > (a — médfl)/(d — 1), as required.

The number ofd-dense nodes can change significantly with a small chan@e Gonsider a tred
of depthd > 2, where all nodes on levélhave fj = 2% children, for 0< | <d—1. ThenT hasN =
fo--- fg_1 = 2F leaves, wherd&e = g+ ---+e4_1. Leta> 0 ande > 1 be integers such that< e <
min{ey,...,e4 2,641} and letm= 2%9-1)-2_Colour a fractiorn = 2-2 of the leaves oT as follows: The
x+ 1’st leaf is coloured if and only if tha least significant bits of the binary representatiorxafre all O.
The colour of this leaf is a number [0, m— 1] whose binary representation is formed by the concatenation
of selected bits fronx's binary representation. Specifically, divide the binagpnesentation ox into d
blocks of lengthey,...,e4_1. Then concatenate together thenost significant bits in each of the middle
d — 2 blocks plus thee — a most significant bits in the least significant block. The robthe treeT has
density 1 and all other internal nodes have densit§, Zhus wherd < 2~€, all internal nodes argd-dense;
whereas, whe > 27¢, only the root ofT is 8-dense. An example with=4,eg=e3=1,6; = & = 2,
e=1, anda=1is depicted in Figure 1. The positions of the selected hithé binary representation (i.e.
those that determine the colour of the leaves) are shaded.

eO el eZ 93
<> [TTTT T[]
f e e a

aaaaaaaaaaaaaaaaaaaaaaaaaaaaaaaaaaaaaaaaaaaaaaaaaaaaaaaaaaaaaaaa

0oo0110011122332 233 001100112 2332233

Figure 1: An Example Related to Ajtai's Lemma

3.4 Lower Bounds for Static Problems

In this section, we present an adversary argument that pravewer bound on the time to perform prefix
gueries for any indecisive language, provided strings tamed using only a polynomial amount of memory.

As discussed in the introduction, Miltersen [35] observadt tone can phrase a static data structure
algorithm in the cell-probe model in terms of a communiagafwotocol between between two players: the
Querier, who holds the input to a query, and the Respondey, helds the data structure. Each probe that
the Querier makes to the data structure, a cell name, cerisgbgm bits of communication, wherm is
the number of memory cells, and each response by the Regptimeleontents of that named cell, consists
of exactlyb bits of communication. The number of rounds of alternatibthe players is the time of the
cell-probe communication protocol.

For technical reasons, we require that, at the end of th@gohtboth the Querier and the Responder
know the answer to the problem instance. Since we are camgydgecision problems, the answer to each
problem instance is a single bit. In this case, once one opligers knows the answer, the other player
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can be told the answer in the next round. Therefore, if themmialgorithm for the statid_, N, n, x)-prefix
problem that uses at mast 1 probes, then there is a communication protocol that sahisgproblem in at
mostt rounds.

The lower bound, in the style of [30], works ‘top down’, mamting, for each player, a relatively large
set of inputs on which the communication is fixed. Unlike [30¢ actually have non-uniform distributions
on the Responder’s inputs, so our notion of ‘large’ is withpect to these distributions. The distributions
get simpler as the rounds of the communication proceed.

If Zis a probability distribution on a s@tandB C Z, we usel(B) to denote the probability an element
randomly chosen from the distributiahis in B. Let U(N,n) be the distribution which chooses an element
y=yY1...yn from Z(N,n) by first choosingSC [1,N] of sizen uniformly at random and then, independently
for eachj € S choosingy; € ZU { L} uniformly at random, and finally settingg = L for j ¢ S That is,
each of the() |Z|' strings inZ(N, n) with exactlyi non-L characters has probabilifl ) /[(}) (|Z] + 1)1

n—1
The base case of the lower bound considers the situation ichwio communication is performed.
Specifically, we argue that there do not exist a large set sitipos A C [1,N] and a large set of strings
B C Z(N, n) for which the statiq'L, N, n,x)-prefix problem can be solved, for glle A andy € B, without
communication.

Lemma 3.4: Suppose that C Z* is an indecisive regular language accepted by a deterngiriigite au-
tomaton withq states. LetN > n > 0 and suppose thdt > 2(|= +1)9, an > max8gk?, 120%), and
B> 2 2+1 Consider any set of positiomsC [1,N], with |A| > aN, and any set of string® C Z(N, n), with
He(nn) (B) > B. Then, for any € 2%, there exist integera, & € Aand a string € B such thak- PRE,(y) € L
andx-PREy(y) € L.

Proof Letx € Z*. Consider the event that a striyggandomly chosen from the distributioti(N,n) has
X-PRE(y) € Lfor allae Aorx-PRE(y) ¢ L for all a€ A. We will show that the probability of this event
is less thar. Sinceplynn) (B) > B, it will follow that there exist integera, & € A and a stringy € B such
thatx- PREy(y) € L andx- PREy(y) ¢ L.

It is convenient to restrict attention to a well spaced stub$é\. Specifically, it is possible to choose
a<a <--<apcAsuchthata 1+1,a]| =a —a_1> |(|A —1)/b?] >|A]/b? 1. SincelA >
aN > an > 802, it follows that|[a_1 + 1,&]| > |A|/b?> — 1 > aN/b? — 1 > 7aN/(80%) > aN/(2b?) for
i=1...,b%

LetSC [1,N] with |§ = nbe chosen uniformly at random. Then, sice an/(8b?) andan/(4b?) > 3b,
applying Proposition 3.1 withl = [a_1 + 1,a] andp = a//(2b?),

Proli|[a_1+1,a]NS < g < Prol|[ai_1 +1,&] NS < an/(8b%)] < 27 /(4%) < 2-30

Sinceb > 4, there ard? < 2P intervals. Therefore, the probability that at least onehafnh contains
fewer thang elements oBis less tharb?2-3° < 2~ < /2.

Now consider any fixed choice fd that has at leasfj elements in each of thes® intervals. For
each intervala;_1 + 1,&], consider the se®; of the lastq elements ofSin the interval.L is an indecisive
regular language. Therefore, for each fixed cheider the symbols ofy that occur before the first element
of Qj, there are stringg,Z € (XU {L})9 such thatx- PRE, (wz) € L andx- PRE;(wZ) ¢ L. There are
(|Z| + 1)9 equally likely ways that the characters pfn positions indexed b; will be assigned values.
Thus, with probability at least>| + 1) 9, eitherx-PRE,_,(y) € L andx-PRE; (y) € L orx-PRE;_,(y) ¢ L
andx- PRE; (y) € L. Therefore, the probability that this event does not ocsatimost 1- (|=| + 1) 9.
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Since the choices of the portions of strinin each of theb? intervals[a; 1+ 1,a;] are independent, the
probability that eithex- PRE; (y) € Lforalli =0,...,b? orx-PRE,(y) ¢ Lforall i =0,...,b? is at most

(1-(|Z/+1) D <e (FHI™ 2D g

sinceb > 2(|Z| + 1)9.

Becauseuynn)(B) > B, it follows that there exists a stringe B such that neithex- PRE(y) € L for
allac Anorx-PRE(y) ZLforallac A.

LetL C 2* be an indecisive regular language. We define a sequencetidbaiions onZ(N,n) and use
it to demonstrate that no cell-probe communication pratosing n memory cells ob bits can solve the
static (L, N, n,x)-prefix problem int rounds. Given integers, k, t, N, andn we will define two sequences
of integersN; andn; for i =0,....t — 1 with Ng = N, andng = n. The general idea of the lower bound
argument is to find, after each round, a portion of the Querand Responder’s inputs on which the cell-
probe communication protocol has made little progresserAftounds, the possible values of the Querier's
input will lie in an interval of lengthN; and, within this interval, the Responder’s inguvill have at most
n; non-L elements. Thus, the Responder’s input can be viewed as mremefZ(N;, n;) together with a
modified prefixx' consisting of together with all characters gfpreceding this interval.

More precisely, leb, k, t, N, andn be positive integers and define

e U= 8kt
e r =16bu/a

f =8ru/a = 128 /a2

No=N
e Np=n

e and, fori=0,...,t — 1, defineNi; 1 = (N;/f)¥Y andni 1 = n;/(ru).

We say that the tuple of parametdisk,t,N,n) satisfies thentegrality conditionif 1 /a is an integer
greater than 1 and, for every integeg [0,t|, N; andn; are integers anty; > n;.

If nis the 4'th power of an integer larger than 1, thepdlis an integer greater than 1 arficandr are
also integers. Sincé > ru andu > 1, the condition\; > ny is sufficient to imply thatN; > n; for i € [0, t].
Furthermore, i\ andn; are both integers, them = (ru)t'ny andN; = (U~ D/(U-INU™" are integers for
i € [0,t]. In particular, the integrality condition will hold fdib, k,t,N, n) if nis the 4’th power of an integer
larger than 1 and there are integ&s> ry such than = (ru)tn; andN = f (U ~D/(u-DNU

Suppose that the integrality condition holds faxrk,t,N,n). We define a probability distributio;
on Z(N;, ;) inductively, fori =t,...,0. The basisz, is the distribution?(N;, ;). For everyi < t, each
string inZ(N;, n;) can be thought of as labelling the leaves of a ffewith depthu+ 1, having fan-outf
at the root and a completd , ;-ary tree of depttu at each child of the root. We choose a random element
of Z; as the sequence of leaf labels of the tigewhich we label using the distributios;, 1 as follows:
First, choose nodes uniformly from among all the children of the root. Facle successively deeper level,
excluding the leaves, choosenodes uniformly among the nodes at that level that are natetelsints of
nodes chosen at higher levels. (Notice that, since the fogtleasf > ru children, it is always possible to
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choose enough nodes with this property at each level.) ewdgntly, for each of thesel nodesy, choose
a stringwy € Z(Ni;1, ;1) from Zi;; and label the leftmost leaf in theth subtree ofv with theh’th symbol
of wy, forh=1,...,Niy1. Label all other leaves oF with 1.

Lemma 3.5: Suppose that C Z* is a regular language accepted by a deterministic finitenaatton M
with g states. Supposgb, k,t,N,n) satisfies the integrality conditiom > 16, and 2 > 4q. Letx € Z*,

A C [1L,N] with |A] > aN;, andB C Z(Ni;,n;) with pz (B) > B = 2-?+1 Suppose there is ta—i round
cell-probe communication protocol, using< nk memory cells ob bits, that correctly determines whether
x-PREj(y) € L for all j € Aandy € B. Then there exisk' € =*, A' C [1,Ni;1] with |A'| > aNi;1, B' C
Z(Niy1,ni41) with pz,(B") > B and at —i — 1 round cell-probe communication protocol, usimgells of

b bits, that correctly determines whethérPRE;(y') € L for all j' € A" andy € B'.

Proof We begin with an overview of the argument. Our goal is to idgrt nodev in T; and fix one round
of communication in the original—i round cell-probe communication protocol to obtain a newi — 1
round communication protocol that still works well in thebtnee rooted a.

We first focus attention on the message the Querier sendsgdtivé first round of communication for
each of its possible input queries (i.e. leave$)n A node is a good candidate foif there is some message
such that a large fraction of the node’s children have a lgadray their descendants for which this message
is sent. Using Proposition 3.3 (Ajtai’s Lemma), we show tinatre is always a level with many nodes that
are good candidates for

Next, we select from among these nodes and fix the values of those leaves ateamot descendants
of v so that the following property holds. If the Responder'snsty is chosen according to the distribution
Z;, the probability thaw is one of ther nodes chosen on its leval,c B, andy is consistent with the fixed
values of the leaves not s subtree is not too much smaller than the probability thatB. Moreover, we
can fix the response so that the probability that also one on which the Responder gives this response is
not too much smaller.

If vis one of the nodes chosen on its level, then only the leftdestendants of its children may have
values other than . This implies that the answer to the prefix problem is the séuey of the leaves in the
subtree rooted at a given child wfs the input query. Thus we can identify the portion of thagty below
v with an element irZ(Ni;1,ni11), and the input query belowwith the position of its ancestor among the
children ofv.

Now, we proceed to give the details of our proof.

Finding the nodev

We examine the behaviour of the Querier during the first roofhthe original cell-probe communication
protocol to find a set of candidates for the nadeFor each value of € A, the Querier sends one ai
messages indicating which of thememory cells it wishes to to probe. Colour thit leaf of T; with this
message.

To find the nodey, we first find a level of T, with manya-dense nodes. Then we fix th¢Z — 1) nodes
chosen at higher levels and show that, with high probabititgny of ther nodes selected at levélarea-
dense. We fix the choice of a $étof [b?/8] a-dense nodes at levél Next we fix the levels of leaves that
are not descendants ¥t All other leaves, except for the leftmost descendant ohedc¢heN;, 1 children
of each node iV are set tal.. Finally, for each node iv, we consider the restriction & projected onto
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the remaining unfixed leaves of the subtree rooted at the andehoose the node that contains the highest
density of elements frong ;.

Since|A| > aN;, it follows from Proposition 3.3 (Ajtai’s Lemma) that theexists a level such that
1 < ¢ < uand the fraction ofi-dense nodes in levéel of T, is at least(a — ma)/u. By the integrality
condition,a < 1/2. Furthermorey > 6 andm < n* = o~ %! = a~ 2. Therefore

(0 —ma')/u>a(l—az 1) /u> 3a/(4u).

We now argue that there is a sufficiently large set of cand&lfirv among then-dense nodes at levél
and a way of labelling all leaves af that are not descendants of these candidates so that thebpitylof
choosing a string i remains sufficiently large.

Note that in the construction df; from Z, 1, ther nodes chosen on levélare not uniformly chosen
from among all nodes on levél The constraint that these nodes not be descendants of dngrg? — 1)
nodes chosen at higher levels skews this distribution sdratand necessitates a slightly more complicated
argument.

Consider the different possible choices for tkle— 1) nodes at levels,1..,/— 1 of T; in the construction
of Z; from Z; 1. By simple averaging, there is some such choice Wil,iKIB) > 3, whereZ is the probability
distribution obtained front; conditioned on the fact that this particular choice ocaiirifeix this choice.

Let R be the random variable denoting the set afodes chosen at levél Since the choice of nodes
at higher levels has been fixed, there are certain nodes aitddhat are no longer eligible to be iR.
Specifically, each of the nodes chosen at levél < ¢ eliminates itstJ:lh descendants at levélfrom
consideration. In total, there are

(-1
> reNGT <2 NG
h=1
nodes eliminated from consideration at le¥elThere aref Niﬂ:ll nodes at level, so the fraction of nodes
at level/ that are eliminated is less than/Z = a/(4u). Thus, of the nodes at levélthat have not been

eliminated, the subs& of nodes which are-dense constitutes more than a fractiary 84u) — o /(4u) =
a/(2u).

We may view the random choid® of the r nodes at level as being obtained by choosimgnodes
randomly, without replacement, from the set of nodes atl |étieat were not eliminated. Applying Propo-
sition 3.1 withp = a/(2u) and|R| =,

Pr[DNR| < ra/(8u)] < 27 "/(4) — 2=4b,

Sinceb > 1, this probability is smaller than2® = 3/2. LetE be the event that at least /(8u) = 2b of
ther elements oR area-dense. Themr(B) > B B/2=B/2, whereZ" is the probability distribution
obtained fromZ conditioned on the fact that evelitoccurred.

Assume that everlt has occurred. ThelDNR| > 2b. LetV be the random variable denoting the firbt 2
nodes chosen fdR that are also iD. By simple averaging, there is some choice\owith llz,'"(B) >B/2,
whereZ" is the probability distribution obtained froii’ conditioned on the fact that this particular choice
for VV occurred. Fix this choice.

Finally, consider the different possible choicggor the sequence of labels on those leaves which are
not descendants of nodes\in By simple averaging, there is some choicedowith piz- (B) > /2, where
Z* is the probability distribution obtained fro” conditioned on the fact that this particular choice dor
occurred. Fix this choice.
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By construction, the distributiot;" is isomorphic to a cross-product ob2ndependent distributions,
Zi,1, one for each of the nodesYh Specifically, for eacly € V, the string consisting of the concatenation
of the labels of the leftmost descendants’sfchildren is chosen fron¥;. 1. (All other descendants efare
labelled by.L.) Forv e V andy chosen fromz;, let 1i,(y) denote the string consisting of thg, 1 characters
of y labelling the leftmost descendants of the children ofv. Let B, = {T(y) | y € B is consistent with
o}. Then

B/2 <Mz (B) < [ Hz..(By)-

veVv

Hence, there is somee V such that

Mz.: (By) > (Mz (B)YV! > (B/2)Y* = 1/2.

Choose that node

Fixing a round of communication for each player

Sincevis a-dense, there is some messagleat the Querier may send in the first round such tA4fN;, 1 >
a, where
A’ ={j" € [1,Ni;1] | the j’-th child of v is colouredc};

i.e., there is some inpytcorresponding to a descendant of ffxh child of v on which the Querier sends
message in the first round. We fix the message sent by the Querier in theriund to bec.

For each node € V and stringy € B, letA,(y) € Z* denote the string consisting of the naneharacters
of y labelling the leaves of; that occur to the left of the subtree rootedvat For each state of the
deterministic finite automatoM, let B,, denote the set of stringg € By for which there existy € B
consistent witho such thatr,(y) =y andx- A,(y) takesM from its initial state to stat@. SinceB, is the
(not necessarily disjoint) union of thleesetsB, p, there is a stat@’ such that

“21+1(B\4p’) 2 |“lz1'+1(BV)/q >1/(29).

Fix any functioni : B,y — B so that, for each string € By, 1(Y) is consistent witto, T,(1(y')) =Y, and
X-Av(1(Y')) takesM from its initial state to stat@'. In other words|(y') witnesses the fact thgt € B, y.

There are only 2 different messages the Responder can now send. Therelfiene is some fixed
message’ for which
Mz, (B) > 1/(292°) > 2+ =,

since 2 > 4q, whereB' is the set of stringy’ € B, such that, in round one, given the inp(y') and the
gueryc, the Responder sends We fix the message sent by the Responder in the first rounddo be

Constructing thet —i — 1 round protocol

Choosex € Z* to be any fixed word that takéd from its initial state to statg'.

Consider the following new— i — 1 round protocol: Given input§ € A’ andy € B', the Querier and
the Responder simulate the lasti — 1 rounds of the original — i round protocol, using inputg € A and
y=1(y) € B, respectively, wherg is the index of some leaf if; with colourc that is a descendant of the
j’-th child of nodev. Note that it doesn’t matter which leaf of coloarin the subtree rooted at thig-th
child of vis chosen. This is because every leaf in this subtree, exlcepeftmost leaf, is labelled by, so
PRE(y) is the same no matter which leaf in the subtree is indexefl by
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It follows from the definitions oA’ andB' that, for inputsj andy, the original protocol will send the fixed
messages andc’ during round one. By construction, the new protocol detagsiwhethek- PREj(y) € L.

Sincer,(y) =Y andj is the index of a leaf iff; that is a descendant of théh child of nodev, PRE (y) =
Av(y) - PRE(Y'). Furthermorex- A,(y) andx’ both lead to the same stgpeof M, sox- PRE(y) = X-Ay(y) -
PRE;(Y) € Lifand only if X - PRE:(y') € L. Thus the new protocol determines whetRePRE; (y) € L.

O

We now combine Lemma 3.4 and Lemma 3.5 to prove the main teghm@sult.

Theorem 3.6: Let L C 2* be an indecisive regular language accepted by a determifirste automaton
with q states and lex € 3*. There is a constant > 0 such that ifo > max(16,2(|| + 1)9), (ckPt)* <
n< (ckbzt)Bt, andN > n(‘"'kt)t, then there is na round cell-probe communication protocol for the static
(L,N, n,x)-prefix problem usingi* memory cells ob bits each.

Proof Let c=256. Suppose that> max(16,2(|=| + 1)9), (ckk’t)® < n < (ckt?t)&, andN > n(®)', To
obtain a contradiction, suppose that there israund cell-probe communication protocol for the static
(L,N, n,x)-prefix problem usingn < n memory cells ob bits. Letn’ = (ckt?t)* < nandk’ = 2k. Then

n' <nandm< (n)K.

Letu = 8K't, a = ()Y r = 16bu/a, f = 1287 /a?, Ng = N, nj = ', and letN; 1 = (N;/ )2/Y
andn , =ni/(ru) fori=0,...,t - 1.

Note thatf = 128 x 64(k')2t2(n')Y/2 < n. One can now easily check that sifge> n(2560° N, > n >
ne.. As noted abovell, > N/(fU).

Therefore(b,k',t,N,n’) satisfies the integrality condition and the algorithm war&srectly for all inputs
j € A=[1,N]andSe B=Z(N,n). Since d>b>291 > 4q, b> 2, Lemma 3.5 can be appliedimes
starting withA = [1,N] andB = Z(N, n), to obtainx' € Z*, A’ C [1,Ni] with |A’| > aN;, B’ C Z(N, nt) with
pz(B') >B= 2-2+1 and a 0 round cell-probe communication protocol that atlyeetermines whether
X -PRE(y) € L for all j € A andy € B'. This implies thatx- PRE(y) € L for all j € A" andy € B or
X -PRE(y) ¢ Lforall j € A'andy € B'.

Sincea = (n')~Y) andt > 1, al*t > (n') Y2, Also,n’ > (256kt)* andb > 4q, so
. an’ n o1+t (n/)l/Z (25&)2kt)2t

= = Y. 3
an, = (I’U)t - (leuz)t > 16b(8k"[)2)t > bt(32k’t)2t =4-b> > 16b° > 8qb2

sincet > 1. ButN; > n; > 0,b>2(|Z| +1)9, andB = 2-2+1 Therefore, by Lemma 3.4, there exist integers
a,a € A'and a stringy € B' such thai' - PREy(y) € L andx - PREy(y) € L. This is a contradiction.

The following two results, which are direct consequencethefpreceding result, give us the desired
lower bounds for the static prefix problem.

Theorem 3.7: For any indecisive regular languadie any stringx, any positive integek, and any pos-

itive constante, there exists a functiom(N) < N such that any cell probe data structure for the static
(L,N, n(N),x)-prefix problem usingn(N))* memory cells of 829N bits requires tim& (loglogN// loglog logN)
per query.

Proof Fix k,e > 0 and choose the largest integesuch thaflogN)¢ > (ckt)* wherec is the constant from
Theorem 3.6. Clearlg' loglogN/logloglogN >t > ¢’ loglogN/logloglogN for some constants,c” > 0
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depending only ork ande (and the constant). Letb = 2(°9N)" © and setn = (ck?kt)®. Then, forN
sufficiently largeb > max(16,2(|Z| + 1)%) and

¢ logN)&/4
ek < pllogN)#* (IogN)sz&:’(logN)l oglogh. (logN) <N.

Therefore, by Theorem 3.6, any cell-probe data structurthéostatiqL, N, n, x)-prefix problem requires
time at least + 1 usingn® memory cells ob bits each.

Theorem 3.8: For any indecisive regular languadie any stringx, and any positive integels k', there is
a functionN(n) such that any cell probe data structure for the st@dtid\(n), n, x)-prefix problem usingi

memory cells oflogN(n))¥ bits requires time(,/log n/loglogn) per query.

Proof Fix k andk’ and consider the largest integefor which n > (ckt)8“t2+4‘(log n)8t wherec is the
constant from Theorem 3.6. Theén> ¢'/logn/loglogn wherec' > 0 is a constant depending only &n
andk’ (and the constard). SetN = n(k)" andb = (logN)¥ = [(ckt)t logn]¥, son > (ckt)&t+4 (logn)&t =
(ck?kt)®. For allt > 3, (t+ 1)'*! <t and, hence by the choice tfit follows thatn < (ck?kt)®. For

N sufficiently large,b > max(16,2(|Z| + 1)%) Thus, by Theorem 3.6, any cell-probe data structure for the
static(L, N, n,x)-prefix problem requires time at least 1 usingnk memory cells ob bits each. 0

It follows from the reductions described in Sections 3.1 arfithat the static predecessor problem is at
least as hard as any static prefix problem. Thus, we obtaifotlosving corollaries.

Corollary 3.9: Consider any cell probe data structure for the static prestar problem that stores each set

Sfrom a universe of siz&l using|S°Y memory cells of 829N *" pits. Then, in the worst case, queries
takeQ(loglogN/logloglogN) time.

A result similar to Corollary 3.9 was independently shownXgo [46].

As noted in Section 2, the static predecessor problem for fsem a universe of siz&l can be solved
in constant time in the cell probe model usi@g|S)) memory cells if|S € (logN)°® [1]. With indirect
addressing, it can also be solved in constant time y§if§Y memory cells itN € |S°%. Thus, in Corollary
3.9, the worst case occurs for a Saif size (logN)®% andN°W,

Corollary 3.10: Consider any cell probe data structure for the static preskmr problem. If each set of
sizen from a universe of siz&\ is stored usingi®Y memory cells of(logN)° bits. Then, in the worst

case, queries tak@(+/logn/loglogn) time.

The reductions in Sections 3.1 and 3.2 also imply that theedamwer bounds apply to the static versions
of the predecessor parity problem, the point separatiomleno, the rank problem, and the exact range
counting problem.

3.5 Lower Bounds for Dynamic Problems

One can apply the results of Section 3.4 to obtain lower bsdiokddynamic data structures, using a transla-
tion argument given by Miltersen [35].

Forae XU {L} andi € [1,N], the operation updateg) applied to a stringy € Z(N, n) updates thé&th
letter of the string to be. It can only be applied if the resulting string is alsazi(N, n).
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DEFINITION 3.7: LetL C 2* and letx € *. Thedynamic(L, N, n,x)-prefix problemis to maintain a string
y € Z(N,n) under update operations and support the queries-“BRRE(y) € L?", for all j € [1,N]. The

semi-dynamigL, N, n, x)-prefix problemis a restricted version of the dynamic, N, n, x)-prefix problem in
which the operation updaie&) can only be applied when thih letter of the string isl. anda# 1.

Because the semi-dynamic prefix problem is a restrictedoreis the dynamic prefix problem, lower
bounds for the former also apply to the latter.

Theorem 3.11: Consider any cell-probe data structure for the semi-dynajN,n,x)-prefix problem.
Suppose there afe= (logN)°) bits per memory cell and the data structure usé$ Znemory cells. If

the amortized time for updatesiS?), then the worst-case query time is mr(u /logn/log Iogn).

Proof Suppose there is a data structure such that the amortizedftimupdates is°Y). Using static
dictionary techniques from [26], we obtain a space efficgattition to the stati¢L, N, n, x)-prefix problem.

Lety € Z(N,n) and consider the configuration of the data structure thaltssfom updating the string
1N to becomey, one character at a time. At each time step, at most one meretirgf the data structure
is changed, so in updatesn®® memory cells are changed. Suppose that the indices of ak tbeanged
memory cells, together with their new values, are storedgaréect hash table that use¥Y) memory cells,
each containindp bits.

To determine whethex- PRE(y) € L, given j € [1,N], it suffices to simulate the query algorithm used
by the dynamic data structure. Each probe to a locatiomthe dynamic data structure is simulated by
searching the hash table for the kieyif it is present, the associated value is used; otherwiseyalue of
locationi in the initial (empty) state of the dynamic data structuraded. Since the simulation of a single
probe can be done in constant time, the worst case query tirthe istatic data structure @(t), wheret is
the worst case query time in the semi-dynamic data structure

It follows from Theorem 3.8 thétis noto (w/log n/log Iogn). 0

The restriction of 2 on the number of memory cells is reasonable, since it is thebew of different
cells that can be accessed when performing indirect addgess

Exactly the same proofs apply to the dynamic predecessttgarowith inserts instead of updates.

Theorem 3.12: Consider any cell-probe data structure for the semi-dynagredecessor problem (i.e. no
delete operations are performed) @nN] restricted to sets of size at most Suppose there are =
(logN)°@) bits per memory cell and the data structure usg®)2memory cells. If the amortized time

for inserts isn®?Y), then the worst-case query time is gt /logn/loglogn).

Similar lower bounds, but for even larger word size, can brioled in terms of the universe size.

Theorem 3.13: Consider any cell-probe data structure for the semi-dynafiN, n,x)-prefix problem.
Suppose there ate= 2(°9N""*" pits per memory cell and the data structure us¥® 2nemory cells. If
the amortized time for updates i€ogN)" " “then the worst-case query time§loglogN/logloglogN).

Proof The proof is the same as for Theorem 3.11, except that we megddk the parameters slightly
differently and use Theorem 3.7 instead of Theorem 3.8.
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Fix somee > 0 and suppose that= 20°9N)" *_ |f the amortized time per update is at mo&ePV)" °,
then the time to perfornm updates iO(nb). As in the proof of Theorem 3.11, a hash table containing
O(nb) entries ofb bits each can be constructed. Now, ket 2 and senh to the value chosen in the proof
of Theorem 3.7 as a function dfandN andk. Sincen > b, the hash table has si@(nz) and we obtain
a static data structure that meets the conditions of The@&m Therefore it has worst-case query time
Q(loglogN/logloglogN).

Theorem 3.14: Consider any cell-probe data structure for the dynamic gmesdsor problem ofi, N] re-
stricted to sets of size at moston which no delete operations are performed. Suppose therb -a
200gN)* 2 phits per memory cell and the data structure us&® 2nemory cells. If the amortized time for
inserts is 209N " then the worst-case query timeCloglogN/logloglogN).

When there is no a priori restriction on the number of memafhsased by the dynamic data structure,
we can obtain lower bounds for worst-case query time giveanoer bound on the worst-case, rather than
the amortized, update time.

Theorem 3.15: Consider any cell-probe data structure for the semi-dynajN,n,x)-prefix problem.

Suppose there ate= 2(l0gN)* 2@ yitg per memory cell and the worst-case time for update§‘1€t>'\‘21 o,
Then the worst-case query time(qloglogN/logloglogN).

Proof Lete > 0 and suppose there is a data structure for the semi-dyn@aniit n, x)-prefix problem such
that the worst-case time per update and the number of biiper memory cell are both bounded above by
200gN)™™ " |f | C 5% there are only(|Z| + 1)N possible different updates. At each of the at nibsiteps

in the update algorithm for a given update, there are at msiads to branch (depending on the value
controlling the branch). Hence, the total number of diffénmemory cells that can be accessed during any

update is at mogtZ| + 1)N2°T, which is bounded above b)?‘ﬁgN)H/z for N sufficiently large. Therefore it
takes at mosy = 2009N)* “* pjts to describe which cell is updated at each step.
We now apply the same hash table construction as in Theoretisahd 3.13 to solve the static

(L,N,n,x)-prefix problem. We get a table with at mast = O(nb') entries each o bits. The remainder
of the proof proceeds as in the proof of Theorem 3.13 Witteplacingb. [

Theorem 3.16: Consider any cell-probe data structure for the semi-dynajN,n,x)-prefix problem.
Suppose there afe= (logN)° bits per memory cell and the worst-case time for update£ig'2".

Then the worst-case query time is m([\ /logn/log Iogn) .

Proof Consider a cell-probe data structure for the semi-dynafhidN, n,x)-prefix problem withb =
(logN)¥ bits per memory cell and worst-case update tifne 20(viogn)

As in the proof of Theorem 3.15, the number of different polgsmemory cells accessed during an
update is at mogjZ| + 1)N2°T. Thus(logN )1 20(vIoan) hits are needed to represent which memory cell
is updated.

Let k = 2. Following the proof of Theorem 3.8, choobe= n(*k)' wherec is the constant from the
proof of Theorem 3.6 andis ©(,/logn/loglogn). Then log\ = 22(viogn)

Therefore, for this value dfl, only (logN)° bits are needed to describe which memory cell is updated
at each step of the dynamic algorithm. The hash table caristruresults in a data structure for the static

19



(L,N,n,x) prefix problem usingiT = O(n?) memory cells oflogN)¥ bits each, for some constakit> 0. A
guery can be performed by simulating each step of the qugnyrithm for the semi-dynamic data structure
in constant time. From Theorem 3.8, it follows that the wa@$e query time for the resulting static data
and, hence, for the semi-dynamic data structure is at té@ébg n/loglogn for some positive constart.

O

There are analogous lower bounds for the semi-dynamic pesder problem.

4 An Optimal Static Predecessor Data Structure

This section presents a new data structure for the statiepessor problem that matches the lower bounds
for query time in Section 3.4 to within a constant factor. Phevious best static predecessor data structures
all use one of Williard’s small space variants of van Emde®inaes to do substantial range reduction. The
essential idea of this range reduction is that one is abletimpn a binary search on the binary representa-
tion of the query element to find the portion that is most ratevfor determining its predecessor.

Our key contribution is to replace most of the uses of thisabjirsearch by a new, faster, multi-way
search that either reduces the number of bits in the relgyamion of the binary representation by a large
factor or significantly reduces the number of elements uedesideration. This techniqgue was motivated
by our lower bound work: Our first algorithm was for the restied class of inputs used in our lower bound
proof and these inputs provided us with key intuition.

At each round of the binary search procedure, Willard usesrtegt hash table. This table stores the
nodes at the middle level of the binary trie representingréievant bits of the subset still under considera-
tion. To implement our multi-way search, we replace the tyirseearch with a method for parallel hashing
that examines several different levels of the binary trierate. Because of limits on the sizes of the tables
we can accommodate, we are only be able to represent some abtles at these different levels of the
binary trie, namely, those with many leaves in their sulstréEne missing nodes mean that we sometimes
get a substantial reduction in the size of the set under deration, instead of always obtaining a substantial
range reduction.

We begin by describing our method for parallel hashing. New explain how to implement one
round of multi-way search. Then we build a data structurettierpredecessor problem when the set size,
universe size, and word size are in certain ranges. Finaéyincorporate previous techniques and optimize
parameters to obtain a data structure for any range of paeasne

Throughout this section,

« the symbol(c) denotes the binary string of lengkitepresenting: € [0,2¢ — 1],
« the symbol((c)) denotes the binary string of length Bpresenting € [0, 2% — 1], and

e the symbol< ¢~ denotes the binary string of length- 1 representing € [0,2+1 — 1].

A string is stored right justified in a word (or a constant n@nbf words), padded with 0’s on the left, as
necessary. For example, if there &re 1k bits per word, a string of lengthover the alphabéD, 2¢ — 1] is
stored as — |k zero bits followed by the concatenation of tkdit binary representations of each of the
letters.
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We describe the space requirements of some of our datalgiesdh terms of the total number of bits
used,B, and a lower bound on the number of bits,n a single word of memory. For arythat is at least
the lower bound, the data structure can be configured t@(Bg¢b) words.

Parallel Hashing

We begin by showing that, if the word lengths sufficiently large, it is possible to evaluajendependent
linear space perfect hash functions in parallel in congtard and, hence, perform membership querieg in
dictionaries in parallel in constant time.

Lemma4.1: LetS,,...,§ C [0, 2¢— 1] be sets of size at most,2vherer < k. If memory words contain
b € Q(keP) bits, then there is a® (k" +19)-bit data structure that can be constructe@itkcR(" +19) time
and supports| parallel membership queries € §,?,...,z; € §? in constant time.

Proof Leti € [1,¢]. SinceS contains at most'2elements, it is possible, @(k2?") time, to (deterministi-
cally) construct a two-level hash functidn: [0,2¢ — 1] — (0,21 — 1] which is one-to-one of [40, 20,
25]. More specifically, it is possible to find constamaisa; o, ..., & »+1_1 € [0, 2k 1], Pi0- s Pior+1 1 €
[0,2F1—1], andri,...,r; 21 1 € [0,r] and functionsf; : [0,2¢— 1] — [0,2" "1 — 1] andg; j : [0,2¢— 1] —
[0,2i — 1], for j=0,...,2"*1 — 1, such that

fi(x) = axmod Xdiv2<1T,

gij(x) = ajxmod Xdiv2<"iforj=0,..,2" 1 and
hi(X) = Pifx+ Gt X-

The data structure consists of tt@g — 1)k-bit stringa = (aq)(0)(ag-1)(0) --- (0)(ay) and four 2+
element array#, R, P, andM, where, forjs, ..., jq € {0, 1},
o Alj1r o < g = (8qjg)(0)-+- (0) (A j,) € {0,217 D),
o RI<jim - <gr] = (29)(0) - (0)(2) € {0, 1} D),
o Pl<ji= <jg=]==<Prj, =+ < Pgjq = € {0,1}+9 and
o M[<j1= -+ <jq=]= (X)) (Xq) € {0,1}9, such that, foi = 1,...,q, eitherhi(x) = ji andx € §
orhi(x) # ji andji ¢ hi(S).

This data structure can be stored usiag— 1)k+2k(2q— 1)20" 19 4 (r +- 1)g2"+ 19+ kg2(+9 € O(kgR" +1)9)
bits. The time to construct the data structureigoR? ) for finding theq two-level hash functions and
O(2(r+1)9) for constructing the arrays.

Given a wordZ containing the stringz;) - - - (zq) € ({0,1}*)9 the functionh(z, . .., zg) = (M(z1), .- ., hg(Zy))
can be computed in constant time as follows.

e ExpandZ so that there ar€2q— 1)k bits with value 0 between eadhbit character oZ. To do this,

multiply Z by the string((0)24-2(1))d to give the string (0)91(z) - - - (z,))9. Then perform a bitwise
AND with the string((0)29-11%)9 to obtain the stringV = (z;)(0)241(2,)(0)241- .. (0)29-1(z,).
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e Multiply zi,...,zy by the constantsy,...,aq, respectively. This is done by multiplying/ by the
stringa to obtain the string
(aq x z2) - (a1 x 21)) {(aq X 22)) -+~ (81 X Zg-1)) (Bq X Z) -+~ ({81 x Z)) € {0, 1}

Then, perform a bitwise AND with the strin@*1"+10<"~1((0))4-2)9((0)), to obtainF’ = < f;(z) >
o(g-1)-r-1 < fz(Zz) . oX(a-1)-r-1__. =< qul(zqfl) . o(a—1)-r-1 = fq(zq) . 02(a—1)+k-r—1

o Compres§’ to getF =< f1(z) =< fa(z) > -+ < fq(zg) =€ {0,1}("*19, To do this, multiplyF’ by
the bit string(0?<9-1--21)d and then AND the result with the bit string(t+ o(2a(@-1)+Dk-q(r+1)
to obtain the bit string< f1(z;) > - < fq(zg) = 0AA-D+k=a+1) = Finally, shift the result right
(20(g— 1)+ 1)k—q(r + 1) bit positions.

e Multiply z,...,2, by the valuesay 1, (z); - -, aq 1,(z,), respectively. This is done by multiplyingy by
AJF], which gives
((8g, fq(zq) X ZL)) - (81 fy(z0) X Z)) - ((Bg tg(z) X Za)) -+~ (B, 11(z2) X Za))-
Then, perform a bitwise AND with the string*1%((0))9-2)4((0)), to get
(0)(Z1) (0N 2(0)(Z) (0N 2+ (0) (Zq_1) (0N 2(0)(Z) ((ON
wherez = g 1,;)z mod . Compress this string by multiplying it by{(0))92(1))9, taking the AND
with 190(24-1(a-1k and shifting right 2 — 1)(q— 1)k bit positions to obtailZ’ = (z)(0) - - (0)(z,),

e Multiply Z ,...,z(1 by the values 2@, ... 2"ala@  respectively. As in the first two steps, this is

done by multiplyingZ’ by ((0)2(‘4*1)(1)) : performlng a bitwise AND with the string(0)29-11¥)d,
and multiplying byR[F], which gives

(2o x Z)) - (2208 x ) - (200 x Z) - (25 x Z,).
Then, perform a bitwise AND with the string*0%((0))4-2)4((0)), to obtain
G' = () (0) (0T (g} (O) () F2 - <9&71) (0)((0)*2(gq)(O) (0N 1,
whereg, = g 1,(5)(z) = Z div 2 i@ € {0,1}"1@). Note that since r,(;) < r <k, it follows that
(g) =01 < g.

o Compresss' to getG =< g = -+ <gq =€ {0,1}(*1)4. As above, to do this, multiplg by the bit
string (0%(9-1)-"-21)d AND the result with the bit string®" 1 o2aa-1)+k=(r+1)(a-1) gnd shift right
2kg(g—1)+k—(r+1)(q— 1) bit positions.

o Add P[F] =< Py f(z) > "+ < P fq(zg) = @NdG to obtainH =<hy(z1) = -+ <hg(zg) >

To complete the membership queries, compare the correBppkebit fields of M[H] andZ. Sinceh is
one-to-one 01§, it follows thatz € S if and only if z is in the(q+ 1 —i)’th least significank-bit field of
M[H].

To compare the corresponding fields in parallel, comgtitehe exclusive OR oM[H] andZ. Next
compute the AND of and (014 1)9 and subtract the result froft0<1)9. Finally, AND the result with
(10<-1)9 and the complement @& to get the string whosk(q+ 1 — i)th least significant bit is 1 if and only
if z e Sfori=1,...,qand all of whose other bits are O
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Multi-way Search in a Trie

Next, we explain the fundamental primitive for our new teigue which is based on parallel hashing. Let
Sdenote a set o strings, 1< s < n, of lengthL over the alphabel0,2¢ — 1] and letT denote the trie of
branching factor ®and depth_ representing this set. Each node at daptsf T corresponds to the length
d prefix of some element & ThusT contains at mosts+ 1 nodes. A node in T is said to ben-heavy
(which we will simply refer to aheavysince the value of will always be understood) if the subtrie rooted
atv has at least me(s/nl/'-,Z) leaves. Any ancestor of a heavy node is a heavy node. The fobti®
always heavy and no leaf is heavy. For@ < L, there are at mostl/" heavy nodes at depth

Lemma 4.2: LetT be atrie of depth. over the alphabgd, 2% — 1] with at mosinleaves. If 2(L — 1) < logn
and memory words contalme Q(kL?) bits, then there is a@(kLn)-bit data structure that can be constructed
in O(kLn) time such that, given a string= x; - - -x_of lengthL over[0,2¢ — 1], the longest proper prefix of

x that is a heavy node i, and the length of this prefix, can be determined in constard. t

Proof If L =1, the empty word is the only proper prefixxfso we may assume thiat> 1. LetS; = {z ¢
[0,2¢— 1] | yzis a heavy node at depthfor some heavy nodgat depthd — 1}, for 0 < d < L. SinceT has
at mostn’/ heavy nodes at depth it follows thatS; has size at most'/t.

We use a slight variant of the data structure in Lemma 4.1 wvit L — 1 andr = [(logn)/L]|. Specif-
ically, if M[< j1> -+ < jq>] = (Y1) - (Yg), then there exists & e < g such thaty; - - - ye is @ heavy node.
hi(y;) = ji for 1<i<e andhi(y;) # ji fore<i < q. Furthermore, ie < g, theny; - - - yezis not a heavy node
for all z€ {0, 1}" with he1(2) = jer1. Note thaty; € § andh; is one-to-one or§ fori=1,....e. Hence,
if N(Xq,...,%q) = (j1,---, Jq) @andxy - --Xq is the longest proper prefix ofwhich is a heavy node, theh< e
andx =y, fori=1,...,d.

Thus, to find the lengthd, of the longest proper prefix ofwhich is a heavy node, it suffices to compute
H =<hy(x1) > --- <hqg(Xq) > and find the length of the longest common prefiddH] andX = (x1) - - - (Xg).
This can be computed by computigg the exclusive OR oM[H] and X, computing the prefix OR oE,
taking the AND with(1)9, then computing the Hamming weight of the resulting striw@i¢h can be done
by multiplying the string by(1)9, shifting rightk(q— 1) bits, and taking the AND with the string) and
finally subtracting the result frorg. Alternatively, look up the prefix OR d& in a hash table of siz&(kq)
containing the string$0*4'1' | i = 0,... kq} stored together with the corresponding values .of

The prefix of lengthd of x can be obtained by shiftingright k(L — d) bit positions.

The data structure us€§kLn) bits and can be constructed@tkLn) time. This follows from Lemma 4.1
using the fact thafr + 1)q < ((logn)/L+2)(L —1) = [(L — 1)(logn) + 2L(L — 1)]/L < [(L — 1)(logn) +
logn]/L =logn.

The Static Predecessor Data Structure

Now, we present our new data structure for the static presdeceproblem. It is constructed recursively,
using multi-way search in a tree, described above.

Lemma 4.3: If n, u, andc are positive integers such that> u", ¢ < u, and memory words contain >
2u°*2 bits, then there is a static data structure for represertisgt of at most integers from the universe
[0,2% — 1] that supports predecessor querie©ifu) time, useO(n?/u?) words, and can be constructed in
O(ur?) time.
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Lemma 4.3 follows immediately from the following technidaimma, by setting. = 1, a = u, and
s = n. This technical lemma will be in a convenient form for thewesive construction. At each stage in
the recursion, either the sizeof the set being represented will decrease by at least arfattd/Y or the
number of bits required to represent each element will dsgrdy a substantial amount. The parameders
andc are upper bounds on the number of additional rounds of getrsiduction and range-size reduction,
respectively, that can be performed.

As a result of a round of range-size reduction, the numbeitefrbquired to represent an element will
decrease to the largest powerless than the current value. If another range reductionri®peed next,
then the power ofi will decrease by one. When set-size reduction is perforiiextange also gets smaller,
but the size of the resulting range may vary. Although the lbemnof bits will not necessarily be a power of
u, it will be a small integer multipld. of a power ofu, whereL < u.

Lemma 4.4: If a, ¢, L, n, s, andu are integers such thatc € [0,u], n>uY, L € [1,u], s< n¥Y, and memory
words containb > [2(u — 1)? — 1]Lu® bits, then there is a static data structure for represerdisgt ofs
integers from the universf®, 2" — 1] that supports predecessor querieifa+ ¢) time, usesO(sn/u?)
words, and can be constructed@gsLw n) time.

Proof If a= 0thens= 1 and it suffices to store the element. Therefore, we assuata th 0.

If c=0andL = 1, then the universe i, 1] and a 2-bit characteristic vector sufficescl¥ 1 andL =1,
thenLu® = L'u®, whereL’ = uandc = c— 1. Therefore, we may assume that- 1.

Let Sbe any set o6 < n?/Y integers from the univers@, 2-4° — 1] and letT, denote the binary trie of
depthLu® representings.

Forj € [1,¢], letT; be the trie of depthuc1 and branching factor’2 that consists of all nodes ify at
levels divisible byul, where noder is the parent of noder in T; if and only if vis the ancestor at distance
ul from win To. ThenT; representsS, when viewed as a set of strings of length® 1 over the alphabet
(0,29 —1].

Note that the set of nodes ®f is exactly the set of nodes @f_; at depths divisible by. Furthermore,
the children of each non-leaf nogten T; are the leaves of the subtrie of depthooted atv in Tj_;.

For every nodes in T, let ming(v) denote the smallest element $fvith prefix v and max(v) denote
the largest element @with prefix v.

The data structure is built recursively. For the purposearwlysis, we will associate each recursive
instance of the data structure with a node in one of the ffees.,Tg. The entire data structure will be
associated with the root d¢. The subproblems for sets of strings of lengtkc 1’ < u over the alphabet
(0,2 — 1] will be associated with distinct non-leaf nodesIpf The data structure consists of the following
parts:

1. the data structure described in Lemma 4.2, Witk T, andk = u°,

2. for each non-heavy noddan T, that has a heavy parent and for each heavy nadel:
(&) max(v), ming(v), andpred(mins(v),S),

3. for each heavy nodein T; with at least two children:

(a) alinear size perfect hash table containing the letier§0(2" — 1]) labelling edges fronv to
non-heavy children of,
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(b) a recursive instance of the data structure for theSset {V € [0,2"" — 1] | v-V is a child ofv}
of size at moss (which we associate with nodein T, 1), and

4. for each non-heavy nodeat depth O< d < L in T, with a heavy parent and at least two leaves in its
subtree:

(a) arecursive instance of the data structure for th&set {V € [0,2"° — 1]* 9| w-V € S} of size
at mosts/n'/t < s/nt/¥ < n(@-D/u (which we associate with nodein T, if d < L — 1, or node
winT, g, if d=L— 1).

To find the predecessor afc (0,2 — 1] in the setS, first determine the longest prefixof x that is a
heavy node i, as described in Lemma 4.2. Suppose thiatat depthd.

If v has at most one child, then

. £y < mi
ored(x,S) — pr_ed(mms(v),S) !f x < m!ns(v)
ming(V) if x> ming(v).
Now consider the case wherhas at least two children. Determine whether some childisfa prefix
of X, using the hash table containing all\d non-heavy children. By definition of if there is such a child,
then it is not heavy.

If no child of vis a prefix ofx, then

pred(ming(v), S) if x < ming(v)

pred(x,S) = { maxg(V- pred(Xd+1,S,))  if x> ming(v).

Find pred(xq+1,S,) using the recursive instance of the data structure for th§ sélote thatv- pred(xg+1,S,)
is either a non-heavy child of the heavy noder is itself heavy, so the largest elementSih the subtree
rooted at this node is stored explicitly.

Finally, consider the case when some chidf v is a prefix ofx. If w has exactly one leaf in its subtree,
then

pred(x,S) — 4 Predmins(w), S) - if x < mins(w)
; ming(w) if X > ming(w).
Otherwise,
pred(ming(w),S) if x < ming(w)

pred(x, ) = {w- pred(Xg2---x,S,) if x> ming(w).
Find pred(xq;2--- X, S,) using the data structure for the &t
It follows by induction that predecessor queries are sugplan O(a+ c) time.

Next, we analyze the storage requirements of the entirestlateture (including all recursive instances
of the data structure for the subproblems).

First, we count the total space used by part 2(a) of the aactitn. There are at most.Uf | + 1 nodes
in Tj some of which contribute a constant number of wordsj # c, these words are at mokt® < uctl
bits long. If j < ¢, these words are at mast*! bits long. This gives a total d(csLi*?) bits.

Now, we count the total space used by part 3(a) of the cortgirucSince each tre€§ hassleaves, there
are at most &— 1) nodes inT; with siblings (i.e. that are children of nodes with at leasb tchildren).
Each of these nodes can be viewed as contributing at moststacnmumber ofil-bit entries to its parent's
perfect hash table. Thus, over the entire recursive datatste, the hash tables u@e(z‘j’zosuj) = O(sf)
bits.
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Finally, we count the total space used by part 1 of the coaistm The only association of nodes Tf
with recursive instances of the data structure occur asudtrekpart 4(a) of the construction. Since these
nodes are non-heavy children of heavy nodes, they havaghinT.. Therefore, at most(8— 1) nodes in
addition to the root are associated with an instance of the staucture. For each such node, part 1 of the
construction is an instance of the data structure of Lemi2avith T the subtree (of depth at mds) rooted
at this node an#t = u°, which use€(Lun) bits. In total,O(sLfn) bits are used.

Similarly, for j < c, each node ifT; that is associated with a recursive instance of the datatate:
either has a sibling (in case the instance arose from partv{ad < L — 1), or is also a node iffj,1 with
at least two children (in case the instance arose from pajtwlithd = L — 1 or from part 3(b)). Since each
tree hass leaves, it contains at most- 1 nodes with two or more children and at moés2 1) nodes with
siblings. For each such node, part 1 of the construction imstance of the data structure of Lemma 4.2
with T the subtree (of depth at mas} rooted at this node arki= ul, which usesO(ui*!n) bits. In total,
over all treesT;, with j < c, the number of bits used @(z‘l?;(l,sui“n) = O(stFn).

Altogether,O(csLEY) + O(stf) 4+ O(stfn) + O(sLiFn) = O(sLiFn) bits are used. Sindec Q(Lu®*?),
only O(sn/u?) words are needed.

It remains to determine the construction time of the datacsire. The only two time-consuming parts
of the construction are 1 and 3(a). Since the time neededrstrt@t an instance of the data structure
from Lemma 4.2 is bounded above by the same quantity as ther iggund on the number of bits used,
it follows that O(sLifn) time suffices to construct all the instances that occur inespart 1 during the
recursive construction. A perfect hash table wits21) or fewerul-bit elements (or a collection of perfect
hash tables with a combined total ofs2- 1) elements) can be constructed @fs?u!) time [40]. Thus
O(s%uf) C O(sLifn) time suffices to construct all the instances that occur inespart 3(a) during the
recursive construction.

The data structure of Lemma 4.3 is not quite enough on its @aachieve our desired result, since
it requires a particular relationship between the univesige and the set size. Also, Lemma 4.3 requires
word size greater than the logarithm of the universe sizavé¥er, combining this with packed B-trees and
a small number of rounds of range reduction using Willard®st tries, we obtain an upper bound that
matches our lower bound for the static predecessor probieBection 3.4.

Theorem 4.5: There is a static data structure for representirigtegers from the universg, N] that uses

: o : loglogN logn
2 /
O(n“logn/loglogn) words of logN bits and answers predecessor queries in (Dv(emln { iogloglogN” |/ foglogn }) .

Moreover, this data structure can be constructe@(in?*¢) time for anye > 0.

Proof Letb = logN. If n < 24(loglogN)?/(logloglogN) ' then

(logn)/logb < (logn)/loglogN < /8logn/loglogn < 4v/2loglogN/logloglogN,

for N sufficiently large. In this case, we use Fredman and Wiliafdsion trees [27] which, as shown by
Hagerup [28], can be parameterized to @4@) words, support predecessor querie©ifl + (logn)/logb)
time and can be constructed@in) time.

Now assume that > 24(l0glogN)?/(logloglogN) - Then, /logn/loglogn > v/2loglogN/ logloglogN for N
sufficiently large. Therefore, it suffices to give @tloglogN/logloglogN) query time in this case. Let
be the smallest integer such th&t> logN. Then, forN sufficiently large,(loglogN)/logloglogN < u <
2(loglogN)/logloglogN < /(2logn)/loglogn andu’ < (logN)? < n/!. Observe that sincgi— 1)¥~* <
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logN, u!/logN < w!/(u— 1%t <u(1+1/(u— 1)) < eu Therefore 22 < (2elogN)/u < logN, for
u > 2e, which holds forN sufficiently large.

In this case, the data structure has two parts. The first pasists of the top4logu] levels of Willard’'s
x-fast trie [44]. This reduces the problem of finding the egssor in a set of sizefrom a universe of size
N to finding the predecessor in a set of size at nndsim a universe of size’2wherek = (logN)/2/4!09u| <
(logN)/u* < ui=4,

For each resulting subproblem, the set size is at most= logN > 2u"~2, and the universe size is at
most X < ot Therefore, the data structure of Lemma 4.3, vaith u— 4, can be used. The time spent
by the query in this portion of the data structur&igu) and the query takes on(logu) steps in the x-fast
trie portion of the data structure. Thus, the total quenyetisO(loglogN/logloglogN).

There areO(u*) subproblems. By Lemma 4.3, the data structures for eachrsblem useO(n?/u?)
space and the truncated x-fast trie ugéslogN) C O(n?) space. Thus the total space use®{s’u?) C
O(r?logn/loglogn).

For each subproblem, the data structure can be construc@ihiu’*) time, for a total ofO(n?u") time
over all subproblems. Each level of the x-fast trie can bestranted in timeD(n?logN) = O(n?u"), using
the time bounds for hash table construction [40], and thezeéDéu®*) levels. Thus, the total construction
time isO(n?u"+#), which isO(n?*¢) for any constant > 0.

Our algorithm also works for sets of positive floating poinimbers that use a fixed number of bits for
the exponent followed by a fixed number of bits for the maatisshere the exponent is expressed using
biased notation. This is because lexicographic orderintp@tbinary strings representing numbers in this
way is consistent with the numerical order of these numtzds [

Similarly, our algorithm can be used for sets of rational tns with numerators and denominators at
mostk € O(b) bits long, if each rational numbey'y, wherex € [0,2¢ — 1] andy € [1,2 — 1] is represented
by the -bit binary representation of the intege@*/y|. To see why, note that ix4*/y| < |X'4%/y |, then
x4</y < X' 45y and if | x4 /y| = [X44/y |, then(xdX/y) — 1 < X4X/y < (xd“/y) +1,s0-1 < —yy /4 <
Xy—yx<yy /4 < 1and, hences/y = X /Yy, sincex'y — y'xis an integer.

Algorithms for Related Problems

Observe that any data structure for the static predecessblem for sets of size from the universél, N]

can be augmented (usir@ n) additional space) to solve the stafic,N, n,x)-prefix problem for any lan-
guageL C 2* and any stringc € Z* using only a constant amount of additional time. Specificgiven a
stringy € (ZU{L})N, consider the se8= {i | yi € Z}. Add a hash table of siz®(n) storing each element
of SU{0} in a different location. Together with each elemémt SU {0}, also store the answer to the query
“Is x- PRE(y) € L?'. To determine whether- PRE(y) € L for an arbitrary elemenj € [0,N], first use the
hash table to determine whethee SU {0} and, if so, return the precomputed answer. Otherwise, fiad th
predecessoj’ of j in S. Then use the answer to the questionxXI®RE; € L?” stored in the hash table.

Similarly, the static-predecessor-parity problem, tlaistrank-parity problem, and the static rank prob-
lem can be solved within the same time bounds.

The point separation problem for a set of points in the plant coordinates that are rational numbers
expressed as the quotient of tlwdit words is considered by Chazelle [16]. He shows thatragskihether a
guery (do all points in the set lie on the same side of a givez?l) reduces to finding the predecessor among
the slopes of the lines comprising the convex hull of the tsoim the set. Thus, this problem can be solved
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intimeO (min{(logb)/ log logb, y/(logn)/log Iogn}) .
Exponential search trees [7, 10] can be combined with ouicstiata structure to give a linear size
dynamic data structure.

Corollary 4.6: The dynamic predecessor problem for a set of up itategers from the universd,N| can

be solved on a RAM witl®(n) words of logN bits, in timeO | min (loglogn) log IogN, logn .
logloglogN loglogn

5 Conclusions

In this paper, we achieve asymptotically matching uppetlawedr bounds for the static predecessor problem
and the static prefix problem for indecisive languages. Waiobkd the lower bound first and then worked
for a long time trying to improve it. Eventually, in an attetrip understand the reasons for our difficulties,
we started looking for a communication game algorithm thatilg be efficient for inputs drawn from the
hard distribution used in our lower bound. The algorithm visgained for this problem directly led to the
development of our algorithm in Section 4. This is an examphere the insight obtained from a lower
bound can lead to a substantially improved algorithm.

Further connections have been made between the approxireatest neighbour problem for inputs in
[1,N]¢, for constand, and our bounds for the predecessor problem. Amir, Efralyknand Samet [5] give
a reduction from the predecessor problem to the approximedgest neighbour problem in one dimension
to derive arQ(loglogN/logloglogN) lower bound for the approximate nearest neighbour problésing
an extension of our data structure, Cary [14] gives a datecire that matches this lower bound for any
constant number of dimensions.

It would be nice to remove the loglagfactor in the numerator in the first term of the minimum in
Corollary 4.6 so that our upper and lower bounds would matchhe dynamic versions of these problems.

For the static version of the predecessor data structurdd @n algorithm be obtained that uses linear
or nearly-linear space, rather than quadratic space withsing the full power of exponential search trees?
A key place where there is room for improvement in our argutmiesin Lemma 4.3 when the set size is
reduced. Our construction and analyses do not take adwawifatipe fact that the set may be drastically
reduced in size, rather than simply reduced periodicallynby factors. The ability to adjust to different
set sizes is one of the main advantages of exponential stragshand, in order to do this, one may need a
similar structure.
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