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ies, namely s
hed_�fo and s
hed_rr, whi
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tively the equivalent of Fixed Priority Pre-emptive (FPP) and Round-Robin (RR). In the �eld of pro
essor s
heduling, s
hedulability analysis has beenextensively studied and the problem of assessing the s
hedulability of multi-poli
ysystems has been re
ently addressed. A s
hedulability analysis provides valuablehelp for the appli
ation designer but it simply asserts whether a given 
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h using a Geneti
 Algorithm (GA) to best set task priorities ands
heduling poli
ies, a

ording to a 
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riterion, on Posix 1003.1b unipro
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Télécopie : 03 83 27 83 19 - International : +33 3 83 27 83 19

Antenne de Metz, technopôle de Metz 2000, 4 rue Marconi, 55070 METZ
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Optimisation de l'ordonnan
ement de tâ
hes dans lessystèmes Posix1003.1bRésumé : Le standard Posix1003.1b dé�nit les deux politiques d'ordonnan
ementtemps réel s
hed_�fo et s
hed_rr qui, sous 
ertaines hypothèses limitées, sont re-spe
tivement équivalentes à la politique FPP (ordonnan
ement préemptif à pri-orités �xes) et à Round-Robin (politique dite de temps partagé). Les analysesd'ordonnançabilité dans un 
ontexte mono-pro
esseur ont fait l'objet de très nom-breuses études et ré
emment une solution pour les systèmes dans lesquels plusieurspolitiques peuvent 
oexister, a été proposée. Une analyse d'ordonnançabilité four-nit une aide appré
iable au 
on
epteur de l'appli
ation mais, en général, elle per-met uniquement d'a�rmer qu'un ordonnan
ement est faisable ou non, sans pro-poser de solutions faisables. D'autre part, 
omme 
ela a été souligné par Ger-ber et Hong, une analyse d'ordonnançabilité n'aide pas à l'optimisation du sys-tème qui est pourtant souvent une étape in
ontournable. Nous proposons dans
e rapport une appro
he basée sur un algorithme génétique pour �xer au mieuxpolitiques d'ordonnan
ement et priorités dans les systèmes Posix1003.1b . D'autrepart, nous montrons que l'utilisation 
onjointe de Round-Robin et de FPP augmentel'ordonnançabilité du système ainsi que la satisfa
tion de 
ritères additionnels 
hoisisen fon
tion de l'appli
ation.Mots-
lé : Systèmes temps réel, Ordonnan
ement, Algorithme génétique, Sys-tèmes d'exploitation, Posix1003.1b



Fine Tuning the S
heduling of Tasks on Posix1003.1b Compliant Systems 31 Introdu
tionContext of the study. In [43℄, Stankovi
 et al. stated that "due to e
onomi
 andportability 
onsiderations, the tenden
y towards the use of o�-the-shelf hardware andsoftware 
omponents to build real-time systems is in
reasing". In the �eld of RTOSs(Real-Time Operating Systems), numerous Posix1003.1b 
ompliant kernels, for in-stan
e LynxOS and QNX, are 
ommer
ially available with real-time features su
has very fast 
ontext-swit
h laten
ies, semaphores, programmable timers and multi-level priorities [18℄. Those Operating Systems (OSs) o�er 
ost and performan
e-e�e
tive solutions to appli
ation designers for building real-time systems using Com-mer
ial O�-The-Shelf (COTS) OSs. The answer to the "Make-or-Buy" [3℄ de
isionis typi
ally "buy" when short development time, portability and tool availability arematters of 
on
ern (TCP/IP networking, �ash �le system, HTTP server, PCMCIAdrivers : : : ). On the other hand, the use of COTS RTOS often leads to 
erti�
a-tion problems and their use in fault-tolerant systems is problemati
 be
ause theirbehaviour in the presen
e of faults is often weak [41, 30℄ and not well de�ned.Posix (Portable Operating System Interfa
e) is a standard whi
h de�nes features andinterfa
es that a Unix-like OS must have. It aims to improve portability at the sour
e
ode level and ease of programming. Posix 1003.1b standard [27℄, formerly Posix.4,de�nes real-time extensions to Posix mainly 
on
erning signals, inter-pro
ess 
om-muni
ation, memory mapped �les, memory lo
king, syn
hronous and asyn
hronousI/O, timers and s
heduling poli
ies. Most of today's real-time operating systems
onform, at least partially, to this standard although it has been 
riti
ised [37℄ fornot possessing features appropriate to small embedded systems.Posix 1003.1b spe
i�es 3 s
heduling poli
ies : s
hed_rr, s
hed_�fo and s
hed_other.These poli
ies apply on a pro
ess-by-pro
ess basis : ea
h pro
ess runs with a par-ti
ular poli
y and a given priority. Ea
h pro
ess inherits its s
heduling parametersfrom its father but may also 
hange them at run-time.� s
hed_�fo : �xed pre-emptive priority with �fo ordering among same-prioritypro
esses. In the rest of the paper, it will be assumed that all s
hed_�fotasks of an appli
ation have di�erent priorities. With this assumption andwithout priority 
hange during run-time, s
hed_�fo is equivalent to the FixedPre-emptive Priority poli
y, FPP for short.� s
hed_rr : Round-Robin poli
y (RR for short) whi
h allows pro
esses of thesame priority to share the 
pu. Note that a pro
ess will not get the 
pu until allhigher priority ready-to-run pro
esses are exe
uted. The quantum value may
RR n�3730



4 Ni
olas Navet , Jörn Miggebe a system-wide 
onstant (e.g. QNX OS), pro
ess spe
i�
 (e.g. VxWorks OS)or �xed for a given priority level.� s
hed_other is an implementation-de�ned s
heduler. It 
ould map onto s
hed_�foor s
hed_rr, or also implement a 
lassi
al Unix time-sharing poli
y. The stan-dard merely mandates its presen
e and its do
umentation. Be
ause we 
annotrely on the same behaviour of s
hed_other under all Posix 
ompliant operat-ing systems, it is strongly suggested not to use it if portability is a matter of
on
ern and we won't 
onsider it in our analysis.Asso
iated with ea
h poli
y is a priority range. Depending on the implementation,these priority ranges may or may not overlap but most implementations allow over-lapping. Note that these previously explained s
heduling me
hanisms similarly applyto Posix threads with the system 
ontention s
ope as standardised by Posix 1003.1
standard [27℄.Real-time s
heduling theory is based on the 
on
ept of re
urrent tasks. In the 
on-text of RTOS, we de�ne a task as a re
urrent a
tivity whi
h is either performed byrepetitively laun
hing a pro
ess (or a thread) or by a unique pro
ess that runs in
y
les.Problem de�nition. A s
hedulability analysis for Posix 1003.1b 
ompliant sys-tems, su
h as proposed in [36℄ (see se
tion 2 for a re
ap), simply says whether agiven allo
ation strategy for poli
ies and priorities is feasible or not. An optimal1allo
ation strategy, su
h as Audsley's algorithm [2℄ for FPP, has not yet been foundwhen RR and FPP are used in 
onjun
tion. In fa
t, the problem does not only
onsist in setting the priorities as in the FPP 
ase, but also in 
hoosing, for ea
htask, the poli
y (either RR or FPP) and the time quantum under RR. Furthermore,when several feasible solutions exist, su
h an algorithm would not help to 
hoose thebest solution for a parti
ular appli
ation when additional 
riteria besides feasibilityare taken into a

ount.In this paper, we investigate a method for �xing s
heduling poli
ies and priorities su
has to obtain (1) a feasible solution and (2) a solution that performs well a

ordingto some additional 
riteria. Depending on the appli
ation, the obje
tive 
an, forinstan
e, be the minimising of end-of-exe
ution jitter for a given task if its work hasto be produ
ed as periodi
ally as possible or 
an be to maximise the freshness or the
onsisten
y of a set of input data (see 3.3.2).1Optimal in the sense that if a feasible priority assignment exists, it will be found by the algo-rithm.
INRIA



Fine Tuning the S
heduling of Tasks on Posix1003.1b Compliant Systems 5Limits of s
hedulability analysis The possibility of �nding a usable solution onPosix1003.1b systems with the use of s
hedulability analysis alone has some limitsthat we dis
uss in the following.A problem en
ountered with s
hedulability analysis on Posix1003.1b systems is thatit is not always easy to �nd even one feasible solution and this is parti
ularly trueon heavily loaded systems with tight timing 
onstraints and many tasks. With su
hsystems, a great number of unsu

essful attempts 
an be ne
essary to �nd one feasiblesolution. Of 
ourse, one solution is to limit ourselves to the use of the FPP poli
yand in this 
ase the Audsley algorithm enables the designer to determine an optimalpriority assignment in an e�
ient way. However, this solution is 
learly unsatisfa
torybe
ause not using RR redu
es the s
hedulability as is shown in Se
tion 5.1.Furthermore, a s
hedulability analysis is of limited help for �ne tuning a systembe
ause of its ne
essarly pessimisti
 assumptions on the worst-
ase exe
ution times(as pointed out in [18℄) and also be
ause its results are worst-
ase oriented (theonly 
onsidered traje
tory of the system is the most pessimisti
 one starting at the"
riti
al instant"). Given a set of feasible 
on�gurations, how should we 
hoosethe best one for a parti
ular appli
ation just by 
onsidering s
hedulability analysisresults ? In our opinion, probabilisti
 properties on the behaviour of the system mayadd useful information when tuning an appli
ation. In this study, su
h informationis obtained through simulation.Overview of the approa
h Due to the 
ombinatorial nature of the problem ofbest setting priorities and s
heduling poli
ies for a set of tasks (see 3.1 for the exa
t
omplexity of the problem) on a Posix 1003.1b 
ompliant system, the use of anoptimisation te
hnique is required. To address this problem, we propose in thisstudy a GA based on a hybrid deterministi
/sto
hasti
 approa
h :� s
hedulability analysis is used for distinguishing feasible and non-feasible solu-tions, using worst-
ase exe
ution times.� the quality of ea
h feasible solution is evaluated through simulation usingsto
hasti
 exe
ution times that 
an be derived from measures taken from aprototype or from analyses [32℄. The use of simulation is required be
ause ofthe nature of the �tness 
riteria (see 3.3.2).Our approa
h allows the designer to improve the quality of the solution whilst pre-serving the feasibility whi
h is the basi
 requirement for real-time 
omputing.
RR n�3730



6 Ni
olas Navet , Jörn MiggeRelated work. Tindell et al. proposed the use of simulated annealing for allo-
ating tasks to pro
essors in a real-time distributed appli
ation networked with thetoken proto
ol in [45℄. In this study, the problem addressed is not the setting ofpriorities and poli
ies : priorities are assigned using the deadline monotoni
 s
hemewith FPP poli
y, but the problem is where to lo
ate the tasks in su
h a way thatthe solution meets physi
al (memory, 
pu utilisation) and timing 
onstraints (end-to-end delays). The aim of the paper was not to ta
kle the problem of tuning thesystem a

ording to a 
hosen 
riterion but it points out that the use of an optimi-sation te
hnique 
an be an e�e
tive approa
h for solving s
heduling problems in the�eld of real-time 
omputing. Simulated annealing was also used in [12℄ for �ndingfeasible s
hedules with minimised jitter in the distributed 
ase. The authors assumethat the assignment of the tasks to the pro
essors is �xed and they 
al
ulate feasi-ble non-preemptive s
hedules of tasks on the lo
al CPUs using simulated annealingwith regard to a

ess to shared resour
es su
h as the 
ommuni
ation network. Theoptimisation is only based on worst-
ase assumptions, for example, all instan
es ofthe tasks need their worst-
ase exe
ution time to �nish.In this study, we de
ided to use the te
hnique of GAs be
ause it has already beenextensively used for solving s
heduling problems su
h as Job-Shop [10, 38, 16, 13, 40℄,the Travelling Salesman problem [39, 22℄, instru
tion s
heduling [6, 5℄, or s
hedulingon multipro
essor environments [28, 42, 14, 31, 9, 15, 46℄ and has proven to be su
-
essful. GA performan
es have been 
ompared with other optimisation te
hniquessu
h as Tabu Sear
h [4℄ or Simulated Annealing [44℄ and the results show that GAsare never bad on average for a large variety of problems : GA is said to be a robustapproa
h [21℄. For instan
e, previous studies [24℄ (quoted in [9℄) have shown thatGAs are far less sensitive to parameter values than Simulated Annealing whose per-forman
es are largely dependant on the �ne tuning of the parameters. Furthermore,be
ause there is a single solution that is modi�ed over time, Simulated Annealing isin essen
e a serial algorithm whi
h is di�
ult to parallelize.Working Assumptions Due to the 
omplexity of the general problem, the fol-lowing restri
tions to the problem of �xing priorities and poli
ies of a set of peri-odi
/sporadi
 tasks on Posix1003.1b unipro
essor systems are pla
ed :1. Tasks have no jitter in their availability date.2. Context swit
h laten
ies are negle
ted.3. Tasks do not have 
riti
al se
tions during whi
h they 
annot be pre-empted.
INRIA



Fine Tuning the S
heduling of Tasks on Posix1003.1b Compliant Systems 74. Sin
e a priority level without any task has no e�e
t on the s
heduling, weimpose that the priority range be 
ontiguous.5. Two tasks obeying di�erent poli
ies must not share the same priority.6. Tasks s
heduled a

ording to the s
hed_�fo poli
y must all be assigned di�er-ent 
ontiguous priorities and their priority must not 
hange at run-time. Aspreviously mentioned, with these assumptions the s
hed_�fo poli
y be
omesFPP.7. Tasks obeying the s
hed_rr poli
y are not allowed to 
hange their priority atrun-time and the quantum value is a system-wide 
onstant.Jitter in task availability dates (assumption 1) and 
ontext swit
h laten
ies (as-sumption 2) 
an be taken into a

ount in the s
hedulability analysis developed in[36℄ by extending it as in [7℄. Criti
al se
tions (assumption 3) 
an be handled bythe s
hedulability analysis but they have not been 
onsidered in this paper for thesake of simpli
ity. Assumptions 5 
an be partially relaxed by 
onsidering a pro
essspe
i�
 time quantum but be
ause very few Posix1003.1b 
ompliant OSs possess thisfeature, we will restrain ourselves to the system-wide quantum 
ase.Organisation of the paper. The paper is organised as follows : in se
tion 2, theprin
iples of the s
hedulability analysis of Posix1003.1b systems are re
apitulated,se
tion 3 is devoted to the des
ription of the GA. In se
tion 4, the performan
es ofthe proposed algorithm are assessed. Finally, in se
tion 5, we will show that the RRpoli
y 
an be useful in real-time appli
ations.2 S
hedulability Analysis of Posix1003.1b systems : ARe
apS
heduling a

ording to Posix 
an be des
ribed as a superposition of layers of priori-ties [36℄. Let the set of re
urrent tasks T = f�1; : : : ; �mg be partitioned into separatelayers �l = f�k jml�1 < k 6 mlg, where 1 6 ml�1 < ml 6 m. Tasks are s
heduleda

ording to the global rule: an instan
e �k;n of a task �k in a layer �l is exe
uted assoon and as long as no instan
e in the (higher priority) layers �1; : : : ; �l�1 is pending.Inside ea
h layer, tasks are s
heduled either a

ording to FPP or RR.The FPP poli
y is realized if an instan
e �k;n 2 �l of task �k is exe
uted as soonas and as long as no instan
e of (higher priority) tasks �j , ml�1 < j < k in the same
RR n�3730



8 Ni
olas Navet , Jörn Miggelayer �l (and higher priority layers) is pending. Under RR, a task gets repeatedlythe opportunity to exe
ute during a time slot of maximal length 	k. If the task hasno pending instan
e or less pending work than the slot is long, then the rest of theslot is lost and the task has to await the next 
y
le to resume. The time betweentwo 
onse
utive slots may vary, depending on the a
tual demands of other tasks,but it is bounded by 	l = P�k2�l 	k (plus possibly the preemption from higherpriority layers) in any interval where the 
onsidered task has pending instan
es atany moment. If on some subinterval no instan
e of the task is pending, the timebetween two used slots 
an eventually be longer be
ause the task 
ould not use ea
hof its slots. If the demand of other tasks is lower, this time 
an be shorter or evenzero.In [36℄, response time bounds for layered priorities have been derived in a generalway, independently of a spe
i�
 type of task. These bounds are based on the 
on
eptof majorizing work arrival fun
tions, whi
h measure the pro
essor demand, for ea
htask, over an interval starting with a "generalized 
riti
al instant". With 
k;n andak;n being the exe
ution and release time of the nth instan
e of the task �k after the
riti
al instant, the majorizing work arrival fun
tion issk(t) =Xn 
k;n � 1I[ak;n<t℄:If �k is a sporadi
 task with maximal exe
ution time Ck and minimal interarrivaltime Tk, then 
k;n = Ck and ak;n = n � Tk (n = 0; 1; : : : ) andsk(t) =Xn Ck � 1I[n�Tk<t℄ = Ck � � tTk � :The response time bouds 
an be expressed asmaxn<n�(ek;n � ak;n); (1)where n� = minfi j ek;i 6 ak;i+1g, with ak;n being the nth release time of �k after the
riti
al instant. If �k is in an FPP layer, thenek;n = minft > 0 j ~sk�1(t) + ~snk = tg; (2)where ~sk�1(t) = Pk�1i=0 si(t) is the demand from higher priority tasks and ~snk =Pni=0 
k;i the demand from previous instan
es and the 
urrent instan
e. If �k is inan RR layer, then ek;n = minft > 0 j  k(t) + ~snk = tg; (3)
INRIA



Fine Tuning the S
heduling of Tasks on Posix1003.1b Compliant Systems 9where  k(x) = min�� ~snk	k� �	k + ~sml�1(x); s�k(x)� ; (4)with  k =  l � k being the sum of the quantums of all other tasks of the RR layerand s�k(x) = maxu>0 �sk(u) + esml(u+ x) + sk(u+ x)� u�; (5)where sk(u+x) =P�i2�l;�i 6=�k si(u+x). The algorithms for 
omputing the responsetime bounds 
an be found in [36℄.3 Setting priorities and s
heduling poli
ies of tasksWhen setting priorities and poli
ies, there is a 
onstraint that must be taken intoa

ount : there may exist tasks for whi
h the priority and/or the s
heduling poli
yare a priori imposed. In e�e
t, in the development pro
ess of a real appli
ation,one will likely be working with libraries from third-party suppliers or from the OSvendor for fun
tions like network 
ommuni
ation, resour
e management or graphi
display. Su
h fun
tions, su
h as kernel I/O drivers, may sometimes require to berun at a parti
ular priority, usually the highest, and/or with a given poli
y, usuallys
hed_�fo, for 
orre
tly performing work on whi
h the appli
ation relies.De�nition 1A priority and poli
y allo
ation strategy that respe
ts the a priori 
onstraints ontasks priorities and poli
ies, is a possible solution.De�nition 2A possible solution whi
h has su

essfully passed the s
hedulability analysis, andthus ensures the appli
ation's timing 
onstraints to be met, is a feasible solution.3.1 Complexity of the problemIf several tasks are assigned to the same priority level, then s
hed_rr must be 
hosen,a

ording to our working assumptions 5 and 6. On the other hand, s
hed_rr for alevel with a unique task is stri
tly equivalent to s
hed_�fo.Assigning n tasks to priority level(s) is like subdividing a set of n elements into non-empty subsets, re
all assumption 4. Suppose the partitioning leads to k subsets. ForRR n�3730



10 Ni
olas Navet , Jörn Miggek subsets the number of possibilities is by de�nition equal to the Stirling number ofthe se
ond kind (see [1℄, page 824)1k! kXi=0(�1)(k�i) �ki � in:There are k! di�erent possible priority orderings of the k subsets of tasks. Further-more, n tasks 
an be subdivided into k = 1; 2; : : : ; n many subsets. Thus, thereare nXk=1 kXi=0(�1)(k�i) �ki � indi�erent possibilities of assigning tasks to priority level(s), the poli
ies being indu
edby the number of tasks for ea
h level.As 
an be seen in Figure 1, the size of the solution spa
e in
reases faster than expo-nentially, but slower than nn. For instan
e, for n = 10, an exhaustive sear
h throughthe entire solution spa
e would require more than three years and two months, as-suming 1s of 
omputation time per possibility.

11e+0101e+0201e+0301e+0401e+0501e+0601e+0701e+0801e+090

5 10 15 20 25 30 35 40 45 50Number of tasks (n)

Size of the problem
� � � � � � � � � ��nn
+ + + + + + + + + ++e(1:8�n)
� � � � � � � � � ��

Figure 1: Complexity of the problem for a number of tasks varying from 5 to 50.
INRIA



Fine Tuning the S
heduling of Tasks on Posix1003.1b Compliant Systems 113.2 Prin
iple of the algorithmUsually a 
omputing proje
t starts with an informal des
ription of the fun
tionalitiesand requirements. In a real-time system, the fo
us is set on the timing 
onstraints.For instan
e, in the 
hemi
al pro
ess des
ribed in Se
tion 5.2, one of the 
onstraintsis that "the temperature of the vessel must be updated every 12ms". Starting fromsu
h informal requirements, one will derive a set of tasks with given 
hara
teristi
sand timing 
onstraints that a
tually performs the work needed by the appli
ation.
No 

Task Set with 
Deadline constraints

Creation of the initial population 
of solutions successful ?

Yes 

redesign of the application
(e.g. program slicing) and/or 

code optimization

- Application’s functional
and temporal requirements
- Criterion for system tuning

- Offsprings creation using cross-over operator (see Fig. 2)
- Mutation of some existing solutions (see Fig. 3)
- Delete weakest solutions if the population has reached 
its maximum size

Chosen number of "generations" reached ?

Yes 

No 

The best individual according 
to fitness is the solutionFigure 2: Overview of the approa
h.The set of tasks with their 
onstraints and a �tness 
riteria are the inputs of theGA whi
h will iteratively sear
h through the solution spa
e to �nd a satisfa
torysolution until the 
hosen number of generations is rea
hed. If the GA failed to �nd2 feasible solutions2 in the initial population, then the appli
ation has to be eitherrewritten, at least partially, to diminish the task exe
ution time or redesigned forinstan
e using task sli
ing te
hniques su
h as proposed in [19℄ by Gerber and Hong.The authors propose the tasks to be de
omposed into two fragments, one that is time-
riti
al (e.g. inputs from sensors, produ
tion of a
tuator 
ommands and outputs toa
tuators) and the other that is unobservable (e.g. state update). The unobservable2Two solutions are at least needed for 
rossover.RR n�3730



12 Ni
olas Navet , Jörn Miggepart of the task without tight timing 
onstraints is then moved to the end of thetask whi
h has the bene�t of enhan
ing overall s
hedulability.3.3 Geneti
 AlgorithmGeneti
 algorithms, GA for short, are biologi
al phenomenon imitations, they weredeveloped by J. Holland and his 
olleagues at the University of Mi
higan [23℄. GAare sear
h algorithms that explore a solution spa
e and try to mimi
 the pro
essesobserved in the natural evolution of a living population, that is the survival andreprodu
tion of the individuals that are best-suited to the environment and the dis-appearan
e of the weakest. Ea
h individual of the population is a solution to theproblem and is 
hara
terised by its geneti
 footprint whi
h is, from an implementa-tion point of view, a more-or-less 
omplex data stru
ture. The initial step of a GAis the 
reation of the initial population, then ea
h step of the algorithm 
onsists ofgenerating new individuals by 
rossover (also 
alled re
ombination) and mutationsand then 
hoosing the best individuals, a

ording to a "�tness" fun
tion, for sur-vival. The result is a population that is globally better at ea
h step with possibleimprovement for the best individual whi
h will be, at the end of the exe
ution, thea
tual (sub-optimal) solution of the algorithm. There are in fa
t a great varietyof GA but generally the key points are the 
hoi
e of the data that will 
omposethe 
hromosome(s) and the design of e�
ient 
rossover and mutation operators. Inthis study, we adopt the following fun
tioning s
heme with overlapping populationsinspired from a s
heme proposed in [11℄ :1. Creation of nini possible solutions for the initial population using Rate Mono-toni
 heuristi
 (1/4 nini), Deadline Monotoni
 heuristi
 (1/4 nini) and purehazard (1/2 nini), see 3.3.5. Deletion of non-feasible or dupli
ate solutions andevaluation of the �tness of ea
h feasible individual. Let psize be the size of thepopulation whi
h is 
urrently � nini.2. Creation through 
rossover of m
o new possible solutions whi
h are termed theo�spring, see Fig. 3(a). If an o�spring is non-feasible or if an identi
al solutionalready exists in the population, it is deleted. Otherwise, the evaluation of its�tness value pre
edes its in
orporation in the population of solutions.3. Mutation of mmut individuals, see Fig. 3(b). As for 
rossover, the non-feasibleor dupli
ate ones are deleted while the others are integrated in the populationafter their �tness has been evaluated.
INRIA
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heduling of Tasks on Posix1003.1b Compliant Systems 134. If the population is larger than the desired maximum size (psize > pmax),suppression of the psize � pmax weakest members of the population.5. Go to step 2 if the maximum number of generation is not rea
hed.
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rossover.

Population of Solutions

choose randomly 1 individual 

Apply mutation operator
that ensures that the mutant
is a "possible" solution

No 
schedulability analysis 
successfully passed  ?

Delete 
Mutant from

the population

Yes 

fitness criteria 
needs simulation ?
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 Duplicate Solution ?

No 

Yes 

Delete 
Mutant from

the population(b) Mutation of an existing solution.Figure 3: The geneti
 operators.3.3.1 Chromosome 
odingIn GAs, one or several 
hromosomes des
ribe the solution to the 
onsidered problem.Ea
h 
hromosome is 
omposed of genes whose values are 
alled alleles. At the be-ginning of GA, 
hromosomes were essentially binary strings, but when representingsolutions to 
omplex problems, binary representations3 tend to be less 
onvenientthan symboli
 representations [40℄. For our spe
i�
 s
heduling problem, we proposeto 
ode the total geneti
 pa
kage (or genotype) of a solution on a single 
hromosomewith ea
h task being 
omposed of 4 genes :priority Æprio s
heduling poli
y ÆpolFigure 4: The 4 genes 
oding a task.3In the literature e.g. [35℄, a GA where the 
hromosome 
oding is not fully binary is sometimestermed "evolutionary algorithm".
RR n�3730



14 Ni
olas Navet , Jörn Miggewhere the gene :� priority is the task's priority 2 f1::
ard(T )g.� Æprio is binary 
oded : �xed if the task's priority is an a priori 
onstraintnot_�xed otherwise� s
heduling poli
y is binary 
oded : FPP if the task is s
hed_�foRR if the task is s
hed_rr� Æpol is binary 
oded : �xed if the task's poli
y is an a priori 
onstraintnot_�xed otherwiseA 
hromosome solution to a n tasks problem is an array that is the 
on
atenationof the tasks' genes :
genes for task 1 genes for task n

1 fixed FPP fixed 3 not_fixed RR not_fixedFigure 5: A 
hromosome C, solution to a n tasks problem.We de�ne the following fun
tions that apply to 
hromosome C for extra
ting theproperties of tasks :� prio(C; i) 2 f1::
ard(T )g : priority of task �i in 
hromosome C.� Æprio(C; i) 2 f�xed;not_�xedg : Æprio value of task �i in 
hromosome C.� pol(C; i) 2 fFPP;RRg : s
heduling poli
y of task �i in 
hromosome C.� Æpol(C; i) 2 f�xed;not_�xedg : Æpol value of task �i in 
hromosome C.For a 
hromosome to be a possible solution, the following invariants must always beveri�ed :1. 8�i; �j 2 T with i 6= j; if (pol(C; i) = pol(C; j) = FPP) then prio(C; i) 6=prio(C; j) : two s
hed_�fo tasks 
an not possess the same priority (assumption6).2. 8�i; �j 2 T if (pol(C; i) 6= pol(C; j)) then prio(C; i) 6= prio(C; j) : two taskshaving di�erent poli
ies must not share the same priority (assumption 5).INRIA
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heduling of Tasks on Posix1003.1b Compliant Systems 153. 8�i 2 T ; prio(C; i) � 
ard(T ) : for redu
ing the solution spa
e, we imposethat all tasks have a priority within [1; 
ard(T )℄ (assumption 4).From an implementation point of view, a 
hromosome is an array of genes, ea
h geneC[i℄ being a re
ord made of the priority (C[i℄:prio), the Æprio value (C[i℄:Æprio), thepoli
y (C[i℄:pol) and the Æpol value (C[i℄:Æpol). For ea
h individual of the population,in addition to the 
hromosome, a data of type Real is needed to store the �tness on
eevaluated. We de�ne the fun
tion �tness(), whi
h takes a 
hromosome as argumentand returns its �tness.3.3.2 Fitness fun
tionThe �tness fun
tion gives the quality of an individual a

ording to a given 
riterion.Before evaluating �tness it is mandatory for the individual to be a feasible solutionthat is, it has su

essfully passed the s
hedulability analysis and thus satis�es theappli
ation's timing 
onstraints. As represented in �gure 3, the evaluation of some
riteria may require the performan
e of simulation. Although an optimisation 
rite-rion is by its nature appli
ation-dependant, we identify the following general quality
riteria that may apply to the whole task set or to a subset of tasks :� Minimise end-of-exe
ution jitter [requires simulation℄ : After the s
hedulabilityanalysis, we know that the end of two su

essive instan
es of the same periodi
task �i is separated by an amount of time varying between Ti � Ri + Ci andTi+Ri�Ci. If the work of task �i has to be delivered as regularly as possible, anobje
tive to a
hieve is to minimise this jitter. As the 
riterion to be minimised,denoted by C�, we 
hose the standard deviation of the response timesC� =Xi2T �( eRi) � �i (6)with eRi = fRi;n j n ` Ei;n � tsimg, the sample made of the response timesof the instan
es of task �i 
olle
ted during the simulation of length tsim, with�() the fun
tion 
omputing the standard deviation of a set of data and �i, theweight given to task �i in the 
riterion (e.g. �i = 0 means that task �i is not
onsidered in the 
al
ulus).� Maximise freshness of input data [requires simulation℄ : let a task �i need inputdata generated by a subset Ti of tasks. The data produ
ed by an instan
e �h;aof a task �h 2 Ti is available after its exe
ution end, Eh;a. To be usable by aninstan
e �i;n it must be available before the beginning of its exe
ution, Bi;n.RR n�3730



16 Ni
olas Navet , Jörn MiggeThe shorter the time between Eh;a and Bi;n the greater the freshness of thedata. The 
riterion C�i to minimise is therefore:C�i = Xn `Ei;n�tsim X�h2Ti Xa `Eh;a�Bi;n<Eh;a+1 (Bi;n �Eh;a) (7)This 
riterion 
an be extended to take a

ount of several tasks with di�erentweights : C� = X�i2T C�i � �i: (8)� Maximise data 
onsisten
y [requires simulation℄ : when a task �i needs severalinput data X1; ::;Xn, the produ
tion date of these input data should be as
lose in time as possible to ensure data 
onsisten
y. It is assumed that the dataX1; ::;Xn is available at the end of the exe
ution of task �1; ::; �m respe
tively.We note Ii, the set of tasks whose results will be used by task �i as input data.For �k 2 Ii, we de�ne : jk;i;n = maxfj jEk;j 6 Bi;ngwhi
h is the index of the last instan
e of task �k whi
h ends before the startof exe
ution of the nth instan
e of task �i. The 
riterion whi
h has to beminimised 
an be expressed as :C�i = Xn`Bk;n�tsim �( eEi;n) (9)where �( eEi;n) is the standard deviation of eEi;n = fEk;jk;i;n j�k 2 Iig, the samplemade of the end-of-exe
ution times of all tasks whose results are used by thenth instan
e of task �i. If more than one task has to maximise the 
onsisten
yof its input data possibly with di�erent weights for ea
h task, the 
riterionbe
omes : C� = X�i2T C�i � �i: (10)Other possible 
riteria are the minimising of the average/worst-
ase response timeor the maximising of the average/worst-
ase laxity. Note that one 
an easily buildINRIA
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heduling of Tasks on Posix1003.1b Compliant Systems 17an optimisation 
riterion whi
h is a tradeo� between several 
riteria. Be
ause the
riterion 
an be evaluated through simulation, it is also possible to 
onsider mu
hmore "�ne grained" 
riteria, su
h as to "maximise the freshness of input data X1produ
ed by task A after t1 units of exe
ution and 
onsumed by task B after t2 unitsof exe
ution".3.3.3 Crossover OperatorCrossover applies to 
ouples of mates that are sele
ted with a probability fun
tion oftheir �tness. This point is 
ru
ial sin
e in natural sele
tion, it is assumed that bestgenitors will 
reate better young. The te
hnique for 
hoosing the 
ouple of mates,denoted by C1 and C2, whose prin
iple is des
ribed in [40℄, uses a roulette wheelwith slots sized a

ording to �tness :1. Consider the nb 
hromosomes 
omposing the population in any order C1; C2; : : : Cnb.2. Compute S =Pnbj=1 �tness(Cj), the sum of 
hromosomes' �tness for the wholepopulation.3. Generate randomly a real number � 2 [0; 1℄.4. Sele
t one 
hromosome as follows :� If the �tness 
riterion has to be maximised, take Ci su
h that :Pi�1j=1 �tness(Cj)S 6 � < Pij=1 �tness(Cj)SWith i = nb, the inequality on the right be
omes � .� If the �tness 
riterion has to be minimised, �nd the maximum �tness ofthe population maxfit = maxf1 6 i 6 nb j �tness(Ci)g, and take Ci su
hthat :Pi�1j=1(max� �tness(Cj))nb �maxfit � S < � 6 Pij=1(max� �tness(Cj))nb �maxfit � SThe inequality on the left be
omes � with i = 1.5. Go to step 3 if the two mates have not been sele
ted yet.
RR n�3730



18 Ni
olas Navet , Jörn MiggeOn
e two mates C0 and C1 have been sele
ted, we propose to apply a 2 point 
rossoveroperator inspired from the Partially Mapped X (PMX) operator proposed by Gold-berg and Lingle for the travelling salesman problem [22℄. The 
rossover of individualsC0 and C1 
reates one o�spring C2 as follows :1. Choose randomly two integers �1, �2 su
h that 1 6 �1 6 �2 6 n.2. 
rossover applies between genes �1 and �2 as follows :for i := �1 to �2 dobeginif Æprio(C0; i) = not_�xedthen C2[i℄:prio := random(C0[i℄:prio; C1[i℄:prio; 0:5);C2[i℄:Æprio := not_�xed;else C2[i℄:prio := C0[i℄:prio;C2[i℄:Æprio := �xed;�if Æpol(C0; i) = not_�xedthen C2[i℄:pol := random(C0[i℄:pol; C1[i℄:pol; 0:5);C2[i℄:Æpol := not_�xed;else C2[i℄:pol := C0[i℄:pol;C2[i℄:Æpol := �xed;�odWhere random(a; b; �) is a fun
tion returning value a with probability � andvalue b with a probability 1� � .3. Genes C2[1℄::C2[�1�1℄ are all taken uniquely from parent C0 or uniquely fromparent C1 with a probability 0.5 .4. Genes C2[�2+1℄::C2[n℄ are all taken uniquely from parent C0 or uniquely fromparent C1 with a probability 0.5 .5. "Repair" 
hromosome C2 if invariants 1,2 or 3 are not veri�ed. The predom-inan
e is given to the newly 
reated genes, lo
ated between �1 and �2 in
hromosome C2, over existing ones. This step ensures that o�spring C2 is apossible solution. INRIA



Fine Tuning the S
heduling of Tasks on Posix1003.1b Compliant Systems 193.3.4 Mutation OperatorTo avoid the problem of degenera
y that o

urs when always mating individuals ofa same population, a mutation step takes pla
e after the 
rossovers. The individualsto whi
h the mutation operator applies are 
hosen randomly in the population ofsolutions, only the best solution is ex
luded from mutation. On
e a 
hromosome Cis sele
ted, the mutation operator makes one gene evolve as follows :1. repeati := random(1; n);until (Æprio(C; i) = not_�xed) _ (Æpol(C; i) = not_�xed);if Æprio(C; i) = not_�xedthen C[i℄:prio := uniform(1; n);/* the new priority is set randomly between 1 and n */�if Æpol(C; i) = not_�xedthen C[i℄:pol := random(0; 1; 0:5); /* either s
hed_rr or s
hed_�fo */�Where uniform(a; b) is a fun
tion returning a uniform random number betweena and b.2. Repair 
hromosome C if invariants 1,2 or 3 are not veri�ed. In the same wayas in the 
rossover operator, the predominan
e is given to the modi�ed geneover existing ones.3.3.5 Creation of the initial populationThis is a 
ru
ial step of the algorithm : in e�e
t, if after a maximum number ofsu

essive attempts (nini value), less than the 2 solutions needed for 
rossover werefound, the algorithm has failed. The appli
ation has then to be redesigned, forinstan
e using program sli
ing te
hniques, su
h as proposed by Gerber and Hong in[19℄, or, at least partially rewritten to shorten the 
ode exe
ution time. The initialpopulation is 
reated using Rate Monotoni
 and Deadline Monotoni
 heuristi
s forsetting the priorities as well as using pure 
han
e :� Rate Monotoni
 (RM) heuristi
 : priorities are set a

ording to the s
heme,"the smaller the period, the higher the priority", s
heduling poli
ies are then�xed randomly.
RR n�3730



20 Ni
olas Navet , Jörn Migge� Deadline Monotoni
 (DM) heuristi
 : priorities are set a

ording to the s
heme,"the smaller the deadline, the higher the priority", s
heduling poli
ies are then�xed randomly.� Randomised 
reation : priorities as well as poli
ies are set randomly.4 Implementation and experimentsThe approa
h developed in this paper was implemented through 3 distin
t exe
utableprograms written in C++ : one for the geneti
 part, one for s
hedulability analysis4and one for the simulation. The program implementing the GA 
alls the s
hedulabil-ity analysis program to determine whether a possible solution is a feasible one or not(see �gure 3). If the solution is feasible, a simulation is then performed to determineits �tness. Mu
h 
are was taken for the implementation of the simulation programbe
ause it is the one that requires the most 
omputation time : it has been writtenfrom s
rat
h without the use of any simulation library and, if enough memory isavailable, all events of the simulation are pre-
omputed and stored in the s
heduler.Sin
e tasks are periodi
, interarrival times are 
onstant and the �ow of arrivals isnon-ergodi
. For this reason it is di�
ult to 
hoose a su�
ient length and a su�
ientnumber of traje
tories (be
ause in the general 
ase it 
an not be assumed that the�rst instan
es of the tasks are released simultaneously) in order to get a satisfa
torya

ura
y in the results of the simulations. A tradeo� between 
omputation timeand a

ura
y has to be found. We 
onsider a result su�
iently a

urate if othersimulations performed in the same 
ondition give 
lose results. In our experiments,we found that simulating 10 traje
tories, ea
h having the length of 10 LCMs of taskperiods, produ
es a satisfa
tory a

ura
y and all experiments of this se
tion wereperformed using these parameters.Evaluating the performan
e of an optimisation algorithm is di�
ult be
ause theoptimal result is generally not known. To assess the performan
e of the proposed GA,that will be denoted by F-GA for "full" GA, its results are 
ompared on the sametest 
ases with the results produ
ed by a "weaker" version of the algorithm, termedW-GA, that does not possess mutation and 
rossover operators. This will help us (1)to determine whether the proposed GA is e�
ient 
ompared to a simple randomisedsear
h through the solution spa
e and (2) to quantify the improvement. In the weak4The program whi
h implements the s
hedulability analysis is freely available and 
an be down-loaded at http://www.inria.fr/mistral/personnel/Jorn.Migge/rts.html.
INRIA
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heduling of Tasks on Posix1003.1b Compliant Systems 21version of the algorithm, ex
ept for the initial population for whi
h heuristi
s areused, new individuals are solely 
reated randomly, its fun
tioning s
heme being :1. Creation of nini possible solutions for the initial population using RM heuristi
(1/4 nini), DM heuristi
 (1/4 nini) and pure 
han
e (1/2 nini). Deletion ofnon-feasible or dupli
ate solutions and evaluation of the �tness of ea
h feasibleindividual. Let psize be the size of the population whi
h is 
urrently � nini.2. Randomised 
reation of m
o + mmut new possible solutions. Deletion of thenon-feasible solutions or dupli
ate ones and evaluation of the �tness value ofthe rest of them pre
edes their in
orporation in the population of solutions.3. If the population is larger than the desired maximum size (psize > pmax),suppression of the psize � pmax weakest members of the population.4. Go to step 2 if the maximum number of generation is not rea
hed.All the tests were performed with parameter nini = 50, m
o = 40, mmut = 20, andpmax = 100, the number of su

essive generations being �xed at 100. The simulationprogram 
onsiders the task exe
ution time to obey the uniform distribution between[C=2; C℄ where C is the worst-
ase exe
ution time taken for the s
hedulability anal-ysis.4.1 Performan
e of the GA on a 20-task problemThe 20-task example problem and the best s
hedule found are des
ribed in Ap-pendix A. The total 
pu utilisation is 85.7% and the obje
tive is to minimise theend-of-exe
ution jitter of tasks �9, �10, �11, �12, �13, �14, �15, �16, �17, �18, �19and �20, ea
h task possessing the same weight in the 
riterion (i.e. in equation 68i 2 f9; 10; 11; 12; 13; 14; 15; 16; 17; 18; 19; 20g �i = 1, otherwise �i = 0). Some apriori 
onstraints are enfor
ed : tasks �1 and �2 must obey FPP with priority 1 and2 respe
tively, tasks �15 and �20 have to be run under the RR poli
y at the lowestpriority level and task �6 has to be s
heduled with priority level 3. The quantum forRR is set to 2 units of time.In �gure 6, we observe an important improvement in the mean �tness of the popula-tion up to the 30th generation using the GA with 
rossover and mutation operators.After this point, the population 
onverges, this means that all individuals are verysimilar in term of �tness and further improvements of the best solution are likely too

ur in the event of a favourable mutation. The 
onvergen
e of a population at theith generation 
an be measured by the standard deviation of the sample made of theRR n�3730
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Figure 6: Mean and best �tness evolution through 100 generations on a 20-taskproblem for F-GA and W-GA.�tness values denoted �i : after the �rst generation, �0 = 9:75 when �31 = 0:6 and�100 = 0:31.On the other hand, the mean �tness with W-GA does improve mu
h more slowly,only 9% improvement after 100 generations 
ompared to 36.1% with the full GA.This 
learly indi
ates that the geneti
 operators are far more e�
ient than a simplerandomised sear
h through the solution spa
e. Finally, the best solution with thefull GA, whi
h is des
ribed in Appendix A, is 21.44% better than the one found withW-GA.4.2 Performan
e of the GA on a 30-task ProblemThe des
ription of the 30-task test problem is given in Appendix B. The 30 tasksindu
e a total 
pu utilisation of 82.8% and the obje
tive is to minimise the end-of-exe
ution jitter of all tasks of the appli
ations with the same weight in the 
riterion.Tasks �20 and �21 must be s
heduled under RR at the lowest priority level, �13 and�14 have to obey FPP while �1, �2 and �3 must be run under FPP with priority 1, 2,3 respe
tively. The quantum for RR is set to 2 units of time.
INRIA
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Figure 7: Mean and best �tness evolution through 100 generations on a 30-taskproblem for F-GA and W-GA.From �gure 7, we observe that W-GA gives very bad results on the 30-task problem :in fa
t, all the solutions of W-GA were found with the heuristi
s used for the 
reationof the initial population. This suggests to us that (1) the proposed heuristi
s aree�
ient, and thus are good starting points for the GA, and (2) that a randomisedsear
h is 
ompletely inappropriate when the size of the problem is large. Comparedto the 20-task problem, the speed of population 
onvergen
e with F-GA be
omeslogi
ally slower with the in
rease of the size of the problem whi
h, in our parti
ular
ase, means that the bigger the problem, the more generations needed. On this 30-task problem, F-GA performs 28.1% better than W-GA in terms of mean �tness and28.4% better in terms of best �tness.4.3 Coarse grain parallelisationThe approa
h developed in this study is 
omputationally intensive, for instan
e the30-task example with the 
hosen parameters requires about 2 days of 
omputationfor 100 generations on a SUN ultra 5 workstation. On the one hand, it is notmandatory to run 100 generations be
ause the population 
onverges sooner and thus
RR n�3730



24 Ni
olas Navet , Jörn Miggeit is very likely that a satisfa
tory solution will have been found sooner. On the otherhand, it is possible to shorten the 
omputation time by redu
ing the simulation timebut the results then lose in a

ura
y and thus in validity. We point out that su
han algorithm has to be exe
uted at the design phase of the system; it is 
learlyinadequate for on-line re
on�gurations. Sin
e the 
omputing time 
an neverthelessraise a problem, we investigated how to parallelize the GA.GAs are abstra
tion of the evolutionary pro
ess whi
h is in essen
e a highlyparallel pro
ess. They are thus easily parallelized and mu
h work has been done inthis �eld, the reader might refer to [8℄ for a good survey of resear
h on Parallel Geneti
Algorithms (PGAs). Basi
ally, there are 3 distin
t approa
hes in the parallelizing ofGAs :� Global parallelization : in this model, a single population exists but the eval-uation of the individuals and possibly the appli
ation of the geneti
 operatorsare done in parallel. Communi
ation between pro
essors o

urs at the end andat the start of the distributed fun
tions.� Coarse grained5 parallelization : the total population is split into a few subpop-ulations, ea
h of whi
h evolves on a distin
t pro
essor. The di�erent subpopu-lations ex
hange a few individuals from time to time (e.g. every n generations,ea
h t units of time). This model introdu
es a migration operator that is usedto send some individuals from one subpopulation to another.� Fine grained parallelization : this third approa
h is similar to the 
oarse grainedone in the sense that multiple subpopulations exist. The di�eren
e lies is in thevery large number of small subpopulations making this approa
h well suitedto massively parallel 
omputers.We 
hose the �ne grained approa
h be
ause it possesses several key advantages :�rst its ease of implementation, se
ond be
ause it does not require any parti
ularma
hine su
h as massively parallel 
omputers and �nally be
ause the expe
ted gainis not only a speedup but also better results. In e�e
t, the di�erent subpopulationsare likely to explore di�erent regions of the sear
h spa
e and the migrations betweenthe populations 
reate a sour
e of geneti
 diversity.The migration is 
ontrolled by several parameters; the topology that de�nes the 
on-ne
tion between the subpopulations, the rate of migration that spe
i�es the numberof individuals that have to migrate and the migration interval that a�e
ts how often5The "grain size" refers to the ratio of time spent in 
omputation and time spent in 
ommuni-
ation, 
oarse grained 
orresponds to a high ratio. INRIA



Fine Tuning the S
heduling of Tasks on Posix1003.1b Compliant Systems 25migrations o

ur. In our parallelized GA, ea
h sub-population makes available toall others 1/10th of its population at the end of ea
h generation. The individualsare 
hosen randomly for a half and the other half are the best individuals. Theparameters nini, m
o, mmut and pmax stay un
hanged.The question that ought to be answered is whether the migration pro
ess betweensub-populations improves the overall performan
e of the algorithm. The parallelizedand the non-parallelized GA have been 
ompared over the same number of genera-tions on the 30-task example problem : 2 populations evolving over 50 generationson 2 distin
t pro
essors for the parallelized GA versus 1 population that evolves over100 generations for the non-parallelized version.
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onverge and better results are found. Finally, at the end of the 100 gen-erations, the parallelized GA provides an improvement of 4.72% for the best �tnessand 4.06% for the mean �tness over the non-parallezised one. This suggests to usRR n�3730



26 Ni
olas Navet , Jörn Miggethat it is worth 
onsidering the use of the parallelized GA, even on a unipro
essor
omputer, on 
ondition that it exe
utes for a su�
iently long time to let the di�erentsub-populations 
onverge.Other tests performed with 3 and 4 and 8 sub-populations 
on�rm that the paral-lelized algorithm performs better than the non-parallelized one on
e ea
h of the sub-populations has 
onverged. For instan
e, on this 30-task problem, 4 sub-populationsrunning for 20 generations will not perform better than a single one evolving over80 generations be
ause 20 generations are not enough to ensure 
onvergen
e, but 4sub-populations over 40 generations are likely to give better results than one over160 generations.5 Interest of the RR poli
y for real-time 
omputingIn our opinion, in literature the RR poli
y has not been seriously 
onsidered for usein the �eld of real-time 
omputing. Traditionally the RR poli
y is 
onsidered usefulfor low priority pro
esses performing some ba
kground 
omputation tasks "whennothing more important is running" (see [17℄ pp163). In this se
tion, we argue thatRR should not be ruled out a priori be
ause there are 
ases where RR is an e�
ient
hoi
e in terms of s
hedulability as well as for �ne tuning the system.5.1 RR and s
hedulabilityThe possibility of using RR improves the overall s
hedulability of the system be
ausesome tasks set are not s
hedulable under FPP alone. Imagine a basi
 appli
ation
onsisting of two tasks A and B with periods (denoted T ) 15ms and 50ms respe
-tively, with worst-
ase exe
ution times (denoted C) 7ms and 10ms and with deadlines(denoted D) 15ms and 20ms, the quantum for RR being set to 1ms. It has beenshown in [33℄ that the maximal response time of a task o

urs after a 
riti
al instant,de�ned as a time where all tasks are released simultaneously. Only this response timeneeds to be analysed to de
ide upon feasibility. Figure 9 represents the s
heduling ofthe two tasks obeying RR at the same priority level starting from a "
riti
al instant".Usually an RR s
heduler is so implemented that the �rst task queued will gain theCPU during the �rst time quantum. Whi
hever the �rst task queued, tasks A andB are s
hedulable a

ording to RR poli
y with a time slot being equal to 1ms.On the other hand, s
heduling a

ording to FPP does not lead to any feasible solu-tion, whi
hever the priority of both tasks as shown in �gure 10.This small example illustrates the usefulness of the RR poli
y. Note that in general
INRIA
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second instance of task AFigure 9: Task A and B s
heduled a

ording to RR.
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Figure 10: Task A and B s
heduled a

ording to FPP.the s
hedulability is improved through the 
ombined use of RR and FPP. To gainan insight into the e�
ien
y of RR plus FPP, we have generated 2000 task sets of10 periodi
 tasks with deadlines equal to periods whi
h are not feasible under theRate-Monotoni
 assignment. This latter is known [33℄ to be optimal when deadlinesare equal to periods. The periods of all tasks are randomly taken between 50 and1000 time units while their exe
ution times are 
hosen so that the total workload liesbetween 75% and 90%. The system-wide time quantum for RR is �xed to 2 units oftimes. We generated a population of 2000 individuals using the heuristi
s that areemployed for the 
reation of the initial population of the GA (see Se
tion 3.3.5), notethat in this parti
ular 
ase, be
ause deadlines are equal to periods, the RM heuristi
is equivalent to the DM heuristi
. One half of the 2000 individuals was 
reated usingthe Rate Monotoni
 heuristi
 while the other half was 
reated randomly.Under these 
onditions, we found for 15.3% (306 task sets) of the task sets at leastone feasible allo
ation with both RR and FPP and this is probably an underesti-
RR n�3730



28 Ni
olas Navet , Jörn Miggemation be
ause some feasible allo
ations may have not been found. Preliminaryexperiments show that this per
entage 
an be in
reased if a di�erent quantum maybe 
hosen for ea
h task under RR be
ause quanta under RR play, to a 
ertain extent,a similar role to priority under FPP.5.2 RR for the �ne tuning of the systemWe now aim to show that RR plus FPP assignments are better than just straightFPP for the �ne tuning of the system using the 
riteria de�ned in se
tion 3.3.2. Forinstan
e, the use of the RR poli
y 
an in some 
ases be an e�
ient way of redu
ingtime-skew between observations of the 
ontrolled system (e.g. 
oming from sensors)that are performed by di�erent tasks without re
ourse to a task sli
ing te
hniquesu
h as des
ribed in [29℄. Similarly, RR 
ould also redu
e time-skew between taskoutputs (e.g. 
ommands to a
tuators).
task A

temperature control

Chemical Reaction

task B
pressure control

feedback
system 
status

Computer 

task C
Chemical injection

control 

Figure 11: Appli
ation stru
ture.To illustrate this point, imagine a 
hemi
al pro
ess 
ontrolled by one 
omputer (see�gure 11). On the 
omputer, two 
y
li
al tasks A (C=4ms, T=12ms, D=12ms)and B (C=4ms, T=12ms, D=12ms) monitor and 
ontrol the temperature and thepressure respe
tively. The reading of the 
urrent values is done at the beginning ofboth tasks and takes less than 1ms. Temperature and pressure have to evolve overtime and the obje
tive of tasks A and B is to keep their values as near as possibleto the optimum in order to a

omplish the 
hemi
al rea
tion. At the end of theirexe
ution, after having sent 
ommands to a
tuators, tasks A and B pla
e the 
urrenttemperature and the 
urrent pressure value at the disposal of task C (C=2, T=12ms,D=12ms), s
heduled under FPP with a lower priority than tasks A and B and whi
hINRIA
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heduling of Tasks on Posix1003.1b Compliant Systems 29runs on the same 
omputer. Task C is responsible for the inje
tion of the rightamount of 
hemi
als in the vessel with regard to the 
urrent state (temperature,pressure) of the 
hemi
al rea
tion provided by tasks A and B.As illustrated in �gure 12, tasks are s
hedulable both, with A and B obeying RRat the same priority level (with the slot time being 1ms) or, with FPP. The use ofthe RR poli
y has the advantage that input data of task C is more "
onsistent" froma temporal point of view be
ause it was 
olle
ted at nearer instants in time thanwith the FPP s
heduling strategy. Task C will thus have a more a

urate overviewof the 
urrent state of the system whi
h will lead to a better 
ontrol of the physi
alpro
ess and in this parti
ular 
ase, the right amount of 
hemi
als will be inje
ted intothe vessel possibly gaining a redu
tion in 
osts. The need for temporal 
onsisten
ybetween input data is not universal, but, depending on the physi
al pro
ess and alsodepending on the 
ontrol algorithm, it 
an be an obje
tive worth a
hieving.
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1050

Temperature value at 
disposal of task C

temperature read
 by task A 

pressure  read
 by task B 

RR Scheduling

Pressure  value at 
disposal of task C

task A

task B

1050

temperature read
 by task A 

pressure  read
 by task B 

FPP Scheduling

Temperature value at 
disposal of task C

Pressure  value at 
disposal of task CFigure 12: Task A and B s
heduled a

ording to RR and FPP.To quantify the improvement brought about by the use of RR for the tuning of thesystem, a series of tests was 
ondu
ted on random task sets 
omposed of 10 to 20 taskswith deadlines equal to periods and a load varying from 30% to 70%. For a given taskset, we ran the GA with the parameters given in Se
tion 4, on
e with the restri
tionof not 
hosing RR and on
e without this restri
tion. We have restrained ourselves totasks with 
onstant exe
ution times in order to avoid interferen
e from the exe
utiontime distribution in the value of the �tness. For the end-of-exe
ution jitter 
riterion(see Equation 6), 
ard(T )=2 tasks of the task set T were randomly 
hosen to be takeninto a

ount in the 
riterion. For the freshness and 
onsisten
y of input data (seerespe
tively Equation 8 and 10), 
ard(T )=2 tasks 
onsuming input data are randomly
hosen where ea
h of these tasks requires between 1 and 
ard(T )=2 number of inputdata whi
h is in turn produ
ed by randomly sele
ted tasks. Whatever the 
riterion,RR n�3730



30 Ni
olas Navet , Jörn Miggeea
h sele
ted task i has been given the same weight (i.e. �i = 1) in the 
al
ulationof the 
riterion. For ea
h 
riterion, 100 random task sets were 
onsidered and as 
an
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Figure 13: Improvement of �tness through the use of RR.been seen in Figure 13, allowing the use of RR has improved the �tness of the bestindividual of the population in 36% of the test 
ases for the end-of-exe
ution jitter,68% for the freshness of input data and 71% for the 
onsisten
y of input data.6 Con
luding remarks and future worksIn the �eld of real-time 
omputing, s
hedulability analysis has been extensively stud-ied. However, the question of 
hoosing the best among several feasible solutions for aparti
ular appli
ation has not been thoroughly addressed. If several feasible solutionsexist, then it is possible to 
onsider additional 
riteria. In this study, we propose ageneti
 algorithm to best set the s
heduling of tasks a

ording to a 
hosen 
riterionsu
h as the minimising of end-of-exe
ution jitter or the maximising of the freshnessor the 
onsisten
y of a set of input data. The proposed GA, whi
h has proven tobe e�
ient in the experiments of se
tion 4, makes use of the s
hedulability analysis,as well as simulation be
ause of the sto
hasti
 measurements required by the �tness
riteria.We 
hose to fo
us our analysis on Posix 1003.1b 
ompliant OSs be
ause of thewide availability of OSs 
onforming to this standard. We argue for the usefulness ofthe RR poli
y that has been, in our opinion, not su�
iently 
onsidered for use in
INRIA
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heduling of Tasks on Posix1003.1b Compliant Systems 31the �eld of real-time. Our experiments have shown that the use of RR 
an improvethe s
hedulability, the 
onsisten
y and the freshness of input data as well as theend-of-exe
ution jitter.We are investigating the possibility to allow non-feasible s
hedules in the popu-lation of solutions. It would require a measure of the feasibility �ner than just yes orno (for instan
e, with the taking into a

ount of laxities), whi
h 
ould be integratedinto the 
al
ulus of �tness by weighting the 
riteria with the degree of feasibility.This extension might be e�
ient, in parti
ular, for �nding feasible s
hedules at thevery start of the GA. Other possible extensions of this study in
lude the taking intoa

ount of shared resour
es and the extension to the distributed 
ase. It would beof parti
ular interest to 
onsider Controller Area Network (CAN, see [26, 25℄) as the
ommuni
ation proto
ol be
ause Posix1003.1b nodes distributed over CAN repre-sent, in our opinion, a very e�e
tive solution for distributed real-time systems madeof o�-the-shelf 
omponents. Finally, we think it is interesting to investigate the pos-sibility that the GA gives some feedba
k when the algorithm fails, and this in orderto help the designer to identify the bottlene
ks of the system. In the medium term,it should be possible to 
on
eive a CASE tool dedi
ated to real-time that in
ludesworst-
ase exe
ution time analysis, for instan
e using the work undertaken on g

 in[34℄, as well as an automati
 task priority and s
heduling poli
y allo
ation strategysu
h as that proposed in this study.Referen
es[1℄ M. Abramowitz and I.A. Stegun. Handbook of Mathemati
al Fun
tions. DoverPubli
ations (ISBN 0-486-61272-4), 1970.[2℄ N.C. Audsley. Optimal priority assignment and feasibility of stati
 prioritytasks with arbitrary start times. Te
hni
al Report YCS164, University of York,November 1991.[3℄ T. Barret. How to write an rtos - a guide for anyone pondering the "make-or-buy" de
ision. Real-Time Magazine, 97-3:43�45, 1997.[4℄ S.J. Beaty. Geneti
 algorithm versus tabu sear
h for instru
tion s
heduling.In International Conferen
e on Neural Networks and Geneti
 Algorithms, April1993.
RR n�3730



32 Ni
olas Navet , Jörn Migge[5℄ S.J. Beaty, S. Col
ord, and P. Sweany. Using geneti
 algorithms to �ne-tuneinstru
tion-s
heduling heuristi
s. In Se
ond International Conferen
e on Mas-sively Parallel Computing Systems (MPCS'96), May 1996.[6℄ S.J. Beaty, J. Whitley, and G. Johnson. Motivation and framework for usinggeneti
 algorithms for mi
ro
ode 
ompa
tion. In Pro
eedings of the 23rd AnnualWorkshop in Mi
roprogramming and Mi
roar
hite
ture (MICRO-23), De
ember1990.[7℄ A. Burns, K. Tindell, and A.J. Wellings. E�e
tive analysis for engineering real-time �xed priority s
hedulers. IEEE Transa
tions on Software Engineering,21(5):475�480, May 1995.[8℄ E. Cantù-Paz. A summary of resear
h on parallel geneti
 algorithms. Te
hni
alReport IlliGAL Report No. 95007, University of Illinois at Urbana-Champain,1995.[9℄ H. Chen, N.S. Flann, and D. Watson. Parallel geneti
 simulated annealing :A massively parallel SIMD algorithm. IEEE Transa
tions on Parallel and Dis-tributed Systems, 9(2):126�136, February 1998.[10℄ L. Davis. Job-shop s
heduling with geneti
 algorithms. In Pro
eedings of theFirst Int. Conf. on Geneti
 Algorithms, pages 136�140, 1985.[11℄ L. Davis. Handbook of Geneti
 Algorithms. Van Nostrand Reinhold, New-York,1991.[12℄ M. DiNatale and J.A. Stankovi
. Appli
ability of simulated annealing meth-ods to real-time s
heduling and jitter 
ontrol. In Pro
eedings of the 16thIEEE Real-Time Systems Symposium, De
ember 1995. also available athttp://retis.sssup.it/papers/abstra
ts.html.[13℄ L. Djerid, M.-C. Portmann, and P. Villon. Performan
e analysis of previous andnew proposed 
ross-over geneti
 operators designed for permutation s
hedulingproblems. In Pro
eedings International Conferen
e on Industrial Engineeringand Produ
tion Management, pages 487�497, Marrake
h (Maro
), April 1995.[14℄ K. Dussa-Zieger. Task s
heduling on 
on�gurable parallel systems by geneti
algorithms. In Pro
eedings of Tele
ommuni
ation, Distribution, Parallelism(TDP'96), pages 485�494, July 1996.
INRIA



Fine Tuning the S
heduling of Tasks on Posix1003.1b Compliant Systems 33[15℄ K. Dussa-Zieger and M. S
hwehm. S
heduling of parallel programs on 
on�g-urable multipro
essors by geneti
 algorithms. International Jounal of Approxi-mate Reasoning, 19(1-2):23�38, July 1998.[16℄ E. Falkenauer and S. Bou�oix. A geneti
 algorithm for job shop. In Pro
eedingsof the IEEE Int. Conf. on Roboti
s and Automation, pages 824�829, 1991.[17℄ B.O. Gallmeister. Programming for the Real World - Posix 4. O'Reilly & Asso-
iates, 1995. ISBN 1-56592-074-0.[18℄ R. Gerber. Languages and tools for real-time systems: Problems, solutions andopportunities. Te
hni
al Report UMDTe
hni
al Report CS-TR-3362, UMIACS-TR-94-117, University of Maryland, O
tober 1994.[19℄ R. Gerber and S. Hong. Sli
ing real-time programs for enhan
ed s
hedulability.Te
hni
al Report UMD Te
hni
al Report CS-TR-3477, UMIACS TR 95-62,University of Maryland, May 1995.[20℄ R. Gerber and S. Hong. Sli
ing real-time programs for enhan
ed s
hedulability.ACM Transa
tions on Programming Languages and Systems, 19(3), May 1997.[21℄ D.E. Goldberg. Geneti
 Algorithms in Sear
h, Optimization and Ma
hine Learn-ing. Addison-Welsey, 1989.[22℄ D.E. Goldberg and R. Lingle. Alleles, lo
i, and the travelling salesman problem.In Pro
eedings of the First Int. Conf. on Geneti
 Algorithms, pages 154�159,1985.[23℄ J.A. Holland. Adaptation in Natural and Arti�
ial Systems. Mit Press, Cam-bridge, Mass., 1975.[24℄ L. Ingber and B. Rosen. Geneti
 algorithm and very fast simulated reannealing :A 
omparison. Mathemati
al Computer Modeling, 16(11):87�100, 1992.[25℄ International Standard Organization ISO. Road Vehi
les - Inter
hange of DigitalInformation - Controller Area Network for high-speed Communi
ation. ISO,1994. ISO 11898.[26℄ International Standard Organization ISO. Road Vehi
les - Low Speed serial data
ommuni
ation - Part 2: Low Speed Controller Area Network. ISO, 1994. ISO11519-2.
RR n�3730



34 Ni
olas Navet , Jörn Migge[27℄ (ISO/IEC). 9945-1:1996 (ISO/IEC)[IEEE/ANSI Std 1003.1 1996 Edition℄ In-formation Te
hnology - Portable Operating System Interfa
e (POSIX) - Part 1 :System Appli
ation : Program Interfa
e. IEEE Standards Press, 1996. ISBN1-55937-573-6.[28℄ M.D. Kidwell. Using geneti
 algorithms to s
hedule distributed tasks on a bus-based system. In Pro
eedings of Fifth International Conferen
e on Geneti
 Al-gorithms, pages 368�374, 1993.[29℄ M.H. Klein, T. Ralya, B. Pollak, R. Obenza, and Harbour M.G. A Pra
titioner'sHandbook for Real-Time Analysis. Kluwer A
ademi
 Publishers, 1993.[30℄ P. Koopman, J. Sung, C. Dingman, and D. Siewiorek. Comparing operatingsystems using robustness ben
hmarks. In Symposium on Reliable DistributedSystems, pages 72�79, O
tober 1997.[31℄ Y.K. Kwok and I. Ahmad. E�
ient s
heduling of arbitrary task graphs to multi-pro
essors using a parallel geneti
 algorithm. Journal of Parallel and DistributedComputing - Spe
ial Issue on Parallel Evolutionary Computing, 47(1):58�77,November 1997.[32℄ K. Lin, K. Kenny, S. Natarayan, and J. Liu. Flex: A language for real-timesystems programming. In A. Tilborg and G. Koob, editors, Foundations of Real-Time Computing : Formal Spe
i�
ations and Methods, pages 251�290. KluwerA
ademi
 Publishers, 1990.[33℄ C.L. Liu and J.W. Layland. S
heduling algorithms for multiprogramming inhard real-time environment. Journal of ACM, 20(1):40�61, February 73.[34℄ D. Ma
os and F. Mueller. Integrating gnat/g

 into a timing analysis envi-ronment. In 10th EUROMICRO Workshop on Real Time Systems, 1998. WIPSession.[35℄ J.A. Mi
halewi
z. Geneti
 Algorithm + Data Stru
ture = Evolution Program.Springer Verlag, 1992.[36℄ J.M. Migge and A Jean-Marie. Real-time s
heduling: Non-preemption, 
riti
alse
tions and round robin. Resear
h Report 3678, INRIA, April 1999. Availableat ftp://ftp.inria.fr/INRIA/publi
ation/RR/RR-3678.ps.gz.[37℄ J. Moses. Is posix appropriate for embedded systems. Embedded Systems Pro-gramming, July 1995. INRIA



Fine Tuning the S
heduling of Tasks on Posix1003.1b Compliant Systems 35[38℄ R. Nakano and T. Yamada. Conventional geneti
 algorithm for job shop prob-lems. In Pro
eedings of the Fourth Int. Conf. on Geneti
 Algorithms, pages474�479, 1991.[39℄ I.M. Oliver, G.J. Smith, and J.R.C. Holland. A study of permutation 
rossoveroperators on the travelling salmesman problem. In Pro
eedings of the Se
ondInt. Conf. on Geneti
 Algorithms, pages 224�230, 1985.[40℄ M.-C. Portmann. S
heduling methodology: Optimization and 
ompu-sear
happroa
hes i. In A. Artiba and S. E. Elmahgraby, editors, Produ
tion andS
heduling of Manufa
turing System, pages 271�300. Chapman & Hall. 1997,1996.[41℄ F. Salles, J. Arlat, and J.-C. Fabre. Can we rely on COTS mi
rokernels for build-ing fault-tolerant systems. In Pro
eedings of the 6th IEEE Computer So
ietyWorkshop on Future Trends of Distributed Computing Systems, pages 189�194,O
tobre 1997.[42℄ M. S
hwehm and T. Walter. Mapping and s
heduling by geneti
 algorithms. InThird Joint International Conferen
e on Ve
tor and Parallel Pro
essing (CON-PAR94), Linz (Austria), number 854 in Le
ture Notes in Computer S
ien
e,pages 833�841. Springer Verlag, 1994.[43℄ J.A. Stankovi
, A. Burns, K. Je�ay, M. Jones, G. Koob, I. Lee, J. Leho
zky,J. Liu, A. Mok, K. Ramamritham, J. Ready, L. Sha, and A. Van Tilborg. Strate-gi
 dire
tions in real-time and embedded systems. ACM Computing Surveys,28(4), De
ember 1996.[44℄ D. Thiel. Un algorithme génétique pour la résolution de problèmes d'a�e
tationquadratique 
omparé aux performan
es du re
uit simulé. RAIRO - APII -JESA, 31(9):1541�1564, 1998.[45℄ K. Tindell, A. Burns, and A.J. Wellings. Allo
ating hard real time tasks (an npproblem made easy). Real-Time Systems, 4(2):145�165, June 1992.[46℄ T. Tsu
hiya, T. Osada, and T. Kikuno. Geneti
s-based multipro
essor s
hedul-ing using task dupli
ation. Mi
ropro
essors and Mi
rosystems, 22(3-4):197�207,1998.
RR n�3730



36 Ni
olas Navet , Jörn MiggeAppendix A: 20-task example problemThe 20-task example problem is des
ribed in �gure 14(a) as well as the best s
hedulefound with F-GA in �gure 14(b). �k = Ck=Tk is the 
pu utilisation of task �kand �1::m is the 
umulated 
pu utilisation from the highest priority task up to the
onsidered task. The laxity of task �k is de�ned as Dk �Rk where Rk is the boundon the response time of task �k given by the s
hedulability analysis. In �gure 14(a),one of the a-priori 
onstraints is that tasks �20 and �15 obey RR at the lowest prioritylevel whi
h initially, be
ause the s
hedule of the other tasks is unknown, has to beset to 20. The best solution preserves the lowest priority level but be
ause we wantthe priorities to be 
ontiguous, priority 20 be
omes 18 whi
h in terms of s
hedulingdoes not 
hange anything.task C T D prio. pol.�20 10 1000 1000 20 RR�19 13 1000 1000�18 8 800 800�17 12 800 400�16 5 600 600�15 10 500 750 20 RR�14 10 500 500�13 15 300 300�12 5 300 300�11 4 250 250�10 7 225 225�9 15 200 200�8 5 175 350�7 6 150 500�6 6 150 150 3�5 8 120 120�4 9 100 100�3 5 75 120�2 6 60 60 2 FPP�1 7 50 50 1 FPP(a) 20-task problem with the a priori
onstraints.

layer task prio. R laxity �k �1::mRoundRobin �20 18 444 556 1.0 85.7�15 18 444 306 2.0 84.7
FPP

�13 17 297 3 5.0 82.7�19 16 282 718 1.3 77.7�17 15 269 131 1.5 76.4�9 14 189 11 7.5 74.9�3 13 120 0 6.7 67.4�4 12 99 1 9.0 60.7�5 11 90 30 6.7 51.7�14 10 82 418 2.0 45.1�16 9 72 528 0.8 43.1�12 8 67 233 1.7 42.2�7 7 49 451 4.0 40.6�10 6 43 182 3.1 36.6�11 5 36 214 1.6 33.5RoundRobin �8 4 30 320 2.9 31.9�18 4 32 768 1.0 29.0FPP �6 3 19 131 4.0 28.0�2 2 13 47 10.0 24.0�1 1 7 43 14.0 14.0(b) Best s
hedule with �tness equal to 144.66 foundat the 88th generation with F-GA.Figure 14: 20-task example problem with the best solution found.
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heduling of Tasks on Posix1003.1b Compliant Systems 37Appendix B: 30-task example problemtask C T D prio. pol.�30 50 5000 5000�29 40 2500 2500�28 15 2000 2000�27 60 1500 1000�26 19 1500 1500�25 10 1500 1000�24 10 1200 1200�23 12 1200 1200�22 15 1100 550�21 10 1000 1000 30 RR�20 13 1000 1200 30 RR�19 14 1000 1000�18 40 1000 500�17 16 1000 600�16 11 750 400�15 8 750 800�14 12 750 150 FPP�13 14 750 200 FPP�12 15 500 500�11 5 500 500�10 10 500 500�9 15 300 300�8 5 300 300�7 4 250 250�6 7 250 250�5 15 200 200�4 5 200 175�3 6 150 150 3 FPP�2 5 50 50 2 FPP�1 7 50 50 1 FPP(a) 30-task problem with the a priori
onstraints.

layer task prio. R laxity �k �1::mRoundRobin �21 26 977 23 1.0 82.8�20 26 980 220 1.3 81.8
FPP

�27 25 945 55 4.0 80.5�30 34 729 4271 1.0 76.5�29 23 597 1903 1.6 75.5�18 22 492 8 4.0 73.9�26 21 434 1066 1.3 69.9�28 20 383 1617 0.8 68.7�19 19 368 632 1.4 67.9�25 18 342 658 0.7 66.5�9 17 294 6 5.0 65.9�17 16 279 321 1.6 60.9�12 15 240 260 3.0 59.3�5 14 193 7 7.5 56.3�13 13 178 22 1.9 48.8�14 12 146 4 1.6 46.9�16 11 134 266 1.5 45.3�10 10 123 377 2.0 43.8�23 9 113 1087 1.0 41.8�15 8 89 711 1.1 40.8RoundRobin �11 7 72 428 1.0 39.8�22 7 81 469 1.4 38.8RoundRobin �6 6 47 203 2.8 37.4�24 6 49 1151 0.8 34.6FPP �8 5 32 268 1.7 33.8RoundRobin �7 4 26 224 1.6 32.1�4 4 27 148 2.5 30.5FPP �3 3 18 132 4.0 28.0�2 2 12 38 10.0 24.0�1 1 7 43 14.0 14.0(b) Best s
hedule with �tness equal to 937.12 foundat the 94th generation with F-GA.Figure 15: 30-task example problem with the best solution found.
RR n�3730
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