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tData-independent sample bounds are knownto grossly overestimate the amount of dataneeded for most individual problem in-stan
es. This has led to signi�
ant re
entinterest in sequential algorithms whi
h alsogive pre
ise guarantees about the quality ofresults, but determine the amount of dataneeded based on 
hara
teristi
s of the a
tualproblem instan
e at hand, and thus need sig-ni�
antly fewer examples. In this paper, wepresent a pra
ti
al sequential sampling algo-rithm whi
h (a) is 
apable of qui
kly iden-tifying the n best hypotheses and (b) worksfor all utility fun
tions that 
an be estimatedwith bounded error. The algorithm thus 
anbe used not only for predi
tive learning, butalso for tasks su
h as asso
iation rule �ndingor subgroup dis
overy. Our experiments withtwo real-world domains show that our algo-rithm 
an be orders of magnitude faster thannon-sequential sampling algorithms.1. Introdu
tionIn many ma
hine learning settings, an agent has to�nd a hypothesis whi
h maximizes a given utility 
ri-terion. This 
riterion 
an be as simple as 
lassi�
a-tion a

ura
y, or it 
an be a 
ombination of generalityand a

ura
y of, for instan
e, an asso
iation rule. Theutility of a hypothesis 
an only be estimated basedon data; it 
annot be determined exa
tly (this wouldgenerally require pro
essing very large, or even in�niteamounts of data). Algorithms 
an still give sto
hasti
guarantees on the optimality of the returned hypothe-ses, but providing guarantees that hold for all possibleproblems usually requires impra
ti
ally large samples.Past work on algorithms with sto
hasti
 guaranteeshas 
on
entrated on predi
tive learning with instan
e-

averaging utility fun
tions, and has pursued two ap-proa
hes | either pro
essing a �xed amount of dataand making the guarantee dependent on the observedempiri
al utility values (e.g., Freund, 1998; Langford& M
Allester, 2000), or demanding a 
ertain �xedquality and making the number of examples depen-dent on the observed utility values (Wald, 1947; Maron& Moore, 1994; Greiner, 1996; Domingo et al., 1999)(this is often referred to as sequential sampling).In this paper, we generalize known sampling results intwo respe
ts. Firstly, in many 
ases, it is more natu-ral for a user to ask for the n best solutions insteadof the single best or all hypotheses above a thresh-old. Se
ondly, and more importantly, many popularutility fun
tions for tasks other than predi
tive learn-ing (see, e.g., Kl�osgen, 1996) 
annot be expressed asinstan
e-averaging fun
tions. Improving on (S
he�er& Wrobel, 2000), we therefore present a pra
ti
al algo-rithm that works for all utility fun
tions that 
an beestimated with bounded error, and thus 
an be usednot only for predi
tive learning, but also for tasks su
has asso
iation rule �nding or subgroup dis
overy. Ourexperiments with two real-world domains show thatour algorithm 
an be orders of magnitude faster thannon-sequential sampling algorithms.In Se
tion 2, we dis
uss the problem setting and re-lated resear
h. We generalize the problem setting inSe
tion 3. Se
tion 4 des
ribes our sampling algorithmand presents the sto
hasti
 quality guarantee. In Se
-tion 5, we instantiate the algorithm for most of theutility fun
tions popular in KDD and prove that thereis no algorithm with similar guarantees for one util-ity fun
tion. We dis
uss experimental results on largedatabases in Se
tion 6; Se
tion 7 
on
ludes.2. Problem Setting and Prior WorkThe most 
ommon instantiation of utility-maximizingsear
h is predi
tive learning from examples. Here, the



utility fun
tion to be maximized is the probability of
orre
tly 
lassifying a random instan
e drawn from theinstan
e spa
e X a

ording to a �xed, unknown distri-bution D. Sin
e we are only given a sample S of 
lassi-�ed instan
es, we 
an only estimate the error rate andthus run the risk of over- or underestimating parti
ularhypotheses and returning a suboptimal solution.While many pra
ti
al learning algorithms heuristi
allytry to limit this risk, it is 
learly desirable to arrive atlearning algorithms that 
an give pre
ise guaranteesabout the quality of their solutions. If the learning al-gorithm is not allowed to look at any data before spe
-ifying the guarantee or �xing the required sample size(\data-independent"), we arrive at impra
ti
ally largebounds as they arise, for instan
e, when applying PAClearning (e.g., Haussler, 1992) in a data-independentway. Resear
hers have therefore turned to algorithmsthat are allowed to look at (parts of) the data �rst.We 
an then ask two questions. Knowing that oursample will be of size m, we 
an ask about the qual-ity guarantee that results. On the other hand, know-ing that we would like a parti
ular quality guaran-tee, we 
an ask how large a sample we need to drawto ensure that guarantee. The former question hasbeen addressed for predi
tive learning in work on self-bounding learning algorithms (Freund, 1998) and shellde
omposition bounds (Haussler et al., 1996; Langford& M
Allester, 2000).For our purposes here, the latter question is more in-teresting. We assume that samples 
an be requestedin
rementally from an ora
le (\in
remental learning").We 
an then dynami
ally adjust the required samplesize based on the 
hara
teristi
s of the data that havealready been seen; this idea has originally been referredto as sequential analysis (Dodge & Romig, 1929; Wald,1947). Note that even when a (very large) database isgiven, it is useful to assume that examples are drawnin
rementally from this database, potentially allowingtermination before pro
essing the entire database (re-ferred to as sampling in KDD; Toivonen, 1996).For predi
tive learning, the idea of sequential analysishas been developed into the Hoe�ding ra
e algorithm(Maron & Moore, 1994). It pro
esses examples in-
rementally, updates the utility values simultaneously,and outputs (or dis
ards) hypotheses as soon as it be-
omes very likely that some hypothesis is near-optimal(or very poor, respe
tively). The in
remental greedylearning algorithm Palo (Greiner, 1996) has been re-ported to require many times fewer examples than theworst-
ase bounds suggest. In a KDD 
ontext, similarimprovements have been a
hieved with the sequentialalgorithm of (Domingo et al., 1999).

3. Generalized Problem SettingWe generalize these above results in two respe
ts.First, in many 
ases, it is more natural for a user toask for the n best solutions instead of the single best orall hypotheses above a threshold. For instan
e, a usermight �nd a small number of the most interesting pat-terns in a database, as is the 
ase for asso
iation rule(Agrawal et al., 1996) or subgroup dis
overy (Kl�osgen,1996; Wrobel, 1997). We thus arrive at the followinggeneralized problem statement and quality guarantee.De�nition 1 (Approximate n-best hypotheses prob-lem) Let D be a distribution on instan
es, H a setof hypotheses, f : H ! IR�0 a fun
tion that assignsa utility value to ea
h hypothesis and n a number ofdesired solutions. Then let Æ, 0 < Æ � 1, be a user-spe
i�ed 
on�den
e, and " 2 IR+ a user-spe
i�ed max-imal error. The approximate n-best hypotheses prob-lem is to �nd a set G � H of size n su
h thatwith 
on�den
e 1�Æ, there is no h0 2 H: h0 62G and f(h0; D) > fmin + ", where fmin :=minh2Gf(h;D).Se
ondly, and more importantly, the work mentionedabove has fo
used on the parti
ular 
lass of instan
e-averaging utility fun
tions where the utility of a hy-pothesis h is the average of utilities de�ned lo
allyfor ea
h instan
e. While predi
tion error 
learly isan instan
e-averaging utility fun
tion, popular utilityfun
tions for other learning or dis
overy tasks often
ombine the generality of hypotheses with distribu-tional properties in a way that 
annot be expressed asaverage over the data re
ords (Kl�osgen, 1996).A popular example of su
h a dis
overy task is sub-group dis
overy (Kl�osgen, 1996). Subgroups 
hara
-terize subsets of database re
ords within whi
h theaverage value of the target attributes di�ers from theglobal average value, without a
tually 
onje
turing avalue of that attribute. For instan
e, a subgroup might
hara
terize a population whi
h is parti
ularly likely(or unlikely) to buy a 
ertain produ
t. The generalityof a subgroup is the fra
tion of all database re
ordsthat belong to that subgroup. The term statisti
al un-usualness refers to the di�eren
e between the defaultprobability p0 (the target attribute taking value one inthe whole database) and the probability p of a targetvalue of one within the subgroup. Usually, subgroupsare desired to be both general (large g) and statisti-
ally unusual (large jp�p0j). There are many possibleutility fun
tions (Kl�osgen, 1996) for subgroup dis
ov-ery, none of whi
h 
an be expressed as the average(over all instan
es) of an instan
e utility fun
tion.



Consequently, in order to avoid unduly restri
ting ouralgorithm, we will not make synta
ti
 assumptionsabout f . In parti
ular, we will not assume that f isbased on averages of instan
e properties. Instead, weonly assume that it is possible to determine a two-sided
on�den
e interval f that bounds the possible di�er-en
e between true utility and estimated utility (on asample) with a 
ertain 
on�den
e. As we will showin Se
tion 5 below, �nding su
h 
on�den
e intervals isstraightforward for 
lassi�
ation a

ura
y, and is alsopossible for all but one of the popular utility fun
tionsfrom asso
iation rule and subgroup dis
overy.De�nition 2 (Utility 
on�den
e interval) Let fbe a utility fun
tion, let h 2 H be a hypotheses. Letf(h) denote the true utility of h on the instan
e dis-tribution D, f̂(h;Qm) its estimated quality 
omputedbased on a sample Qm of size m, drawn iid from thedistribution D. Then E : IN � IR ! IR is a utility
on�den
e bound for f i� for any Æ, 0 < Æ < 1,PrQm [jf̂(h;Qm)� f(h)j � E(m; Æ)℄ � 1� Æ (1)If, in addition, for any Æ; 0 < Æ � 1 and any " thereis a number m su
h that E(m; Æ) � " we say thatthe 
on�den
e interval vanishes. We will see that we
an only guarantee termination when the 
on�den
einterval vanishes.We sometimes write the 
on�den
e interval for a spe-
i�
 hypothesis h as Eh(m; Æ). Thus, we allow the 
on-�den
e interval to depend on 
hara
teristi
s of h, su
has the varian
e of one or more random variables thatthe utility of h depends on. We will dis
uss 
on�den
eintervals for di�erent fun
tions in Se
tion 5.4. AlgorithmIn our algorithm (Table 1), we 
ombine sequentialsampling with the popular \loop reversal" te
hniquefound in many KDD algorithms. In step 3b, we 
ol-le
t data in
rementally and apply these to all remain-ing hypotheses simultaneously (step 3
). This strat-egy allows the algorithm to be easily implemented ontop of database systems (assuming they are 
apable ofdrawing samples), and enables us to terminate earlier.After the statisti
s of ea
h remaining hypothesis havebeen updated, the algorithm 
he
ks all remaining hy-potheses and (step 3(e)i) outputs those where it 
anbe suÆ
iently 
ertain that the number of better hy-potheses is no larger than the number of hypothesesstill to be found (so they 
an all be
ome solutions),or (Step 3(e)ii) dis
ards those hypotheses where it 
anbe suÆ
iently 
ertain that the number of better otherhypotheses is at least the number of hypotheses still

to be found (so it 
an be sure the 
urrent hypothesisdoes not need to be in the solutions). When the algo-rithm has gathered enough information to distinguishthe good hypotheses that remain to be found from thebad ones with suÆ
ient probability, it exits in step 3.Indeed it 
an be shown that this strategy leads to atotal error probability less than Æ as required.Theorem 1 The algorithm will output a group G ofexa
tly n hypotheses (assuming that jH j > n) su
hthat, with 
on�den
e 1 � Æ, no other hypothesis in Hhas a utility whi
h is more than " higher than the utilityof any hypothesis that has been returned:Pr[9h 2 H nG : f(h) > fmin + "℄ � Æ (2)where fmin = minh02Gff(h0)g.The proof (whi
h 
an be found in the full paper; S
hef-fer & Wrobel, 2001) has two parts. We 
an �rst provethat at any time step i (1 � i � M) and for anyhypothesis h 2 Hi, the two-sided di�eren
e betweenf̂(h;Qi) and f(h) is at most Eh(i; Æ2MjHij ). Using thisLemma, we 
an then prove that the algorithm neveroutputs a hypothesis for whi
h there are at least nother hypotheses with a utility value that is " or morehigher, and never dis
ards a hypothesis whi
h is amongthe n best hypotheses. Se
ondly, we 
an show that af-terM examples have been seen, we 
an be 
ertain thatthe two-sided di�eren
e between f̂(h;Qi) and f(h) liesbelow "2 . It is then safe to output the hypotheses withhighest estimated utility.Theorem 2 (Termination) If for any Æ (0 < Æ � 1)and " > 0 there is a number m su
h that E(m; Æ) �", then the algorithm 
an be guaranteed to terminate.Moreover, the number of required examples is at mostthe smallest number m for whi
h E(m; Æ2jHj ) � "2 .Corre
tness of Theorem 2 follows immediately fromStep 3 of the algorithm. Theorem 2 says that we 
anguarantee termination if the 
on�den
e interval van-ishes for large numbers of examples.5. InstantiationsIn order to implement the algorithm for a given inter-estingness fun
tion we have to �nd a 
on�den
e boundE(m; Æ) that satis�es Equation 1 for that spe
i�
 f .We will in the following present a list of 
on�den
e in-tervals. We will start with the easiest 
ase { instan
eaveraging fun
tions su
h as 
lassi�
ation a

ura
y {and then dis
uss the fun
tions that are most 
ommonlyused for knowledge dis
overy tasks. We ask the readerto refer to the full paper (S
he�er & Wrobel, 2001) forthe proofs.



Table 1. Generi
 sequential sampling algorithm for the n-best hypotheses problemAlgorithm. Input: n (number of desired hypotheses), " and Æ (approximation and 
on�den
e parameters).Output: n approximately best hypotheses (with 
on�den
e 1� Æ).1. Let n1 = n (the number of hypotheses that we still need to �nd) and Let H1 = H (the set of hypothesesthat have, so far, neither been dis
arded nor a

epted). Let Q0 = ; (no sample drawn yet). Let i = 1 (loop
ounter).2. Let M be the smallest number su
h that E(M; Æ2jHj ) � "2 .3. Repeat until ni = 0 Or jHi+1j = ni Or E(i; Æ2jHij ) � "2(a) Let Hi+1 = Hi.(b) Query a random item of the database qi. Let Qi = Qi�1 [ fqig.(
) Update the empiri
al utility f̂ of the hypotheses in Hi.(d) Let H�i be the ni hypotheses from Hi whi
h maximize the empiri
al utility f̂ .(e) For h 2 Hi While ni > 0 And jHij > nii. If f̂(h;Qi) � Eh(i; Æ2MjHij) + maxhk2HinH�i nf̂(hk; Qi) +Ehk (i; Æ2MjHij )o � " And h 2 H�i (h appearsgood) Then Output hypothesis h and then Delete h from Hi+1 and Let ni+1 = ni � 1. Let H�ibe the new set of empiri
ally best hypotheses.ii. Else If f̂(h;Qi) � minhk2H�i nf̂(hk; Qi)�Ehk(i; Æ2MjHij )o � Eh(i; Æ2MjHij ) (h appears poor) ThenDelete h from Hi+1. Let H�i be the new set of empiri
ally best hypotheses.(f) In
rement i.4. Output the ni hypotheses from Hi whi
h have the highest empiri
al utility.5.1 Instan
e-Averaging Fun
tionsThis simplest form of a utility fun
tion is the aver-age, over all example queries, of some instan
e util-ity fun
tion finst(h; qi). The utility is then de�nedas f(h) = R finst(h; qi)D(qi)dqi (the average overthe instan
e distribution) and the estimated utilityis f̂(h;Qm) = 1mPmi=1 finst(h; qi) (average over theexample queries). An easy example of an instan
e-averaging utility is the 
lassi�
ation a

ura
y. We as-sume that the possible range of utility values lies be-tween 0 and � (� = 1 for 
lassi�
ation a

ura
y).We 
an derive a 
on�den
e interval E(m; Æ) whi
h sat-is�es Equation 1 from the Hoe�ding inequality (whi
his a general probability tail bound). Equation 1 issatis�ed when we 
hoose E(m; Æ) = q �22m log 2Æ . InEquation 3 we insert our de�nition of E into Equation1. We apply the Hoe�ding inequality in Equation 4and obtain the desired result.Pr hjf̂(h;Qm)� f(h)j > E(m; Æ)i= Pr "jf̂(h;Qm)� f(h)j >r �22m log 2Æ# (3)

� 2 exp8>>><>>>:�2m�q �22m log 2Æ�2�2 9>>>=>>>; � Æ (4)For implementation purposes, the Hoe�ding inequal-ity is less suited sin
e it it not very tight. For largem, we 
an repla
e the Hoe�ding inequality by the nor-mal distribution, referring to the 
entral limit theorem.f̂(h;Qm)� f(h) is a random variable with mean value0; we further know that f̂(h;Qm) is bounded betweenzero and �. In order to 
al
ulate the normal distribu-tion, we need to refer to the varian
e of our randomvariable. In step 3, the varian
e is not known sin
e wedo not refer to any parti
ular hypothesis. We 
an onlybound the varian
e as s � �2pm . Random variable2pm(f̂(h;Qm)�f(h))� is governed by the standard normaldistribution whi
h implies that a 
on�den
e intervalof E(m; Æ) = z1� Æ2 � �2pm satis�es Equation 1. Thisinterval is a little tighter than Hoe�ding's inequality.We 
an look up the inverse normal distribution z.In Steps 3(e)i and 3(e)ii, we refer to spe
i�
 hypothesesh and 
an therefore determine the empiri
al varian
e



Table 2. Utility fun
tions and the 
orresponding utility 
on�den
e boundsf(h) E(m; Æ) sample boundinstan
e-averaging E(m; Æ) = � z1� Æ2 �2pm ; Eh(m; Æ) = �z1� Æ2 sh 2�2"2 log jHij2Æg(p� p0)gjp� p0jg 1
P
i=1 jpi � p0i j E(m; Æ) = z1� Æ4pm + (z1� Æ4 )24mEh(m; Æ) = z1� Æ4 (sg + sp + z1� Æ4 sgsp) 18"2 log 8jHijÆg2(p� p0)g2jp� p0jg2 1
P
i=1 jpi � p0i j E(m; Æ) = 32pmz1� Æ2 + m+pm4mpm (z1� Æ2 )2 + 18mpm(z1� Æ2 )3Eh(m; Æ) = (2sg + sp)z1� Æ2 + (s2g + 2sgsp)(z1� Æ2 )2 + sps2g(z1� Æ2 )3 98"2 log 8jHijÆpg(p� p0)pgjp� p0jpg 1
P
i=1 jpi � p0i j E(m; Æ) =r z1� Æ42pm + z1� Æ42pm +r z1� Æ42pm z1� Æ42pmEh(m; Æ) =psgz1� Æ4 + spz1� Æ4 +psgz1� Æ4 spz1� Æ4 648"2 log 8jHijÆof f̂(h;Qm). We 
an de�ne Eh(m; Æ) in Equation 6.E(m; Æ) = z1� Æ2 � sh (5)= z1� Æ2 1mvuut mXi=1(finst(h; qi)� f̂(h;Qi))2 (6)The algorithm exits the for loop (at latest) whenE �m; Æ2jHj� � "2 . We 
an show that this is the 
asewith 
ertainty when m � 2�2"2 log jHj2Æ . It follows frominserting this bound and our de�nition of E into theHoe�ding equality.But note that our algorithm will generally terminatemu
h earlier; �rstly, be
ause we use the normal distri-bution rather than the Hoe�ding approximation and,se
ondly, our sequential approa
h will terminate mu
hearlier when the n best hypotheses di�er 
onsider-ably from many of the \bad" hypotheses. The worst
ase o

urs only when all hypotheses in the hypothe-sis spa
e are equally good whi
h makes it mu
h morediÆ
ult to identify the n best ones.5.2 Utility Fun
tions used for KDD ProblemsTable 2 summarizes our results on more general utilityfun
tions that are popular in KDD (Kl�osgen, 1996).See our full paper (S
he�er & Wrobel, 2001) for proofsand a more detailed dis
ussion.The �rst 
lass of nontrivial utility fun
tions weight thegenerality g of a subgroup and the deviation of theprobability of a 
ertain feature p from the default prob-ability p0 equally (Piatetski-Shapiro, 1991). Hen
e,these fun
tions multiply generality and distributionalunusualness of subgroups. Alternatively, we 
an usethe absolute distan
e jp � p0j between probability pand default probability p0. The multi-
lass version ofthis fun
tion is g 1
P
 jpi�p0i j where p0i is the default

probability for 
lass i.The third row of Table 2 summarizes our results forutility fun
tions with squared terms (Wrobel, 1997)whi
h are introdu
ed to put more emphasis on the thedi�eren
e between p and the default probability.The �nal 
lass of utility fun
tions that we study is de-rived from the binomial test heuristi
 (Kl�osgen, 1992)whi
h is based on elementary 
onsiderations. Supposethat the probability p is really equal to p0 (i.e., the
orresponding subgroup is really uninteresting). Howlikely is it that the subgroup with generality g dis-plays a frequen
y of p̂ on the sample Q with a greaterdi�eren
e jp̂ � p0j? For large jQj � g, (p̂ � p0) is gov-erned by the normal distribution with mean value ofzero and varian
e at most 12pm . The probability den-sity fun
tion of the normal distribution is monotoni
,and so the resulting 
on�den
e is order-equivalent topm(p � p0) (m being the support) whi
h is fa
torequivalent to pg(p� p0). Several variants of this util-ity fun
tion have been used. The worst-
ase samplesize bound given in Table 2 is not very tight. In theempiri
al studies (see Se
tion 6) we observed quite areasonable behavior of our algorithm for this utility.5.3 Negative ResultsSeveral independent impurity 
riteria have led to util-ity fun
tions whi
h are fa
tor-equivalent to f(h) =g1�g (p � p0)2; e.g., Gini diversity index and twoing
riterion (Breiman et al., 1984), and the 
hi-squaretest (Piatetski-Shapiro, 1991). Note that it is alsoorder-equivalent to the utility measure used in Infer-rule (Uthurusamy et al., 1991). Unfortunately, thisutility fun
tion is not bounded and a few examplesthat have not been in
luded in the sample 
an imposedramati
 
hanges on the values of this fun
tion. Thismotivates our negative result.
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Figure 1. Sample sizes for the jui
e pur
hases database. (a) f = gjp � p0j, k = 1, Æ = :1; (b) k = 2; (
) k = 3; (d)f = g2jp� p0j, k = 1, Æ = :1; (e) k = 2; (f) f = pgjp� p0j, k = 1, Æ = :1
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Figure 2. log10 of the sample sizes for the KDD 
up data of 1998. (a) f = gjp� p0j, k = 1, Æ = :1; (b) f = g2jp� p0j, (
)f = pgjp� p0j.Theorem 3 There is no algorithm that satis�es The-orem 1 when f(h) = g1�g (p� p0)2.Sket
h of proof. We need to show that f̂(h;Qm)�f(h) is unbounded for any �nite m. This is easy sin
eg+"1�(g+") � g1�g goes to in�nity when g approa
hes 1 or1� " (Equation 7).g + "1� (g + ") � g1� g = "(g + "� 1)(g � 1) (7)This implies that, even after an arbitrarily large sam-ple has been observed (that is smaller than the wholedatabase), the utility of a hypothesis with respe
t tothe sample 
an be arbitrarily far from the true utility.The pi
ture does not 
hange when we require f̂(h;Q)only to be within a multipli
ative 
onstant. Whena sampling algorithm uses all but very few databasetransa
tions as sample, then the few remaining exam-

ples may still impose huge 
hanges on f̂(h;Qm) whi
hrenders the use of sampling algorithms prohibitive.6. ExperimentsIn our experiments, we want to study the order ofmagnitude of examples whi
h are required by our al-gorithm for realisti
 tasks. Furthermore, we want tomeasure how mu
h an improvement our sequential al-gorithm a
hieves over a \stati
" algorithm that deter-mines the sample size with worst-
ase bounds.We implemented a simple subgroup dis
overy algo-rithm. Hypotheses 
onsist of 
onjun
tions of up tok attribute value tests, 
ontinuous attributes are dis-
retized in advan
e. The non-sequential algorithmthat we use determines a sample size M like our al-gorithm does in step 2, but using the full availableerror probability Æ rather than only Æ2 . Hen
e, the non-sequential algorithm has a lower worst-
ase sample



size than the sequential one but never exits or returnsany hypothesis before that worst-
ase sample boundhas been rea
hed. Sequential and non-sequential sam-pling algorithm use the same normal approximationand 
ome with identi
al guarantees on the quality ofthe returned solution.For the �rst set of experiments, we used a database of14,000 fruit jui
e pur
hase transa
tions. Ea
h transa
-tion is des
ribed by 29 attributes whi
h spe
ify prop-erties of the pur
hased jui
e as well as 
ustomer at-tributes. The task is to identify subgroups of 
us-tomers that di�er from the overall average with re-spe
t to their preferen
e for 
ans, re
y
lable bottles, ornon-re
y
lable bottles. We studied hypothesis spa
esof size 288 (k = 1, hypotheses test one attribute fora parti
ular value), 37,717 (k = 2, 
onjun
tions oftwo tests), and 3,013,794 (k = 3). Sin
e Æ has onlya minor (logarithmi
) in
uen
e on the resulting sam-ple size, all results presented in Figure 1 were ob-tained with Æ = 0:1. We varied the utility fun
tion;the target attribute has three possible values, so weused the utility fun
tions f1 = g 13P3i=1 jpi � p0i j,f2 = g2 13P3i=1 jpi�p0i j, and f3 = pg 13P3i=1 jpi�p0i j.Figure 1 shows the sample size of the non-sequentialalgorithm as well as the sample size required be-fore the sequential algorithm returned the �rst (outof ten) hypothesis and the sample size that the se-quential algorithm required to return the last (tenth)hypothesis and terminate. The sequential algorithmtends to terminate signi�
antly earlier than the non-sequential one; as " be
omes small, the relative bene�tof sequential sampling 
an rea
h orders of magnitude.Consider, for instan
e, the linear utility fun
tion andk = 1; � = :1; Æ = :1 where the sequential algorithm
an return the �rst hypothesis after 9,800 exampleswhereas the non-sequential algorithm returns the so-lution only after 565,290 examples.For the se
ond set of experiments, we used the dataprovided for the KDD 
up 1998. The data 
ontains95,412 re
ords that des
ribe mailings by a veteransorganization. Ea
h re
ord 
ontains 481 attributes de-s
ribing one re
ipient of a previous mailing. The tar-get �elds note whether the person responded and howhigh his donation to the organization was. Our taskwas to �nd large subgroups of re
ipients that wereparti
ularly likely (or unlikely) to respond (we usedthe attribute \Target B" as target and deleted \Tar-get D"). Our hypothesis spa
e 
onsists of all 4492 at-tribute value tests.Figure 2 displays the sample sizes required by the se-quential and the non-sequential sampling algorithmNote that we use a logarithmi
 (log10) s
ale on the

y axis. Although it is fair to say that this is a large-s
ale problem, the sample sizes used by the sequentialsampling algorithm are in a reasonable range for allthree studied utility fun
tions. Less than 10,000 ex-amples are required when " is as small as 0:002 forf = gjp � p0j and f = g2jp � p0j and when � is 0:05for f = pgjp � p0j. The relative bene�t of sequen-tial over non-sequential sampling is between one andthree orders of magnitude. For instan
e, in Figure 2a(" = 0:002) the non-sequential algorithm requires over107 examples (of 
ourse, mu
h more than are available)whereas the sequential one needs about 104:2.7. Dis
ussion and Related ResultsSequential analysis is a very promising approa
h toredu
ing the sample size required to guarantee a highquality of the returned hypotheses. Sample sizes inthe order of what the Cherno� and Hoe�ding boundssuggest are only required when all hypotheses exhibitidenti
al empiri
al utility values (in this 
ase, identi-fying whi
h one is really best is diÆ
ult). In all other
ases, the single best, or the n best hypotheses 
an beidenti�ed mu
h earlier.In essen
e, the problem settings of sequential analy-sis (Wald, 1947), in
remental learning (e.g., Greiner,1996) and database sampling (e.g., Toivonen, 1996)are equal. In ea
h 
ase, data is pro
essed sequen-tially and the hypothesis spa
e updated in ea
h step.The learning algorithm is to determine when suÆ
ientdata has been pro
essed and no further data needsto be 
olle
ted. The setting di�ers from most de�-nitions of a
tive learning (e.g., Cohn et al., 1996) inthe fa
t that the algorithm determines the number ofexamples it needs, but it does not query spe
i�
 (re-gions of) instan
es that it 
onsiders helpful. Also, thesetting di�ers fundamentally from the online learningsetting (e.g., Ben-David et al., 1997) where the targethypothesis needs to be identi�ed exa
tly after �nitelymany steps.The main 
ontribution of this paper is a generalizationof sequential analysis to utility fun
tions that 
annotbe expressed as an average over all instan
es. We 
anthus 
over popular utility fun
tions used in data min-ing su
h as gjp�p0j where both g and p are an average.Known ma
hine learning and knowledge dis
overy al-gorithms that exploit the general idea of sequentialanalysis (e.g., Maron & Moore, 1994; Greiner, 1996;Domingo et al., 1999 do not 
over su
h utility fun
-tions. Our algorithm requires a utility 
on�den
e in-terval spe
i�
 for ea
h 
lass of utility fun
tions. Wepresented su
h intervals for most of the popular fun
-tions in KDD and showed that there is no su
h inter-



val for one 
lass of fun
tions. Another small but usefulgeneralization is that our algorithm �nds the n approx-imately best hypotheses whi
h is often appropriate forknowledge dis
overy tasks.Note that the presented algorithm di�ers quitestrongly from the less pra
ti
al algorithm presented byS
he�er andWrobel (2000). Both the use of 
on�den
eintervals and the use of empiri
al varian
es in deter-mining the individual intervals for ea
h hypothesis areimportant extensions, and are 
ru
ial for a
hieving thekind of empiri
al results reported in Se
tion 5.Our algorithm represents all hypotheses in the 
urrenthypothesis spa
e expli
itly. In its 
urrent form, it ittherefore only appli
able when the hypothesis spa
e isrelatively small, as is the 
ase, for instan
e, with as-so
iation rule and subgroup dis
overy. Note, however,that the 
ore of our algorithm is the sequential me
h-anism whi
h it employs to determine the sample sizethat suÆ
es to guarantee a high quality of the solutionfor the given problem. This me
hanism 
an in prin
i-ple also be 
ombined with impli
it representations ofthe hypothesis spa
e (used in most ma
hine learningalgorithms). Future work should address this issue.Referen
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