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eAbstra
t The Networks of Workstations (NoW)are be
oming real distributed exe
ution platformsfor s
ienti�
 appli
ations. Nevertheless, the hetero-geneity of these platforms makes 
omplex the designand the optimization of distributed appli
ations. Toover
ome this problem, we have developed a per-forman
e predi
tion tool 
alled ChronosMix, whi
h
an predi
t the exe
ution time of a distributed al-gorithm on parallel or distributed ar
hite
ture. Theobje
tive of ChronosMix is to 
ompare distributedalgorithms and to 
lassify them a

ording to theirperforman
e on di�erent ar
hite
ture. C/MPI pro-grams 
an be modeled by stati
 or a postmortemmethods.Keywords: Performan
e predi
tion, parallel appli-
ations, distributed appli
ations, simulation1 Introdu
tionUsually s
ienti�
 appli
ations are intendedto run only on dedi
ated multipro
essor ma-
hines. With the 
ontinual in
rease in worksta-tion 
omputing powers and espe
ially the ex-plosion of 
ommuni
ation speed, the networksof workstations (NoW) be
ame possible dis-tributed platforms of exe
ution and inexpen-sive for s
ienti�
 appli
ations. Its main prob-lem lies in the heterogeneity of NoW 
omparedto the homogeneity of the multipro
essor ma-
hines. In a NoW, it is diÆ
ult to allo
ate theentire work in an optimal manner, it is diÆ-
ult to know the exa
t bene�t or if there isany or simply to know whi
h best algorithm

to solve a spe
i�
 problem is. Therefore, theoptimization of the distributed appli
ation is ahard task to a
hieve.The abstra
tion of the target ar
hite
tureand the mapping of the appli
ation is not pos-sible, during the development of the parallelappli
ation be
ause the eÆ
ien
y depends onit. This fa
t is very important, be
ause se-quential algorithm 
omplexity is independentof the ar
hite
ture. When analyzing perfor-man
e evaluation of a parallel appli
ation, itis ne
essary to take into a

ount the exe
ution
ontext whi
h is the target ar
hite
ture.Thanks to performan
e predi
tion, it is pos-sible to subje
t the algorithm to a set of sit-uations in order to de�ne its behavior in ex-treme 
onditions. Indeed, the algorithm maybe exe
uted on non-available or future ar
hi-te
ture to 
olle
t information about foreseeableperforman
e. It is always interesting to exam-ine an algorithm whi
h runs on one thousandworkstations or with shortly available pro
es-sor speed or 
ommuni
ation bandwidth. Fi-nally, the algorithm may be exe
uted in a real
ontext where resour
es are shared and usedat various thresholds, to 
ontrol the algorithmbehavior subje
ted by an important workloadbetter.This paper des
ribes ChronosMix, our per-forman
e predi
tion tool applied to distributedsystems. Se
tion 2 shows our model and me
h-anisms inside ChronosMix.



2 Des
ription of the toolChronosMix was developed to 
ompare theperforman
e of various algorithms solving thesame problem and simulating them on a givendistributed ar
hite
ture. The distributed ar-
hite
ture used for the exe
ution is entirely
exible. It 
an exist, or be a 
ombination ofexisting elements or be prospe
tive. Thus, it ispossible to know the e�e
ts on one or more ap-pli
ations by 
hanging one of the 
omponents.The performan
e predi
tion of distributedappli
ations passes through a modeling phaseof the appli
ation and the target ar
hite
ture.This modeling is used to put these two ele-ments in an easy-to-handle mathemati
al form.To predi
t the performan
e of a distributedappli
ation, ChronosMix will try to approa
hits exe
ution time a

ording to the perfor-man
e of the exe
ution platform. The timeof a distributed appli
ation is known whenthree parameters 
an be extra
ted: the num-ber of basi
 instru
tions inside the C/MPI pro-gram [1℄, the number of exe
utions of ea
h oneof these instru
tions and the time taken byea
h basi
 instru
tion a

ording to the work-station where the exe
ution takes pla
e. An ex-e
ution time estimate is obtained in the form ofa mathemati
al expression by 
ombining thesethree parameters a

ording to the path of theprogram exe
ution.To 
on
lude this fun
tion of performan
epredi
tion, ChronosMix has three major 
om-ponents, the MTC (Ma
hine Time Chara
ter-izer), the CTC (Communi
ation Time Char-a
terizer) and the PIC (Program Instru
tionChara
terizer). These 
omponents are de-s
ribed in next se
tions.2.1 Modeling of distributed systemar
hite
tureDistributed system ar
hite
ture is 
omposed oftwo resour
es: lo
al and inter
onne
ted. Lo-
al resour
es represent the 
omputing power.This 
omputing power depends on three fa
-tors whi
h are the workstation, the operatingsystem and the 
ompiler used. It is possible to

model a lo
al resour
e in two di�erent ways.The �rst one 
onsists in modeling the threeelements of the lo
al resour
e like in SimOSproje
t [2℄. The se
ond way of modeling a lo-
al resour
e 
onsists in 
onsidering its three
omponents as a whole whi
h a
ts on perfor-man
e. As the modeling is global, and notany more divided into three layers, it is sim-ple and therefore it 
an be automated. Ourapproa
h 
onsists in de�ning a set of elemen-tary operations 
alled instru
tion set and inevaluating these instru
tions using the mi
ro-ben
hmark te
hnique des
ribed in [3℄. Thus,ea
h time that the lo
al resour
e 
hanges, theset of mi
ro-ben
hmarks has only to be startedagain to get the new 
hara
teristi
s of this re-sour
e. The 
hoi
e of the instru
tion set is 
ru-
ial in order to extra
t the parameters whi
hhave the greatest e�e
t on the system perfor-man
e. Our experien
e a
quired during our�rst work on modeling distributed systems inthe EDPEPPS proje
t [4℄, has helped us to de-�ne a relevant set of instru
tions.MTC has been 
reated to obtain the valuesof the instru
tion set for a spe
i�ed 
omputer.It has to evaluate the exe
ution time of ea
hinstru
tion. A lo
al resour
e will only be eval-uated on
e by MTC, that is to say that thelo
al resour
e model 
an be used to simulateall programs modeled by the PIC.In the inter
onne
tion resour
es, as in lo-
al resour
es, several elements a
t together on
ommuni
ations and de�ne performan
e. Ourapproa
h to model inter
onne
tion resour
es isthe same as for lo
al resour
es. As we havea parameter-based model, the most appropri-ate method to model inter
onne
tion resour
esseems to be a ben
hmark. SkaMPI [5℄ is one ofthe most suitable MPI 
ommuni
ation ben
h-marking tool for our needs. This proje
t is de-veloped at the University of Karlsruhe by RalfH. Reussner. The main advantage of SkaMPIover the other ben
hmarking tools, is that ithas a lot of parameters to tune its behavior.CTC is based on SkaMPI and ben
hmarks thedi�erent 
ommuni
ation point-to-point fun
-tions.The MTC and the CTC model all the ele-



ments whi
h de�ne a distributed system ar
hi-te
ture.2.2 Modeling of parallel appli
ationsPIC re
eived two �les: the �rst one is a C/MPIprogram and the se
ond is given by MTC andCTC and 
ontains the exe
ution time of ea
helement of the instru
tion set. Thanks to thesetwo �les, PIC will estimate the exe
ution timeof the C/MPI program.PIC uses Sage++ [6℄, an obje
t-orientedtoolkit for building and restru
turing parsingtrees of C, C++, Fortran 77 and Fortran 90programs.To make the program analysis even easier,programs are split into blo
ks whi
h enable ahierar
hy to be de�ned within the program.For example, a loop blo
k 
ontains the bodyof the loop. Thus, it is easy to transmit in-formation, like iteration number or iterationvariable, only to the blo
ks lo
ated within theloop. The other advantage of this split is to
ompa
t information. A
tually, after the in-stru
tion gathering within a blo
k, the infor-mation whi
h should have appeared on ea
hline of the program, is saved. But, the greatestbene�t 
on
erns the postmortem analysis. Torealize this analysis, the appli
ation is instru-mented. Tra
e points are inserted in parti
ularparts of the program to determine their num-ber of exe
utions. Instead of inserting a tra
epoint after ea
h line of the program, only onetra
e point per blo
k of instru
tions is inserted.Thus, the exe
ution time 
on
erning the tra
edprogram is saved and the data tra
e �le is 
om-pa
ted.The PIC analysis starts with the attributionof exe
ution numbers to ea
h blo
k. This attri-bution 
an be done in two di�erent ways: stat-i
ally, i.e. without pro
eeding to its exe
utionor in a postmortem way with a tra
e. The aimis to be able to predi
t the exe
ution time of aprogram as qui
kly as possible, i.e. with a min-imum slowdown. The stati
 method, when it
an be applied, gives an almost instantaneouspredi
tion. This method is therefore preferredto the postmortem one as mu
h as possible.

2.2.1 Stati
 evaluationStati
 analysis of a C/MPI program will try todetermine the exe
ution numbers of ea
h blo
kwithout pro
eeding to the real exe
ution of theprogram. The blo
k exe
ution numbers are ob-tained by analyzing the 
ontrol stru
tures, i.e.loops and 
onditional instru
tions.The 
onditional instru
tions are handled bya private fun
tion 
alled PIC proba(x) wherex represents the probability that the 
onditionis realised. x 
an take any forms mentionedabove. The user 
an insert this fun
tion intothe program to estimate the result of a 
ondi-tional expression.Con
erning a loop with integer bounds andan integer linear in
rement, PIC will produ
ethe iteration numbers of the loop under a nu-meri
al form. For example, PIC will estimatethe iteration number of the following loop at100 : for(i = 0; i < 100; i ++)When one or several bounds of the loop arede�ned by a 
onstant variable or when the in-
rement is a 
onstant variable, a literal expres-sion gives the iteration numbers. For example,PIC will estimate the iteration number of thefollowing loop at n :for(i = 0; i < n; i++)When one or several bounds of the loop areexpressed with linearly modi�ed variables e.g.in the 
ase of interdependent nested loops, thismethod 
annot be applied :for(i = 0; i < n; i++)for(j = 0; j < i; j ++)In this 
ase, the solution is to integrate to PICa library developed at ICPS whi
h allows to
ount the number of integer solutions in a sys-tem of rational and parametri
 equations andinequations [7℄. The nested loops must be putunder the form of one or two matri
es whi
h de-�ne a polyhedron. The index values of the loopare then the 
oordinates of the points that arein
luded within the polyhedron, ea
h of thoseinteger points represent an iteration. So as to



determine the iteration numbers of the stru
-ture, the number of points inside the polyhe-dron are 
ounted. Matri
es are transmitted tothe 
omputing fun
tions that give a result un-der the Ehrhart polynomial form.These 3 forms able to determine stati
allythe iteration numbers of a wide range of loops.However, in the 
ase of non linearly interdepen-dent nested loops or loops with bounds modi-�ed within the loop, the stati
 method 
annotbe applied. A postmortem analysis is then re-quired.2.2.2 Postmortem evaluationThe main problem of tra
e analysis is the slow-down added to the program exe
ution. A
tu-ally, tra
e generation 
on
erning a performan
epredi
tion generally requires a wide range ofparameters (number of memory a

esses, op-eration types, et
.) as a result, the tra
e �le isvoluminous and therefore it takes a long timeto generate and treat it. PIC uses tra
e only todetermine the number and the exe
ution orderof ea
h blo
k. Thus, the generated tra
e is verysimple, it only 
ontains an integer per blo
k.This performan
e predi
tion with a tra
edoes not need the exe
ution ar
hite
ture to beable to predi
t the appli
ation performan
e:this represents a great bene�t. As the exe-
ution is only ne
essary to 
ount the exe
u-tion number and order of ea
h blo
k, it 
anbe run on any ar
hite
ture. It is even possi-ble to exe
ute it with a unique mono-pro
essor
omputer. Moreover, the exe
ution slowdownof the appli
ation is insigni�
ant as the infor-mation added to the program is not numerous(one per blo
k) and does not take a long exe-
ution time.2.2.3 Estimation of the exe
ution timeThe module of the estimation of the exe
u-tion time gathers the data supplied by PIC,MTC and CTC. This phase of time estimationis 
ompletely independent of the 
hara
teriza-tion phase of the physi
al resour
es and of theC/MPI program. i.e. on
e determined the ex-

e
ution number and order of the blo
ks, it ispossible to fore
ast the exe
ution time of theprogram 
on
erning any exe
ution platform al-ready ben
hmarked, and vi
e versa.To estimate the exe
ution time of the dis-tributed program, PIC must be able to es-timate the exe
ution time of the sequentialblo
ks. Then, it must take into a

ount thedistributed aspe
t so as to dedu
e the total ex-e
ution time.Let Tm;tseq , be the exe
ution time of a se-quential part of a task tseq exe
uted on a givenworkstation m. Tm;tseq is obtained by the fol-lowing formula:Tm;tseq = Nb(tseq)Xb=1 NEb: nXi=1 tm(Si):NIb(Si) (1)Where Nb(tseq) represents the number ofblo
ks 
ontained in tseq, n the instru
tion num-ber of the instru
tion set, S the instru
tion set,tm(Si) the exe
ution time of the Si instru
tionon 
omputer m, NIb(Si) the number of Si in-stru
tions 
ontained in blo
k b and NEb theexe
ution number of blo
k b.To estimate the exe
ution time of a dis-tributed program, PIC 
reates as many \tasks"obje
ts as exe
uted MPI pro
esses. Ea
h taskobje
t has a list of messages, an array 
on-taining the time of the instru
tion set sup-plied by MTC for the target 
omputer, anidenti�er equivalent to MPI RANK and thetime spent sin
e the beginning of the simula-tion. The aim of this method is to estimatethe possible waiting times due to syn
hronousprogramming (MPI Barrier, MPI Re
v, et
.).Ea
h task obje
t, one after the other, goesthrough its blo
ks a

ording to its exe
utionorder. When the task obje
t meets an MPIinstru
tion, it sends a request to the messagelist. Moreover, if the MPI instru
tion is syn-
hronous, the task obje
t adds to its exe
u-tion time the idle time asso
iated with the syn-
hronization. As soon as every task has gonethrough their blo
ks, PIC 
alls a message han-dler whi
h synthesizes every request of messagesending and re
eipt as well as every request ofsyn
hronization between tasks. It solves un-
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Figure 1: Computation of � real exe
ution vs. predi
tionknown idle times using the mat
hing prin
iplesstated in the MPI standard. When every idletime is 
omputed, formula 1 is applied to ea
htask. The greatest time represents the totalexe
ution time of the appli
ation.3 Case StudyThis se
tion dis
usses an experiment to 
he
kthe a

ura
y of our model. We have 
hosena 
lassi
al C/MPI program of � 
al
ulation.The method used is the dartboard algorithm.This program whi
h 
an be found on the web(http://www.mhp

.edu/training/workshop/html/samples/index.html), has been implementedin C by Roslyn Leibensperger and parallelizedwith MPI by George L. Gus
iora. Theprogramming paradigm is a master-worker.Ea
h worker 
omputes an approximation of �and sends it to the master. The master also
omputes a value of �, gathers the approx-imations and works out the average. Ea
happroximation of � is 
omputed by throwing

a given number of darts onto a board. Thisnumber varies from 5e+05 to 5e+07 throws.The exe
ution platform is 
omposed of 4 PC(Pentium II 350), inter
onne
ted by a swit
hedFast-Ethernet network (100 Mbit/s). Figure 1shows the measured and the predi
ted exe
u-tion time. The peak error between predi
tedand measured time is lo
ated at 5e+05 andrepresents a di�eren
e of 8.8%. The averageerror of 8% is a good result.Figure 2 shows the graphi
al interfa
e inJava for ChronosMix. This interfa
e is a beta-version so it does not 
ontain all the fun
tional-ities needed by the developer. So, it allows thedeveloper to have an insight into the C/MPIprogram. The window on the left shows theprogram sour
e 
ode. The user 
an 
li
k on thedi�erent part of the 
ode to sele
t a blo
k. Theblo
k is highlighted and its predi
ted time forea
h ma
hine is displayed on the bottom right-hand window. On the top right-hand window,the predi
ted time of ea
h fun
tion is printedfor ea
h ma
hine. By 
li
king on the instru
-tion mode button on the toolbar, it is possible



Figure 2: Beta version of the interfa
e toolto see in more detail how the predi
ted time isdivided between the di�erent operations. Forexample, for the sele
ted loop of the Figure 2,the random 
alls take 51% per
ent of the looptime, the divisions take 32% of the time, andso on.4 Con
lusionStati
 performan
e predi
tion brings swiftnesswhi
h is not possible with other performan
epredi
tion methods. The word "slowdown"is no more appropriate to 
hara
terize thisperforman
e predi
tion, but there is a realspeedup to extra
t results.The performan
e of ChronosMix is validatedstatisti
ally 
omparing real exe
ution timeswith predi
ted times, from a standard exam-ple. Computational and 
ommuni
ation timeshave been studied separately in order to nearreal times pre
isely.The ability to model distributed system ar-
hite
ture with a set of mi
ro-ben
hmarks al-lows ChronosMix to take heterogeneous ar
hi-te
ture 
ompletely into a

ount. Indeed, ina sense, modeling is automati
, be
ause sim-ulation parameters are assigned by the MTC

exe
ution to the lo
al resour
es and by theCTC exe
ution between workstations. Thedistributed ar
hite
ture is simply and rapidlymodeled, whi
h allows to follow the pro
essorevolution, but also to adapt our tool to a widerange of ar
hite
ture.
It is possible to build target ar
hite
turefrom existing one by extending the distributedar
hite
ture, e.g. a set of one thousand work-stations. It is also possible to modify all theparameters of the modeled ar
hite
ture, e.g.to stret
h the network bandwidth or to in-
rease the 
oating-point unit power four-fold.A distributed appli
ation is ex
eptionally theex
lusive 
onsumer of some resour
es, only onspe
i�
 parallel ma
hines. It usually needs toshare resour
es with other appli
ations. Thisexternal load de
reases performan
e appli
a-tion and must be in
luded in the model. Fi-nally, the CTC only takes into a

ount a sub-set of MPI fun
tions. Extensions will be 
on-du
ted to in
lude more MPI fun
tions and es-pe
ially group 
ommuni
ation fun
tions.
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