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Abstract 21]). An important result of this research is that such net-
works are characterized by a high degree of churn, gener-
This paper addresses the problentbéirn—the continu- ally defined as the rate at which nodes join and leave the
ous process of node arrival and departure—in distributegstem. One important measure of churn is nsegsion
hash tables (DHTs). We demonstrate through experiméme the time between when a node joins the network un-
that existing DHT implementations break down at chutii the next time it leaves. Median session times as short as
levels observed in deployed peer-to-peer systems, carfew minutes have been observed in deployed networks.
trary to simulation-based results. We present Bamboo,This paper makes two primary contributions. First,
a DHT that handles high levels of churn, and discusg survey published studies of deployed peer-to-peer net-
the manner in which it does so. We show that Bambawrks to derive requirements on the churn rates that DHTs
is able to function effectively for median node sessianust handle if they are to replace current systems. We
times as short as 1.4 minutes, while using less than 98@n perform an empirical evaluation of the routing lay-
bytes/s/node of maintenance bandwidth in a 1000-nagls of existing DHT implementations, and we show that
system. This churn rate is faster than that observed in rd@se implementations are unable to withstand the short
file-sharing systems such as Gnutella, Kazaa, Napster, aassion times observed in the wild. Beyond a certain level
Overnet. Since Bamboo’s bandwidth usage scales logé-churn, lookups in existing systems either take exces-
rithmically in the number of nodes, we expect this cost gively long to complete, fail to complete altogether, or re-
remain within the reach of dialup modems even for vetyrn inconsistent results. In addition, the ability of new
large systems. Moreover, in simulated networks withonbdes to join the DHT is often impaired.
churn, Bamboo achieves lookup performance comparable&second, we describe Bamboo, a DHT that performs
with Pastry, an existing DHT with a similar structure.  well under high levels of churn. Bamboo achieves this
goal through the following three features of its design:

1 Introduction 1. Static resilience to failures
2. Timely, accurate failure detection

The popularity of widely-deployed file-sharing services g Congestion-aware recovery mechanisms
has recently motivated considerable research into peer-to
peer systems. Along one line, this research has focusdtic resilience means that Bamboo can continue to per-
on the design of better peer-to-peer algorithms, espgcighrm lookups after node failures, routing around them
in the area of structured peer-to-peer overlay networkseven before recovery begins. To do so, however, it is
distributed hash tables (e.g. [16, 19, 20, 23, 27]), whickitical that the system accurately distinguish down nodes
here we will simply call DHTs. These systems map feom those with high loads or those across congested net-
large identifier space onto the set of nodes in the systeyrk paths. Failing to notice failures quickly leads to
in a deterministic and distributed fashion, a function wexcessive lookup latencies, while assuming failure too
alternately callrouting or lookup DHTs generally per- soon leads to congestion collapse. A combination of ac-
form these lookups using onl9(log V') overlay hops in tive probing and recursive routing allows Bamboo to effi-
a network of N nodes where every node maintains onlyiently make this distinction. Finally, Bamboo integrates
O(log N) neighbor links, although others have exploredew nodes and recovers from the failure of old ones in a
the tradeoffs in storing more or less state. congestion-aware manner. Proactive recovery—where a
A second line of research into peer-to-peer systems 24T tries to react immediately to membership changes—
focused on observing deployed networks (e.g. [3, 7, Idnly adds additional stress to an already-stressed network



To avoid congestion collapse, Bamboo uses periodic ald@ss, the behavior seen in these networks is a useful guide
rithms, scaling back maintenance periods automaticallytm what a robust DHT should handle. We first present
response to congestion. some definitions to help clarify the space.

This paper illustrates the importance of empirical test-
ing of real implementations, particularly with regard t® 1  Definitions
points 2 and 3 above. Existing studies of churn in DHTs
have used simulations that did not model the effects A% illustrated in Figure 1session timés the time between
network queuing, cross traffic, or message loss. In oipen a node joins a network until it subsequently leaves
experience, these effects are primary factors contrigutitie network. In contrast, a nodeitetimeis the time from
to DHTSs’ inability to handle churn. Moreover, our meawhen it enters the network for the first time until the time
surements are conducted on an isolated network, whatewhich it leaves the network permanently. Finally, a
the only sources of queuing, cross traffic, and loss are fiede’savailability is often defined as the sum of its ses-
DHTs themselves; in the presence of heavy backgrougign times divided by its lifetime.
traffic, such network realities will exacerbate the ability The length of lifetimes in a system mostly affects long-
of DHTSs to handle even lower levels of churn. term application-level durability. For example, in a peer-

We compare Bamboo with two popular DHT implet0-peer storage system, long lifetimes are a prerequisite;
mentations for which working source code is availableWithout them, the maintenance traffic required to restore
It is possible that there exist DHT implementations witfata replication levels as hosts leave the system exceeds
churn resilience comparable to or better than Bamboo, B@ilable host bandwidth [4]. In contrast, a file sharing
we are unaware of any published work that demonstragPlication such as Overnet only stores the locations of
their performance or discusses the techniques they (§8S, rather than the files themselves, in the DHT. As such,
Furthermore, while we show that other DHTs suffer uribere is little information to restore when a host leaves the
der moderate levels of churn, we cannot pretend to be 8gfwork, allowing the application to withstand short life-
perts on their implementation and so can only speculdii@es. Other peer-to-peer applications also have modest
on why they do so. Instead, we present results for thé@rage requirements; for example, an instant messaging
DHTSs because they were useful to us in gaining insigrfBPlication could use a DHT as its rendezvous service.
into the problem when developing Bamboo. Our claif¥e might expect such an application to experience short
is simply to have designed and built one DHT which ca&§ssion times, too; like file sharing, when a user is not ac-
handle churn well, using techniques which can be applié¥ely using the system, there is little motivation to pag th
to other, similar systems. bandwidth costs associated with participating.

The rest of this paper is structured as follows: in Sec-Regardless of the application layer of a DHT, the rout-
tion 2 we examine churn rates observed in peer-to-pdad layer is mostly sensitive to t_he Iength of session times.
file-sharing networks, derive robustness requirements fo¥€n temporary loss of a routing neighbor weakens the
a DHT in such an environment, and show the behavigf'rectness and performance guarantees of a DHT. Un-
of an existing DHT implementation under these condfvailable neighbors reduce a node’s effective connegfivit
tions. In Section 3 we introduce Bamboo, focusing on it8"¢ing it to choose suboptimal routes and increasing the
hybrid geometry and datagram networking layer, and ¢lestructive potentla_l of futu_re fa|ll_1re_s. Fmdmg a re_razlac
Section 4 we discuss in detail how Bamboo remains staBiNt for the lost neighbor is a priority, and this neighbor
and available under high rates of node churn. In Section@gintenance makes up a significant portion of the band-
we describe the experiments we performed to validate #yidth consumed.

design of Bamboo and present the results. In Section 6 we>iNc€ all applications depend on the routing layer, in
survey related work, and we conclude in Section 7. this work we focus on the effects of short session times.

We leave analysis of the effects of short lifetimes on other
layers as important future work.

2 Churn N _
2.2 Empirical studies
What Kinds of chur.n must a DHT expectina real' appllc%e use empirical studies of file-sharing networks to de-
tion? To answer this question, we surveyed published em- : .
g . : . -rive requirements on handling churn for two reasons.
pirical studies of peer-to-peer file sharing networks. Wi

the exception of Overnet [2], which uses Kademlia [1 Irst, almost all deployed peer-to-peer systems of any
ize today for which measurements are available are file-

the networks measured do not employ DHTS. Neverths haring applications. Second, we are interested in the nat-

1Lamentably, we could find no freely-available, complete DHatth Ural question O_f Wh_ether DHTS can repla_ce _the unstruc-
used more tha (log V) state in return for shorter lookup paths.  tured overlays in existing file-sharing applications.
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Figure 1: Metrics of churn. With respect to the routing = 0 FreePastry——— ‘
and lookup functionality of a DHT, theession timesf 0 50 100 150 200
nodes are more relevant than thigietimes Time (minutes)

First Author | Systems Observed Session Time  Figure 2: FreePastry under churnShown is the percent-

Saroiu [21] Gnutella, Napster| 50%< 60 min. age of lookups that complete in a 1000-node FreePastry
Chu 7] Gnutella, Napster| 31%< 10 min. network under increasing levels of churn. Session times
Sen [22] FastTrack 50%< 1min.  for each churn period are indicated by arrows.

Bhagwan [3] Overnet 50% < 60 min.

Gummadi [11] Kazaa 50% < 2.4 min.

L . . to another, we found a median session time of 60 minutes,
Table 1: Observed session times in various peer-to-peer . . .
us or minus the 20 minute probe period.

systemsThe median session time ranges from an hour % . .
ayminute 9 A study of Kazaa recently published by Gummadi et
' al. [11] used passive measurement techniques to estimate
session times as the length of continuous periods during

Saroiu, Gummadi, and Gribble [21] presented the edyhich a node was actively retrieving files. They found
liest study we have found of session times in peer-to-péefedian session length of only 2.4 minutes, and a 90th
systems. Using active probing, they found the median se§rcentile session length of 28.25 minutes.
sion time in both Napster and Gnutella to be around 60The session times observed in the works referenced
minutes. Another active study of Napster and Gnutella Bpove are summarized in Table 1. We conclude that a
Chu, Labonte, and Levine [7] found that 31% of observgxger-to-peer network built on a DHT should be robust
sessions were shorter than 10 minutes, and less thanf®%session times from an hour down to a minute. Also,
were longer than 60 minutes. On the other hand, thejth the exception of Overnet, session times seem to have
observed a small fraction of sessions (less than 0.018Bprtened over time. The relatively long length of Overnet
lasting thousands of minutes at a time. sessions may be because it is primarily a movie-sharing

Sen and Wang [22] used passive monitoring to Obse@@rvice, and movjes take longer to download than other
FastTrack traffic using routers in an ISP backbone. figs such as music.
compute session length, they included all traffic less thanNeither the studies we have cited nor our analysis take
30 minutes apart from the same IP address, and found th® account the possibility that sessions are cut short due
60% of nodes had a total session time of under 10 minutegetwork failures, and that a robust DHT would experi-
daily. ence longer session times due to its own resilience. Never-

Bhagwan, Savage, and Voelker [3] performed an actiU@elgss, we feel that our d_erived requirements are a useful
study of the Overnet system. The choice is significapi@rting point for DHT designers.
since nodes in Overnet are uniquely identified by names
that per;ist across sessions.. As such, these names &L Existing DHTs
more suitable for many metrics than IP addresses which
vary over time due to DHCP, firewalls, etc. While this disFigure 2 shows one effect of churn on a robust, reason-
tinction is important for measuring node lifetimes, changibly mature DHT: a 1000-node network of nodes run-
ing IP address involves leaving and rejoining a networking FreePastry on a cluster of 40 machines under Model-
so we believe the previous studies’ session time results Bkt [24] to simulate realistic network latencies and band-
still valid. widths. FreePastry is an open source implementation of

Since the Overnet study did not include session timé¥stry; in the remainder of this paper, we use “FreePas-
we re-analyzed their data to extract them. This data cdny’ to refer to this particular implementation, and we use
tains the results of active probes for 2,400 distinct Overri®astry” to refer to the Pastry algorithm in general. The
hosts every 20 minutes over a week. Marking the startgfaph shows the percentage of key lookups which suc-
a session as the transition from a host being unreachat#ssfully return correct results against time. We create
to being reachable, or as the change from one IP addresde churn during the experiment over 30 minute peri-



ods, separated by calm periods long enough for the DHT
to recover (10 minutes in this case). The churn rate is in-
creased for each period.
The graph in Figure 2 is shown with time on tim;ms nexthop = R, [D[l]]
to illustrate the nature of the tests we use in this paper. else
Later, in Section 5, we will transform this graph to show nexthop =L; s.t.|D — L;| is minimal
the metrics as a function of the churn rate, and we will
add numbers for Chord and Bamboo. We will show that
both Chord and FreePastry become unusable at the higrigkire 3: The Bamboo routing algorithm.The code
levels of churn observed in real peer-to-peer networks, &lown chooses the next routing hop in for a message with
though for different reasons. destinationD, whereD matches the identifier of the local
We make a final comment on this graph. Between &pde in the first digits.
but the last two churn periods, FreePastry recovers com-
pletely, once again correctly completing all lookups. Both

Chord and FreePastry exhibit this behavior; so long a@gd we ubse thinoLat'thi W't?h_k % i.tg ﬁ to denote
sufficient quiet period follows, they are able to withstantcti1e members oL, WhereLo IS the node Itseit. o
In addition to its leaf set, each Bamboo node maintains

rather significant network perturbations. The difficulty X | ; Hi i ;
with churn is that there is no such quiet period; the nega]__ro_utlng tab ebTreatlng eac identl Ier as a sequence o
igits of base2” and denoting the routing table entry at

work is in a continual state of recovery. . ) ) _
row [ and column: by R;[i], a node chooses its neigh-
bors such that the entry &;[:] is a node whose identifier
3 Bamboo Preliminaries matches its own in exactly digits and whos€! + 1)th
digit is i. Like Pastry, Bamboo tries to choose the node
Bamboo is the DHT we have been building since Januag{psest to it in network latency from all nodes that can fill
2003. It consists of just over 10,000 semicolons of Ja®gch routing table entry.
of which about 3,300 make up the routing layer studied Algorithmically, routing in Bamboo proceeds as shown
in this paper. Before we discuss the merits of our designFigure 3. To route a message with kBy a node first
with respect to handling churn, we do two things to sehecks whetheD lies within its leaf set, and if so, for-
the stage. First, we present the Bamboo geometry amards it to the numerically closest member of that set
routing algorithm. As defined by Gummadi et al. [10}(modulo 2'°). If that member is the local node, rout-
the geometryof a DHT is the pattern of neighbor linksing terminates. IfD does not fall within the leaf set, the
in the overlay network, independent of the routing algmode computes the lengttof the longest matching pre-
rithms or state management algorithms used. Second,fixdoetweenD and its own identifier. LeD[i] denote the
present the congestion-controlled networking layer whicth digit of D. If R;[D[l]] is not empty, the message is
Bamboo uses to communicate between nodes, since feawarded on to that node. If neither of these conditions
tures of its design are integral to the algorithms we discusstrue, the message is forwarded to the member of the
later. In Section 4, we describe how Bamboo acquires amade’s leaf set numerically closest
maintains routing state, and how it uses that state to rout&Ve have described this routing irecursive terms
messages. (where a message is forwarded by a series of nodes en
route to its destination), but it is of course possible tdeou
iteratively, where the originating node performs a series
of lookups to intermediate nodes before sending the mes-
The Bamboo geometry is identical to that of Pastry, whicage directly to the destination [23]. However, the choice
we briefly summarize here, following the notation obf recursive routing in Bamboo turns out to be important
Rowstron and Druschel [20] for consistency. We refer thie handling churn, and we discuss it further in Section 4.2.
reader to that work for more details. As discussed in [20], this routing table design performs
Each node in Bamboo is assigned a numeric identifleokups inO(log ) hops, while the leaf set allows for-
from the rangg0, 215Y), derived either from the SHA-1ward progress (in exchange for potentially longer paths)
hash of the IP address and port on which the node receiirethe case that the routing table is incomplete. Moreover,
packets or from the SHA-1 hash of a public key. As suctie leaf set adds a great deal siftic resilienceto the
they are well-distributed throughout the identifier spacBamboo geometry; Gummadi et al. [10] show that with a
Each node in the Bamboo network maintairisea set— leaf set of 16 nodes, even after a random 30% of the links
the set o2k nodes immediately preceding and followingre broken there are still connected paths between all node
it in the circular identifier space. We denote this set’hy pairs. Such static resilience is clearly useful in handling

if (L <D < Ly)
nexthop =L; s.t.|D — L;| is minimal
else if(R;[D[l]] # null)

3.1 Network geometry



public static interface SendCallBacK (1) function join (4, G) =
void sendcallback (Object usedata,booleansuccess); (2) G’ = nearesineighbor @, G);

} (3) B, P =lookup G, 1D 4);
(4) L = getleafset (A);
public void send ( (5) for ¢ from Oto |P| — 1
Object msg, InetSocketAddress dst, (6) [ = lengthof_longestmatchingprefix ID 4, IDp,);
int tries, SendCallBack cb, Object uséata); @) R; = P;.getrouting tablelevel ()

public double estrtt_ms (InetSocketAddress peer);
Figure 5: The Pastry join algorithmThe new node i,

and its given gateway i€
Figure 4: The Bamboo communications layer interface.
The layer makes up ttries attempts to sendhsgto dst,
calling sendcallbackafter an ACK or too many retries. It4 ~ Bamboo under churn

also exposes the mean round-trip time to each peer.
Bamboo exhibits robustness under churn through the

combination of three key features: static resilience tb fai

failures in general and churn in particular, and it was tH&€S, timely, accurate failure detection, and congestion-

reason we chose the Pastry geometry for use in BaribgdVare recovery mechanisms. Static resilience provides
routability after failure even before recovery takes place

and so allows the DHT to use the power of its own rout-
L ing mechanism to enact that recovery. Below, we describe
3.2 Communications layer the latter two features listed above and how they improve

_ _ . Bamboo's resilience to churn.
Bamboo nodes communicate using UDP. Originally, we

chose UDP to avoid the difficulties we had encountered )
with file descriptor limits while running many virtual4.1 ~Congestion-aware recovery

DHT instances over TCP on the same physical maCh"lednstruction of a Bamboo network and the maintenance

such virtualization is common in testing large networks YPRereof use the same algorithms; both the failure of an ex-

limited physical resources and is quite useful for debug-. .
. . . . . . ting node and the appearance of a new one are viewed
ging. Since that time, as explained in Section 4.2, we have . : ;
. . . as disruptive events from which the network must re-
come to believe that the semantics of TCP are inappropri- . o . . .
coyer. This decision yields economy of mechanism, sim-

ate for a DHT; instead, what is needed is message-basef .
: . er code, and most importantly helps the network deal
unreliable, unordered, but congestion-controlled comm%—

nication. The manner in which these semantics are p\r%'-th churn.
vided is briefly described below, but we emphasize here

that it should be viewed only as an artifact of the systenft.1.1  The Pastry join algorithm

In the style of TCP, the Bamboo communications |aYQ5riginaIIy, Bamboo used the Pastry join algorithm (Fig-
uses the time between when it sends message and thg,f€5). To motivate the new design, we first review Pas-
ceipt of the corresponding ACK to maintain an exponeg,'s aigorithm and the challenges of implementing it. To
tially weighted average round trip time (RTT) and varigin an existing network a Pastry nodeneeds the IP ad-
ance thereof for each peer. These values are made afkss and port of another nodéthat has already joined:
able to higher layers of the system. It computes round-t{ips call this node thgateway or bootstrapnode. A uses
timeouts (RTOs) to decide when to retransmit a packef.to find a closer gatewag’ and use<:’ to lookup its
and it backs the RTO off exponentially with each timeougyn identifierID 4 to find nodeB, from which it gets its
It maintains a congestion window in a similar manner f@af set. It then builds its routing table by contacting the
the TCP slow-start algorithm, and it notifies the applicgyges on the lookup patR. Pastry’s geometry ensures
tion when a packet is acknowledged. The interface thght the identifiers of the nodes along the lookup path for
the communications layer exports is shown in Figure 41D , share successively longer prefixes with,, making

them appropriate candidates to fills routing table.

2We could also have used a pure ring geometry as in Chord, extend Castro et al. [5] define @robe as the process with
ing it to account for proximity in neighbor selection as désed in [10]. \which one node determines the latency to another node,

3In fact, the semantics we desire are quite close to thoseqed\wy : : ;
DCCP [12] using TCP-like congestion control, and it is lik¢hat we independent of network congestion. They estimate that

would have used DCCP were it available, although we admit we he@ F_)a_Stry node must perform an average of 26-31 pro_bes
not fully explored this possibility. to join the network and that an average of 50-70 exist-




ing nodes issue an average of one or two probes each in %\\
response to the join. While this number is not large, ob-

taining a good probe result is difficult. The quality of the B b

probe matters because after the join, the neighbor choices " -

are infrequently re-evaluated. In an uncongested network

the minimum of a few ping times may suffice, but undq;i

. o : gure 6: The need for pushing and pulling leaf sets-
congestion the situation is more complex since probes In= . :

. rows represent neighbor links. Unless leaf sets are also
terfere with each other.

i ) ) . pulled,C’s leaf set is never corrected.
Besides active probing, there are other options for es-

timating or otherwise obtaining information on network
latencies [6, 8, 13], but performing a direct comparison gf1.3 Leaf set maintenance
these approaches with Bamboo’s existing network mea-

surement facility is a topic for future work. Bamboo’s leaf set is kept current by an epidemic algo-
rithm [9]: every period a node sends its entire leaf set

to a randomly-chosen neighbor in the set, which in turn
replies with the contents of its leaf setWe call the first
message a leaf sptishand the reply a leaf sgiull. The

Rather than solve this network measurement problem wgormation shared in this transaction is the set of nodes

decided to avoid it in Bamboo. A new Bamboo node pép a particula_r area of the circular name space. In the pub-
forms only lines 1, 3, and 4 of the Pastry join aIgorithrHShed descriptions of Pastry, nodes only push leaf sets;

in Figure 5, using? for G’ on line 3. It adds the nodesee does not appear to be a corresponding pull [15].

in P to its routing table, but sends no latency probes. Af- Pulling leaf sets results_m greater res!llence to arb]trar_
ter this quick bootstrapping, it considers itself joinets; | Pad states. An example is shown in Figure 6; indeed, it
routing table is then filled and optimized through a contiféas observing this kind of state which led us to imple-
uous process that stops only when it leaves the netwdfi€nt pulls. Five nodes are shown in a system with 1;

Before describing this process in full, we first examine tfB€ arrows represent each node’s successor and predeces-
benefits. sor according to its leaf set. Nodéis unavailable during

which time B andD join. C subsequently becomes avail-
able again, but nodeB and D have no knowledge of it,

gcefotorgieeatr::ﬁ;ou:g(\;N';ag:]eo\?vni%swcl:t:?%go&joenzf tzieck\fvhereasﬁ still thinks its neighbors arel and . If leaf
bprop P ) ' qUIckLts are only pushed, no node in this system will ¢ll

and cheaply, and so we decouple it from the more expén- d . . .
: Py o pie P apout the existence @ or D, and its leaf set will remain
sive process of finding nearby neighbors. We say the lat: . o
f . - Incorrect. With pulls, however, the first tim@ contacts
ter process allows a node to rowgaickly, but its benefit

. : . . . IA it will learn aboutB; the same is true foE' and D.
relative to the gain obtained in going from leaf-set-only In Bamboo. the bandwidth db iahb f
routing—which require<O(N) hops—to efficient rout- N Bamboo, the bandwidin consumed by neignbors o

ing is not large, so it we give it lower prioity. Second® New noded is not increased by the join operation, apart

since the choice of neighbor to fill any entry of the routin om A's initial lookup. Whend joins the DHT, it obtains

table is continually re-evaluated, the importance of affy’ initial leaf set from the node closest to its identifier,
one measurement is less. An ea:rly mistake causes a _does not immediately announce its presence to other

optimal choice only until later measurements correct H.Odﬁs' flns:ead,htheze ncl)ldes learn abt\l/nrlt:rough nor- d
Finally, churn is the normal state of the network. Tunin .a ga 'ﬁe pus Iar;h.ptl ?gssagtis. et?l many nlq es
the routing table at join time to include only the closedy'" Simultaneously, this technique stresses the undeglyi

available neighbors is tuning to a state that is sub-optinp ysical network far less than if each joining node were

moments later. Under these conditions, we believe a Cé?l_actively announce itself to all o'Fhers. In other words,
tinual optimization process is more appropriate. we decouple maintenance bandwidth from churn rate as

In the followi i q ibe th rtnuch as possible, making it depend only on leaf-set size.
n the Toflowing sections, we describe the componen SFurthermore, this technique does not affect the con-

of this optimization process. We construct the proceggtency of the ring for long: consider a new node

from short, simple actions because they are less I|kely,[hoat joins a previously-consistent Bamboo network and

be interrupted by failures and more likely to return imr'eceives its leaf set from a node. Since B's leaf set

provements reIevant. o the current state. In some ¢ already consistent| can construct a consistent leaf
we can show analytically that the system converges to a

good state qU_iCkly; in others we study the convergencesy explore the sensitivity of Bamboo’s performance to the fre-
through experiment. quency of this and other periodic processes in Section 5.4.

4.1.2 Bootstrapping Bamboo

First, to routeefficiently—in O(log N) hops—it suf-




(1) function globaltuning (4, R, !, d) = (1) function localtuning (R, 1) =

2) I = randomidentifier (); 2) d = randomdigit ();

3) I'=1DA[0,] — 1]+ d+ I[l + 1,/I| — 1]; ?3) L = R,[d].getrouting tablelevel ();

(4) B = A.lookup (I'); (4) for i from Oto |L| — 1

(5) if Ri[d] = null or B.closerthan (R;[d]) (5) if Ri[i] = null or L[i].closerthan &;[d])
(6) Ri[d] = B; (6) R[d] = LIi];

Figure 7: Global tuning. To improve routing table entry Figure 8:Local tuning.To improve routing table levek;,
R,[d], nodeA looks up an identifier with its first digits, a node choses a random entry of lef&land gets level

d for its [ + 1st digit, and otherwise all random digits. Thef its routing table, then probes each returned entry to see
returned node is used if it is closer than the existing entifit is closer than the existing entry.

set immediately. Likewise's leaf set is made consistent

again by the inclusion ofl. Now consider thé nodes in PS
either side ofd’s new leaf set. Each node inthissetsends = A
each push to another node in the set with probability at
least 1/2 (the other half of the time the push goes to a node
outside the set), so the process of spreading knowledd@ure 9:A problem for local tuninglf A joins usingD

of A behaves like a simple epidemic with period at mo8§ its gateway, its initial level-0 neighbors are the same as
twice the push period_ Such epidemics are known to “iﬂlose OfD, assume that these are all within the dashed
fect” all nodes |r~0(10g k) time for a set oft nodes [17], line. In local tUning,A contacts a level-0 neighbor, e.g.
so we can conclude that the leaf sets in the affected aféaand asks it for its level-O neighborsd would learn

of the ring will quickly return to consistency. Of course@boutB in this manner. However, there may be no path
under churn conditions this static argument does not hoftpm the D'’s ideal neighbors to those of.

and the analysis of convergence times is more difficult,

but our experiments in Section 5 show that it is still re
sonable.

r’;t]han the existing entry. For example, to fill a hole in level-
1, digit-4 of its routing table, the node 0x123 might do
a lookup on identifier 0x147. It can be shown that with
probability > 1/2 this lookup will return some node that

Unlike leaf sets, routing tables in Bamboo are asymméfarts with 0x14 if one exists in the network, and it will
ric; the nodes in the routing tab|e for a noA&jo not nec- return the C|OseSt SUCh node with non-zero probablllty.
essarily haveA in their routing tables. Moreover, there

are generally many available neighbors for each entry|igcal tuning. The local tuning algorithm is similar to
a A’s routing table, and ideallyl would choose the onepastry’s routing table maintenance, except that Bamboo
closest in network latency. As such, a simple, periodigerforms it incrementally and more often. As shown in
pair'Wise Sharing of rOUting tables is insufficient to keqpigure 8, a noded periodica”y contacts a random mem-
them well tuned, and more sophisticated algorithms aggr r,[4] of A’s routing table and requests all of its entries
necessary. In Bamboo, we use two such algorithms, Gagm level!. If a returned entry fills a hole inl’s routing
calledglobal tuningof routing tables, and the other calledaple, it is used; the other entries are probed for latency
local tuning before possibly replacing existing entries 4s routing
table.
Global tuning. The global tuning algorithm will always Local tuning returns many possible neighbors for each
bring a static network to an optimal state but is slow releequest, so it can fill most holes quickly. Moreover, it is
tive to local tuning. It has no equivalent in the Pastry aliseful for improving routing tables when most of the ta-
gorithm, but it is similar in character to what Chord callbles in the system are already near optimal. For example,
stabilization using the fact that Bamboo can always routsay that noded has close neighbors for all digits on the
to the node whose identifier is closest to any destinatioti level of its routing table except for some diditlf any
identifier so long as all leaf sets are correct. of its existing neighbors at level-0 have a close neighbor
As shown in Figure 7, to fill or improve routing tablestarting with digitd, then (assuming the triangle inequal-
entry R;[d], node A does a lookup on an identifier withity) if A performs local tuning with one of those neigh-
its first [ digits, d for its [ + 1st digit, and otherwise all bors, it will discover the neighbor starting with digitand
random digits. The returned node is used if it is closee able to improve its routing table.

4.1.4 Routing table maintenance



However, local tuning is not sufficient to improve rout- In a peer-to-peer system, in contrast, churn is the norm,
ing tables in all systems. A simple bad scenario is shownd quite often requests will be sent to a node that has left
in Figure 9. A joins using nodeD as its gateway. Its firstthe system, possibly forever. At the same time, a DHT
set of level-0 neighbors—obtained through local tuning-with routing flexibility (static resilience) has many aker
are the same as those bf, assume that these all fit intonate paths available to complete a lookup. Consequently,
the (physical network) area bounded by the dashed lilacking off the request period is not only an insufficient
and thatA’s ideal level-0 neighbors all fit within the dot-solution for handling request timeouts, but a node often
ted line. In local tuning,A contacts an existing level-has the opportunity to immediately retry a request through
zero neighbor, e.g.C, and asks for all of its level-zeroa different neighbor in the event of a timeout.
neighbors. In this example} would learn abouB inthis  Before routing to a different neighbor, a node must en-
manner. Since there may be no path through these levejtfe that the timeout for the first request was judiciously
neighbor links fromD's ideal neighbors to those of, A selected. If it is too short, the node to which the original
needs a way to jump across gaps in this graph of levely@s sent may be yet to receive it, may be still processing
neighbor links. it, or the response may be queued in the network. If so,

Global tuning helps, eventually picking a node Ai$  injecting additional requests into the system may cause
side of the gap. However, in the worst caseAiflies further dropped packets, resulting in more requests being
close to some small number of other nodes, all of whigbtransmitted, eventually leading to congestion collapse
are widely separated from the remainder of the netwokonversely, if the timeout is too long, the requesting node
and noded is initially unaware of these physically closenay waste time waiting for a response from a node that
nodes, itis unlikely that it will learn about them in a timelthas left the network. If the request rate is fixed, these long
manner. We quantify the extent of this problem throughaits cause unbounded queue growth on the request node
simulation in Section 5, but finding a new algorithm whicthat might be avoided with shorter timeouts.
helps A discover these close neighbors more quickly— pqr these reasons, nodes should accurately choose
while sharing the continual-optimization style of globa}meoyts such that a late response is indicative of node
and local tuning—is an important subject for future workyjre rather than network congestion or processor load.

Bamboo chooses such timeouts through two complemen-
4.1.5 Reacting to congestion tary techniques. First, it performs active probing through

the user-level networking layer. As discussed above, this
Each Bamboo node keeps track of whether it has a léafer maintains an exponentially weighted mean and vari-
set push-pull, global routing table tuning request, or lance of the response time for each neighbor with which
cal routing table tuning request in progress at any givéine local node communicates. When actual traffic—
time, and it does not start a subsequent operation untilobkup requests, leaf set changes, etc.—is being sent to
has completed the previous one of the same type or untddime neighbor, that traffic is used to maintain this timing
has decided the associated neighbor has left the netwatkormation; in its absence, dummy requests are sent (ev-
This means that a given set of periods set the maxim@ny 4 seconds by default). As a result, a Bamboo node
bandwidth consumed by the node for maintenance, but tiiways has a recent estimate of the response time for each
actual bandwidth consumed may be lower in the presenféts neighbors.

of congestion. In our future work, we would like to ex- Of course, it is infeasible for every node in the DHT
plore combining our techniques with automatic setting @4 actively probe every other node at scale. This dilemma
periods as by Mahajan, Castro, and Rowstron [15]. In theoyercome by Bamboo's use of recursive, rather than it-
meantime, we study Bamboo's sensitivity to the setting gfative, routing. In recursive routing, a lookup request is
these periods in Section 5.4. forwarded from node to node until it reaches its destina-
tion. In contrast, in iterative routing, the querying node
contacts each intermediate node directly. Since a node
has onlyO(log N) neighbors, the use of recursive routing
The routing algorithm itself is only one part of how routallows a Bamboo node to only communicate with a small
ing is actually performed in practice; we must also specifjimber of peers, and active probing is feasible.

what to do in the case of failures. In a traditional client- In contrast, with iterative routing, a node must poten-
server system, such as NFS, the server does not often fally have a good timeout faany other node in the net-
and when it does there are few options for recovery. Ifveork, and itis not yet clear how good estimates can be ob-
response to an NFS request is not received in the expedtded. One approach is the use of a synthetic coordinate
time, the client must usually try again with an exponesystem as in Chord [6, 8]; this algorithm uses machine
tially increasing timeout value. learning to predict the latency to arbitrary hosts though

4.2 Timely, accurate failure detection



measured distances to other hosts. A concern with tetsbs by 1 Mbps links. To increase the scale of the exper-
approach is that the round-trip delay to a host during peients without overburdening the capacity of Modelnet
riods of high network congestion or end-host load can bg running more client nodes, each client node runs two
significantly longer than the usual delay. If such period3HT instances, for a total of 1,000 DHT nodes.
are short relative to the convergence time of the estimator\We measure Bamboo, FreePa8uglease 1.3, and a re-
there is a danger of spurious retransmissions during theset CVS snapshot (8/4/2003) of ChérdChord is run
high congestion periods—precisely when retransmissionih the default 10-node successor lists and with the loca-
are most disruptive to the system. To our knowledge, thien cache disabled (using tk€ option), since the cache
temporal estimation error of these algorithms has not besauses poor performance under churn. FreePastry is run
studied; such a study would be valuable to DHT implesing the default 24-node leaf sets and a logarithm base
mentations using iterative routing. of 16. Bamboo is run with 8-node leaf sets, and with a
logarithm base of either 2 or 16, called “base 2" or “base
16" mode, respectively, in the results.
4.3 Summary Our control software uses a set of wrappers which com-
gpunicate locally with each DHT instance to send requests
nd record responses. Running 1000 DHT instances on

per, we take a minute to review the key features of our de-
sign. First, Bamboo nodes acquire and maintain neighﬁ P cluster (12‘5. nodes/C.PU) produces CPU loads below
e, except during the highest churn rates. Ideally, we

state by several congestion-aware, continuous optimi?g-
tion processes. This process is divided into separate B uld measure larger networks, but 1000-node systems

cerns, first producing correctness through maintenance® ]eady demonstrate problems that will surely affect large
the leaf sets, then producing efficiency by filling the rou?—nles' ) ; first bri work of 1000
ing table, and finally tuning routing table entries for prox- N an experiment, we Tirst bring up a network o

imity. In all cases, the rate at which these messages Péjesd onte every 1d5 ?ec;‘jqntd% ?ain V\fth da r?rt;do;niy as-
sent is capped and is further scaled back in responsesg)ne gateway node 1o distribute the foad of bootstrap-

congestion or load. Second, Bamboo nodes actively pr 89 newco_meré_._Each live nod_e continually perfofms
their neighbors to compute good timeout values, and kups for identifiers chosen uniformly at random, timed

using recursive routing they avoid sending messages a Poisson process with rate 0.1/second, for an aggre-
nodes for which they do not have such timeouts. gate system load of 100 lookups/second. Nodes may is-

sue multiple outstanding lookups, and our control wrapper
does not timeout, cancel or retry any lookups.

We then repeatedly churn nodes until the system per-

5 Results formance stabilizes; this phase normally lasts 20-30 min-

utes, but can take an hour or more. A new node is started

In this section we der_nons_trate that Bamboo can n faecaEc:h time a node is killed, maintaining the total network
handle churn for session times as short as a few minufes, -+ 1000, Node death events are chosen by a Pois-

and show .results for pther DHTSs for comparison. $on process, and are therefore uncorrelated and bursty.
then examine the design factors responsible for this PeLi

Before continuing to the experimental portion of this p

CO”?p“t.ed maintenance periods, and examine the costs,gur death/minute, corresponding to median session times
design incurs over other DHTs when run on churn-freoq 1.4 minutes to 3 hours

networks.

5.2 Bamboo under churn

5.1 Experimental setup _ _
Figure 10 shows the effects of churn on each DHT running

Our platform for measuring DHT performance undearnder ModelNet. We focus on four areas—the number
churn is a cluster of 40 IBM xSeries PCs with Dual 1GHaf started nodes which have successfully joined the net-
Pentium 11l processors and 1.5GB RAM, connected hyork and begun issuing lookups, the percent of lookups
Gigabit Ethernet, and running either Debian GNU/Linuthat complete successfully, the consistency of completed
or FreeBSD. We use ModelNet [24] to impose wide—area6 .

delay and bandwidth restrictions, and the Inet topology ,2ttp://wiw.cs.rice. edu/C5/Systens/Pastry/

. http://www.pdos.lcs.mit.edu/chord/
genera’[d—T to create a 10,000-node wide-area AS-level 8We do not attempt to enforce proximity between a new node and

network with 500 client nodes connected to 250 distin@t gateway, as suggested for best FreePastry performduigetercision
only effects the proximity of a FreePastry node’s neighboos the effi-
Shttp://topology.eecs.umich.edu/inet/ ciency of its routing.
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Figure 10:Metrics of successlhe percentage of started nodes which successfully jojiH{@)percentage of lookups
that return some (possibly incorrect) result (b), the petage of completed lookups that are also consistent (c), the
mean latency of completed lookups (d), the 95th perceratknky of completed lookups (e), and the bandwidth used
per node (f). Each experiment was run three times. Error &faoes mean and standard deviation across runs.

lookups, and the latency of completed lookups—all whilepercentage of lookups that are consistent never falls be-
varying the rate of churn. Under FreePastry and Bambdoy 95%, and its 95th percentile latency never exceeds 9
whether a node has joined the DHT is defined by whettmsconds. Atthe moment, our testing code is unable to pro-
thejoin function has returned. Under Chord, we say thlduice median session times much shorter than 1.5 minutes,
network has joined when it has received its successdoist we are working to extend it in order to find the point
successor list. This definition is the same as used by #tevhich Bamboo collapses under the load.
DHASH Iayer build atop Chord. In all cases, the failure of For Comparison, we note that Chord shows similar
a node to jOin is ignorEd if it is killed within two minUtESCur\/eS to Bamboo for percentage joined’ Comp|eted’ and
of joining. Each point in Figure 10 represents the meadnsistent, except that they fall off a factor of 4 sooner.
value over at least three trials; the error bars represest flore interestingly, Chord’s latency seems to fall off far
standard deviation. more quickly with increasing churn than Bamboo’s. With
A lookup is said to complete if any result is returnedespect to latency, Chord and Bamboo differ in two key
To measure lookup consistency, each lookup is simultaspects: proximity in neighbor selection, and iterative
neously performed by ten different nodes in the netwows. recursive routing. The proximity of Bamboo’s neigh-
and the results are compared (since our tests run obaxs only gets worse with increasing churn, as there is
cluster, the machines involved have closely synchronizieds time to optimize the routing table. Algorithmically,
clocks). If there is a majority among the results, any reecursive routing should be no more than a constant factor
sult not in the majority is considered an inconsistency; félister than iterative. Instead, we believe the divergence i
there is no majority, all results are considered inconsigtency occurs because of the difficultly in computing ac-
tent. For some applications (e.g. DHASH) this notion @urate message timeouts in iterative routing; we explore
consistency is more strict then necessary, and we hopéhis hypothesis in Section 5.3.2.
investigate Other, less strict definitions in the futureeTh Fina”y, itis clear that Freepastry can handle churn with
latency of a lookup is simply the time from which it ismedian session times longer than 90 minutes, but that
issued until some result is returned. around 45 minutes it begins to suffer, and for median ses-
Bamboo handles all the churn rates shown quite wedion times of 23 minutes or less it has completely col-
Its percentage of nodes joined never falls below 94% lapsed, completing less than 30% of the lookups issued to
percentage of lookups completed never falls below 97%, It is also clear that FreePastry is significantly slower
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than Chord or Bamboo, but we believe that it is so be- 100 — 40 %
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whereas the other two DHTs use custom messaging lay- & % Latency - I o g
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5.3 Causes of failure

Timeout Perturbation Factor
In this section we investigate some of the ways in which _ _
a DHT can respond to churn and demonstrate the impbtgure 12:The costs of poorly-chosen timeoutsr time-

tance of the decisions we have made in building Bambd@wits Which are too long, latency increases dramatically.
For timeouts which are too short, maintenance messages

5.3.1 Proactive vs. periodic recovery get lost and the network partitions.
Since churn is a process of nodes joining and leaving a
network, we investigate the reaction of each DHT to jokse more bandwidth in attempt to recover, some packets
and leave events. By doing so, we hope to gain insigh®y be dropped. If those drops cause timeouts which are
into the reasons behind their performance under churninterpreted as other failures, a positive feedback loop is

Figure 11.a shows the per-node bandwidth usagef@fmed and the network may collapse. Initially, Bamboo
1000-node Chord, FreePastry, and Bamboo networks ¥@s implemented to recover from joins and leaves in the
dergoing the simultaneous failure of 200 nodes. Accord@Me manner as Pastry, and it was our observation of such
ing [20], when a Pastry nodd notices that one of its @ positive feedback loop (and our experience testing the
neighborsB has failed, it contacts another neighbor tghord implementation) that lead us to redesign the Bam-
retrieve a replacement fd8. We call this type of recov- boo neighbor maintenance algorithms in the first place.
ery proactive in that nodeA is proactively seeking a re- At low rates of churn, or where bandwidth is plentiful,
placement forB as soon as it notices that is down. In proactive recovery brings a network back into consistency
contrast, Chord and Bamboo perfoperiodic recovery; more quickly than periodic recovery. However, Figure 10
on a periodic basis, they “recover” a neighbor whethers§hows that Bamboo's percentage of lookups completed
is down or not. In Chord, this process is called ghabi- and consistent are quite high for low rates of churn. Since
lization of that neighbor, whereas in Bamboo it is the ledfs periodic recovery style is also effective at high ratés o
set and routing table maintenance algorithms describe®fiirn, we see it as a clear advantage over proactive recov-
Section 4. ery.

In the sense that a join represents a modification of the
network, we can also speak of the process of integratigg » Message timeouts
a new node as a recovery—a movement of the network
from a bad state to a good one. Figure 11.b shows the garthe previous section we argued that proactive neigh-
node bandwidth usage as 200 new nodes join a netwbrk recovery can inhibit a DHT's ability to handle churn,
of 1000 existing ones. The difference between FreePastgtivating the periodic algorithms in Section 4. In this
and the other two networks is similar to the failure casgection we give evidence to support the claim of Sec-
As discussed in Section 4.1.1, on a join, a Pastry node tries 4.2—that accurate message timeout values are also
to immediately create a good routing table, asking othiemportant for handling churn. By using recursive routing,
nodes for their routing state, pinging several nodes farBamboo node is able to communicate only with its im-
proximity, etc. Moreover, existing Pastry nodes ping theediate neighbors, nodes for which it maintains accurate
new node. Once again, we call this process a proactive timeouts. This section thus also shows the importance of
proach. In contrast to Pastry, both Chord and Bamboo ugeursive routing to Bamboo's robustness under churn. As
dergo a more periodic approach to integrating themselwgs discussed in Section 4.2, we do not mean to imply that
into the network. Using the same periodic processes us@dative routing cannot work under churn, rather that ac-
to recover from failures, the nodes in these DHTSs perioddrate timeout computation will be essential in iterative
ically discover new, more appropriate neighbors. routing as well, and that it is less clear how to do it in

The distinction between these two methods of recoierative systems.
ery is important because the appearance of a node beingjo investigate the cost of inaccurate timeouts, we per-
down and the bandwidth used by the network are not itetrbed the timeout values computed by Bamboo’s net-
dependent. If the failure of a node causes the networkworking layer as follows. As before, the timeouts for each
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Figure 11: Proactive vs. periodic recoveryPastry performs proactive recovery, which tries to coriaconsisten-
cies as they are discovered, whereas Chord and Bamboo ipepfeniodic recovery. Proactive recovery can lead to
congestion collapse if recovery operations overwhelm tladable bandwidth.

message are computed in a manner similar to TCP, as a 10 e
function of the exponentially weighted mean round-trip gx o
time and variance thereof. However, in this experiment 2X ,,,,,,,,,,,,,,,

we also apply a perturbation factor to these timeouts, mul-
tiplying each computed timeout by a factor fif We then
apply a 20 minute period of churn with 12-minute median
session times and observe the resulting consistency and T
95th percentile latency.

Figure 12 shows the results of this experiment. It is 0.1
clear that a small error to either side of the correct value is
sufficient to impair the DHT’s ability to handle churn. For
timeouts which are too long, latency increases dramati-

cally. For timeouts which are too short, maintenance m sﬁ%ﬁ trlé: di?;?rlgmnllzit(l)Jr:aniglgeyzn%%nscheovssertlr?g?élsﬁ its
sages get lost and the network partitidnsVe conclude 9 "

from Figure 12 that an absolute timeout error obd.& with all maintenance periods lengthened by a factas.of
sufficient to inhibit the DHTSs ability to handle churn.

Latency (s)

0O 5 10 15 20 25 30 35
Median Session Time (min)

99% at the highest churn rate shown to 93% at the same
5.4 Sensitivity to maintenance periods churn rate with 8 times less frequent maintenance.

Our final churn experiment examines the sensitivity of

Bamboo’s performance under churn to the frequency Bf5 Static network performance

its maintenance periods. By default, Bamboo pings each

neighbor every 20 seconds, pushes its leaf set to a randdiglly, we examine the performance of Bamboo on a net-

neighbor every 4 SecondS, and performs local and g|omrk without churn. Our goal is to show that the Bamboo

turning once every 10 and 20 seconds, respectively. 'ting table maintenance algorithms, designed for high-

Figure 13, we show the 5th, 50th, and 95th percentile ghurn networks, also perform well under low churn. Our

tencies for lookups under various median session tinfé@gl is the published performance of Pastry, a DHT with

using the default periods under the title “1x”. Also showH1e same geometry as Bamboo.

is Bamboo’s performance when these periods are multi-Our experimental setup is as follows. We used an event-

plied by a factor of 2, 4, or 8. When periods are backed éffiven simulator to run Bamboo nodes over a GT-ITM

by a factor of 8, median lookup latencies suffer by arouri@pology [25]. We used thés16384-6and ts16384-8

a factor of 2.4, but 95th percentile latencies suffer bytapologies used by Gummadi et al. [10] that were gen-

factor of 7.3. Not shown are the percentage of lookug$ated with widely different parameters, allowing us to

that are both completed and consistent, which drops fr@@uge the sensitivity of our algorithms to the underlying
network topology. This simulator calculates network de-

_ If we could separate routing messages from maintenance dnegal s according to bandwidth and latency values assigned

is possible we would only see latency growth for too-shaneuts as . .

well. Unfortunately, making this distinction in the Bamboawerking (O Paths but does not model queuing effects. Since our

layer is non-trivial; we hope to investigate this claim i tiuture. other experiments have shown that Bamboo demonstrates
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Figure 14:Bamboo performance in a static netwokcom left to right, shown are the percentage of fillable nogti
table entries that are unfilled, the mean relative proxinoitythose entries compared to optimal, and the resulting
stretch observed for routes through the DHT. Note that tfimtest graph has a different time scale.
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Figure 15: Effects of global vs. local tuningFrom left to right, shown are the percentage of fillable nogttable
entries that are unfilled, the mean relative proximity ofele® entries compared to optimal, and the resulting 95th
percentile stretch observed for routes through the DHTeNloat the leftmost graph has a different time scale.

only modest bandwidth usage, we do not believe this liraf x means that a route that started on ngdand ended
itation should affect the accuracy of our results. To pewh nodeB took a path through the physical network that
form this experiment, we simultaneously start 1000 nodessz times longer than the direct path betweéand B.

all through the same gateway and observe the routing Tde values shown are the 5th, 50th, and 95th percentiles.
bles over time. Like Pastry nodes, Bamboo nodes whithe mean stretch after 10 minutes for both topologies is
join through nearby gateways into a network of nodds79; for a similar topology Pastry has been shown to have
with already-optimized routing tables will quickly opti-a mean stretch of 1.59, an 11% improvement over Bam-
mize their own routing tables. Since this test uses orttpo [5]. Developing new routing table maintenance al-
one gateway for all nodes, and starts them all at the sagmeithms to close this performance gap is an important
time, it is thus a pessimistic assessment of the expectspect of future work, but in the meantime we view this
time for a Bamboo node to optimize its routing tables ingight inefficiency as a small cost to pay for resilience to
static network. churn.

Figure 14 shows the results. On the left, we show theOur final experiment for static networks explores the
percentage of fillable routing table entries across all sodelative benefits of the global versus local routing table
which are unfilled as a function of time. When this valueining algorithms. Figure 15 shows the same metrics as
goes to zero, Bamboo can route to all destinations usiRigure 14, but comparing Bamboo’s performance using
O(log N) hops in anN-node network. In the center, weonly the global tuning algorithm to its performance using
show the mean relative proximity of the routing table ermnly the local tuning algorithm, versus its performance us-
tries over time. A value of: indicates that the averageng both algorithms. The latter configuration is the same
routing table neighbor is: times further away than theas shown in Figure 14. This experiment was run on both
closest available node for that entry. Under certain neédpologies with similar results, but to conserve space only
work assumptions [18] relative proximity of neighbors akhe results forts16384-8are shown. We note from the
lows Bamboo to route in time proportional to the undecenter graph that while local tuning quickly moves the
lying network distance. On the right, we confirm this ageuting tables in the system towards optimality, it cannot
sertion by plotting the aggregate routing stretch. A stretind many close neighbors. This symptoms of this defi-
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ciency are illustrated in right-hand graph, where the 95¢iited for computing retransmission times, and that per-
percentile latency is shown suffering. These effects arefanmance suffers significantly if these times are perturbed
illustration of the problem highlighted by Figure 9; ther&inally, the simulations of [15] do not consider such net-
is simply no path from the existing neighbors a node hasrk issues as queuing, packet loss, etc.; while this allows
and the neighbors it needs to optimize its routing tabldwem to simulate far larger networks than we have stud-
On the other hand, since global tuning can find any noel here, it does not reveal, for example, the drawbacks
in the network, but does so only one node at a time, we sEgroactive recovery shown by our emulations of smaller
that it improves routing tables more slowly; although it inetworks. We are interested in whether a useful middle
not shown in the graph, so long as the leaf sets are cgmeund exists between these approaches.
sistent, global tuning will always improve a routing table Finally, a number of useful features for handling churn
to optimality, but it make take a long time to do so. Thieave been proposed, but are not implemented by the three
combination of the algorithms creates good routing tablB$iTs studied here. For example, Kademlia [16] main-
quickly, and will eventually converge them to optimality.tains several neighbors for each routing table entry, or-
dered by the length of time they have been neighbors.
Newer nodes replace existing neighbors only after failure
6 Related work of the latter. This design decision is aimed at mitigating

] ) the effects of the high “infant mortality” observed in peer-
As we noted at the start of this paper, while DHTs ha‘f@-peer networks.

been the subject of much research in the last 4 years opnother approach to handling churn is to introduce a
so, there have been few studies of the resilience of rg@drarchy into the system, through stable “superpeers” [1,
implementations at scale, perhaps because of the difficyy|  \while an explicit hierarchy is a viable strategy for

of deploying, instrumenting, and creating workloads f{angling load in some cases, this work has shown that

such deployments. However, there has been a substagfigl|ly decentralized, non-hierarchical DHT can in fact
amount of theoretical and simulation-based work. handle high rates of churn at the routing layer.

Gummadi et al. [10] present a comprehensive analysis
of the static resilience of the various DHT geometries. As
we have argued earlier in this work, static resilienceis gh  Conclusion
important first step in a DHT's ability to handle failures in
general, and churn in particular. In this work, we have summarized the rates of churn ob-

Liben-Nowell et al. [14] present a theoretical analysserved in deployed peer-to-peer systems and shown that
of structured peer-to-peer overlays from the point of vieexisting DHTs exhibit less than desirable performance at
of churn as a continuous process. They prove a lowbe higher end of these churn rates. We have presented
bound on the maintenance traffic needed to keep sigd&mboo, a DHT designed to handle churn, and shown that
networks consistent under churn, and show that Chori’ss robust under median session times as short as 1.5 min-
algorithms are within a logarithmic factor of this boundutes, the fastest rate our testing framework can sustain.
This paper, in contrast, has focused more on the systemBamboo’s resilience to churn is the combined result of
issues that arise in handling churn in a DHT. For exampkgveral factors. First, the static resilience of its hyloéd
we have observed what they call “false suspicions of fadmetry allows the network to continue functioning after
ure”, the appearance that a functioning node has failedfailure until recovery can occur. This static resilience
and shown how proactive failure recovery can exacerbaea necessary first step to handling failures in general
such conditions. and churn in particular. Second, recovery is performed in

Mahajan et al. [15] present a simulation-based analysiperiodic—rather than proactive—manner: the recovery
of Pastry. They do not consider the possibility that a Pgzocess itself does not further load the network, avoiding
try network could become inconsistent (as [14] does farpossible positive feedback loop in which congestion is
Chord), but instead look at the probability of message losgerpreted as further node failure. Third, Bamboo’s use
for various rates of maintenance traffic. Furthermore, theyrecursive routing allows for active probing of neighbor
show an algorithm for automatically tuning that rate for nks, which in turn allows for the calculation of effec-
given maximum loss rate; while we have not investigatégte response timeouts for requests send over those links.
it, we believe this result could be usefully applied to BanWithout such accurate timeout information, a probable
boo. Unlike our work, they do not consider hop-by-hopode failure is difficult to distinguish from network or pro-
retransmissions during lookup. While end-to-end retransessor congestion, and the ability of the DHT to adapt is
missions are clearly necessary for correctness, choosirigtabited. Moreover, in networks with heavy background
good timeout for an arbitrary lookup is hard. Moreovetraffic, we expect this resilience to congestion to be im-
we have shown that intermediate nodes in a route are agttytant in handling even lighter levels of churn than those
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emphasized here. We plan to study such scenarios in par K. Gummadi, R. Gummadi, S. Gribble, S. Ratnasamy, S. Shenker,
future work.
While we have presented these latter two principles in

the context of Bamboo, we believe they have more gen

applicability to all DHTs with high static resilience. Pe-
riodic recovery is a general technique already employﬁq]
by Chord; Bamboo is simply the first DHT to present an
effective set of periodic recovery algorithms that maintai
proximity in neighbor selection. Also, the derivation of13]

accurate timeout values need not be based on active prob-

ing; it is possible that the coordinate-based timeout calcu

lation schemes can be made to respond quickly enoug/fltd

changing network conditions to be an effective substitute.
If so, we expect DHTSs that use iterative routing to handle

churn as well as their recursive counterparts. Since itepa—
tive routing is attractive for a variety of other reasons,
view these coordinate algorithms as an important area

15]

e

future research. [17]
Finally, in this work we have only shown the resistanc[?g]
of the Bamboaouting layer to churn, an important first
step verifying that DHTs are ready to become the do'ﬂ@]
inant building block for peer-to-peer systems, but only a
first step. Clearly other issues remain. Security and pos-
sibly anonymity are two such issues, but we are unclgag
about how they relate to churn. We are currently studying
the resilience to churn of the algorithms used by the DHT
storagelayer. Nonetheless, we hope that the existenceldf]
a routing layer that is robust under churn will provide a

useful substrate on which these remaining issues may.
studied.
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