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Even the recognition of an individual whom we see every day is only possible as
the result of an abstract idea of him formed by generalisation from his appear-
ances in the past

- James G. Frazer (in Malinowski & Bronislaw: Argonauts of the Western Pacific, 1922)






Abstract

The fundamental question studied in this thesis is how to evaluate and analyse
supervised learning algorithms and classifiers. As a first step, we analyse cur-
rent evaluation methods. Each method is described and categorised according
to a number of properties. One conclusion of the analysis is that performance
is often only measured in terms of accuracy, e.g., through cross-validation tests.
However, some researchers have questioned the validity of using accuracy as the
only performance metric. Also, the number of instances available for evaluation
is usually very limited. In order to deal with these issues, measure functions
have been suggested as a promising approach. However, a limitation of current
measure functions is that they can only handle two-dimensional instance spaces.
We present the design and implementation of a generalised multi-dimensional
measure function and demonstrate its use through a set of experiments. The re-
sults indicate that there are cases for which measure functions may be able to
capture aspects of performance that cannot be captured by cross-validation tests.
Finally, we investigate the impact of learning algorithm parameter tuning. To ac-
complish this, we first define two quality attributes (sensitivity and classification
performance) as well as two metrics for measuring each of the attributes. Using
these metrics, a systematic comparison is made between four learning algorithms
on eight data sets. The results indicate that parameter tuning is often more im-
portant than the choice of algorithm. Moreover, quantitative support is provided
to the assertion that some algorithms are more robust than others with respect to
parameter configuration. To sum up, the contributions of this thesis include; the
definition and application of a formal framework which enables comparison and
deeper understanding of evaluation methods from different fields of research,
a survey of current evaluation methods, the implementation and analysis of a
multi-dimensional measure function and the definition and analysis of quality
attributes used to investigate the impact of learning algorithm parameter tuning.
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Preface

The thesis is based on the following papers:

I. Niklas Lavesson and Paul Davidsson. An Analysis of Approaches to Eval-
uate Learning Algorithms and Classifiers. To be submitted for publication.

II. Niklas Lavesson and Paul Davidsson. A Multi-dimensional Measure
Function for Classifier Performance'. In 2nd IEEE Conference on
Intelligent Systems, pp. 508-513. Varna, Bulgaria, 2004.

III. Niklas Lavesson and Paul Davidsson. Quantifying the Impact of Learning
Algorithm Parameter Tuning?. Submitted for publication, February 2006.

!The version included in this thesis is a modification of the published paper.

2 An early version of this paper, which only included limited experiment results, was published
in the proceedings of the SAIS-SLSS Workshop on Artificial Intelligence and Learning Systems,
Visteras, Sweden, 2005 (pp. 107-113).
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CHAPTER
ONE

Introduction

This thesis concerns the evaluation of classifiers and learning algorithms. An
example of a classification problem is to detect the presence or absence of a par-
ticular cardiac disorder, or distinguish between different cardiac disorders based
on, e.g., electrocardiogram (ECG) recordings [47]. A learning algorithm can au-
tomatically generate a classifier that makes suggestions about undiagnosed cases
by observing some examples of successful diagnoses based on ECG recordings.
More generally, given a set of examples, or instances, the learning algorithm
generates a classifier that is able to classify instances for which the class mem-
bership is unknown. Each instance is described by a set of attributes. There
are many learning algorithms available and, depending on the problem at hand,
some algorithms may be more suitable than others. In order to make informed
choices regarding the appropriate algorithm, or to select between some candidate
classifiers, we need evaluation methods. The number of examples available for
generating a classifier is usually very limited. Thus, it is important to make use
of these known examples in a way that enables the generation of a good classifier
as well as an accurate evaluation. Since most algorithms can be configured, or
tuned for a particular problem the evaluation process can be used to select al-
gorithm configuration as well. It may also be important to assess the extent to
which this type of tuning really affects the performance of a generated classifier.

In this chapter a background is first given to machine learning, and this is
followed by an introduction to classifiers, learning algorithms, and evaluation
methods. Section 1.2 then presents the motivation for the thesis and introduces



the persued research questions and Section 1.3 describes the research methods
that have been applied to answer these questions. The next section summarises
the contributions of the three papers included in the thesis. At the end of the
chapter, conclusions are presented and this is followed by a section that includes
some pointers to future work.

1.1 Learning

Machine learning is an interdisciplinary field of research with influences and
concepts from, e.g., mathematics, computer science, artificial intelligence, statis-
tics, biology, psychology, economics, control theory, and philosophy. In general
terms, machine learning concerns computer programs that improve their perfor-
mance at some task through experience [45], i.e., programs that are able to learn.
The machine learning field has contributed with numerous theoretical results,
learning paradigms, algorithms, and applications. Among the different applica-
tions developed in this field are, e.g., autonomous vehicles that learn to drive
on public highways [48], investigations of past environmental conditions and
dependencies among co-existent plant species through time [36], life insurance
applicant classification [68], handwriting recognition [42], and leak detection in
pipelines [14].

Generally, there are three issues that affect the design of computer programs
that learn from observations:

e what is the input,
e what type of feedback is available, and
e how should the solution be represented.

Additionally, it is useful to consider how to evaluate learning programs and so-
lutions for different purposes, e.g.:

e ranking of programs or program configurations,
e ranking of solutions for a particular problem, or

e assessment of generalisation performance.



1.1.1 Input

Usually, the input to a learning program consists of a sample of data instances,
i.e., a number of observations. Instances are described by a set of attributes,
where each attribute can be of a different type, e.g., real, integer, or boolean.
By selecting appropriate attributes, instances can be made to describe anything
from cars to bank customers to handwritten characters. For instance, the at-
tributes length, width, height, colour, top speed, and horse power could be used
to describe cars. Handwritten characters could be described by a set of integer
valued attributes, where each value would correspond to the colour of a pixel in
an image scanned from an actual handwritten character.

1.1.2 Feedback

It is usually distinguished between three types of feedback for observational
learning; supervised, unsupervised and reinforcement [58]. Supervised learners
have access to a supervisor, or teacher, that gives the correct answers (outputs)
to a limited number of questions (inputs). Sometimes, e.g., when analysing real
world problems, it could be relevant to assume that this teacher cannot always
provide the correct answers, i.e., the possible existence of noise is assumed. The
objective is to learn how to generalise from what has been taught, i.e., to give the
correct answer to previously unknown questions.

Reinforcement learners get feedback by means of occasional rewards for the
actions or decisions they recommend. This type of learners is often used when
the mapping from inputs to outputs involves several steps. For example, learning
how to land an aircraft involves hundreds, or maybe thousands of steps. Instead
of just receiving positive or negative feedback after having tried to land the air-
craft (success or failure) it is perhaps more wise to use a reward system that gives
small rewards for each correctly executed step, or chain of subsequent steps.

Unsupervised learners do not have access to any outputs, hence the objective
is often to find patterns in the available input data. A purely unsupervised learner
cannot learn what to do in a certain situation since it is never given information
about whether or not an action is correct [58].

Which type of feedback is available depends on the problem at hand. We
will here focus on supervised learning problems.



1.1.3 Representation

Depending on the type of output considered for a supervised learning problem
(continuous or discrete), the solution is represented by a regression function or
a classifier. A regression function is defined by a number of attributes (inputs)
and coefficients, and gives a continuous output. During the learning phase, the
coefficients are tuned in order to produce the correct output given a particular
input. A classifier is a function that gives discrete output, i.e., it assigns a discrete
value, often denoted a class, to a particular input.

1.1.4 Evaluation

It is important make a clear distinction between learning algorithms and classi-
fiers. A learning algorithm trains by observing known data, i.e., instances for
which there is a correct supervisor response. According to some internal bias, it
then generates a classifier. This classifier can then be used to classify new data
of the same kind.

One fundamental problem to consider here, is how to find out if the clas-
sifications of new data are correct, i.e., how do we measure the generalisation
performance of a classifier or the capability of a learning algorithm (the ability
to select a classifier that generalises well)?

In general, it can be said that the existing evaluation methods are either
empirical or theoretical. Empirical methods evaluate classifiers on portions of
known data which have nor been used for training, while theoretical methods
either evaluate classifiers on training data only or combine this evaluation with a
theoretic measure of generalisation performance.

Furthermore, we may distinguish between evaluation methods by which met-
ric(s) they use for measuring performance. Accuracy (the number of correct
classifications) is one of the most common metrics used, along with error (the
number of incorrect classifications). These metrics are either used alone or com-
bined with other metrics, e.g., some methods combine accuracy with a classifier
complexity metric. In these methods, the measured complexity is usually sub-
tracted from the accuracy, in order to reward simple solutions.

Penalising complexity is often justified by the theory of Ockham’s razor [69]
stating that entities should not be multiplied beyond necessity. The common in-
terpretation of this theory is that if we have two equally good solutions we should
pick the simplest one. Another type of complexity metric, the VC dimension, is
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used to measure the ability of an algorithm to shatter instances, i.e., discriminate
between instances of different classes. A high value indicates a high algorithm
capacity in discriminating between instances of different classes. A high com-
plexity in this respect is often bad since the generated classifier may overfit to
the training data. On the other hand, a very low capacity may result in a too gen-
eral classifier [12]. Other metrics used by classifier evaluation methods include
similarity and misclassification cost (e.g., true/false positives).

1.2 Motivation and Research Questions

Evaluation is necessary in order to compare different algorithms or classifiers,
but which evaluation method should be used? Several evaluation methods of dif-
ferent origin have been proposed, e.g., from statistics, mathematics, and artificial
intelligence. Which evaluation method to use is still an open research question,
because evaluating a classifier often depends on the difficult task of measur-
ing generalisation performance, i.e., the performance on new, previously unseen
data. For most real-world problems we can only estimate the generalisation per-
formance. Thus, it is important to continue investigating the existing evaluation
methods theoretically and empirically in order to determine the characteristics of
different estimations and when a certain method should be used. The idea to look
at evaluation methods for classifier performance came from reading a theoretical
paper on the topic of measure-based evaluation [7]. However, the practical use
of this particular method has not been investigated.

To evaluate learning algorithms, we usually evaluate some of the classifiers
it can generate. Methods that divide the available data into training and testing
partitions a number of times (to generate classifiers from several training sets)
have been investigated in many papers. However, learning algorithms like many
computer programs can usually be configurated and we argue that it could be
important to look at how well an algorithm can be tuned for a specific problem,
and not only how well it performs on a particular problem.

The fundamental question that we study is how to measure the performance
of supervised learning algorithms and classifiers. Hence, the scope is narrowed
from general learning problems to only include learning problems for which:

o the input consists of a sample of instances defined by a set of attributes,

e the correct output for each instance of the sample is available via super-



vised feedback, and
e the goal is to classify previously unseen instances.

The question has then been broken down into a number of research questions:

RQ1 Which methods exist for the evaluation of classifiers and learning algo-
rithms, what are the strengths and weaknesses, which metrics do they use,
and how can we categorise the methods?

RQ2 How can evaluation methods, originating from different research disci-
plines, be described in a uniform way?

RQ3 How does measure-based evaluation work in practise?

RQ4 How can we measure the impact that learning algorithm parameter tuning
has on classifier performance?

1.3 Research Methods

The research questions have been approached using different research methods.
RQ1 was approached by conducting a literature review to find and learn about
existing evaluation methods for algorithms and classifiers. After compiling the
results from the literature review, an analysis was performed on each method to
determine the weaknesses and strengths. The evaluation methods have also been
categorised according to a number of relevant properties chosen after examining
the results from the review and analysis.

The evaluation methods originate from different research disciplines. Conse-
quently, they are described in the literature using different terminology and con-
cepts. RQ2 addresses this issue and the motivation behind this question is that
an answer could simplify comparison and presentation of the evaluation meth-
ods . A formal framework was defined to describe all methods in a uniform and
structured way.

Experiments were conducted in order to understand how measure-based eval-
uation works in practise and to determine how the impact of learning algorithm
tuning can be measured.

In the first experiment, addressing RQ3, a measure-based evaluation func-
tion was implemented using measure-based evaluation theory. Claims and ideas
about measure-based evaluation was empirically strengthened by evaluating dif-
ferent classifiers using the implemented function and comparing some of the
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results with cross-validation evaluation results.

RQ4 was approached by defining two learning algorithm quality attributes,
sensitivity and classification performance, and two metrics to assess each of these
attributes. The second experiment then involved cross-validation evaluation of a
large number of configurations of a set of common algorithms. The results were
used to measure algorithm parameter tuning impact (sensitivity) and classifier
accuracy (classification performance).

1.4 Contributions

The contributions of this thesis come from three different papers. RQ1 and RQ2
are addressed in paper I, RQ3 is addressed in paper II, and RQ4 is addressed in
paper 111

Paper I includes a literature review of the area of evaluation methods for su-
pervised learning algorithms and classifiers and an analysis of the methods found
during the review. The featured evaluation methods are; Vapnik-Chervonenkis
Bound (VCB) [70, 71], Minimum Description Length (MDL) [56], Cross-valid-
ation (CV) [65], Jackknife (JK) [51], Bootstrap (BS) [20, 35], Structural Risk
Minimisation (SRM) [70], Sample Error (SE) [45], Receiver Operating Charac-
teristics Analysis (ROC) [21, 49], Area Under the ROC curve (AUC) [30, 74]
and Measure-based example Function (MF) [7].

There are variations of these methods in the literature and other methods may
also exist, but the listed methods appeared most frequently in different studies as
well as in the reference literature, cf. [45, 58, 75].

Each method has been categorised according to type, target and metric(s)
used. We have identified two types of evaluation methods; theoretical and empir-
ical. Theoretical methods evaluate on the data that was used for training and usu-
ally combine this with some theoretical measure of generalisation performance,
while empirical methods evaluate on test data. The target has been identified to
be either classifier-dependent or classifier-independent algorithm evaluation, or
algorithm-dependent or algorithm-independent classifier evaluation. The inde-
pendent methods work for any algorithm or classifier, while the other methods
are dependent of a certain classifier or algorithm. The identified metrics are;
accuracy/error, complexity/simplicity, similarity, and cost.

The analysis revealed that the most common metric is accuracy. For in-
stance, CV, BS, JK and SE are all based solely on accuracy. ROC analysis and
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AUC use a cost metric, which is measured by recording true and false positives,
i.e., instances can be classified correctly (true positive) or incorrectly (false pos-
itive) as belonging to a particular class, or they can be classified correctly (true
negative) or incorrectly (false negative) as not belonging to the class [75]. This
could be compared to methods that only use the accuracy metric, which only
make a distinction between true or false, i.e., if the classifier predicted correctly
or not. VCB and SRM combine an accuracy metric with a complexity metric.
MF combines three weighted metrics; accuracy, simplicity and similarity into
one measure for classifier performance. MDL uses a complexity metric based
on the theory of Ockham’s razor. Using this method, the classifier that needs the
least amount of bits to represent a solution is regarded as the best, i.e., the least
complex.

The strength, or weakness, of an evaluation method is often related to which
metric(s) it uses. Accuracy alone is not a good metric, e.g., because it assumes
equal misclassification costs and a known class distribution [50], thus the meth-
ods based solely on accuracy may suffer from these inadequate assumptions.
Moreover, if accuracy is measured on the training data as an estimate of future
performance it will be an optimistically biased estimate [75].

Other than these general conclusions about accuracy-based methods, the lit-
erature review helped identifying some characteristics of the different methods,
e.g., CV (and JK) has been shown to have low bias and high estimation vari-
ance [19], while the opposite holds for bootstrap [§]. ROC and AUC were
found to have some limitations, e.g., they can only be used for two-class prob-
lems [23] and only certain classifiers can be evaluated [75] (although there exist
workarounds for the first limitation, cf. [30]). Regarding MDL, it has been
argued that there is no guarantee that it will select the most accurate classifier
and, perhaps more importantly, it is very hard to know how to properly calculate
MDL for different classifiers, i.e., code the theory for different classifiers [17].
VCB includes elements that need to be explicitly defined for each algorithm to
be evaluated. SRM uses VCB, thus it also suffers from this fact. MF is only a
theoretical example and no empirical studies have been identified in the literature
review. This makes it difficult to compare it with other evaluation methods.

The possibility of describing the current methods using a common frame-
work would be useful since the relations between the methods are not entirely
clear due to the fact that they are often described using different terminologies
and concepts. One reason for this is that they originate from different research



disciplines. We present a formal framework and apply it when describing the
different evaluation methods. In this framework, classifiers are defined as map-
pings between the instance space (the set of all possible instances for a specific
problem) and the set of classes. A classifier can thus be described as a complete
classification of all possible instances. In turn, the classifier space includes all
possible classifiers for a given problem. However, once a learning algorithm and
a training set (a subset of the instance space) are chosen, the available classifier
space shrinks (this is related to inductive bias, cf. [45]).

In paper II we investigate the practical use of measure-based evaluation.
Prior work in the area of measure-based evaluation is theoretical and features
a measure-based evaluation function example [7]. However, the algorithms for
similarity and simplicity calculation are only defined for two-dimensional in-
stance spaces, i.e., data sets with two attributes. In order to compare MF with
other evaluation methods, a generalised version using new algorithms for sim-
ilarity and simplicty is needed. We present the design and implementation of
such a generalised version along with an empirical comparison to CV. The gener-
alised version, which is called the multi-dimensional measure function (MDMF),
measures similarity and simplicity on instance spaces of higher dimensions than
two. The empirical and theoretical evaluations of MDMF indicate that MDMF
may reveal aspects of classifier performance not captured by evaluation methods
based solely on accuracy, e.g., it can distinguish between a simple and a complex
classifier when they are both equally accurate.

Paper III addresses the question of how to measure the impact that learning
algorithm parameter tuning might have on classifier performance. We define two
learning algorithm quality attributes (QA) that are used to assess the impact of
parameter tuning; classification performance and sensitivity. Two example met-
rics for each QA are also defined. Average and best performance, in terms of
accuracy, are used to assess classification performance. Performance span and
variance are used to assess sensitivity. A sensitive algorithm is here defined as an
algorithm for which the impact of tuning is large. All four metrics are based on
calculating the accuracy-based 10-fold cross-validation test score of a large num-
ber of classifiers (using different configurations of one algorithm) on a particular
data set. A possible trade-off between the two quality attributes is investigated by
analysing the correlation between the values of the four metrics. The conclusion
is that there seems to be no trade-off, i.e., a sensitive algorithm does not nec-
essarily have low classification performance or vice versa. The experiment also
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indicates that parameter tuning is often more important than algorithm selection.

1.5 Conclusions

The question of how to measure the performance of learning algorithms and clas-
sifiers has been investigated. This is a complex question with many aspects to
consider. The thesis resolves some issues, e.g., by analysing current evaluation
methods and the metrics by which they measure performance, and by defining a
formal framework used to describe the methods in a uniform and structured way.
One conclusion of the analysis is that classifier performance is often measured in
terms of classification accuracy, e.g., with cross-validation tests. Some methods
were found to be general in the way that they can be used to evaluate any clas-
sifier (regardless of which algorithm was used to generate it) or any algorithm
(regardless of the structure or representation of the classifiers it generates), while
other methods only are applicable to a certain algorithm or representation of the
classifier. One out of ten evaluation methods was graphical, i.e., the method does
not work like a function returning a performance score as output, but rather the
user has to analyse a visualisation of classifier performance.

The applicability of measure-based evaluation for measuring classifier per-
formance has also been investigated and we provide empirical experiment results
that strengthen earlier published theoretical arguments for using measure-based
evaluation. For instance, the measure-based function implemented for the exper-
iments, was able to distinguish between two classifiers that were similar in terms
of accuracy but different in terms of classifier complexity. Since time is often
of essence when evaluating, e.g., if the evaluation method is used as a fitness
function for a genetic algorithm, we have analysed measure-based evaluation in
terms of the time consumed to evaluate different classifiers. The conclusion is
that the evaluation of lazy learners is slower than for eager learners, as opposed
to cross-validation tests.

Additionally, we have presented a method for measuring the impact that
learning algorithm parameter tuning has on classifier performance using qual-
ity attributes. The results indicate that parameter tuning is often more important
than the choice of algorithm. Quantitative support is provided to the assertion
that some algorithms are more robust than others with respect to parameter con-
figuration.
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1.6 Future Work

Measure-based evaluation has been proposed as a method for measuring clas-
sifier performance [5, 6]. It has been analysed theoretically [7] and practically
(paper II), and results indicate that measure-based evaluation may reveal more
aspects of classifier performance than methods focusing only on accuracy, e.g.,
cross-validation tests. However, we intend to perform more extensive exper-
iments to compare measure-based evaluation functions with other evaluation
methods, e.g., ROC analysis and bootstrap.

Both the theory behind measure-based evaluation and the measure function
implementation are at an early stage of development. The theoretical founda-
tion of measure-based evaluation needs to be further developed and, as a con-
sequence, the measure function design may need to be revised. For instance,
the current measure function implementation only supports data sets with real-
valued attributes and this has to be remedied to extend the area of application.
Moreover, there might be other ways to measure simplicity and similarity, more
suitable than those already proposed. Also, since measure-based evaluation is a
general concept and is not limited to the three currently used metrics (simplicity,
similiarity and subset fit), it is important to investigate the possible inclusion of
other metrics.

A related topic, measure-based learning algorithms seems promising to fol-
low up on and thus could be explored in future work. Measure-based algorithms
have been introduced using a simple example [7], in which the idea was to cre-
ate a classifier from training data using a measure-based evaluation function as
a criterion for an optimisation algorithm. Starting from an arbitrary classifier,
for instance, based on some simple decision planes, the optimisation algorithm
incrementally changes the existing planes or introduces new ones. The decision
space (the partitioning of the instance space that a classifier represents) is then
evaluated by applying the measure function. These changes are repeated until
the measure function returns a satisfactory value, i.e., above a given threshold.

The proposed learning algorithm quality attributes and the metrics used to
evaluate them need to be investigated further in order to fully determine their
applicability. The total number of possible configurations vary between different
learning algorithms and the metrics used for measuring the sensitivity and classi-
fication accuracy of an algorithm depend on the evaluation of one classifier from
each possible configuration of that particular algorithm. Estimates calculated us-
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ing subsets of configurations have already been presented in our paper, however
these estimates vary in accuracy depending on which algorithm is evaluated. Fu-
ture work on this topic will focus on less biased estimates and different ways to
measure sensitivity.
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CHAPTER
TWO

Paper 1

An Analysis of Approaches to Evaluate
Learning Algorithms and Classifiers

Niklas Lavesson, Paul Davidsson
To be submitted for publication

2.1 Introduction

Important questions, often raised in the machine learning community, are how
to evaluate learning algorithms and how to assess the predictive performance of
classifiers generated by those algorithms, cf. [1, 7, 8, 16, 39, 50].

In supervised learning, the objective is to learn from examples, i.e., gener-
alise from training instances by observing a number of inputs and the correct
output [58]. Some supervised learning problems involve learning a classifier.
For these problems, the instances belong to different classes and the objective
of the learning algorithm is to learn how to classify new, unseen instances cor-
rectly. The ability to succeed with this objective is called generalisation capa-
bility. One example of a supervised classifier learning problem would be that
of learning how to classify three different types of Iris plants by observing 150
already classified plants (50 of each type) [4]. The data given in this case, are the
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petal width, petal length, sepal width, and sepal length of each plant. The type,
or class, is one of the following: Iris setosa, Iris versicolor or Iris virginica.

It is often very hard to know if the classifier or learning algorithm is good (or
when quantifying; how good it is). This leads to the intricate problem of finding
out how to properly evaluate algorithms and classifiers. The evaluation is crucial,
since it tells us how good a particular algorithm or classifier is for a particular
problem, and which of a number of candidate algorithms or classifiers should be
selected for a particular problem. It is argued that evaluation is the key to mak-
ing real progress in application areas like data mining [75] and a more reliable
estimation of generalisation quality could result in a more appropriate selection
between candidate algorithms and classifiers. One important motivation for con-
ducting the survey is that it could help express the fundamental aspects of the
evaluation problem domain using one, preferrably simple and consistent, frame-
work. This is important since the relations between many evaluation methods
are unclear due to the use of different terminologies and concepts.

The focus of our analysis lies on the evaluation of classifiers and learning
algorithms. Many methods and techniques for evaluation have been brought
forth during the last three decades and we argue that there is a need to compile,
evaluate and compare these methods in order to be able to further enhance the
quality of classifier and learning algorithm performance assessment.

2.1.1 Research Questions

There are a number of questions that need to be answered to get a good picture of
the possibilities and drawbacks of current methods for evaluation. The research
questions persued in this survey are:

e Which methods exist today for the evaluation of classifiers and learning
algorithms, and how can they be categorised?

e What are the weaknesses and strengths of the current evaluation methods?
e How can the different methods be described in a uniform way?

e What type of metric(s) is used by the evaluation methods to measure the
performance of classifiers?
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2.1.2 Outline

In Section 2.2 a framework used to describe the different methods covered in
this survey is presented. Next, in Section 2.3, the featured evaluation methods
are described and this is followed by a categorisation of the different methods
in Section 2.4. The three last sections include discussions, related work and
conclusions.

2.2 Framework

In order to describe the different evaluation approaches consistently, we decided
to use a framework of formal definitions. However, no existing framework was
fit for all our ideas, thus we had to develop such a framework. Of course, this
new framework shares some similarities with existing frameworks or ways to
describe supervised learning formally, cf. [45, 58].

Given a particular problem, let I be the set of all possible instances. This set
is referred to as the instance space. The number of dimensions, n, of this space
is equal to the number of attributes, A = {a1, as, ..., ay, }, defining each instance.
Each attribute, a;, can be assigned a value, v € V;, where V; is the set of all
possible values for attribute a;.

T=VixVax..xV, . 2.1)

Instances can be labeled with a category, or class, k, thus dividing the instance
space into different groups of instances. Let K be the set of all valid classes of
instances from I. A classifier, c, is a mapping, or function, from instances, I, to
predicted classes, K [23]:

c: I - K . (2.2)

See Figure 2.1 for a visualisation of two example classifiers. The classifier space,
C, can now be defined as the set of all possible classifiers, i.e., all possible map-
pings between [ and K. Using the instance and classifier spaces, we now break
down algorithm and classifier evaluation into three separate problem domains;
classification, learning, and evaluation. We begin by formulating the classifica-
tion problem and define the classified set; a set containing a selection of instances
from [ paired with a classification for each instance. Using the definition of clas-
sified sets we then formulate the learning problem and discuss inductive bias and
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Figure 2.1: A set of instances from two classes, K = {i,j}, defined by two attributes,
a1 and as, classified by two classifiers, c1 (left dashed line) and co (right dashed line).
The numbered instances are used for training and the instances labeled with u are new,
unseen instances which will be classified differently by the two classifiers.

its relation to C'. Last but not least, we formulate the evaluation problems; the
evaluation of classifiers and the evaluation of learning algorithms.

2.2.1 The Classification Problem

We now formulate the classification problem; given a non-classified instance,
1 € I, assign a class, k € K, to ¢. Given that we have a classifier, c, this can be
expressed as:

c(i) =k . (2.3)

An instance, 7, with an assigned class, k, is defined as the classified instance i*.
A classified set of instances is a set, 1", of pairs, such that each pair consists of

an instance, ¢ € I, and an assigned class, k € K, ordered by instance index j:
T:{<ij,kj>|ij€I,kj€K,j:1...n} . 2.4)

It should be noted that, in the strict mathematical sense, a set can not contain
duplicates, however in practise a classified set used for training can [75]. Noise
can also be a factor in real world training sets, e.g., there could exist two identical
instances, 71 and i, where z’f #+ 112“
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2.2.2 The Learning Problem

Using the definitions provided above, the learning problem can now be formu-
lated as follows; given a classified set of instances, T, select the most appropriate
classifier from C' . Usually, T is very small compared to I. In addition, C' is
often too large to search through exhaustively and thus it needs to be restricted
by some means [45].

Without inductive bias, or prior assumptions about the learning target, a
learner has no rational basis for classifying new, unseen instances [45]. Inductive
bias can be viewed as a rule or method that causes an algorithm to choose one
classifier over another [44]. However, averaged over all possible learning tasks,
the bias is equally both a positive and a negative force [62].

Inductive biases can be divided into two categories; representational and pro-
cedural (algorithmic). Easily explained, the representational bias defines which
parts of C' that the learning algorithm considers and the procedural bias deter-
mines the order of traversal when searching for a classifier in that subspace [28].

In order to solve a learning problem, a learning algorithm, a, capable of
selecting a classifier, ¢, from a subset of classifier space (¢ € C,), must be
chosen. The representational bias of a affects which classifiers will be in this
subset and the procedural bias of a affects the classifier selection process. This
means that the inductive bias of a learning algorithm narrows down C' in order
to find a suitable classifier in a feasible amount of time.

Related to inductive bias are the No Free Lunch (NFL) theorem for super-
vised learning® [77], e.g., stating that “for any two learning algorithms, there are
just as many situations [. . .| in which algorithm one is superior to algorithm two
as vice versa”. This implies that no matter what kind of biases are used in two
different algorithms, the algorithms will perform equally well averaged over all
possible tasks of learning.

However, in most real world cases, the interest lies in finding out how well
one or more algorithms perform on one particular problem or a limited set of

!This is sometimes called model selection. This term, originating from statistics, is frequently
but also ambigously used in the machine learning community. Consequently, it is often followed
by some definition, e.g., “the objective is to select a good classifier from a set of classifiers”
[39], “a mechanism for [..] selecting a hypothesis among a set of candidate hypotheses based on
some pre-specified quality measure” [55]. The different definitions of model selection have been
discussed by many researchers, cf. [16].

2NFL theorems are also available for other areas, e.g., search [78] and optimisation [79].
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problems. Thus, the inductive biases of learning algorithms often do play an
important role. The NFL theorems and their implications are explained, in an
intuitive way, by Ho [32].

For some learning problems, the existence of a true classifier for I is assumed
(a classifier that classifies all instances of I correctly). Under the assumption that
such a true classifier (c¢*) exists, we say that the learning problem is realisable if
c* € C, and unrealisable if ¢* ¢ C, [58]. In some work, an algorithm with a
particular configuration, a, for which ¢* € C,, is known as a faithful model and
if ¢* ¢ C, then a is a non-faithful model, e.g., it is argued that a model is said to
be faithful if the learning target can be expressed by the model [66].

2.2.3 The Evaluation Problems

Having formulated the learning and classification problems, we now formulate
the evaluation problems. Given an algorithm or a classifier, determine how ap-
propriate it is for a particular problem.

The Classifier Evaluation Problem

The classifier evaluation problem is formulated as follows; given a classifier,
¢ € C, and a classified set of instances, T’, assign a value describing the classi-
fication performance, v, of classifier ¢ with respect to 7'. We may also define an
algorithm-independent classifer evaluation function, e, that for each ¢ € C' and
T assigns a value, v:

e(e,T)=v . (2.5)

Similarly, the algorithm-dependent classifier evaluation problem can be formu-
lated as follows; Given an algorithm, a, a classifier, ¢ € C,, and a classified
set of instances, 7', assign a value describing the classification performance, v,
of classifier ¢ with respect to 1. The algorithm-dependent classifier evaluation
function, €€, is then defined so that, for each c and T’ it assigns a value, v:

e(e,T)=wv . (2.6)

A classifier evaluation function uses one or several metric(s) to measure perfor-
mance. Equations 2.7 and 2.8 show two common, and closely related metrics for
this purpose. We have chosen to call these metrics accuracy and error respec-
tively but many different names are used in the literature, e.g., success rate and
error rate [75].
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T is sometimes divided into two subsets; the training set, T, and the test set,
T;. Empirical evaluation methods measure performance by using 7 for training,
1.e., generating/selecting a classifier, and 7} for evaluation. Theoretical evalua-
tion methods measure the performance on 75 and use the result in combination
with some theoretical estimate of generalisation performance.

If the evaluation is performed using T the accuracy and error metrics are
sometimes referred to as subset fit [7] and training/resubstitution error [75] re-
spectively. The training error/accuracy metrics are usually poor estimates of the
performance on new, unseen instances [75]. Another term, sample error [45] is
applied when instances used for evaluation are assumed to be independently and
randomly drawn from an unknown probability distribution. If the evaluation is
performed using 7} the error metric is sometimes referred to as the holdout error
[18], or empirical error.

The error (or accuracy) is often calculated using a 0-1 loss function, in which
a comparison is made between the predicted class, ¢(i), and the known, or cor-
rect, classification, ¥, of the same instance from 7'

Accuracy:  f(ec, T) =1—a(c,T) where (2.7)
Error:  af(c, T \T| Zd ( ) and (2.8)
. 1 i% £ c(d)
-1 loss: k = : 2.
0-11loss: ¢ (z ,c(z)) 0 (2.9)

Another metric, risk, is defined as the probability that a classifier, ¢, misclassifies
an instance, i (P(i* # c(i))). As explained in Section 2.2.2, some learning
(and evaluation) methods assume the existence of ¢*. Under this assumption,
it is possible to define the true risk as the probability of misclassifying a single
randomly drawn instance from I. Under the same assumption, it is possible to
define true error as the fraction of misclassified instances on I. It is argued that,
if the error is calculated on a large enough T for a particular confidence level,
the true error would lie within its confidence interval [45].

Two key issues concerning the use of accuracy or error calculation on some
T to estimate the true error are estimation bias and estimation variance [45]. If
evaluation using accuracy is performed on the same instances that were used for
training (75 N T} # ©), the estimate will often be optimistically biased. In order
to get a less biased estimate, the evaluation must be performed on instances that

19



were not used for training (75 N7T; = ©). Even if the true error is estimated from
an unbiased set of test instances the estimation can still vary from the true error,
depending on the size and makeup of the test set. If T} is small the expected
variance will be large [45].

Another relationship between bias and variance has to do with a well-known
concept in statistics, the bias-variance trade-off (BV), which concerns the rela-
tionship with classifier complexity and performance on new, unseen instances.
According to BV, a classifier of high complexity scores well on training data but
poorly on test data (low bias, high variance) as opposed to a simple classifier,
which can score well on test data but perhaps not as good as a complex classifier
would do on training data (high bias, low variance). Relating this to classifiers,
it can be argued that a too complex classifier has a tendency to overfit the data.
Simply put, there could exist a trade-off between estimation of more parameters
(bias reduction) and accurately estimating the parameters (variance reduction)
[40]. The parameters of a classifier are used to express the partitioning of .
In contrast, Domingos questions that a complex classifier automatically leads to
overfitting and less accuracy and argues that the success of classifier ensembles
shows that large error reductions can systematically result from significantly in-
creased complexity, since a classifier ensemble is effectively equivalent to a sin-
gle classifier, but a much more complex one [17]. Moreover, in one study about
using overfitting avoidance as bias and its relation to prediction accuracy it is
argued that overfitting avoidance as a bias may in fact lead to less accuracy [61].

The Algorithm Evaluation Problem

The algorithm evaluation problem is formulated as follows:

Given a learning algorithm (with a particular parameter configuration), a,
and a classified set, 7', assign a value describing the generalisation capability, g,
of a with respect to 7T'.

We may define an algorithm evaluation function, e, that for each a and T
assigns a generalisation capability value, g:

e@,T)=g . (2.10)

Some methods can only evaluate algorithms that generate classifiers of a certain
type. We define a classifier-dependent algorithm evaluation function, e€, that for
each a and T assigns a generalisation capability value, g:

e(a,T) =g . (2.11)
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The generalisation capability of a learner affects how well the classifier it selects
is able to predict the classes of new, unseen instances. However, the question of
how to best measure generalisation capability is still open.

After having formulated the classification, learning, and evaluation prob-
lems, we are now ready to describe the evaluation methods featured in this study.

2.3 Evaluation Methods

The evaluation methods have been divided into four groups, according to which
evaluation problem they solve;

e algorithm-dependent classifier evaluation (Definition 2.6).
e algorithm-independent classifier evaluation (Definition 2.5).
o classifier-independent algorithm evaluation (Definition 2.10).

e classifier-dependent algorithm evaluation (Definition 2.11).

2.3.1 Algorithm-dependent Classifier Evaluation

Algorithm-dependent classifier evaluation methods depend on;
e a particular algorithm, or
e an algorithm with a particular configuration.

The Vapnik-Chervonenkis (VC) bound is a classifier evaluation method based
on a theoretical measure of algorithm capacity (the VC dimension) and the train-
ing error (commonly called the empirical risk) of a classifier selected by that
algorithm [12].

The Minimum description length principle (MDL) is a theoretical measure
of classifier complexity. Both evaluation methods depend on calculations spe-
cific to a particular algorithm or classifier. The VC dimension must be defined
and calculated for different algorithms and MDL must be defined for different
classifiers.
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Vapnik-Chervonenkis Bound

The Vapnik-Chervonenkis (VC) dimension [70, 71], for a particular algorithm a,
is a measure of its capacity. It is argued that the VC dimension and the training
error of a classifier selected by a can be combined to estimate the error on new,
unseen instances [45]. The VC dimension has been defined for different learning
algorithms since it depends on the inductive bias, which often differs between
algorithms. The VC dimension of an algorithm a, is related to the ability of its
selectable classifiers to shatter instances [45], i.e., the size of C; compared to
C. Shattering is the process of discriminating between instances, i.e., assigning
different classes to different instances. The VC dimension of an algorithm is thus
the size of the largest subset of I that can be shattered using its classifiers [70].

Relating to our framework we say that the VC dimension is a measure of the
generalisation capability, g, of algorithm a and the empirical risk (error calcu-
lated on training data) is a measure of the classification capability, v, of classifier
¢ € C,. The combination, called the VC bound (VCB), is argued to be an upper
bound of the expected risk (actual, or true risk), i.e. an estimate of the error on
test data, or new, unseen instances [12, 70].

Since calculation of the VC dimension depends on a particular a it has to be
explicitly calculated for each a. According to our terminology the VC bound is
a measure of both generalisation capability and classification performance:

e(a,c,T)=e(a,T)+e(c,T) (2.12)

A good classifier has high classification performance (low empirical risk/training
error) and high generalisation capability (low capacity) [12].

Minimum Description Length Principle

Minimum Description Length Principle (MDL) [56] is an approximate measure
of Kolmogorov Complexity [41], which defines simplicity as “the length of the
shortest program for a universal Turing machine that correctly reproduces the
observerved data” [58]. MDL is based on the insight that any regularity in the
data can be used to compress the data, i.e., to describe it using fewer symbols
than the number of symbols needed to describe the data literally [75]. MDL is
claimed to embody a form of Ockham’s Razor [69] as well as protecting against
overfitting. There exist several tutorials on the theoretical background and prac-
tical use of MDL, cf. [29]. It is argued that there is no guarantee that MDL will
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choose the most accurate classifier [17]. Furthermore, some researchers note that
it is hard to use MDL in practise since one must decide upon a way to code the
so-called theory, i.e., the description, so that the minimum description length can
be calculated [75]. One practical problem is how to calculate the length or size
of the theory of classifiers in order to be able to perform a fair comparison of
different theories. As an example, the decision tree learning algorithm ID3 [52]
can be said to implement a type of MDL since it tries to create a minimal tree
(classifier) that still can express the whole theory (learning target). MDL could
be defined as:

e(c) = sizeof(c) (2.13)

2.3.2 Classifier-independent Algorithm Evaluation

There exist a number of empirical accuracy-based methods for algorithm eval-
uation, e.g., cross-validation (CV) [65], jackknife (JK) [51] and bootstrap (BS)
[20, 35]. JK is a special case of CV [18] and will only be briefly mentioned in
that context.

Cross-validation

A CV test is prepared by partitioning 7" into n number of subsets (7171, 15, ...,
T,), where each subset is called a fold. For each n, training is performed on
all subsets except one, e.g., Ts = 171 UT5--- U T,,_1. The omitted subset is
used for evaluation of the selected classifier, ¢, e.g. T3 = T,. The training
and evaluation steps are repeated until all subsets have been used for evaluation
once. The special case for which n = |T'| is called leave-one-out, n-fold CV, or
Jjackknife. One of the most common CV configurations is the stratified 10-fold
CV [75]. Stratification ensures that each class is properly represented in each
fold with respect to the class distribution over 7', i.e., if 30% of T belong to class
k, each subset should consist of roughly 30% class k instances.

Algorithm 1 describes the general cross-validation evaluation method, in
which [ is the accuracy function (see Equation 2.7). The algorithm can be used,
e.g., with n = |T'| for leave-one-out (jackknife) or n = 10 for 10-fold cross-
validation. If stratification is desired, the SplitIntoFolds function has to be
written with this in mind.
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Algorithm 1 Cross-validation.

Require: 7, a classified set
Require: n, the number of folds
Require: a, a learning algorithm
F = SplitIntoFolds(T,n)
v 0
fori:=1tondo
for j =1tondo
if j # i then
Train(a, F[j])
end if
end for
¢ « SelectedClassifier(a)
v — v+ B(c, F[i])
end for
g—uv/n

Bootstrap

BS is based on the statistical procedure of sampling with replacement. Prepara-
tion of a BS evaluation is performed by sampling n instances from 7" (contrary
to standard CV, the same instance can be selected/sampled several times). In
one particular version, 0.632 bootstrap [75], instances are sampled |T'| times
to create a training set, Ts. If T' is reasonably large, it has been shown that
|Ts| ~ 0.632|T"|. The instances that were never picked/sampled are put into the
test set, 7;.

CV and BS have been studied extensively and the two methods have been
compared with the main conclusion that 10-fold CV is the recommended method
for classifier selection [39]. It has been has shown that leave-one-out is almost
unbiased, but it has a high estimation variance, leading to unreliable estimates
[19]. In related work, 0.632 BS and leave-one-out have been compared by Bailey
and Elkan, and the experimental results contradicted those of earlier papers in
statistics which advocated the use of BS. This work also concluded that BS has
a high bias and a low variance, while the opposite holds for cross-validation [8].
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2.3.3 Classifier-dependent Algorithm Evaluation

This type of methods depends on a certain hierarchy, or structure, of the classi-
fiers that need to be evaluated, in order to evaluate an algorithm.

Structural Risk Minimisation

Structural Risk Minimisation (SRM) [70] is an algorithm evaluation (and, per-
haps more importantly, a classifier selection) method based on the VC dimension
(explained in Section 2.3.1). One algorithm, a, may have different C, depending
on the configuration, e.g., the number of neurons per layer for a multi-layer per-
ceptron. Classifiers are organised into nested subsets, such that each subset is a
subset of the structure of the next, i.e., the first subset includes the possible clas-
sifiers with 2 neurons in 1 layer, the next subset includes the possible classifiers
with 3 neurons in 1 layer, etc.

A series of classifiers are trained and one is selected from each subset with
the goal of minimising the empirical risk, i.e., the training error. The classi-
fier with the minimal sum of empirical risk and VC confidence (the lowest VC
bound) is chosen (as the best classifier). If a too complex classifier is used the VC
confidence will be high and the implications of this is that even if the empirical
risk is low the number of errors on the test set can still be high, i.e., the problem
of overfitting arises. It is argued that overfitting is avoided by using classifiers
with low VC dimension, but if a classifier with a too low VC dimension is used
it will be difficult to approximate the training data [70]. This is related to the
bias-variance trade-off discussed in Section 2.2.2.

The use of SRM for evaluation is limited to algorithms, for which it is pos-
sible to create nested subsets, as explained above. A tutorial on Support Vector
Machines (a learner that uses SRM for classifier selection), which also covers
VC dimension and the SRM process is given by Burges [12].

2.3.4 Algorithm-independent Classifier Evaluation

The following methods do not evaluate any classifier or algorithm properties.
Only the performance of the particular classifier to be evaluated is used, thus the
evaluation is carried out in the same manner regardless of classifier or algorithm.
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Table 2.1: Example evaluation using SE and CV. A neural network, consisting of 1
layer of k neurons (trained with the back-propagation algorithm [57] for 500 epochs),
is evaluated using SE (on training data) and CV on a data set including 150 instances
and a discrete target. As the error is calculated instead of accuracy for both evaluation
methods, the lowest result is always the best. SE is more optimistic than CV for k =
{3,5,7}. Even the upper bound of a 95% confidence interval (C™) is more optimistic
than CV in two cases out of four.

kM SE Cct Ccv

1 150 0.0333 0.0621 0.0333
3 150 0.0133 0.0317 0.0267
5 150 0.0133 0.0317 0.0333
7 150 0.0133 0.0317 0.0400

Sample Error

Sample error (SE) is the most basic algorithm-independent method for estimating
the performance of a learned classifier. It has already been explained in Section
2.2. An example evaluation using cross-validation and sample error is shown in
Table 2.1.

Receiver Operating Characteristics Analysis

Receiver Operating Characteristics (ROC) analysis was first used in signal de-
tection theory [21] and later introduced to the machine learning community [49].
It is a graphical technique that can be used to evaluate classifiers. For a two-class
prediction (K = {ki, k2}), where one k is chosen as the target, there are four
possible outcomes: an instance can be correctly classified as either belonging to
the target k (true positive) or not belonging to the target k (true negative), or it
can be incorrectly classified as belonging to the target k£ (false positive) or not
belonging to the target k (false negative). The two kinds of error (false positives
and negatives) can have different costs associated with them. In order to plot a
ROC curve the featured instances must be ranked according to the probability
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Figure 2.2: ROC plots of two K-nearest neighbor classifiers on the Iris data set, for
k =1 and k = 10 respectively.

that they belong to a particular class®. Most classifiers can only provide informa-
tion about the predicted class of an instance, not the probability that an instance
belongs to a particular class. The ROC curve is then plotted by starting from
origo, reading from the ranking list (starting at the highest ranked 7), and moving
up for each true positive and right for each false positive. The vertical axis shows
the percentage of true positives and the horisontal axis shows the percentage of
false positives [75]. See figures 2.2 and 2.3 for examples of ROC plots.

31t is necessary to calculate the probability of an instance belonging to a particular class. We
say that, given a non-classified instance, ¢ € I, and a particular class, k € K, assign the probability
that 7 belongs to k, e.g., c(i, k) = P(c(i) = k).
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Figure 2.3: ROC plots of one pruned and one unpruned C4.5 decision tree classifier on

the Iris data set.
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Area Under the ROC Curve

A ROC plot, cannot be used as an evaluation method in the sense described in
Section 2.2.3, since it does not return a value indicating how good a classifier is.
However, the area under the ROC curve (AUC) can be used for this purpose, i.e.
to measure v, cf. [30, 74]. As with ROC plots, the standard AUC can only be
used for problems where | K| = 2, however it has been generalised to work for
problems where | K| > 2 [30].

Comparisons have been made between ROC/AUC and other evaluation met-
hods [49, 50]. In one such study [50] it was argued that accuracy-based evalua-
tion of machine learning algorithms cannot be justified, since accuracy maximi-
sation assumes that the class distribution is known for I but often for benchmark
data sets it is not known whether the existing distribution, i.e., the class distribu-
tion of T, is the natural distribution (the class distribution of I). Also, accuracy
estimation does not take cost into account and often the cost of misclassifying
different £ is not equal. A significant example would be that of learning to pre-
dict if a patient suffers from a life threatening disease or not, e.g., misclassifying
a healthy patient as ill is perhaps not as bad as misclassifying an ill patient as
healthy. Accuracy-based evaluation does not take this perspective into account.
Furthermore, it has been argued that the additional features of ROC make up for
the added setup and usage time (in comparison to single-number methods) [50].
There exist several introductory texts on ROC analysis, cf. [75] for a brief expla-
nation or [23] for a tutorial on the usage of ROC analysis for machine learning
research, including algorithms for plotting ROC curves and calculating AUC.

Measure-based Evaluation

Some studies make use of the geometric/measurable qualities of C' and /. One
such study proposes geometric strategies for detecting overfitting and performing
robust classifier selection using simple metric-based intuitions [63].

The concept of measure functions for generalisation performance has been
suggested, providing an alternative way of selecting and evaluating classifiers,
and it allows for the definition of learning problems as computational problems.
Measure-based evaluation provides a way to evaluate certain qualitative prop-
erties of classifiers, unlike most commonly used methods, e.g., CV, which only
performs a quantitative evaluation by means of accuracy calculation [6, 7].

An example measure function (MF) based on the theory of measure-based
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evaluation has been suggested [7] and it is this example that is featured in the
categorisation of evaluation methods in this study (see Section 2.4). Three cri-
teria are combined into one numeric function. Subset fit is accuracy calculated
on the training set, similarity is calculated by averaging the distance from each
instance to its closest decision border, and simplicity is calculated by measuring
the total length of the decision borders. Each criteria can be weighted depending
on the problem and the similarity measure is divided into one negative and one
positive group depending on if the calculation was performed on an incorrectly
or correctly classified instance. The two groups can be weighted differently. It
is argued that these three criteria capture the inherit biases found in most learn-
ing algorithms. Equation 2.14 describes the example measure function. ag, a;
and a9 are the weights of subset fit, i.e., accuracy (see Equation 2.7), similarity
(simi) and simplicity (simp) respectively. k1 and ko are the weights of the simi-
larity measure for correctly classified instances (simiy) and incorrectly classified
instances (simis) respectively. As already mentioned, the example measure func-
tion uses the total length of the decision borders as a measure of simplicity. A low
value (indicating a simple partitioning of the decision space) is typically wanted
and that is why simp is subtracted from the subset fit and similarity measures.

mf = apf(c, T) + ay (kisimiy + kosimia) — agsimp . (2.14)

2.4 Categorisation

In order to get an overview of the evaluation methods they have been categorised
in a more structured manner by the introduction of a number of selected proper-
ties.

2.4.1 Properties
e Type: Empirical (E), Theoretical (7).

If training and testing are performed on the same data, the evaluation is
theoretical, otherwise it is empirical.

e Target: Algorithms (A), Classifiers (C),
Classifiers from a particular classifier space (Cy,),
Algorithms, whose classifier spaces can be arranged into nested subsets
(An)
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e Metric(s): Accuracy/Error/Subset fit (A), Complexity/Simplicity (C'),
Cost (M), Similarity (.5).

2.4.2 Discussion

The categorisation is presented in Table 2.2. CV (as well as the special case,
JK), and BS share many similarities and have been proven to be mathematically
related. CV has been categorised as a resampling method based on the fact that it
is a numerical procedure to assess the loss of a classifier and that it uses data for
both training and testing in order to determine the true behavior [55], hence BS
and JK are also qualified to belong to the resampling method group since they
include these properties too. CV and BS differ in the way they create training
and test sets. SRM and VCB are strongly related since SRM uses VCB. ROC
and AUC are also strongly related since AUC is the area under the ROC curve.
Like SE, both AUC and ROC can be calculated using either training or test data.
Measure-based evaluation is a general concept and MF refers to the example
measure function as described by Andersson et al. [7].

Table 2.2: Categorisation of evaluation methods.

Method Type Target Metric
Sample Error (SE) TE C A
Cross-validation/Jackknife (CV/JK) E A A
Bootstrap (BS) E A A
Measure-based Evaluation (MF) T C AC,S
Structural Risk Minimisation (SRM) T A, AC
Vapnik-Chervonenkis Bound (VCB) T Ch AC
ROC Plots (ROC) TE AC M
Area Under the ROC Curve (AUC) T.E AC M
Minimum Description Length Principle (MDL) T Cn C
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2.5 Related Work

The STATLOG project [37] involved evaluating a large number of algorithms on
20 data sets using three objectively measurable criteria; accuracy, misclassifica-
tion cost, and time consumed to produce results. However, the focus was on the
comparison of learning algorithms rather than evaluation methods.

Meta-learning focuses on the exploitation of knowledge about learning that
enables understanding, and improvement of performance, of learning algorithms
[26]. Performance assessment is a component of many meta-learning methods,
e.g., self-adaptive learners (cf. [72]).

Much research has been carried out on information-theoretic criteria for eval-
uation, e.g., AIC [3], BIC [54, 64], SIC [66] and NIC [46] (several comparisons
exist, cf. [67]). However, these criteria are used to evaluate regression functions
rather than classifiers, i.e., they are used when the learning target is continuous.

A number of studies focus on the statistical validity of experimental compar-
isons of classifiers, cf. [60, 16], however they seldom discuss the methods used,
e.g., cross-validation, but rather the experimental setup.

2.6 Conclusions

This analysis has covered the evaluation methods currently used for algorithms
and classifiers within the area of supervised learning. Each method has been
analysed, described and categorised according to type (theoretical or empirical),
target (algorithms, classifiers, etc.), and metric(s) (accuracy/error, complexity,
cost, and similarity). Several comparisons have been made between similar
methods. One contribution of this work is that it features a formal framework
that has been defined in order to describe the different evaluation methods using
the same terminology. Since the methods originate from different research fields
and thus are explained using different terminologies, this was an important step
towards making the differences and similarities between the methods explicit.
One conclusion is that accuracy is the most widely used metric and that
many evaluation methods use accuracy as the only metric for measuring clas-
sifier performance. Accuracy can be measured either on training or testing data
and studies have shown earlier that accuracy alone is not a good estimate of fu-
ture classifier performance if it is measured on the training data (the estimate will
be optimistically biased). Even if accuracy is measured on testing data (not used
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for training) it can be a bad estimate of future performance since it assumes that
the class distribution is known.

Another conclusion is that most methods focus on either cost or accuracy
(e.g., ROC, AUC, SE, CV, BS, and JK), while others have a strong focus towards
the complexity of the solution (e.g., MDL, AIC, BIC, SIC, and NIC). Measure-
based evaluation puts the decision of what to focus on the user since it uses
adjustable weighted metrics. For instance, one measure-based example function,
MEF, uses similarity, simplicity, and subset fit as weighted metrics. This way the
evaluation is tailored to a specific learning problem. However, other methods
that combine metrics exist, e.g., SRM and VCB which combine the accuracy
metric with a measure of complexity (the size of the classifier space available to
a specific learning algorithm configuration).

Some methods can be used for any classifier or algorithm (e.g., CV, BS, JK,
MEF, SE), while others depend on the representation of classifiers or have to be
explicitly defined for different algorithms (e.g., ROC, AUC, MDL, VCB, and
SRM).

Finally, it is concluded that the formal framework makes it easy to describe
the learning, classification, and evaluation problems, as well as explaining key
concepts of learning theory like inductive bias, bias and variance, and the no free
lunch theorems.
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3.1 Introduction

The choice of which method to use for classifier performance evaluation is de-
pendent of many attributes and it is argued that no method satisfies all the desired
constraints [45]. This means that, for some applications, we need to use more
than one method in order to get a reliable evaluation. Another possible conse-
quence is that, for a specific class of problems, there are some methods that are
more suitable than others. It has been argued that the construction of classifiers
often involves a sophisticated design stage, whereas the performance assessment
that follows is less sophisticated and sometimes very inadequate [1]. Sometimes
the wrong evaluation method for the problem at hand is chosen and sometimes
too much confidence is put into one individual method. Also, it is important
to note that many methods measure performance based solely on the classifi-
cation accuracy of a limited set of given instances. Examples of such methods
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include cross-validation [65], bootstrap [20] and holdout [18]. There are some
alternative evaluation methods that take into account more than just accuracy,
e.g., ROC plots and lift charts [75]. Moreover, Bebis defined a fitness function
consisting of one generalisation term and one network size term for use with a
genetic algorithm when optimising neural networks [9]. However, this method
is classifier-specific and cannot be used for other types of classifiers than neural
networks.

The use of measure functions for evaluating classifier performance was pro-
posed by [5, 7]. They argued that this alternative approach is able to handle some
of the problems with the methods mentioned above. In experiments it was shown
that a measure function could also be used to build a custom classifier targeted
towards solving a specific class of problems. We will here present an implemen-
tation based on the original measure function example. The implementation is
able to evaluate classifiers generated from data sets with any number of attributes,
contrary to the original function which is limited to classifiers generated from
two data set attributes. In the next two sections, we introduce measure-based
evaluation and cross-validation evaluation, which will be used for comparisons.
Section 3.4 gives the details of the measure function implementation, and this
is followed by a section about measure function configuration and example us-
age. Then some experiments using the current implementation are described.
The positive and negative aspects of measure-based classifier performance eval-
uation as well as future work are discussed in the last section.

3.2 Measure-based Evaluation

According to [7] a measure function assigns a value describing how good the
classifier is at generalising from the data set, for each possible combination of
data set and classifier. They also argue that most popular learning algorithms
try to maximise implicit measure functions made up of one or more of three
heuristics: subset fit (known instances should be classified correctly), similarity
(similar instances should be classified similarly) and simplicity (the partitioning
of the decision space should be as simple as possible). Most evaluation methods
only take subset fit (or a version of subset fit where instances not present in the
training set are also included) into consideration but the measure function pro-
posed by [7] builds upon all three heuristics. There is often a trade-off between
the three heuristics and the measure function reveals this trade-off. The measure
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Figure 3.1: Two-dimensional decision spaces of two classifiers, one illustrated by the
dashed line, and the other illustrated by the curves. The letters indicate the positions of
instances from two categories (A and B).

function helps in analysing the learned classifier and the partitioning of the de-
cision space. For example, consider the two classifiers illustrated in Figure 3.1.
Both classifiers would get the highest score in a cross-validation test (since all in-
stances are correctly classified by both classifiers). However, some might regard
the classifier making the simple division of the instance space using a straight
line as better than the more complex one. A measure function would make it
possible to capture this, e.g., by including simplicity and similarity as evaluation
aspects. Below, similarity and simplicity will be given a more detailed explana-
tion. However, it is important to note that the concept of measure functions is
not limited to the three heuristics discussed, but is a much more general concept
where any aspect of the classifiers’ division of the instance space may be taken
into account.

It is mentioned earlier in this section that some algorithms use the similar-
ity heuristic, i.e., they try to classifiy similar instances similarly. The question
is how to define similarity as a metric for classifier performance. A classifier
partitions the instance space into a number of areas corresponding to different
classes. From now on, we will refer to each border between such areas as a deci-
sion border, and to the entire region covering all such areas as the decision space.
According to [7] one often used heuristic of similarity is that the decision borders
should be centred between clusters of instances belonging to different classes
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(e.g., Support Vector Machines try to accomplish this by finding the maximum
margin hyperplane, cf. [75]). Thus, in general terms, the distance between each
instance and its closest decision border could work as a measure of similarity.

The simplicity heuristic is used, either because of the belief that a simple
solution reduces the chance of overfitting the data, or because of the belief that
one should always pick the simplest of two equally good solutions (according
to the theory of Ockham’s razor, cf. [69]). According to [7] simplicity is often
measured with respect to a particular representation scheme. One example of
measuring simplicity this way is to count the number of nodes in an induced
decision tree. However, the measure function need to be general enough to be
applicable to any classifier independently on how it is represented and which
learning algorithm was used to train it. Thus, it should focus on the decision
space rather than the representation, or structure, of the classifiers.

3.3 Cross-validation Evaluation

Cross-validation (CV) tests exist in a number of versions but the general idea is
to divide the training data into a number of partitions or folds. A classifier is
then trained using all folds except one and evaluated on the remaining fold using
classification accuracy as a measure for classifier performance. This procedure
is repeated until all partitions have been used for evaluation once. Perhaps, it
would be better to refer to cross-validation as an algorithm evaluation method,
rather than a classifier evaluation method, since many classifiers are trained and
evaluated during one test. Some of the most common types used are 10-fold,
n-fold, and bootstrap CV [75].

The difference between these three types of CV lies in the way that data is
selected for training and testing. The n-fold CV test, where n stands for the
number of instances in the data set, is sometimes referred to as jackknife [18]
or leave-one-out [75]. It is performed by leaving one instance out for testing
and training on all the other instances. This procedure is then repeated until all
instances have been left out once.

Somewhat different from the other two mentioned versions of CV, bootstrap
is based on the statistical method of sampling with replacement. The data set
is sampled n times to build a training set of n instances. Because of the use of
replacement, some instances will be picked more than once and the instances
that are never picked are used for testing. Even though CV tests can give a hint
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of how well a certain classifier will perform on new instances, it does not provide
us with much analysis of the generalisation capabilities nor any analysis of the
decision regions of the classifier. These and other bits of information extracted
from a learned classifier may work as valuable clues when trying to determine
how well the classifier would perform on new, previously unseen, instances. It
has been argued that the design of 10-fold CV introduces a source of correlation
since one uses examples for training in one trial and for testing in another [43].

3.4 A Multi-dimensional Measure Function

We will now present an implementation of the example measure function sug-
gested by [7], which includes a number of modifications. The main improvement
is that the new version supports evaluation of classifiers learned from data sets
with more than two attributes. To accomplish this, new algorithms for simi-
larity and simplicity had to be designed (and implemented). In addition, this
version uses WEKA [75], a popular machine learning workbench, which makes
it compatible both with the WEKA ARFF data set standard and the learning al-
gorithms included in this workbench (this is further discussed in Section 3.4).
From now on we refer to the implementation of the measure function as MDMF
(Multi-Dimensional Measure Function) and to the Iris data set [4], used for all
experiments and examples in this paper, as IRIS.

In order to compute the similarity and the simplicity components of MDMF,
the instance space has been normalised. The instances of the data set are nor-
malised by dividing their attribute values by the highest found value for each
attribute.

3.4.1 Similarity

To measure similarity we need to calculate the distance, d, between each in-
stance and its closest decision border. If an instance was correctly classified the
similarity contribution of that instance is positive, otherwise it is negative. The
reason for applying this rule is that correctly classified instances should prefer-
ably reside as far away as possible from the decision borders, as mentioned in
the description of the similarity heuristic in Section 3.2. Incorrectly classified
instances reside on the wrong side of the decision border so the contribution they
make to similarity should be negative. Preferably these instances should reside
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close to the border of the correct class. This is implemented by letting the contri-
bution be less negative if the instance is close to the border of the correct class.
The formulas used to calculate the contribution of d to similarity are taken from
the original measure function; the contributions from correctly and incorrectly
classified instances, respectively, are described by Equation 3.1 and Equation

3.2. ,
R 3.1
1

obd 1. 3.2)
The normalisation constant, b, for the similarity function is chosen in the same
way as for the original measure function; the square root of the number of in-
stances in the data set is used. Both Equation 3.1 and Equation 3.2 describe
functions with sigmoid-like behavior. They are asymptotic for large positive and
negative values in order to capture the fact that instances very far from borders
should not be affected by slight border adjusts.

In order to find the decision border closest to an instance, we start from the
location of the instance and search outwards in all dimensions (one for each at-
tribute). We cannot measure the length between an instance and a border in a
trivial manner since it cannot be assumed that the classifier provides an explicit
representation of the decision borders. By moving outwards in small steps and
querying the classifier about the current position (by making it classify an imag-
inary instance at that position) it is easy to determine if we have entered a region
belonging to a different class than that of the original instance which we calculate
the distance for. If this is the case a decision border has been found. Algorithms
3 and 4 describe the calculation of similiarity in detail. For pseudo code on a
higher abstraction level, see Algorithm 2. We will now explain the basic func-
tionality of the algorithms used for the calculation of similarity. Each instance,
x, is classified, p, and the result is compared with the known class value, a, for
that instance.

The search for a decision border starts at the position of x and the size of the
search area is decided by S Dist. SDist increases with RadiusIncrease (which
is a configurable parameter of MDMF) for every iteration.

For each new search area, the following procedure is repeated: one attribute
is selected as main attribute. All other attribute values are either set to —S Dist or
SDist, relative to the original instance position. The main attribute value is then
set to —S'Dist and the new instance position is classified. If the classification
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Algorithm 2 MDMF Similarity calculation.

for all instances do
MoveTolnstancePos()
SDist +— 0
while SDist < 1 do
Increase(S Dist with RadiusIncrease)
for all dimensions except one do
MoveFromlInstancePos(either —S Dist or S Dist)
for pos = —SDist to SDist stepsize SDist * 2/10 do
MovelnExcludedDimension(pos)
if NewPrediction != OldPrediction then
CalculateDistance()
Break()
end if
end for
end for
end while
end for
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Algorithm 3 MDMF Similarity calculation.

Require: I (A set of instances)
Require: A (The set of attributes of 1)
Require: c (A classifier)
for all x € I do
p < PredictedClass(zx, c)
a «— ActualClass(z,I)
if a = p then
Correct «— true
else
p—a
Correct «— false
end if
SDist — 0
while ¢ = p do
SDist — SDist + RadiusIncrease
if SDist > 1 then
break
end if
step «— (SDist x2)/10
for mainAttr = 0to |A| do
for z = 0 to Power(2,|A| — 1) do
Search()
end for
end for
end while
if Correct then
Contribute PosV alue(dist)
else
ContributeNegV alue(dist)
end if
end for
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Algorithm 4 Similarity search function.

modi fier «— 0
for subAttr = 0to |A| do
if subAttr! = mainAttr then
attr Dist[subAttr] « direction[z >> modi fier&1] « SDist
x.set(subAttr, oldV alue[subAttr] + attr Dist[subAttr])
modi fier «— modi fier + 1
end if
end for
for pos = —SDist to SDist do
attr Dist[mainAttr] «— pos
z.set(mainAttr, oldV alue[main Attr] + pos)
p < PredictedClass(z, c)
if p! = a then
dist — |attr Dist|
break
end if
pos < pos + step
end for
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differs from the classification of the original instance position we have found a
decision border, else the main attribute value is incremented and the procedure is
repeated until it reaches S Dist. The area has been searched completely when all
attributes have been selected to main attribute once and all non main attributes
have been set to both —SDist and SDist. When the area search is complete a
new iteration starts.

The distance between an instance and its closest decision border, d, is the
Euclidian distance between the original instance position and the position of the
imaginary instance defined by the current attribute values. Depending on the
classification (a = p or a # p) the contribution to similarity is computed using
either Equation 3.1 or Equation 3.2. The computational effort needed to calcu-
late similarity depends on the number of attributes, the number of instances in the
data set, and the number of search steps. The complexity of the similarity calcu-
lation is O(nas) where n is the number of instances, a the number of attributes,
and s the number of possible search steps in each dimension.

IRIS has four numerical attributes (and a nominal target attribute). To cal-
culate similarity for a classifier learned from this data set we have to search in
four dimensions (one for each attribute) to locate the closest decision border for
each instance. Actually, this is just an approximation since the closest border
may reside between two search steps. IRIS consists of 150 instances so we need
to perform 150 individual searches through all four dimensions to calculate the
similarity aspect of MDMF. The number of search steps is currently set to 10
but this can be changed very easily, e.g., a higher value would result in a more
detailed but slower search.

3.4.2 Simplicity

It has been suggested that simplicity can be measured by calculating the total size
of the decision borders [7]. Contrary to subset fit and similarity, the simplicity
value (the size of the decision borders) should be as low as possible. Although
this is fairly simple to calculate for two or maybe even three dimensions for
classifiers that have explicit decision borders, it becomes increasingly hard to
calculate for a larger number of dimensions, and for classifiers with implicit
decision borders. The following way to approximate the decision border size
has been proposed [7]: a number of lines are chosen each so that they cross the
instance space with a random direction and starting point. The decision border
size is then approximated by the average number of decision borders encountered
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Table 3.1: MDMF configuration.

Weight Affects Value
ag Subset fit 1.0
ai Similarity 1.0
as Simplicity 0.1
k1 Simi; 0.5
ko Simiy 0.5
Detail Affects Value

square size Simplicity 0.01
radius size  Similarity  0.0005

when traveling along the lines. The procedure is quite simple; at the start of
the line the coordinates are used as attribute values for an imaginary instance
and the learned classifier then classifies this instance and the result is stored. A
small movement is made from the initial position in the direction indicated by
the line. These events are then repeated until the end of the line is reached and
if the returned class value is not equal to the previously stored value, this would
indicate that a decision border has been found. A problem with this method is the
stochastic element; since the lines are chosen randomly the result varies between
runs and this should be avoided for stability and consistency reasons.

To remedy this, we have implemented a deterministic simplicity calculation
method. Simplicity is calculated by dividing the decision space into a grid and
traveling along each grid line, querying the classifier for each position, in order
to find out the average number of decision borders encountered. The size of the
squares of the grid used for calculation of simplicity is changeable. A smaller
size results in longer execution time but higher level of detail and vice versa. The
complexity of the simplicity calculation is O(ga) where g is the number of grid
squares per dimension and a is the number of attributes.
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3.4.3 Subset Fit

The subset fit measure is implemented as described in the original measure func-
tion: the learned classifier is evaluated using the training set and the subset fit
measure result is calculated by dividing the number of correctly classified in-
stances by the total number of instances. The complexity of the subset fit calcu-
lation is O(n), where n is the number of instances.

3.44 A Weighted Measure Function

MDMF was implemented in Java using the WEKA machine learning workbench
[75]. WEKA contains a collection of machine learning algorithms as well as
tools for classification, visualisation, regression and clustering. WEKA imple-
mentations exist for many of the well-known learning algorithms and these can
be evaluated with MDME. MDMF also makes use of the ARFF data set file for-
mat used by WEKA. MDMF is very flexible and can be configured in many
different ways, depending on the problem at hand. The different parts of the
function are weighted in order to provide a way to focus on one or more specific
aspects when evaluating and comparing classifier results. Subset fit, similarity
and simplicity can all be weighted individually by changing variables ag, a1 and
az. Similarity is divided into two parts; the similarity of correctly classified in-
stances and the similarity of incorrectly classified instances. These two parts of
similarity can also be weighted differently and the variables k1 and ko are used
for this purpose.

MDMF = qgSubsetfit + a1 (k1 Simi; + koSimiz) — agSimp . 3.3)

It is now possible to describe the measure function with Equation 3.3. Except for
the tuning of metric weights, the level of detail for the simplicity and similarity
calculations can alsobe altered. As described earlier, both simplicity and simi-
larity are calculated by classifying different points in the instance space in order
to find out size and layout of the decision borders. Working with many data set
attributes as well as large numbers of instances greatly increases the number of
predictions that has to be made. As we observed from the complexity analysis of
the similarity and simplicity computations, there is a trade-off between the level
of detail and the execution time (as with many computational problems) and the
balance depends on the specific problem to be solved.
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Table 3.2: Comparison between 10CV and MDMF.

Algorithm 10CV ~ MDMF

J48 0.953 1.086
J48-P 0.947 1.101

Table 3.3: Measure-based evaluation of C4.5.

Algorithm  Subset Similarity Simp MDMF

J48 0.980 0.756 2.724 1.086
J48-P 0.967 0.720 2253 1.101

The MDMF configuration used in the example and the experiments of this
article is detailed in Table 3.1. Up till now we have presented the concept of
measure-based evaluation and the implementation of the measure function. Let
us demonstrate the functionality with an illustrative example. The WEKA imple-
mentation of C4.5 [53], which is called J48, is here used to induce two different
decision trees from the IRIS data set. The first decision tree is left unpruned and
reduced error pruning is applied on the second. The results are presented in Table
3.2. It seems that 10CV and MDMF yield contradicting results. The unpruned
decision tree obviously predicts with higher accuracy than the pruned tree in this
example (according to 10CV). The complete MDMF result, including the values
for each metric, is shown in Table 3.3. We can see that even though the accu-
racy (subset fit) is higher for the unpruned tree, the pruned version has a lower
simplicity value indicating that it is a simpler, perhaps less overfitted, solution.
Two-dimensional visualisations of the decision spaces of these two decision trees
can be seen in Figure 3.2. Intuitively the decision space of the pruned tree looks
less overfitted and less complicated. What is important to notice here is the way
the total measure gets calculated by combining the different parts along with
their individual weights. After the evaluation has been performed the weights
can be changed over and over again to reflect different views or perspectives of
classifier performance. Different parts can be excluded by setting their corre-
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Figure 3.2: Visualisations of two-dimensional decision spaces.
(bottom) classifiers have been produced by the J48 algorithm.
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Table 3.4: Measure-based evaluation of 10 classifiers.

Algorithm  Subset fit Similarity Simplicity MDMF

J48 0.980 0.756 2.724 1.086
J48-p 0.967 0.720 2.253 1.101
IB1 1.000 0.692 4.300 0.916
IB10 0.967 0.717 3.762 0.949
BP2-500 0.987 0.720 4.196 0.927
BP2-5000  0.987 0.728 4.124 0.938
BP2-25000 0.987 0.723 3.935 0.955
BP3-20000 1.000 0.708 3.772 0.977
BP3-32000 1.000 0.707 3.778 0.976
NBayes 0.960 0.721 6.213 0.699

sponding weight to zero. The default configuration, discussed in Section 3.4, is
chosen so that each part contributes about equally much to the evaluation result.

3.5 Experiments

This section presents two experiments conducted using MDMF. First, we de-
scribe an MDMF evaluation of a set of classifiers generated by some well-known
learning algorithms. This is followed by a MDMF execution time assessment.
Table 3.4 shows the classifier evaluation results. The default configuration
of the measure function has been used. Four learning algorithms have been used
to generate a set of classifiers for the evaluation experiment. The decision tree
algorithm (J48), which was introduced in an earlier example, has generated one
pruned and one unpruned decision tree classifier (J48-P and J48, respectively).
Both sub tree raising and reduced error pruning was applied on the first classi-
fier. One of WEKA’s nearest neighbor implementations (IBk) has been used to
generate a classifier based on one neighbor (IB1) and another classifier based
on ten neighbors (IB10). The back propagation algorithm (NeuralNetwork') has

"The name of this class has been been changed to MultilayerPerceptron in WEKA after the
publication of this paper.
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been used to produce five different neural network classifiers (denoted BPz-y),
each with a different combination of the number of hidden nodes (x = 2 or
z = 3) and the number of epochs for training (y = 500, y = 5000, y = 20000,
y = 25000, or y = 32000). A bayesian algorithm (NaiveBayes) has also been
used to generate one classifier (NBayes). It has been argued that this algorithm
performs comparably with decision tree and neural network classifiers in some
domains [45]. This makes it an interesting algorithm to use in the experiments
concerning the evaluation of classifiers using a measure function.

The NBayes classifier is compared with the decision tree and neural net-
work classifiers in order to find out if it performs comparably when measured
with a measure function instead of a CV test. Let us first examine simplicity. It
seems that the simplicity measure captured, quite well, the difference in decision
space complexity between the pruned and unpruned decision tree. Figure 3.2
shows this difference visually (for two selected dimensions). The same pattern
applies to the nearest neighbor classifiers. Figure 3.3 shows the difference visu-
ally between the decision spaces belonging to these two classifiers. The NBayes
classifier scored the highest (worst) simplicity value and this can also be seen
by inspecting the decision space in Figure 3.4 and comparing it to the decision
spaces of the other classifiers.

When analysing the neural network classifier results we can see that the sim-
plest classifier is the one generated with 3 nodes and a training time of 20000
epochs. When comparing with another neural network classifier (with the same
size but trained for 32000 epochs) the results indicate that the longer training
time resulted in a classifier that may be more overfitted, since both similarity and
simplicity values are worse than those of the first classifier.

In the execution time experiment a number of classifiers were evaluated using
two different configurations of the simplicity detail level property square size.
Individual time measures are not important here, since they are tied to a very
specific hardware platform, but rather what is interesting is the difference in
execution time for the different configurations and the difference in execution
time when evaluating different classifiers. The correlation coefficient is 0.99
when calculated from the two different time measure columns presented in Table
3.5. We can therefore assume that the increase in execution time is only related
to the level of detail and not to which classifier is evaluated. It is easily noticed
that the MDMF evaluation of the nearest neighbor classifiers is very slow. This
is attributed to the fact that the instance-based algorithms are lazy learners. They
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Figure 3.3: Visualisation of a two-dimensional decision space. The classifiers IBI (top)
and IB10 (bottom) have been generated by the IBk algorithm.
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Figure 3.4: Visualisation of a two-dimensional decision space. The NBayes classifier
have been generated by the NaiveBayes algorithm.
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Table 3.5: Time consumed by measure-based evaluation. The difference between J48
and J48-P is insignificant, hence only the average result is presented. Since the number
of epochs a BP classifier has been trained does not impact the time consumed to evaluate
it, only the average BP2 and BP3 results are presented.

Algorithm 10 grid 100 grid

J48 19 ms 353 ms
IB1 1738 ms 25905 ms
IB10 2103 ms 27501 ms
BP2 57 ms 850 ms
BP3 67 ms 943 ms

NBayes 83 ms 1148 ms

process training data quickly, by just storing the instances. The actual work
is carried out when a new instance should be classified. Because of this fact,
they have a tendency to be slow when classifying rather than learning. A large
number of classifications must be performed in order to compute similarity and
simplicity, thus a slow classifier will take time to evaluate. The classifier only
needs to be generated once during the MDMF evaluation, hence a slow learner
does not affect the evaluation time much. This could be compared with 10-fold
CV, for which 10 classifiers must be generated, one for each fold, in order to
compute the test score. Consequently, the reverse situation holds for CV tests;
a slow learner has a more negative affect on the evaluation time than a slow
classifier. For example, back propagation is evaluated very slowly with CV, but
instance-based algorithms are evaluated quickly.

3.6 Conclusions and Future work

Although cross-validation is the most frequently used method for classifier per-
formance evaluation, we argue that it is important to consider that it only takes
accuracy into account. We have shown, with a theoretical example in Section
3.2 and a practical experiment in Section 3.4, that measure functions may re-
veal aspects of classifier performance not captured by evaluation methods based
solely on accuracy. By altering the weights or changing the level of detail the
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measure function evaluation can be biased towards different aspects of classifier
performance, useful for a specific class of problems. The measure function im-
plementation presented in this article, MDMF, supports evaluation of data sets
with more than 2 attributes, making it useful for a larger amount of evaluation
problems than the original measure function example. However, it is important
to note that the concept of measure functions is not limited to the three heuris-
tics discussed in this paper. Thus, the implementation could be further expanded
with more heuristics in the future.

One important issue for future study concerns methods for determining the
appropriate weights for a given domain (data set). Currently, MDMF only sup-
ports normalised data sets with numerical features and a nominal target attribute.
This means that it can only evaluate classifiers learned from one specific type
of data set. Although this type probably is one of the most common, it would
be interesting to extend the capabilities of the measure function so that it can be
used to evaluate classifiers on data sets with other attribute types as well, e.g.,
boolean and nominal attributes.

The method used to calculate simplicity in MDMF is very different from that
of the original measure function, in which the total length of the decision bor-
ders was used as a simplicity measure. Since the new implementation supports
n dimensions it is not possible to measure the decision border lengths (at least
not for dimensions higher than 2). As a result another measure for simplicity
has been used; the average number of decision borders encountered when trav-
eling through decision space in any direction. Experiments have shown that this
measure captures the difference between pruned and unpruned decision trees but
there may be other measures of simplicity that are less complex and have even
better qualities.

The measure function, as an evaluation method, could be combined with op-
timisation methods such as genetic algorithms [27, 33] and simulated annealing
[38] to produce classifiers optimised for a specific class of problems. Simple
approaches of this type has been carried out using accuracy measures as fit-
ness functions or thresholds [13, 31]. We plan to develop a public web site
that demonstrates the functionality of the multi-dimensional measure function.
Users will be able to interactively supply data, choose a learning algorithm and
configure both the algorithm and the measure function. The user would then
have the possibility to view the resulting measure with the present configuration
or change the different weights and see the changes in realtime.
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4.1 Introduction

It has been argued that many of the well-known learning algorithms often gener-
ate classifiers of comparable quality [45, 73, 75]. However, it is not always made
clear what assumptions are made in such comparisons. For instance, the type or
method of evaluation is not mentioned nor which configurations of the included
algorithms are used and how these were determined.

Within the application domains of induction algorithms, the goals may vary
significantly. For some problems, a robust learning algorithm may be needed, ca-
pable of generating a reasonably good classifier with minimum parameter tuning.
For other problems it could be more important to choose a learning algorithm
capable of producing a classifier with the best classification accuracy possible
(using careful parameter tuning), with the possible drawback of getting worse
results if less care is taken when setting the parameters.

55



We present a systematic comparison between four algorithms. One ratio-
nale behind this study is to investigate the impact on classifier performance of
the choice of algorithm compared to the configuration of algorithms. Instead
of just finding the algorithm that generates the most accurate classifier on some
data, it may be important to look at the variation of performance, or sensitiv-
ity of a learning algorithm (sensitivity is here seen as the inverse of robustness).
Obviously this is a complex issue and it has been argued that, theoretically, no
algorithm is superior on all possible induction problems [62, 77]. In fact, it is
argued that any particular configuration of an algorithm is as good as any other
taken over all possible problems. In order to investigate this issue, quantifiers of
performance as well as more systematic ways to compare algorithm and algo-
rithm configurations are needed. This paper presents two quality attributes for
algorithm assessment; sensitivity and classification performance. As this study
will show, these two attributes reflect different aspects of quality related to learn-
ing problems and there exist several possible candidate metrics for assessing the
quality attributes.

In the next section, we describe the quality attributes and the metrics used to
assess them. Then the experiment procedure and results are presented and this is
followed by a discussion about quality attributes and how they may be used for
algorithm selection in a systematic way. The last sections feature related work
as well as conclusions and pointers to future work.

4.2 Quality Attribute Metrics

We now introduce sensitivity and classification performance as learning algo-
rithm quality attributes and present formal definitions of two metrics for each
attribute. The metrics for classification performance capture the average and
best performance and the metrics for sensitivity capture the average impact, and
the degree of impact, of parameter tuning.

Given a learning algorithm a, let C, be the set of all possible parameter
configurations and ¢, € C, a particular configuration. In addition, D is a set
of known instances and f an evaluation function f(c,, D). Since Cj, is usually
very large it is not feasible to evaluate all elements in practise. Instead a subset,
Q. C C,,is used as an estimate. One should be careful when choosing @), since
this set has a large impact on the assessment of the quality attributes.

Classification performance is probably the most used quality attribute in cur-
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rent practice. It is typically measured in terms of the classification accuracy of
a classifier generated by a learning algorithm, but seldom precisely defined. In
particular, the relation to the possible configurations of the algorithm is unclear.
Characteristic for this attribute, however, is that a high value is almost always
desired. The average performance metric and its estimate are defined as:

> acc, /(2. D)

pl(CavD): ‘C ‘

4.1)
erQa f(.%’, D)
|Qal '

The second classification performance metric, best performance, and its estimate
are defined as:

p1=p1(Qa, D) = (4.2)

b2 = ma$m€0af($7 D) (4.3)

P2 = mazzeq, f(x,D) . (4.4)

We define algorithm sensitivity as being inverse proportionate to robustness, i.e,
the impact of tuning a sensitive algorithm is high, while the opposite holds for a
robust algorithm. Two metrics are defined for evaluating the sensitivity attribute.
51 uses the statistical variance of the evaluation scores to capture the average
impact of tuning. The metric s; and its estimate $; are defined as follows:

erCa (f (.%',D) —P1 (CavD))Q

Sl(ca,D) = |C |

(4.5)

. 2
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The metric so uses the range, i.e., the difference between the highest and lowest

score, to capture the degree of impact. We label s, the performance span and
define this metric and its estimate as:

51 =151(Qq, D) =

(4.6)

So = P2 — mingec, f(z, D) 4.7)
89 = Po — mingeq, f(x, D) . (4.8)
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4.3 Experiment Design

The aim is to investigate the impact of algorithm parameter tuning by assessing
learning algorithm quality attributes and to find out whether there is a trade-off
between these attributes. The experiment is run using the WEKA machine learn-
ing workbench [75], which includes implementations of all needed algorithms.
Some algorithms covered in this study include additional parameters that are not
present in the WEKA implementations.

4.3.1 Featured Algorithms

The four algorithms; Back-Propagation (BP) [57], K-Nearest Neighbor (KNN)
[2], Support Vector Machines (SVM) [15], and C4.5 [53] were selected for this
study. The motivation is that four algorithms are all widely used and, in addi-
tion they belong to four different families of learning algorithms; neural network
learners, instance-based learners, kernel machines and decision tree learners.
Many studies on supervised learning include one or more of these algorithms
and they are all discussed extensively in the literature, cf. [45, 58].

The number of parameters and the extent to which it is possible to influence
the performance of the resulting classifier vary between different algorithms.
Some allow very extensive tuning to adjust to a specific problem while others
are completely unconfigurable. The parameter intervals were chosen by select-
ing limits close to, and symmetrically around, the default values of WEKA. In
case WEKA used the lowest possible setting as the default value this setting was
chosen as a lower bound. One of the most complex algorithms in this respect
is BP (called MultilayerPerceptron in WEKA) and many researchers have sug-
gested configuration guidelines for different problems [9].

A subset of the BP algorithm parameters and the network structure were se-
lected for this particular study; the number of epochs, hidden layers and neurons
in each hidden layer. The justification for choosing these three parameters is that
they all are relative to the data set on which the algorithm operates; hence they
should be optimised for a particular problem. Other parameters like momentum
and learning rate are often set to very similar values independent of the data set.
Common values for momentum and learning rate are 0.2 and 0.3 respectively
[45, 75]. The WEKA default value for training time is 500 epochs and the num-
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ber of hidden neurons is defined by n:
n=(a+p0)/2, 4.9)

where « is the number of classes and (3 is the number of attributes for a particu-
lar data set. Table 4.1 describes the configurations of BP used in the experiment.
The epochs and layers parameters both have static intervals whereas the neu-

Table 4.1: BP parameter configurations.

Parameter Setting(s)

Training epochs  [500...27500] step size: 3000
Hidden neurons  [n-6...n+8] step size: 2
Hidden layers [1...5] step size: 1

rons parameter interval is dynamic and varies with the number of classes and
attributes of different data sets. As a constraint the lower bound of the hidden
neurons interval is 1. This means that even if » is lower than 7 the lower bound
will not be lower than 1, e.g., if a=2 and =3 then n=2 which would make the
lower limit n-6=2-6=-4 if it was not restricted.

Regarding the K-Nearest Neighbor algorithm (IBk in WEKA), the best pa-
rameter value of k can be difficult to know beforehand and a number of meth-
ods for finding an optimal value, given a specific data set, have been proposed.
The WEKA default value of k is 1. The KNN algorithm can also be config-
ured to weight instances differently and two techniques for weighting included
in the WEKA implementation are inverse-distance weighting (IDW) and simi-
larity weighting (SW). Equal weighting (no weighting) is the default technique.
IDW lets the weights be high at zero-distance from a new instance and decreases
the weights as the distance increases. The configurations included in the ex-
periments are made up of combinations of different number of neighbors and
weighting techniques. The KNN parameters are shown in Table 4.2.

The C4.5 algorithm induces decision tree classifiers and an implementation,
called J48, is included WEKA. J48 can be used to generate both pruned and
unpruned trees. Configuration possibilities include the type of pruning, the con-
fidence threshold for pruning, the number of folds used for reduced error pruning
and the minimum number of instances per leaf. Subtree raising is a post-pruning
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Table 4.2: KNN parameter configurations.

Parameter ~ Setting(s)

Neighbors [1...40] step size: 1
Weighting  {equal, inverse-distance, similarity }

technique that raises the subtree of the most popular branch. The most popular
branch is defined as the branch that has the highest number of training instances.
Reduced-error pruning is performed by splitting the data set into a training and
validation set. The smallest version of the most accurate subtree is then con-
structed by greedily removing the node that less improves the validation set ac-
curacy. The J48 default configuration can be summarised as follows. Pruning

Table 4.3: C4.5 parameter configurations.

Parameter Setting(s)

Confidence threshold [0.02...0.5] step size: 0.02
Minimum instances per leaf [1...4] step size: 1

Folds for pruning [2...5] step size: 1
Pruning {no, yes}

Reduced-error pruning {no, yes}

Subtree raising {no, yes}

is on and the technique used is subtree raising. The confidence threshold for
pruning is 0.25, the minimum instances per leaf parameter is set to 2 and the
number of folds for reduced error pruning value is set to 3. The configuration
possibilities of J48 are further detailed in Table 4.3.

For Support Vector Machines, SMO in WEKA supports two different ker-
nels: polynomial and radial basis function. These kernels have different sets of
parameters that can be configured for a specific problem. Configurations have
been chosen so that each parameter interval lies in proximity of the WEKA de-
faults. One parameter is the kernel, which can be set to either polynomial or
radial basis function. The gamma parameter is only used by the radial basis
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function whereas the exponent and lower order terms parameters are only used
by the polynomial kernel. The complexity constant determines the trade-off be-
tween the flatness and the amount by which misclassified samples are tolerated
[34]. The SVM parameters are shown in Table 4.4.

Table 4.4: SVM parameter configurations.

Parameter Setting(s)

Complexity [0.1...1.0] step size: 0.1
Kernel function {polynomial, radial basis}
Gamma [0.005...0.060] step size: 0.005
Lower order terms  {true, false}

Exponent [0.5...2.5] step size: 0.5

4.3.2 Procedure

Eight data sets from UCI machine learning repository were used in the experi-
ments [47]. The number of instances ([), classes and attributes (A) of each data
set are shown in Table 4.5. The last column of this table, I * A, could be regarded
as a measure of problem size. For each of the four algorithms, a large number of

Table 4.5: Data set overview.

Data set Instances (I) Classes Attributes (A) Ix A
Breast-cancer 286 2 9 2574
Contact-lenses 24 3 4 96
Iris 150 3 4 600
Labor 57 2 16 912
Lymph 148 4 19 2812
Soybean 683 19 35 23905
Weather 14 2 4 56
700 101 7 18 1818

different parameter configurations were evaluated using /0-fold cross-validation
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(10CV) on each of the eight data sets. 10CV is performed by dividing the data
set into 10 folds or partitions. Classifiers are then generated by training on nine
folds and validated on the tenth until all folds have been used for validation.
The 10CV performance score is defined as the mean of all validation test scores.
We use 10CV as evaluation function for the metrics and the justification is that
it is perhaps the most common classifier evaluation method and extensive tests
on different data sets with different techniques have shown that ten is about the
right number of folds to get the best estimate of accuracy. Other versions of
cross-validation exist, e.g. leave-one-out, but the drawbacks of this procedure
include a high computational cost and it also guarantees a non-stratified sample
[75].

4.4 Results

The classification performance and sensitivity of each algorithm for each data
set, measured according to the four metrics, are presented in Table 4.6. In ad-
dition, figures 4.1 to 4.8 contain box plots that show the distribution of 10CV
values for the four algorithms. Each box plot indicates the highest and lowest
10CV value as well as the median and the upper and lower quartile values.

We see that both the highest mean, p;, (Table 4.6) and the highest median
(figures 4.1 to 4.8) are lower than the lowest max value, po, for all eight data
sets. Assuming that the mean and median values are approximations of the per-
formance of the default configuration of an algorithm (that is, given that little
effort is spent on parameter tuning the the mean/median would be the expected
value), then this would suggest that it is more important to tune the parameters
of an arbitrary algorithm than choosing a particular algorithm. At least this holds
for the classification tasks and algorithms studied in this experiment.

We have investigated the relation between the two quality attributes, e.g.,
whether there is a trade-off between classification performance and robustness,
i.e., if sensitive algorithms have high performance. If this trade-off was present
there should be a strong positive correlation between the classification perfor-
mance and sensitivity metrics. However this is not the case. The correlation
is quite low, for instance the correlation coefficient between p; and 57 is 0.01.
In fact, p; and $9 are slightly negatively correlated (-0.21), which suggests that
a robust algorithm has high average performance. The two classification per-
formance metrics are positively correlated (0.73), indicating that a learning al-
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gorithm with a good average performance also tends to have a high best per-
formance. However, they are not perfectly correlated which suggests that they
measure different aspects of classification performance. There is also a similarly
large positive correlation between the two sensitivity metrics (0.71). When com-
paring the highest sensitivity and classification performance scores between the
algorithms across all data sets, it can be observed that KNN has the highest p;
on five data sets while SVM only has the highest p; on one data set. The oppo-
site holds for ps. BP has the highest §; and $2 on the majority of the data sets,
followed by C4.5 and SVM.

In six out of eight data sets, the performance span (32) is greater for BP and
SVM than for KNN and C4.5. This would suggest that BP and SVM are more
sensitive to the choice of parameter setting, which could indicate that BP and
SVM are harder to tune. In at least four out of eight data sets, the best scoring
algorithm is also the worst scoring. This strengthen the argument made that there
is no correlation between sensitivity and performance.

Both 31 and S9 are very high for BP on the Iris and Soybean data sets. How-
ever, §1 is higher than $§, for Iris, and the opposite holds for Soybean. For Iris, it
can be observed that the lowest value is a part of general low performance while
the lowest value for Soybean seems to be an outlier. This suggests that both sen-
sitivity metrics are important, since they can be used to measure different aspects
of sensitivity.

4.5 Discussion

The metrics p; and po tell little about to which extent the performance can
be influenced by tuning the learning algorithm. In order to capture both the
performance as well as to what extent an algorithm is sensitive to parameter
change, two different quality attributes have to be assessed. A sensitive algorithm
may be a better choice for experts or researchers searching for optimal perfor-
mance, while a less sensitive algorithm may provide less experienced users with
a method that is easy to use and still produce good results.

It is hard to formulate a strict measure of the level of impact that different
parameters have on classifier performance. For one, it can be a dependency prob-
lem. If one parameter is dependent on the value of another and changing the first
parameter impacts classifier performance, it could be an indirect impact caused
by the second parameter. Secondly, there is a degree of randomness connected
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Figure 4.1: Box plots of the breast-cancer data set.

to the evaluation. For example, the weights of a neural network are initialised
to random values before training. This could influence the performance of the
learned classifier differently between runs. There is also a small element of ran-
domness involved when using 10CV. Estimation bias and variance also need to
be considered if the training set or the test set is small. However, there are certain
measures that may indicate the degree of impact. S reveals the upper and lower
limits of the impact of tuning. However, it does not explain which parameter
had the largest impact. §; reveals information about how results are scattered
between the upper and lower limits. These two metrics capture different aspects
of sensitivity, i.e., how much the output (performance) is related to the input
(configuration) of an algorithm.

As shown in this study quality attributes and their metrics can be used to
better understand the behavior of learning algorithms. In addition, they can be
used for selecting which algorithm to use in a particular situation. One approach
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Figure 4.2: Box plots of the contact-lenses data set.

would be to apply the Analytic Hierarchy Process (AHP) [59], which is a multi-
criteria decision support method stemming from Management Science. One of
the cornerstones in AHP is to evaluate a set of alternatives based on a particular
blend of criteria, i.e., considering a specific trade-off situation. The first step in
AHP is to set up a hierarchy of the criteria that are being evaluated. This means
that one criterion can be broken down into several sub-criteria, and the evaluation
of the different alternatives is done by weighing all levels of this decision support
hierarchy. In our case, the criteria would be based on quality attributes (and
metrics), and their importance for the application at hand.

4.6 Related Work

Meta-learning research focuses on automatic ways to induce meta-knowledge
from experience. The objective is learning how to learn by using algorithms
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Figure 4.3: Box plots of the iris data set.

to analyse and interpret prior experiments and data set characteristics in order
to improve the quality of learning [25]. Many researchers have recognised the
fact that algorithm optimisation can be very time consuming. Often there is a
need for domain-knowledge and expertise in order to generate good classifiers.
Meta-learning studies have also brought forth different methods for enhancing
the performance of existing techniques, e.g. cascade-correlation for automati-
cally creating and training neural networks [22]. Other enhancing methods, such
as bagging, boosting and stacking, combine several classifiers to increase perfor-
mance, cf. [11, 24, 75, 76]. Whereas meta-learning is concerned with learning
how to learn, this study addresses issues such as how to quantify the potential
and need of meta-learning for different learning algorithms.

Several methods exist for both classifier and learning algorithm evaluation.
For instance, classifiers can be evaluated using ROC curves [50], measure func-
tions [7] or holdout [18] while algorithms are commonly evaluated using cross-
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Figure 4.4: Box plots of the labor data set.

validation [65] or bootstrap [20]. However, these methods only evaluate a par-
ticular parameter configuration of an algorithm, whereas the quality attributes
presented in this work are used to make a more general evaluation of the algo-
rithm.

Some work has focused on the sensitivity of algorithms, e.g., sensitivity
analysis which aims at determining how variation of the input influences the
output of a system [10]. Instead of regarding data sets as the only input for learn-
ing, we consider algorithm parameter configuration to be an important part of
the input as well.

4.7 Conclusions and Future Work

We have studied the impact of learning algorithm optimisation by means of pa-
rameter tuning and argue that some algorithms are more robust to parameter
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Figure 4.5: Box plots of the lymph data set.

change than others. Two quality attributes that facilitate the impact analysis were
defined. One attribute, sensitivity, captures the extent to which it is possible to
affect performance by tuning parameters and the other captures the classification
performance of an algorithm. We then presented two candidate metrics for each
quality attribute and show that these metrics complete each other by revealing
different aspects of sensitivity and classification performance. The metrics de-
pend on the evaluation of all possible configurations of an algorithm. In most
practical cases this is impossible and we therefore suggest an estimation that can
be performed by selecting a subset of the configurations symmetrically around a
known default configuration, e.g., determined by meta-learning techniques. We
have evaluated each configuration using cross-validation, however the metrics as
such are not restricted to this particular method. Our results indicate that parame-
ter tuning is often more important than the choice of algorithm and we provide
quantitative support to the assertion that some algorithms are more robust than
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Figure 4.6: Box plots of the soybean data set.

others. Moreover, the results suggest that no trade-off exists between sensitivity
and classification performace.

In future work, we intend to refine the method for configuration subset selec-
tion to increase the accuracy of the metrics estimations and evaluate the sensitiv-
ity and classification performance using a wider selection of algorithms and data
sets. Other metrics are also considered, e.g., one plausible metric for sensitivity
could be the average performance difference between adjacent configurations.
An assumption related to this metric is that smooth distributions would benefit
optimisation of the particular algorithm. We also intend to investigate the use of
AHP and other approaches that could be used for systematic selection of learning
algorithms.
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Figure 4.7: Box plots of the weather data set.
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Table 4.6: Experiment results.

Algorithm  Data set Pierformaflce SAensitiVityA
b1 D2 S1 S2

Breast-cancer 0.71 0.75 0.00039 0.12
Contact-lenses 0.64 0.79 0.00166 0.29
Iris 092 0.97 0.00109 0.17
SVM Labor 0.81 098 0.01479 0.33
Lymph 0.78 0.89 0.00975 0,34
Soybean 0.86 0.94 0.01922 0.78
Weather 0.63 0.86 0.00402 0.43
700 0.78 0.97 0.03469 0,56
Breast-cancer 0.70  0.75 0.00030 0.10
Contact-lenses  0.76  0.92 0.00760 0.42
Iris 0.94 096 0.00012 0.07
cas Labor 0.78 091 0.00209 0.26
’ Lymph 0.75 0.83 0.00080 0.19
Soybean 0.88 0.93 0.00019 0.10
Weather 0.61 093 0.00262 0.57
Z.00 0.89 0.96 0.00060 0.14
Breast-cancer 0.69 0.74 0.00058 0.14
Contact-Lenses 0.67 0.83 0.00293 0.29
Iris 0.78 0.98 0.07609 0.65
BP Labor 0.83 0.95 0.01068 0.30
Lymph 0.75 0.87 0.01267 0.36
Soybean 0.81 0.95 0.02549 0.81
Weather 0.64 0.79 0.00421 0.36
700 0.76  0.97 0.04521 0.57
Breast-cancer 0.71 0.76 0.00022 0.07
Contact-lenses  0.64 0.83 0.00289 0.25
Iris 0.96 0.97 0.00004 0.03
KNN Labor 0.81 0.97 0.00791 0.32
Lymph 0.82 0.87 0.00024 0.08
Soybean 0.83 0.92 0.00418 0.25
Weather 0.64 0.79 0.00253 0.36
700 0.92 0.96 0.00057 0.08
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ABSTRACT

The fundamental question studied in this thesis is
how to evaluate and analyse supervised learning
algorithms and classifiers. As a first step, we ana-
lyse current evaluation methods. Each method is
described and categorised according to a number
of properties. One conclusion of the analysis is
that performance is often only measured in terms

of accuracy, e.g., through cross-validation tests.

However, some researchers have questioned the
validity of using accuracy as the only performance
metric. Also, the number of instances available for
evaluation is usually very limited. In order to deal
with these issues, measure functions have been
suggested as a promising approach. However, a li-
mitation of current measure functions is that they

can only handle two-dimensional instance spaces.

We present the design and implementation of a
generalised multi-dimensional measure function
and demonstrate its use through a set of experi-
ments.The results indicate that there are cases for
which measure functions may be able to capture
aspects of performance that cannot be captured

2006:04

by cross-validation tests. Finally, we investigate the
impact of learning algorithm parameter tuning. To
accomplish this, we first define two quality attribu-
tes (sensitivity and classification performance) as
well as two metrics for measuring each of the att-
ributes. Using these metrics, a systematic compa-
rison is made between four learning algorithms on
eight data sets. The results indicate that parameter
tuning is often more important than the choice of
algorithm. Moreover, quantitative support is pro-
vided to the assertion that some algorithms are
more robust than others with respect to parame-
ter configuration. To sum up, the contributions of
this thesis include; the definition and application
of a formal framework which enables comparison
and deeper understanding of evaluation methods
from different fields of research, a survey of cur-
rent evaluation methods, the implementation and
analysis of a multi-dimensional measure function
and the definition and analysis of quality attributes
used to investigate the impact of learning algo-
rithm parameter tuning.
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