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Abstract

We propose new methods to evaluate variable subset releweitita view to variable selection.
Relevance criteria are derived from Support Vector Machiaed are based on weight vector
lw||? or generalization error bounds sensitivity with respec t@riable. Experiments on linear
and non-linear toy problems and real-world datasets hage barried out to assess the effective-
ness of these criteria. Results show that the criteriondbaseneight vector derivative achieves
good results and performs consistently well over the dédage used.

Keywords: support vector machines, kernels, variable selectiorsiteity.

1. Introduction

Nowadays, many practical pattern recognition tasks infemkdedge from example data. This
knowledge is then used to make predictions about new datagatta deeper understanding of the
system or “concept” that generated the data. Data typicalhsist of measurements (also referred
to as attributes, variables or features) characteriziagtistem to be modelled. Each example may
be represented as a vectofil whose components correspond to such measurements. Ieepatt
recognition or discrimination problems each example veistassociated with a label specifying
the category the example belongs to. Machine learning ifigos estimate dependencies between
the examples and their label during a learning process. resegs made in sensor technology
and data management allow researchers to gather data ssterahcreasing sizes, particularly
with respect to the number of variables. However, the inenaeta informative content of such
variables is not always significant. This problem may undeenthe success of machine learning
that is strongly affected by data quality: redundant, naisyinreliable information may impair
the learning process.

The purpose of feature or variable selection is to elimima&tevant variables to enhance the
generalization performance of a given learning algoritfine selection of relevant variables may
also be useful to gain some insight about the concept to lbedda Other advantages of feature
selection include cost reduction of data gathering andg(in medical applications for instance)
and computational speedup.

In this paper we investigate the efficiency of criteria dedvrom support vector machines
(SVMs) for variable selection in application to classifioatproblems. This work can be seen as
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an extension of the SVM-RFE algorithm (Guyon et al., 2000xteBsive experiments are con-
ducted to compare various methods. The paper is organizégl@ass: In Section 2 we review
SVMs and give details on how variable relevance criteriadaaved from the SVM methodol-
ogy. The associated variable selection algorithm is thesemted. Numerical experiments on
toy problems and real-world data showing the strength arakness of different criteria are de-
scribed in Section 3. Discussions about the questions theat arisen from this work are reported
in Section 4.

2. Variable Selection with SVM Ciriterion

In this section, we explore some possible methods of variablection using support vector
machines. After reviewing the so-called soft margin SVMsslier, we present ranking criteria
derived from SVM and an associated algorithm for featurecin. Finally, relationships with
other SVM-based feature selection methods are given.

2.1 SVM Classifier

The support vector machine classifier is a binary classifgoriahm that looks for an optimal
hyperplane as a decision function in a high-dimensionatsgBoser et al., 1992, Vapnik, 1998,
Cristianini and Shawe-Taylor, 2000). Consider one hasiaitig data se{xy, yk} € R" x {—1,1}
wherex are the training examples aggdthe class labels. The method consists in first mapging
into a high dimensional space via a functi@nthen computing a decision function of the form:

f(x) = (w,®(x))+b
by maximizing the distance between the set of poi(gy) to the hyperplane parameterized by
(w, b) while being consistent on the training set. The class labeigobtained by considering the

sign of f(x). For the SVM classifier with misclassified examples beingdgatically penalized,
this optimization problem can be written as:

min}HWHZJrC 3 &2
wg 2 kzl “

under the constrairitk, Vyikf(xx) > 1— &k The solution of this problem is obtained using the
Lagrangian theory and one can prove that vewtds of the form:

W= kiaiwq)(xk)
whereay is the solution of the following quadratic optimization ptem:
ki (L 1
max (o) = k;dk -5 éakGZYkW <K(xk,x4) + 65&2) (4)

subject toy " ; ykak = 0 andVvk,ax > 0, wheredy, is the Kronecker symbol ank (xk,X;) =
(P(xk),P(X¢)) is the Gram matrix of the training examples.
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The interesting point of SVMs is that they are provided withny statistics that allow to
estimate their generalization performance from boundsheietave-one-ouerror £. The leave-
one-out error is the number of classification error produggtheleave-one-ouprocedure which
consists in learning a decision function fram— 1 examples, testing the remaining one and re-
peating until all elements have served as test example. |é&we-one-ouerror is known to be
an unbiased estimator of the generalization performance déssifier trained om— 1 exam-
ples. One of the most commanerror bounds for SVMs is the radius/margin bound (for decisi
function with non-zero biab) (Vapnik, 1998):

L < 4R |w]?

whereR is the radius of the smallest sphere that contains all thepedhplatad(xy). A tighter
bound named “span estimate” is also available and is baséteatistances, between a mapped
support vecto®(x,) and the span of all other support vectors (Vapnik and Chep2000). The

following equation holds:
L<y oS
p

WhereSf), for SVM with quadratic slack variablef is related to the extended matrix of the dot
product between support vectors
Rsv _ (K 1)
1" o

-1
by the equatiors} = 1/(Ksy)pp

2.2 SVM-RFE Algorithm

The SVM-RFE algorithm has been recently proposed by Guyaal.dR000) for selecting
genes that are relevant for a cancer classification probl€he goal is to find a subset of size
r amongd variables { < d) which maximizes the performance of the predictor. The mets
based on a backward sequential selection. One starts Wittedkatures and removes one feature
at a time (in their paper, due to the large amount of geneg,rdrmaove chunks of features) until
features are left. The removed variable is the one whosevamanimizes the variation dfw||2.
Hence, the ranking criterioR; for a given variablé is:

. 1 . (i) % .
Il w0 ] = 5 |5 aieiyyk e xp) - 5 ok Uinex)| @)

7J 7J

whereK () is the Gram matrix of the training data when variatikeremoved I((lﬁ'i = (d)(xl((i)), ¢(x§i>)>)
andcx’lz(i) is the corresponding solution of Equation (4). For the sdksiroplicity and to reduce
computational complexity of this algorithm, tlmif(') is supposed to be equal d¢g§ even if a vari-
able has been removed. The authors also stated that in @d@FE to work variable scaling is
needed. From Equation (8), one can consider that the rem@réble is the one which has the
least influence on the weight vector norm. Hence, this methaimilar to those employed in
neural networks in the sense that the ranking criterionésséimsitivity of||w||? with respect to a
variable.
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2.3 Algorithm for Variable Ranking with SVM

Variable selection algorithms require a ranking critertonrank variables. In many papers,
bounds on theL error have been used for model selection (Duan et al., 200@yecently We-
ston et al. (2001b) used the radius/margin bound for feadatection using a gradient descent
algorithm. This idea can therefore be extended to other é®wf the generalization error. In
this paper, we will investigate three critei@ which are either the weight vectw/||?, the ra-
dius/margin boundr?||w||? or the span estimate. These criteria give either an estmati the
generalization performance (the bounds) or an estimatfitimeodataset separability. Furthermore,
similarly to neural-networks based variable selectiorrélyeand Gallinari, 1999), two approaches
can be proposed for each criterion:

e Zero-order method: in this case, the criterionis directly used for variable ranking, and
the methods consists in identifying the variable that poeduthe smallest value 6f when

removed. The ranking criterion then becongs) = Ctm with Ct(i) being the criterion value
when variablé has been removed.

e First-order method: one uses the derivatives of the caite€} with regards to a variable. In
other words, this approach differs from the previous oneesmvariable is ranked according
to its influence on the criterion which is measured with theddlite value of the derivative.
In this case, the ranking criterion & (i) = |0CG|.

The zero-order criteria based on bounds have already beshfasfeature selection associated
with different search space algorithm (Weston et al., 2Q0@dliereas the first-order ones are rather
new for the purpose of feature selection.

Similarly to SVM-RFE, the problem of searching the “beswariables is solved by means of
a greedy algorithm based on backward selection (Kohavi ahd,1997). A backward sequential
selection is used because of its lower computational coxitpleompared to randomized or expo-
nential algorithms and its optimality in the subset setecproblem (Couvreur and Bresler, 2000).
Hence, the algorithm starts with all features and repegtethoves a feature untilfeatures are
left or all variables have been ranked (see Figure 1). In #re-prder method, one suppresses
the feature whose removal minimizes the criterion whered@st-order methods, one removes
the variable to which the criterion is less sensitive. Fstance, in the zero-ordéiw||? case, the
ranking term is:

Re(i) = w2 = ga;“)a]-‘(')yky,-K<i><xk,x,-> 9
]

whereK () is again the Gram matrix of the training data when the vaeiaitlas been removed.
Note that in this case, the criterion should be evaluatet wie appropriatecxf:('). Similarly
to SVM-RFE and to reduce time complexity we consider thas¢hgarameters are equaldg
during the evaluation oR:(i). However, it would still be interesting to consider how théNs
retraining at each subset evaluation affects the resuttssame experiments using the truf‘g(')
will be carried out.

In the first-order case, the ranking term fow||? case criterion would be:

Re(i) = [Ojwl|?|
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1. Initialization: Ranked= []; Var=[1,...,N]
2. repeat

(a) Train a SVM classifier with all the training data and theatlesVar

(b) for all variables invar, do evaluate the ranking criterioR;(i) of variablei endfor

(c) best=argminR;

(d) rank the variable that minimizd%: Ranked= [best Rankell

(e) remove the variable that minimizd%. from the selected variables seWar =
[1,...,best—1 best+1,...,N]

3. until Var is not empty

Figure 1: Outline of the SVM-based feature selection atpari

2.4 Calculating the Gradient with Regards to a Scaling Factov

For the first-order criterion, our aim is to measure the gefityi of a given criterion with
respect to a variable. A possible approach is to introducietaaV scaling factor and to compute
the gradient of a criterion with respect to that scalingdast The latter acts as a componentwise
multiplicative term (whose value is 1) on the input varigbdad thuk(x,x’) becomes:

k(v-x,v-X')
where - denotes the componentwise vector product. Consequenmntly,obtains the following

_ [v-x—vx/||2

derivatives for a Gaussian Kerfgh - x,v-x') = e 2?

ok 1 / 1 /

ao = ~ o2 (V% —UX)K0GX) = = o5 (06— X)PK(x,X)
where we used the fact thaf = 1. Then, one needs to evaluate the gradient of the bounds with
regards to a variable, and for a given criterioil€; the ranking term becomes :
oC(a,b)
— 11

= ‘ (11)

whereC; is either||w||?, R?w? or 3 ,0;S5 and depends on the solution of Equation (4) and the
biasb. Details of the derivatives computation for a given crivariare presented in the report
of Rakotomamonjy (2002), and they have been obtained ubmgesults of Bengio (2000) and
Chapelle et al. (2002). Here, we only give the final results:

Re(i) =

e Wweight vector gradient:

OK(V - X,V - X;)

Re(i) = Zu{;a’j“ykyj v
]
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e radius/margin gradient:

OK(V - X,V - X;) ne o OK(V X,V - X))
v + Rzgjoq(orjykyJ

RC(I) - aVi

”WHZZ(BkBj — Bidx )
T

whereR? is the optimal objective function of the following problem:

maxg 3 BkK(V - Xk, V - Xk) — i j BeBiK(V - Xk, V- X))
st YkBx and Bx>O0Vk

e span estimate gradient:
‘ 13K _
. _ oH % x ~ 16KSV~ 1
Rei) =12 2<_H 150‘ ) S+ (st—av_ st)
p=1 ! PP ! pp

Y
whereH is the following matrixH = <$T :;) andK}((j = YiY;iK(V - X,V - X))

As noticed previously all these gradients are computed fer(1,..,1). In what follows, we use
the notation(C; to denote these first order criteria whégis either||w||2, R?w? or 3 , aS3.

2.5 Relation to Other SVM-Based Feature Selection Methods

In addition to SVM-RFE, several algorithms for feature sétan based on SVM are already
available. For instance, Weston et al. (2001b) propose haddiased on finding the best variable
subset which minimizes th@°w? bound. For this criterion, their method differs from ourstte
variable space search algorithm. In fact instead of usingeady algorithm, they use a gradient
descent to minimize the bound with respect to a scaling vessociated to variables.

In the linear case, an interesting relation links SVM-RFH anir method when using the
derivatives of||w||? with respect to a virtual scaling factor. The RFE criteriam & variablei is
R.(i) = w? whereas the gradient djiw|? with respect tov; givesRq(i) = | —wW?| (v; being the
scaling factor associated to variabje Thus, SVM-RFE and gradient ¢fv||> are identical as they
have the same ranking criterion.

In addition, one should note that SVM-RFE and the zero-ofi@gi? criterion are identical
since the first sum in Equation (8) is constant during theuatan of R;(i). For this reason,
results concerning SVM-RFE are not reported in the expertaiesection.

3. Numerical Experiments

The experiments that we report here use artificial and remldidatasets. We have compared
the classification performance of the different rankindecra for feature selection associated to a
SVM classifier with quadratic slack variablésas a predictor. In addition, in all experiments the
results of a stand-alone SVM classifier are presented aldtigamother SVM associated with a
method for feature selection based on correlation coeffisie
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Training set size
Methods 10 | 20 | 30 | 40 | 50
SVM 36.58%t2% 30.89%t+2% 25.46%t2% | 22.22%t2 % | 19.40%t2%
Corr 32.33%E13% 17.00%t7% 14.30%t4% | 14.69%t+2 % | 14.76%+:2%
[Iw]]? 35.63%t15% | 14.79%t13% 5.99%+5% 4.40%+3% 4.19%+3%
R2w? 32.83%t15% | 13.60%t12% 5.82%+5% 4.53%+3% | 4.04%+2%
Sg Est. 38.92%t13% | 21.14%+15% | 14.22%t+12% 10.68%t9% 7.34%+6%
flwi |2 32.39%t15% | 13.05%+11% 7.14%+6% 6.30%t+5% 5.11%+4%
R2w? 31.21%+15% 19.13%+12% 14.55%+9% 14.10%+9% | 13.13%+9%
Sf)i Est. | 50.02%+0.5% | 50.02%t0.5% | 49.44%t2% 49.83%t2% | 49.49%+2%
afjwl? 32.39%t15% | 13.05%+11% 7.14%+6% 6.30%+5% 5.11%+4%
OR?w? 33.50%t15% | 36.87%+16% | 43.69%t17% | 46.28%:10% | 46.81%t+9%
DS%Est 41.51%t+12% | 23.85%t13% | 15.91%t+10% 13.76%t9% | 13.16%:7%

Table 1: Mean and standard deviation of test error for feasetection on a synthetic linear prob-
lem using different criteria and different training setesz The methods are: (a) SVM:
standard SVM,(b) Corr: SVM with correlation coefficientafare selection algorithm,
(c) |Iw||?, RPw? and S} Est zero-order criterion with retraining, (d)w;|?, Rfw? and
S Estzero-order criterion. (e)l||w||?, DRPw? and ]S E stfirst-order criterion.

3.1 Toy Experiments

For toy experiments, we used the datasets described in tHeafdVeston et al. (2001a,b),
which allows comparing the results obtained with our ciitdo those described in these refer-
ences. A precise description of these synthetic data caaurelfin Weston et al. (2001b). In the
2-class linear problem, the input data are composed of 22blas from which only 6 are rele-
vant whereas, in the nonlinear one, 52 variables are alaikaid only the first two are relevant.
In both cases, 10000 points have been generated. Only améyxdhosen small proportion of
them are used as a training set and the rest are included st agie The training set has been
normalized to get zero mean and unit standard deviation.td$teset is normalized according to
the training set normalization parameters.

For both feature selection and classification, we used aliS®¥M for the linear problem and
a Gaussian kernel witthr = 3 for the nonlinear problem. In both linear and non-lineases the
hyperparameteC has been set sufficiently high (respectiv€ly= 100000 andC = 1000) in order
to keep training error low. After feature selection has bperformed, only the two top-ranked
variables are provided to the predictor.

Table 1 and Table 2 present the mean and the standard davddtibe test error over 100
trials for each training set size. For both datasets, SVNhouit feature selection overfits. When
considering the baseline feature selection method basedroglation coefficients, the test error
becomes significantly lower in the linear case but does noedese in the nonlinear problem. This
is simply due to the incapability of this feature selectioathod to represent variable correlation
in a nonlinear context.

Retraining a SVM at each step should increase the capac#yefo-order criterion to select
the relevant features because the toieare used (e.g. see Equation 9) . This is clear in the
linear case particularly when the number of training pointgeases but it is not so obvious in
the nonlinear case. In fact fgw||2 and R?w? criterion, the test errors are always higher when
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Training set size
Methods 10 | 20 | 30 | 40 | 50 | 100
SVM 49.20%t+1% 48.39%+1% 47.84%tE1% 47.52%t1 % 46.81%t1% | 45.54%t1 %
Corr 49.43%t+3% 49.45%t+4% 49.07%t5% 48.80%t6 % 48.78%t+6% | 49.48%t5 %
flw||? 49.24%t3% | 43.12%t13% | 33.31%t+18% | 20.82%t19% 9.56%+10% | 4.21%+0.7%
RPw? 49.22%+3% | 42.78%t14% | 32.46%+19% | 20.39%:19% 8.71%+10% *
Sf, Est. 48.82%t4% | 44.08%t12% | 33.15%:17% | 20.86%t17% | 11.26%+12% *
[Iw;i |2 48.29%t5% | 37.18%t15% | 24.42%+19% | 17.75%t18% 8.79%+12% 6.08%+8%
R2w? 48.58%t4% | 34.59%t18% | 21.50%+19% | 13.64%t16% | 8.61%+11% | 4.21%+0.7%
Sf,i Est. 49.86%t2% | 49.96%t+0.5% 49.21%t4 % 48.67%t6 % 49.37%t+4% | 47.07%+:10%
Ofjwl? 48.62%tE5% | 32.62%+17% | 18.57%+16% | 12.53%+13% 9.43%+12% 9.41%+12%
OR?w? | 48.22%+6% 33.67%E17% | 19.15%+17% | 13.61%t15% | 11.62%+14% | 17.75%t19%
IZIS%E st 48.92%t5% | 43.65%t12% | 44.91%12% | 44.42%t12% | 46.12%+15% 50.00%t1%

Table 2: Mean and standard deviation of test error for feas@lection on a synthetic non linear
problem using different criteria and different trainingt s&zes. The methods are: (a)
SVM: standard SVM,(b) Corr: SVM with correlation coefficisrfeature selection algo-
rithm, (c) [|w||?, Rfw? and SSE st zero-order criterion with retraining, (d)w;||?, RAw?
andS;,E stzero-order criterion, (e)J[|w||?, DRPw? and IS3E st first-order criterion. An
asterisk« indicates that full experiments had not been carried ouabse of excessive
time.

retraining is performed. The span estimate criterion doels enly with retraining. This is merely
explained by the tight relation of this span estimate with ¥hlue ofa* (Vapnik and Chapelle,
2000) and thus keeping* fixed during the evaluation dR.(i) leads to a wrong estimation of
variable relevance.

Without retraining, in the linear case th&|w||? (which is identical to thd|w||? criterion)
outperforms other methods. For the nonlinear probl&hw||? and R?w? criteria share the best
performance depending on the size of the training set.

3.2 Real-World Data

In order to assess the effectiveness of the proposed arietperiments on real-world datasets
have also been performed.

3.2.1 BENCHMARK DATASETS

At first, we compared performances on some of the real-wogldchmark datasets used by
Ratsch et al. (2001). The methodology we followed condifbe each realization of the datasets
in: (1) performing a variable ranking and (2) measuring #& trror of an SVM classifier when
this predictor is provided with an increasing number of ehikariables. The hyperparameters
of the SVM have been set to the values found by Ratsch et@01{2with their cross-validation
procedure. A mean test error is then obtained by averagieges$ults over the 100 realizations.
Figures 2 and 3 represent this mean test error for an incrgasimber of ranked features used
for learning. They show that for these problems, one canezehbetter or similar performance
using fewer variables and that the span estimate criteriegsgoor results and seems not to be
able to rank variables appropriately without retrainingrdE bars of standard deviation have not
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Zero—Order Criteria

First-Order Criteria
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Figure 2: Mean of test error for a feature selection problena ceal-world problem. Mean test er-
rors for Breast Cancer Dates. the number of ranked variables used for training (C=15,

o = b5). (left) [|wi[|?, R°'w# and S}, Est zero-order criterion. (right)l|jw||2, OR?w?* and
OSHEst
Zero—Order Criteria First-Order Criteria
— w? —— Grad w?
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Figure 3: Mean of test error of feature selection on reallgyproblem. Mean test error for Heart
Datavs. to the number of ranked variables used for training (C=3d.6; 7.7) (left)
[[wi||2, RPw? and S5, E st zero-order criterion. (right)J||w||?, ORPw? and OSFE st

been plotted for the sake of clarity. However, we can staé fitr the Breast Cancer dataset the
standard deviation is rather stable with regards to the murobfeatures used for classification
(around 5%) whereas for the Heart dataset it tends to dexfeas 7% to 4%.
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Number of variables
Methods 20 | 50 | 100 | 250 | 500 | 1000
| Corr | 21.58%+11% | 22.08%+10% | 20.83%+11% | 17.83%+9 % | 18.42%+9% | 16.75%+9% |
R2w? 19.67%t+11% 17.33%+9% 16.17%+-9% 16.66%+9% 16.53%+8% | 15.91%+8%
S%i Est. | 22.66%12% | 34.25%+14% | 30.50%t12% | 23.83%t10% | 18.91%9% 17.67%9%
Ow? 17.67%+9% 15.66%+9% | 15.17%+10% 16.50%+9% | 16.08%+9% 16.25%+9%
ORPwW? 20.33%+:13% | 17.83%:10% 16.41%+:9% | 15.58%+9% 16.16%9% 16.16%8%
I]Sf)Est 20.50%+11% | 17.00%+:10% 16.33%+:9% 16.75%8% 16.66%-8% 16.41%+9%

Table 3: Mean and standard deviation of test error for a feagalection problem on a microarray
Colon Cancer Dataset. The methods are: (a) Corr: SVM withetation coefficients
feature selection algorithm, (Bfw? andS3,E st zero-order criterion, (c)f|w(|?, OR?w?
and OSSE stfirst-order criterion.

3.2.2 MICROARRAY DATA

Experiments on DNA microarray analysis have also been pedd. The data we used con-
cerned two classification problems, the first one dealindgp widrmal and cancerous colon tissue
and the second one with a lymphoma problem. These datasetamaady been used for bench-
marking feature selection algorithms (for example, seetvest al., 2001a).

The colon cancer tissue problem is composed of 62 obsengaf®? normal and 40 cancerous)
described by 2046 features. Following the step of Westoh ¢2@01a), the training set and the
test set are obtained by splitting the dataset into two ggafpespectively 50 and 22 elements,
while ensuring that the proportions of positive and negatilasses are similar in both sets. 100
trials are carried out with random splitting of dataset. tday to speed up the feature selection
procedure, half of the variables are removed at each stepl@ft variables remain still to be
ranked. Then variables are removed one at a time. The poedca linear SVM (withC = 10°)
and it achieves an average test error a#i%6+ 8%. Results with an increasing number of features
provided to the predictor are described in Table 3. The parémces are in the same range but
one can see that the criteridmj|w/||? slightly outperforms the others. Again, retraining doe$ no
improve all that much the ability of ranking relevant vatiesbfor any of the zero-order criteria.

The lymphoma problem is based on 4026 variables descringp8ervations (62 and 34 of
which are respectively considered as abnormal and noriiag.data is split into two sets of sizes
60 and 36 with similar proportions of abnormal and normalnegkes. The same methodology
as in the colon cancer problem is followed and a linear SYVMHW = 10°) gives a test error
of 7.25%+ 4.1%. Results obtained with a different number of features aitdria for feature
selection are given in Table 4. It seems that [hﬁ E st criterion performs better than other
criteria and achieves the best performance wii8% test error with only 250 variables. However,
it should be noted that with tHg||w/||? criterion good performance can be achieved using only 20
variables.

4. Discussions

So far, we have presented different criteria for featurect@n and compared them experi-
mentally. In this section, we discuss some points that aliyuarise from this work.
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Number of variables

Methods 20 | 50 | 100 | 250 | 1000 | 2000

[ Corm | 2158%:11% | 13.30%E5.7% | 9.11%E5.0% | 7.50%E4.8% | 6.89%:4.6% | 6.92%:4.4% |
Rew? | 8.83%t4.4% | 6.86%:4.3% | 6.44%:4.1% 6.33%E4% | 6.58%+4.1% | 6.94%:4.2%
SLEst | 28.58%EB8.3% | 27.25%t8.2% | 19.94%E7.4% | 11.47%t5.4% | 6.94%£3.9% | 6.39%E4.2%
OwZ | 7.72%+4.0% | 6.58%=4.6k | 6.11%+4.6% | 6.67%Et4.2% | 6.97%:4.2% | 7.22%t4.2%
ORPw? | 12.25%5.4% | 8.08%k5.0% | 6.36%t4.4% | 6.16%t4.2% | 6.91%t4.1% | 7.14%t4.2%
OSEst | 12.05%E5.5% | 7.64%E4.6% | 6.13%:4.0% | 5.58%+4.1% | 6.63%:4.0% | 7.00%E4.3%

Table 4: Mean and standard deviation of test error for a feagalection problem on a microarray
Lymphoma MicroArray Dataset. The methods are: (a) Corr: SwWih correlation
coefficients feature selection algorithm, (Bjw? and S5E st zero-order criterion, (c)
Ojjw||?, OR?w? and OSSE stfirst-order criterion with respect to a scaling factor.

4.1 How Many Ranked Features Must be Used?

Up to now, the question of how many ranked features must béded to the predictor has
not been addressed. Our aim is not to investigate this poimiptetely but rather to suggest some
possible solutions.

e The most straightforward idea is to usave-one-ouprocedure or a validation set to esti-
mate the generalization error with regards to the numbeeatires and choose the number
of variables which minimizes the test error. However, thistinod is computationally ex-
pensive.

e Another approach is to use one of the SVM upper bound of tleeror (for instanceR?w?)
for selecting the best model. The drawback is that thesedmare usually loose bounds
and they do not always reflect the generalization performdmehavior.

e A classical approach already described in feature selediierature for backward elim-
ination is to stop removing variables when the ranking temaréases significantly as a
variable is removed. Typically, one measures the ranking & (i) and keeps on eliminat-
ing variables as long &(i) is below a threshold. For instance, this means that whemusin
first-order criterion one can keep on removing variablesoag las the derivative norm is
below a given threshold.

Figure 4 shows how these stopping techniques work on the aojinear dataset problem.
In this problem there are only two relevant variables. Asested, the validation error is the best
method and because of their looseness, upper bounds ofdtrer perform poorly. These findings
are similar to those obtained for model selection or hypemm&ters tuning (Duan et al., 2002).
Figure 4 (right) plots the criterion value when a given featbas been removed with respect to
the number of features that still have to be ranked (notewvileatise a logarithmic scale and thus
values below 0 correspond to very small ranking term valugsgpposing that the chosen threshold
is 100, this method would have kept around 10 variables dbgss of the criterion used. However
another hyperparameter (the threshold) must be tuned hviniits the advantage of the method.
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Validation Error Vs Nb of Selected Variables R2w? bound Vs Nb of Selected Variables Criterion Value at ranked variable removal
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log10 of criterion value
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Figure 4. Different ways of choosing the number of rankeduiess to be provided to the predic-
tor. Results for|w||?, 0||w||? andR?w? are depicted. (left) Validation error. (middle)
error Estimation withi R?w?. (right) Criterion value when variable has been removed.

4.2 Influence of SVM Hyperparameters

SVMs involve several hyperparameters (e.g. Gaussian keanameteio, degreed of a poly-
nomial kernel, slack variables penalizati@n) that have to be tuned to achieve the best general-
ization performance. This is a crucial issue that is ususdlyed by minimizing a validation error,
a leave-one-out error or an upper bound on the generalizatimr (Duan et al., 2002, Chapelle
et al., 2002, Bengio, 2000). In our feature selection atgori these hyperparameters play an
important role as they are related to a criterion value tghoEquation (4). An example of the
influence of these hyperparameters on the test error ist@eiic Figure 5. The plots represent the
mean test error of the nonlinear toy problem using 3 diffeiieria. The settings are the same
as in the experiment involving this data but o@lyor ¢ is varying over a range of values. These
figures clearly show that the problem of model selection isugial issue that must be addressed
accurately. This point is beyond the scope of this paperhmitriost intuitive way of solving this
problem is by minimizing a validation error. However, thiodel selection phase can be compu-
tationally very expensive since it involves the SVM hypegrmaeters as well as the choice of the
number of features to be used as stated in the previous 8ectio

5. Conclusion

This paper has presented different criteria for variabled®mn algorithms. These criteria are
derived from generalization error bounds of the SVM theavgight vector nornj|w||? and upper
bounds of thdeave-one-ouerror. Drawing inspiration from the neural networks comirtynwve
have derived zero-order and first-order criteria. The faremploy directly the original bounds
as criteria whereas the latter employ a derivative of zed®ocriteria. Hence, in some sense,
first-order methods measure the sensitivity of a zero-ocdégrion to a variable. The heuristics
underlying our selection methods is that “variables ratéva the concept should affect gener-
alization error bounds more than irrelevant ones.” We havesdtigated the performance of the
proposed criteria through experimental comparisons. Taimmmonclusions are:
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Classification Error vs C Classification Error vs Sigma
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Figure 5: Plots of the influence @ and o on the test error (averaged over 100 realizations)
using the nonlinear toy dataset (training set size is 503ft)(Feature selection and
classification error witho = 3 vs C. (right) Feature selection and classification error

with C = 100 vso.

e TheO||w||? criterion performs consistently well over all the datasetsused. In addition,
it implements a criterion similar to the SVM-RFE criterion the sense that SVM-RFE
measures the sensitivity ¢fv|| to a variable by computing the change|j||> when this
given variable has been removed. In the linear case, thesensthods become identical.
Lastly, as it has the lowest time complexity (RakotomampgQ02), it may be the most
useful one for practical applications.

e When a large number of training examples is available, irtrg significantly improves
the ability of zero-order criterion to select relevant edles at the expense of increased
time complexity. Surprisingly, retraining does not alwaggrove the ability of SVMs to
select these relevant variables regardless of the chitersed. In cases in which the training
set size is small, using the exact®) in the processing of the ranking terRy(i) tends to
decrease the performance. Intuitively, one may justify bg@havior by the overfitting effects
occurring due to the small number of data and the large numibeariables. However, this
point is far from being clear and some further analysis isleedn order to fully understand

this issue.

Examples on real-world data demonstrate the usefulneswegfroposed criteria. The perfor-
mance obtained without variable selection is either closshtched or improved using far fewer
variables selected with the proposed algorithms.

Our algorithms rely on a backward feature selection, whichamputationally tractable but
not necessarily optimal. We may improve the performanceauoftgorithms by using an alternate
search strategy or by combining the feature selection ggard the learning process into an over-
all optimization problem. More work should also be devotedhe problem of hyperparameter
selection in conjunction to that of feature selection. Fynpéurther investigations should focus on
the theoretical analysis of the algorithm, as well as makimmparisons with other methods.
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