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Abstract— Distributed hash table (DHT)-based overlay net- the underlying physical networks, which can lead to exces-
works, represented by Pastry, CAN, and Chord, offer an sjve routing delays. Second, they construct a homogeneous
administration-free and fault-tolerant application-level overlay structured overlay network, while in reality, the nodesalsu

network. While elegant from a theoretical perspective, thee . . .
systems have some disadvantages. First, they rely on apfiton- have different capacities and constraints sucHassl, packet-

level routing, which may be inefficient with respect to netwok ~ forwarding capacities, network connections, and availability.
delays and bandwidth consumption. Second, they typicallyan- In fact, for different nodes, the number of nodes that are
struct a homogeneously structured overlay even though nodein  physically close to them in network distance can vary signifi
these networks usually have varying physical connectivitand 44y \We support this claim by constructing an Autonomous
packet-forwarding capacities. Svst AS h f BGP ting tabl 101. that sh

In this paper, we propose two approaches for constructing ystem (AS) graph from routing tables [10], that shows
an auxiliary expressway network to take advantage of the that the fan-out of an AS can range from 1 to 2621. We
different connectivity, forwarding capacities, and avaihbilities argue that for a system to function efficiently, it is impaoita
of the nodes. As a result, we are able to reconcile the conflict to make discriminative use of the nodes in the system. The
of presenting the applications with a homogeneous structed guestion we try to answer is how we can take advantage of

overlay to simplify management, while at the same time tak- the heterogeneity of nodes to improve routing performance
ing advantage of the inherent heterogeneity of the underlyig 9 Yy P 9p

physical network to speed up routing. Our simulation resuls Without altering the abstraction presented to the appticat
show that our expressway can achieve close to optimal routin In this paper, we describe two approaches for constructing
performance (on average, 1.07 and 1.41 times optimal routth an auxiliary network called aexpressway, that takes physical
for an Internet-.like to.pology and a large synthesized trang&-stub proximity, forwarding capacity, node availability, and de
graph, respectively) in overlay networks. connectivity into account, to significantly increase ragti
performance. The first approach uses the AS-level topology
extracted from BGP reports, and the second approach uses
Peer-to-peer (P2P) systems are gaining popularity quickly novel landmark numbering strategy that can deal with
due to their scalability, fault-tolerance, and self-oigarg changing network conditions.
nature. Progress in P2P has been made in applications sucBystems such as Pastry [9] and Tapestry [11] account for
as storage [1], [2], DNS, media streaming [3], collabomativphysical proximity when an overlay is constructed. They
Web server [4], distributed content-based search [5], aseth e assume the topology satisfies the triangle inequality, @hd r
distributed firewalls [6]. on the ability to find the physically closest node at node.join
Distributed hash table (DHT)-based systems such as CAvageet al.[12] have shown that triangle inequality may
[7], Chord [8], and Pastry [9] present applications with @ot hold in Internet topology. Topologically-Aware CAN [[L3
homogeneously structured application-level overlay ogtw uses landmark ordering to cluster nodes that are physically
Nodes in these networks collectively contribute towards atose into logical vicinity during overlay constructionhdugh
administration-free storage space. Retrieving an objettiese this yields good performance improvements, it may cause
systems amounts to routing to the node that is responsiignificant imbalances in the distribution of the nodes ia th
for storing that object. Providing a simple and homogeneo@AN space that leads to hot-spots [14] and does not handle
abstraction has several desirable properties. It provéti#isil- changing network conditions. Chord, on the other hand, does
ity by hiding the underlying dynamism and heterogeneity afot consider physical topology when constructing the ayerl
the system, and simplifies the management of the large-sciistead, a message is forwarded to the topologically ctoses
distributed system by e.g., providing a uniform storagecepanode among the next hop candidates in the routing table. The
to avoid hot-spots. choices for each routing hop, unfortunately, are limitectite
While elegant from a theoretical perspective, these systetnies in the routing table. All the above systems are comstch
have two limitations. First, they rely on application-léveby the logical structure of the default overlay, possibigiting
routing that to a great extent ignores the characteristics the maximum performance that can be achieved.

I. INTRODUCTION



Brocade [15] removes some of the constraints in previoesnstructing an overlay that closely approximates the ighys
systems by constructing a secondary overlay network of suetwork makes it possible to deliver routing performancat th
pernodes that are situated near the network access poutts sa better than default IP routing. This has been shown by RON
as routers. Though Brocade improves performance, it s#bu [19] and Detour [20].
logical routing in the secondary network, which incurs sel’le  The remainder of the paper is organized as follows. Section
physical hops for every logical hop. Brocade, to some exteiit provides background on CAN and eCAN that we use in
pushes the problem to an auxiliary network of a smaller sizeur study. Section Il describes our two ways to construct

Our proposal decouples the homogeneous overlay abstraxpressways and their protocols. In Section IV we evaluate
tion from routing altogether. It allows nodes to have a valga the approaches using simulation. Section V provides rlate
number of neighbors in an expressway, leaving the homogeork and Section VI concludes the paper.
neous structure of the default overlay network intact. In an
expressway, nodes that are situated near gateways orsputer
have good fan-outs, have good forwarding capacity andér ar Though we will explain our approach in combination with
highly available establish connections with each othenirag CAN [7], our approach is generic and applicable to many
that preserves physical proximity. These nodes collelgtiveoverlay systems such as Pastry [9] and Chord [8]. We describe
form an expressway that is used to improve routing perfoeAN and an improvement of it called eCAN [18] below.
mance by propagating route information. To our knowledge, CAN abstracts the problem of data placement and retrieval
our expressway is the first unconstrained auxiliary netwofkver large-scale storage systems as hashing that maps’ “keys

that takes full advantage of heterogeneity and proximity iPnto “values”. It organizes the logical space as@mensional
the underlying network. Cartesian space @torus). The Cartesian space is partitioned

The contributions of this paper are: into zones, w_ith one or more nodes serving as owner(s) of the
) i K based one. A key is a point in the space, and the node that owns
¢ Congtrgctl_ngfl an auxiiary neth)r | asel on dne?wodr e zone that contains the point stores the correspondilng va
]Lorommlty information udsmg As'e'zvz toio Ogyb erve (or object). Routing from a source node to a destination node
rom _BGP reports an & novelndmark NUMDErng 5 down to sending a package from one zone to another
technique to enable proximity neighbor selection and thakjghhoring zone in the Cartesian space. This is repeated
can handle changing network conditions. until the destination is reached. Node addition correspond
. Routg advertisement using a variant of the distance vecigr picking a random point in the Cartesian space, routing
a}lgo_rlthm [16]_' In particular, we employ a routg SUMM3s, the zone that contains the point, and splitting the zone
rlzatlon_ technique to reduc_e _rou“”g state while tra_‘d_'n\glith its current owner(s). Node removal amounts to having
off routing performance. This is equivalent to adverUsmgqe owner(s) of one of the neighboring zones take over the
network prefixes in BGP with the exception that the ”Od%ne owned by the departing node. In CAN, two zones are
that are aggregatEd are logically close to each other ratrP%ﬁghbors if they overlap in all but one dimension along Whic
than physically close to each other. they neighbor each other
- A S|mul_at|onbstudyhusmg dan :jntemet-h(l;?r }?_E\JAOIOE;/ a_r|1_d eCAN augments CAN's routing capacity with routing tables
ahtransr;t-stuﬁ graph pro fuce usnr:g_ . [17]. Of larger span. Everik CAN zones represent an order-2 zone,
show the e hect|yﬁneés 0 ogr tecd nlquesc,j we éomp_aéﬂdk orderd zones represents an ordef-1 zone. The variable
ourr].apprcr)]gc | wit € Ach[l ] a;]n Brocla e € A,N_ % is called the zone coverage factor of eCAN. A node is an
af 'ig’“c 'C? v_erS|onf_o o AN that emﬁc) Oﬁ’s proxl'm'tyowner of a CAN zone and is also a resident of the high-order
neighbor se ectlc_)n to fit the strucfnure_o the overlay Bones that encompass that CAN zone. Besides its default rout
that of _the physical network (but is still constrame_d ang neighbors that are CAN zones, a node alsoigs-order
the Ioglcal strulcture of thke ?verlay). Srocade builds fouti ng neighbors that are representatives of its neighbors in
secondary overlay network of supernodes. the high-order zones. eCAN provides flexibility in selegtin
Our simulation results show that taking underlying phykicdhe high-order neighbors. When selecting representafives
g ying p
network characteristics into consideration for routingtire a high-order neighbor, we can select the node that is closest
overlay network yields significant performance improveitero the current node among all the nodes that belong to the
over the default routing algorithm. Our approach achievesighboring high-order zone. As a result, the physicalingut
close to optimal, shortest-path routing performance. Irstndatencies are reduced as opposed to random routing neighbor
cases, the previous approaches Brocade and eCAN stay withétection.
2 to 6 times the performance of optimal routing. Brocade When selecting the next hop for routing to a specific
approaches the performance of optimal routing only whetestination, we employ a scheme that try to balance the
address are advertised everywhere. Even then, we expectmxysical and logical distance with an attempt to reduce the
pressway routing to outperform systems like Brocade in sermoverall routing delay. That is, in stead of selecting thetnex
of multicast performance because expressway removes bop that is closest to the current node in network distance,
constraints imposed by the logical structure of the ovedayl we select the node that is physically close to the currenenod
better approximates the underlying physical network. let,fa and is also logically close to the destination with a hope of
pp ying phy gically p

Il. DEFAULT OVERLAY NETWORKS
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Fig. 2. Selection of expressway neighbors using AS topology

Fig. 1. An example of eCAN routing.

reducing the actual routing delay. For details of this retigi AS-level graph is used for selecting expressway neighbors.
please refer to the report by Xu and Zhang [18] First, the distance information provided by the AS graph
Figure 1 illustrates eCAN with an example. The defauffa" Pe too coarse grained as it is only specified in AS-
CAN zones are order-1, and each of the CAN zones are 14§¥€! hops. Second, the AS graph captures only practically
of the entire Cartesian space. In this example, four neighgo stat|.c.|nforrr.1at|on. Third, there can be many AS that do not
CAN zones make one order-2 eCAN zone and four orderPRrticipate in the overlay. Consequently, an expressway ma
zones make an order-3 zone. For example, node 1 owns a CAR} Pe fully connected. To address these problems, we peopos
zone (the zone with dark shading in the upper- left cornen), a@n alternative technique, which is basgd on clustering siode
it is also a resident of the order-2 and order-3 eCAN zoness tH{at observe the same latency behavior with a few chosen
enclose the CAN zone. The routing table of node 1 consid@f!dmarks. Our landmark cluster scheme differs from prior
of the default routing table of CAN (represented by the thifork in that (1) we place the information of the nodes using
arrows) that link only to node 1's immediate CAN neighbord@ndmark vectors (produced by landmark clustering) as keys
and the high-order routing tables (represented by the thifR the default overlay network itself such that information
arrows) that link to one node in each of node 1's neighborirfPut nodes that are close to each other in the physical rietwo
eCAN zones at order-2 and order-3. Figure 1 also shows h@f¢ Placed logically close to each other on the overlay, and

node 1 can reach node 9 using eCAN routing (1 — 2 — 5 _ ¢¥) we use Hilbert curves [21] to resolve the dimensionality
mismatch between the landmark vectors and the overlay while

I1l. TOPOLOGY¥AWARE EXPRESSWAY preserving proximity relationship among nodes. We describ

The main idea of the expressway is that each node estifig details of these two approaches in the following sestion
lishes connections with nodes in its physical proximityttha 1) Using ASTopology: When a node joins an expressway, it
are situated near network access points such as gateway§&§ermines what AS it belongs to by mapping an IP address to
routers, that are highly available, and that have good fas-o an AS-ID using BGP reports. It then publishes this inforoati
and forwarding capacities. These nodes are catiquiess- that includes its IP address, its logical ID (e.g., node |Bhie
way nodes. The expressway nodes themselves are linked &@Se of Chord and Tapestry, and the CAN zone a node owns in
other expressway nodes that are nearby, catiquessway the case of CAN), and whether itis an expressway node or not.
neighbors, to form theexpressway. We use adistance-vector- This published information is kept in the overlay systemlits
based route advertisement [16] in the expressway and empl&$ing a hash of the publishing node’s AS-ID as the key. Every
a summarization technique to reduce the routing state. tn dgiingle node belonging to that AS will add its information to
work, expressway nodes serve three purposes: (i) propagafine previously published data. The global state published o
routing information when nodes join or leave, or the networthe default overlay does not have to be kept consistent secau
condition changes; (ii) resolving the routing destinasion it will not affect the correctness of the routing, but onlyeth
(iii) forwarding packets for multicasting or when expresgw routing performance.
routing can perform better than default IP routing. An ordinary (non-expressway) node uses the ID of its AS

In the subsections that follow, we describe how expresswiy get the information on all other nodes in the same AS, and
neighbors are selected, how routing advertisement amoggfablishes a direct connection with the local expresswealg n
expressway nodes is performed, and the routing algorithm.in the same AS by adding it as its expressway neighbor. To

avoid having to go through the local expressway node every
A. Selection of Expressway Neighbors time a pair of nodes in the same vicinity communicates with

We use two different approaches for selecting expresswagch other, the first time an ordinary node tries to commuaica
neighbors. The first approach is based on deriving AS-lewsith a local ordinary node, it will always go through the
topology information and clustering nodes that are part éxpressway node and cache the address of the destination. It
the same AS. While this information is fairly simple towill communicate to the destination directly from then on.
derive, there are a few issues with respect to the way thelf the new node decides to act as an expressway node (i.e.,



finds that it has a good fan-out, have good forward capacity,

and is highly available), it also uses the IDs of its neigliimpr

AS (that it obtains from the AS-level topology) as hash keys,

to obtain lists of expressway nodes in the overlay that are it

topological neighbors and to establish direct connectigitis

them. When a node joins or leaves the system, its expressway

neighbors are notified in the case of a voluntary departure.
Figure 2 illustrates how expressway neighbors are selected 7

using eCAN as an example. The nodes that are in the light —2

gray zones belong to the same AS and the nodes that are in the

dark gray zones belong to a neighboring AS. The nodes with () (b)

thick borders are expressway nodes. The expressway nodes

establish connections between themselves to form an exprédg. 3. Mapping a 3-dimensional landmark space (a) to 2 dgiogral CAN

way. Ordinary nodes establish connections with expresswiffce (P) using the Hilbert curve.

nodes in their AS. In addition, each node in an AS establishes

connections with other nodes in its AS. o ] o

2) Using Landmark Clustering: In this algorithm, we pick gqual to 1 itis a point. For an approximation level eqqal to 3,
n landmark nodes randomly scattered in the Internet. Thel&d@0ks similar to Figure 3b. For each higher approximation
landmark nodes can be part of the overlay itself or stanlgvel, we subdivide the ent|_re space into fo_ur sub-zones and
alone. Each expressway node measures its network distafigy @ shrunken and possibly rotated version of the current
to the n landmarks. For node A, suppose that the measur@gProximation into each sub-zone. _
distances are< Iy, l,,....In >. Node A is then positioned in We partition the landmark space intd*2grids of equal
an n-dimensional Cartesian space usiads, lo, ..., In > as its size wheren refers to number of landmarks andcontrols
coordinates. We call these coordinates thedmark vector, the number of grids used to partition the landmark space. We
and this Cartesian space thandmark space and use it for fit a Hilbert curve onto the landmark space to number each
representing nodes closeness in terms of network distainee. 9rid- Each node inherits the grid number in which its landmar
intuition behind doing this is that nodes that are close heavector falls into, and we call this number thendmark number

other have similar landmark measurements, and are close?fghe node. Closeness in landmark number indicates pHysica
each other in the landmark space. closeness. The smaller the x, the larger the likelihood ttat

It should be pointed out that a sufficient number of land1odes will have the same numbering, and the coarser grain the
marks need to be chosen to reduce the probability of falBBysical proximity information.
clustering where nodes that are far away in network distanceFor CAN, we can partition the overlay into grids, and store
are clustered close to each other. To eliminate false cingte the information about expressway nodes in a grid depending
we use landmark clustering only as a pre-selection progessof its landmark numbering, using a space-filling curve (see
identify nodes that are potentially close to a given node, afrigure 3). We can employ a similar procedure for other oyerla
use actual round-trip time (RTT) measurements to identigy t networks. For example, in the case of Chord, we can simply
node that is the closest [22]. use the landmark number as the key to store the information

The expressway nodes independently determine their pagi-an expressway node on a node whose ID is equal to or
tions in the landmark space and publish their positions en tBreater than the landmark number. In the case of Tapestry,
default overlay. An ordinary node or an expressway node fin#é can use a prefix of the node IDs to partition the logical
expressway nodes that are physically close to it by refgiian space into grids. In summary, our goal is to store expressway
this published information by using its own landmark vectdtode information such that information about close-by 1sode
as the DHT-key. is stored close to each other in the overlay.

The difficulty in storing the position information in the Using multiple realities: Another approach is to construct
landmark space is that the landmark space is of relatively high-dimensional CAN solely for the purpose of storing
high dimension, whereas the overlay itself is of relatively  the positions of the expressway nodes in the landmark space.
dimension (e.g., 2). To solve this problem, several tealesq Because the number of expressway nodes in the system is
can be used: space-filling curves, and extending the nofionmauch smaller than the total number of nodes in the system,
multiple reality introduced by CAN. we can select a small number of nodes for the high-dimension

Using space-filling curves:Space-filling curves map pointsCAN space. These nodes have multiple realities: the default
in the domaind? (the domain of real numbers) infd¥ (ad- overlay, which can be Pastry, Tapestry, Chord, and other
dimension Cartesian space) so that the closeness rekipisnstypes of overlay; and the CAN space for storing landmark
among the points are preserved. If two points are close tb edaformation.
other in0?%, they will also be close to each other iif. One There exist some trade-offs between the two proposed
example of space-filling curves is the Hilbert Curve [21]eThapproaches. (1) Hilbert curves do not produce any additiona
Hilbert curve is defined recursively. For an approximatievel maintenance overhead. But, more false clustering will prob
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expressway nodes. Instead of advertising the logical IDhef
nodes directly, we employ a summarization scheme to provide
Fig. 4. Expressway construction using landmark clusteril) Node N @ means to control the amount of routing state maintained
with landmark number O gets information about other nodeth Wie same gt each node (tO trade-off between routing performance and
landmark number and establishes a connection with any otienof; (2) Node . . - .

N gets information about nodes with landmark numb&e21; (3) Node N routing tab_le Slze)_‘ For C_AN’_ the Summar_lzatlon is based
gets information about nodes with landmark numbér=22; (4) Node N on the notion of virtual grids in the Cartesian space and a
_gefts inf‘?fmaﬁg” abOLét ”OdF?ﬁ ‘lNi”[‘j 'a”imafk ngb%ﬁm? (5) Node N gets  numbering scheme explained later. For other overlays sach a
information about nodes with fandmark number-28. Pastry or Tapestry, the prefix or suffix of the nodes can be

used to summarize the logical space to the same effect.

bly be introduced due to dimension reduction. (2) Using mul- FOr CAN, the entired-dimensional Cartesian space is par-
tiple realities improve the accuracy of landmark clustgrat titioned intom virtual grids of equal size, and each virtual
the cost of increased maintenance cost of a separate sguctdd iS @ssigned a number ranging from inﬁ— 1, called the

In the rest of the paper, we assume Hilbert curves are usedfirtu@l grid ID. Each default CAN zone is summarized using

An ordinary node locates the expressway node that it the 1D of the virtual grid in which the center of the CAN zone

closest to by (i) computing its own landmark number; (ii) usingfa”S' Similarly, any point in the Cartesian space is nureder

its landmark number as the key to route to the location whet§ind the same scheme. o , _
information about other nodes that have similar landmark Figure 5 illustrates the partitioning of a 2-dimensional
numbers is stored; and (iii) performing a localized floodingarte?"ar‘_ space using grids. A node uses the ID of the grid
within a specified radius starting from the destination tmra © Which it maps during route advertisement. For example, if
until information for some expressway node is encountere "0de has a coordinate ¢0.1,0.3, then it uses virtual grid
Localized flooding is possible because information abotff ©f 4 during route advertisement. _
close-by nodes is stored close to each other on the overay. | Th€ algorithm for route advertisement is the same as the
reality, even the localized flooding can be avoided by eith&f@ndard distance vector algorithm [16]. The differences a
replicating the published information to nearby nodes,with that (i) instead of advertising just a node’s transport aesly
a “condensed map” by storing the information in only a suy® &/so advertise the virtual grid ID that is used for sum-
region of the default overlay [18]. marizing nodes; (i) o_r_1_|y expressway nodes participate in
We are now ready to describe how to build a fully connectd@ute advertisement; (iii) the route advertisement messag
expressway using the landmark number stored in the defa@if controlled with a time-to-live (TTL) value expressedaas
overlay itself. The basic idea is to have each node conn&4mber of expressway-node hops. Having a small number of
to a number of other nodes whose landmark numbers &fgual grids would produce less precise advertised infation
numerically close to its landmark number. This approach Rt the route state that an expressway node needs to maintain
completely decentralized. Figure 4 shows how the nodes wi§COMes smaller. Even when the virtual grid is larger than
landmark number O select their expressway neighbors. THIE ZOne to be advertised, routing to any zone that belongs to
neighbors are selected based on their landmark numbers g Virtual grid guarantees that the target is inside theualr
are at 2 distance from the current node’s landmark numiberd"d and can be routed with the default overlay routing in a
In summary, using landmark numbering ensures that tR@unded number of logical hops..
expressway has good physical proximity. This can reduce theln @ddition to the default routing table for eCAN, each

latency in propagating the route advertisements and espre@rdinary node keeps the addresses of the local expressway
way routing itself. Landmark numbering can be performeHOdes' whereas expressway nodes maintain route summaries.
repeatedly to reflect changing network conditions. The number of entries in a route summary is on the order of

the number of virtual grids used for summarizing the nodes

B. Route Advertisement with Summarization in the system.

Each expressway node periodically advertises all the IocalExpressway routing itself can be done in two different ways:

nodes that are in its physical proximity to its neighboriné‘j&?g)tgiépu;drg?sg 2;%?23:\}\/3'gorgg;i:?gzt;g?;egﬂet

LIn our experimentation, we set the distance f 1o make the expressway (e_xpressway-node forwarding). The first approach requires
better connected. slightly more storage space to keep the route summary and



relies on IP routing. However, if a node leaves the netwdrl, twe believe it is not critical because it will not affect the
second approach is less expensive to repair because the geimrectness of routing. An expressway using direct routé wi

to summarize the zones does not change even when nodedorm at least as well as Brocade even if we decide not
join and leave the system. In addition, expressway forvmgrdito perform route update when an owner of a virtual changes.
provides a way to handle multicast efficiently, and possibly this case, the source node sends the packet directly to the
deliver performance better than default IP routing. In Bect expressway node that has information about the targetatirtu
IV, we will compare the two approaches. grid. This is in essence, how Brocade works.

c , laorith In essence, we have used the default overlay as an informa-
- Routing Algorithm tion exchange repository where the expressway nodes publis
Routing with an expressway in place is straightforwardnformation about themselves and all the nodes retrievas th

When_ an expressway node receives a packet it performs thfdrmation. This is done in a totally decentralized fashio
following operations: without any centralized coordination. If a node that hobts t
1) It checks the route summary. If the destination is imformation leaves the system, we leverage the mechanisms
the route summary, then it routes the packet to thgrovided by the underlying overlay. In addition, we can also
destination directly. refresh this information periodically to keep up with the
2) Otherwise, it checks to see if there is any expresswaiianging network conditions.
node that is logically closérto the destination than
the current node. If it finds such a node, it sets the
expressway-used flag in the packet and then forwardsWe evaluate our technigues using simulations with an
it to the expressway node. Internet-like topology and a transit-stub graph producsidg
3) Otherwise, it sets the expressway-used flag in the packet-ITM [17].
and uses the default routing (i.e., eCAN). . .
9 . .) . A. Smulation Methodology
For non-expressway nodes, the algorithm is the following: _ )
. . We use simulations to compare our expressway approach
1) If the expressway-used flag is set, use default routing. . ) i :
. X oo ainst several different approaches: the optimal (ortekbtr
2) Otherwise, check to see if the destination is one 0O . ) .
. . . ath) routing where a packet is delivered along the shortest
its eCAN neighbors. If so, it routes the packet to thal .
. ) path from the source to the destination, eCAN, and a Brocade-
neighbor directly.

3) Otherwise, it sends the packet to one of the Iocg‘(e system that constructs a logical auxiliary net_workng;3|
€CAN. From now on, we will refer the Brocade-like system
expressway nodes.

R used in our experimentation &ggical auxiliary. To make the
If the destination is in the route summary, the eXpreSSW%mparison fair, the nodes in eCAN keep roughly the same

will route the packet to the destination or to a node that i§y,qnt of routing state as our expressway approach, and only
logically close to the des_,tlnanon. If the expressway reute expressway nodes participate in high-order routing.
packet to a node that is not the destination, from then ONwe use eCAN as the basis for the logical auxiliary, because

only default routing will be used by the algorithm. If it iS\e \yant to compare against Brocade-like systems in the same
not in the route summary, the an expressway-used flag will Rging je., to compare against the idea of using a logical

set on packet, and from there on the algorithm will only Usgejay as an auxiliary network for advertising the addesss
default routing. This guarantees that the packet will re#sh o 16 ordinary nodes. In addition, we do not have access to a

destination. Brocade simulator. We believe the comparison is fair bezaus
D. Dynamism and Scalability Issues both eCAN and Tapestry achieve logarithmic logical routing
o r%erformance and are topology-aware.

For the logical auxiliary, all nodes except the expressway
nodes (supernodes) advertise their IDs and locations in the

IV. EXPERIMENTAL EVALUATION

It is reasonable to expect dynamism in the node m
bership in a large-scale widely distributed environmertisT
significantly impacts the routing state maintained by a noq uxiliary network using summaries of their zones as keys

However, we believe that events such as joining and Ieawp(g %Iace the advertisement in the overlay. We evaluated two

are less frequent in the case of expressway nodes beca%s ions: no caching of advertisements, and caching the in-

. §
we choose only relatively stable nodes to act as eXpressWetmation of ordinary nodes along the path of advertisement
% make the comparisons fair, all simulations of the logical

nodes. For a highly dynamic environment, the benefits of
avxiliary advertise the IP addresses of the nodes such ticat o

auxiliary network will be lower than for a static environnten
Even caching is less effective in that case and the system Wie advertisement is located, direct IP routing will be usad
addition, we also assume nodes know the IP addresses of all

have to rely on the default overlay routing.
As far as route propagation is concemed, the nodes tl?) er nodes in the same AS, which is the assumption made
e¥ Brocade.

reside in the virtual grids can change dynamically. How t'yneIO
The primary performance metric that we use dsetch

this information can be propagated is an open issue. Howev
2if the expressway is fully connected then we can send theaisdk an defined as the ratio of accumulated latency in the actugjlr@ut
expressway node that is physically closest to the destimati path to the shortest-path latency from the source to de&tima
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Fig. 6. Latency distribution of the two topologies. process to identify the nodes that are possibly close to engiv

node, and use RTT measurements to identify the node that

is actually the closest. The row “Extra RTT measurements”

The average routing delay is computed by randomly selecti Res the additional measurements we perform to identiéy th

10 times as many source destination pairs as there are no Ttual closest nodes. For example, if the number of nodes we
and then averaging the routing delay between them. '

} d . want to identify is 10, then the actual measurements we carry
we ev_aluate our technlques using  two topologle_s. Atght is 10+ 20, and 20 is the number of extra measurements.
Internet-like topology de.”VEd from BGP report, a”?' A UBNS 1o vo\y “Fraction of expressway nodes” gives the percentage
stub graph produced using GT-ITM [17]. We describe the ok expressway node in the entire node population, and 1/10

topIJ:oIoglr:es ieslolw. | | deri he del ¢ Eeans that approximately one out of ten nodes will act as an
or the -level topology, we derive the delay of eac xpressway node.

resolution from the actual number of AS hops taken and theFOr the AS-topology, we control the ratio of expressway

average delay between two AS. We have generated an approx- : g ;
imate topology of the Internet by extracting AS conneojzivitnOOleS by changing the number of AS that participate in the

qverlay. If the fraction is 1/8 for 512 nodes, the number of AS

information from BGP reports [10] and computing shorte%vi" be 64, and there will be roughly 8 nodes in the same AS.

path distances between all pairs of AS. In our experiments .
use 1,000 AS from a total of 13,000 active AS. When nod\(-;ftés‘8 r the transit-stub graph_, we ra_ndomly select nodes toacF a
) . . de pressway node according until we get the desired fraction
in the default overlay are populated, each node is assigne des

one of the 1,000 AS. We assume an average inter-AS de%yexpressway nodes.
of 100 ms and an average intra-AS delay of 10 ms in t
experiments.

To provide a finer grained topology, we also evaluate our Figure 7 shows the effect of varying the number of nodes
techniques using a transit-stub graph produced by GT-ITNn the system from 512 to 8K. We fix the TTL, the number of
This topology has approximately 10,000 nodes, 228 trangittual grids, and the number of landmarks using the default
domains, 5 transit nodes per transit domain, 4 stub nodedues shown in Table I.
attached to each transit node, and 2 nodes in each stub domaiithe curve labeled Exp (AS) constructs the expressway
The latency is set according to the following rules: 100 mrs faising AS-level topology information and employ direct reut
cross transit links, 20 ms for links connecting nodes insideThe curve labeled Exp (landmark) employs the landmark-
single transit, 5 ms for links connecting a transit node armustering scheme to construct a fully connected expregswa
a stub node, and 2 ms for links connecting nodes insidewdnereas the curve labeled Exp(AS+landmark) constructs an
single stub. Figure 6 compares the latency distributionhef t expressway using landmark clustering in addition to apglyi
two topologies. This distribution is computed among allrpai AS neighboring information. The curves labeled “logicakau
of nodes in the two topologies. From the figure, we can sdiry” show the performance of a systems that use a secgndar
that the AS-topology is fairly coarse-grained with only dmaoverlay network. The *“logical auxiliary (advertising)” ote
variations in routing delays, where as the transit-stulplgraalso caches the IP addresses of ordinary nodes along the
demonstrates some clustering behavior with nodes eithrer &alvertising path. As we do not have any AS information for
away from each other or relatively close to each other. the transit-stub topology, we cannot show any results fqy Ex

In our experiment, we ignore the overhead in processi{4S) and Exp(AS+landmark) using that topology.
the packets, as we do not have a real implementation yetFrom Figure 7 we observe the following. First, constructing
The parameters that are varied in our experiments include #in expressway by using AS neighboring information can
number of nodes, the size of the virtual grid, the TTL, and theroduce good routing performance. On average the routing
percentage of expressway node in the entire node populatiparformance is about 1.09 times shortest-path routing with
Table | summarizes the parameters and their values used initidividual measurements ranging from 1.04 to 1.16 times
simulation. We use landmark clustering only as a pre-sielect shortest-path routing.

qf Experimental Results
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TABLE I

Second, expressway routing using landmark clustering pro-
THE AMOUNT OF ROUTING STATE

duces close to optimal routing performance for the AS topol-

ogy. On average the routing performance is about 1.07 time§——z of #of Routing table (# entries)
shortest-path routing with individual measurements raggi Nodes | Grids [ Expressway eCAN (AvQ)

from 1.04 to 1.12. The routing performance for the transit- (Avg) AS topology [ Transit-stub
stub graph is slightly worse than that for the AS topology 1501224 ggigg iE gg gi
with individual measurements ranging from 1.20 to 1.55 8me |58 1 64x62 aK a1 3
shortest-path routing. The performance differences betwe || 4096 | 64x64 4K 43 35
the two different topologies are due to the fact that for thel 8192 | 128x128 16K 45 38

transit-stub graph, ordinary nodes that are close to theesam
expressway node do not establish direct connection with eac
other. In addition, for the AS topology, we assume that tliere
always one expressway node in an AS, and an ordinary no,
can reach an expressway node within 10 ms. As we will s
later, increase the percentage of expressway node in tire e
node population can improve expressway routing performan

é:igure 8 compares direct routing with expressway-node
(gwarding for the two different topologies. From the figsye
e can see expressway-node forwarding does not degrade per-
ormance by much and it provides the advantages mentioned
in Section IlI-B. The performance improves with more nodes

Third, the performance of eCAN with similar total routingj, the system. When there are more expressway nodes, the
state is comparable to that of the logical auxiliary. In fackyxpressway has a better chance to approximate the undgrlyin
eCAN perfOI‘mS ConSiStenﬂy better than the |Ogica| auWIia physica' network. There is a |arger gap between the per_
W|th0ut adVertisement. ThIS iS because the eCAN we use il’l qHFmance Of direct routing and expressway_node forwarding
experiments keeps slightly more routing state than thahef tfor the transit-stub graph because that the transit-stalprgr
logical auxiliary and we have employed a simple heuristic {g g larger topology than the AS topology we used. When
balance physical and logical routing delay when select®d n there are more nodes in the system, the number of backbone
hops for a particular routing destination [18]. The perfamoe nodes accounts for only a small percentage of all nodes in the
differences are more prominent for the large transit-st@pl. ~ system. This makes it hard for the expressway to approximate
We hypothesize that the additional routing state kept byRCAne underlying physical topology. There is a potential for
and the heuristic work better the larger transit-stub topgwl expressway-node forwarding to perform better than defdult

It should be noted that if we cache the route advertisemeri@siting, as shown by RON [19].
everywhere on the logical auxiliary network, it can obtain To give a feel for the cost paid to achieve near optimal
similar performance to shortest-path routing and expragswrouting performance, Table Il shows the routing state thahe
routing using landmark clustering. The key difference cemeode needs to keep for expressway routing using landmark
from the fact that the expressway closely approximates thkistering for the two topologies. Note that only expresswa
physical network, whereas the logical auxiliary will alvealye nodes need to maintain route summaries. With modern com-
a logical overlay. As a result, using expressway for musticaputer systems, we believe keeping this amount of state ghoul
would be more efficient than using a logical auxiliary. Imot be an issue. In our experiments, we assume that each
addition, when the auxiliary network closely approximattes AS has at least one expressway node. This can vary in an
underlying physical network, it would be more efficient t@actual implementation. If there is no expressway node in an
propagate the routing state along the physical overlay thAs, we can always rely on landmark numbering to locate an
along a logical overlay. expressway node in an AS that is close-by.
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power of 2 number that is greater than or equal/io, wheren is the number
of nodes, i.e. sqrt(ny= 2/1°% Vil

once the packet reaches the node that represents the tlestina

The trade-off is that when there are more expressway noddgual grid. To address this problem a direct route can be
the non-expressway nodes need to keep less routing state. §¢€d by, for example, employing some kind of local gossiping
larger the number of expressway node, the larger the lietih pro_tocol for the nodes in the same virtual grid to exchange
that an ordinary node can find an expressway node thattheir 1P .addresses. Consequently, the performances widitbe
nearby, and hence the better the routing performance. B sfN0St twice as much as shortest-path routing.
each expressway node needs to keep depends on the numbkigure 10 shows the results for varying the TTL parameter
of nodes in the system and the number of virtual grids usepain for the AS topology. As can be seen, the TTL value can
However, the number of packets each expressway node negiggificantly affect routing performance if not chosen eatty.
to handle depends only on the number of expressway nod@scertain cases, increasing the TTL by one can almost cut
in the system. As the number of expressway nodes decrea§asing latency by half. In our experiment, a TTL of 5 is
the load on them increases. enough to bring the routing performance to close to optimal.

To understand the effect of varying different parameters As we mentioned earlier, varying the fraction of expressway
that affect routing performance, we first show the results fmodes can also affect routing performance. When there are
varying the number of virtual grids used in a route summanmore expressway nodes in the system, there is a larger
We do this only for the AS topology and would expect thékelihood that an ordinary node can find an expressway node
transit-stub topology to exhibit similar behavior. The ults that is nearby. To demonstrate this effect, we vary the ifsact
in Figure 9, show that reducing the number of grids caof expressway node from 1/1 to 1/64, and 1/64 means that
significantly affect routing performance. However, theeeff approximately every 64 nodes there will be an expressway
is only proportional to the square root of the number of gridsiode. Figure 11 shows the results using the transit-stutl-top
This indicates that we can obtain a relatively bigger savimggy and validates our hypothesis. An interesting thing tteno
in routing state with a small sacrifice in performance. In ous that the performance of the logical auxiliary degradethas
experiments, when the virtual grid is occupied by multipleaumber of supernodes increases. This is because that with a
nodes, we assume that default overlay routing will be uséatger secondary overlay, it will take longer time to retge
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% Logical auxiliary (advertising) - Exp (landmark, forward) decentralized fashion [7]. For instance, in Pastry, a nhedeno

7 = Exp (landmark) X first has to contact a node A that is physically close to it.
It asks node A to route to node X's ID. Along the way, the
routing table for X is constructed by picking up the level
routing table from the™ node encountered. This approach
assumes the topology satisfies triangle inequality whicly ma
not hold for Internet. In fact, a study by Casteb al.[14]
has shown that the proximity approximation is much worse
when using the Mercator topology that is based on the real
measurements of the Internet. Further, they rely on expandi
| ‘ ‘ : ‘ " ‘ ring search for locating the physically closest node at node
164 132 16 18 14 12 1 join, which according to Xtet al.[22] requires a considerable
Percentage of expressway nodes amount of message (hundreds to thousands) exchanges to

Fig. 11. Effect of varying the ratio of expressway nodes ia flystem. obtain reasonable results.

In Brocade [15], a secondary overlay network of supernodes

) ) . _ is used to improve the routing distance. These supernodes ar
the published information about the ordinary nodes. Howeve o hodes that are situated near the network access pofts su

when the number of nodes in the auxiliary is small, the load o o uters and gateways. Nodes in the default network ésfabl
each of th_ose nodes will be higher and it will take longer timgi ot connections with a supernode that is nearby. Sugeso

for an ordinary node to reach the closest supernode. In %8 Caqyertise the nodes that are connected to them as objects
of the expressway, on the other hand, the more expresswayeq by the supernode in the secondary overlay. Routing
nodes, the better it can approximate the underlying physiGa,m node A to D in the default network involves three steps:

network. . _ locating a supernode B locally, routing to the supernode C
Another parameter that affects routing performance is thga siores the object D in the secondary overlay, and hgppin

number of landmarks used for generating landmark numum ¢ to D.

berlng. The more landmarks, the less amount of false CIUS‘I‘hough Brocade produces some reasonable improvements
tering and the less RTT measurements are needed. IN QY the default case, it pushes the problem to an auxiliary
experiments, we employ a technique that stores the publishgyyork of a smaller size. Brocade faces a dilemma in
information only in a sub region of the default overlay tQ.n,qsing the appropriate number of supernodes: if the numbe
increase the chance that a node can always find '_nformat'gpsupernodes is large, the logical overlay routing cost get
of expressway nodes that are nearby [18]. We did not SgRyher- if the number of nodes in the secondary network
a significant difference in the routing performance when tg smai an ordinary node needs to keep more state about
number of landmarks is greater than 5 and is varied. the addresses of other nodes that are linked to the same
supernode. This can be an issue in a dynamic environment.
An expressway closely approximates the physical network,
Techniques to exploit topology information in overlay routmaking performance independent of the size of the network.

Stretch
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V. RELATED WORK

ing can be subdivided into three categories [1g8ographic  In our simulation study, Brocade-like systems can approach
layout, proximity routing, and proximity neighbor selection  optimal routing performance only when aggressive caching i
techniques. used. Even then, we expect expressway routing to outperform

With geographic layout, such as Topologically-Aware CANBrocade with respect to multi-cast performance. In addijtio
[13], when a new node joins the overlay, it joins a node thaur expressway approach opens up the possibility of défiger
is close to it in IP distance. This can result in uneven noaeuting performance better than default-IP routing.
distribution and holes in the Cartesian space, which caatere
overhead in data placement. VI. CONCLUSIONS

Proximity routing is employed in Chord [8]. With proximity In this paper, we described generic techniques to construct
routing, physical topology is not taken into consideratidmen an auxiliary network for any distributed hash-table based
constructing the overlay. Instead, it employs heuristieg ise overlay to take advantage of the inherent node heterogeneit
many logical hops with small latency instead of fewer logicahat exists in the physical network.
hops with large latency. However, the choices are limited to Our approaches use proximity information to construct an
entries present in the routing tables. auxiliary network called an expressway. We use two differen

Proximity neighbor selection is employed in Pastry [9] antechniques to derive proximity information. The first appch
Tapestry [11]. Routing table entries are selected accgrdinses an AS-level topology that is derived by processing BGP
to the proximity metric among all nodes that satisfies theports. The second approach uses a novel landmark chggteri
constraints of the logical overlay. For instance, in Padtig technique that clusters nodes that have similar latences t
constraint is the node ID prefix. In these systems, howevarell-known landmarks. As a result, we are able to reconcile
nodes cannot independently discover their neighbors inttee conflict of presenting the applications with a homogeseo



structured overlay to simplify management, while at the sam[7]
time exploiting the inherent heterogeneity of the undedyi
physical network.

We conducted a detailed simulation study using two topololé!
gies. The simulation results show that our approaches can
achieve close to optimal routing performance. For the AS-Q]
topology, our expressway based on landmark-clustering aé—
proach yields 1.07 times optimal routing performance on
average, while the approach that uses AS-neighbor infoomat
yields about 1.09 times optimal routing performance. Fer th10]
transit-stub topology, our landmark-clustering techeigields [11]
1.4 times optimal routing performance on average.

Although, we have evaluated expressway using eCAN as
the default overlay, the techniques proposed in this paper
generic and directly applicable to other DHT-based systems
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