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Abstract: Provision of QoS-related router functions such as traffic regulation, policy rout-
ing, and usage-based accounting requires that a flow table stores state information for active
flows. The design of such a flow table is not trivial for a high-speed Internet router (e.g.,
100+ Gbps) with a large number of active flows (e.g., tens of millions) and a high packet
arrival rate (e.g., tens of millions of packets per second). Targeting two different models
(centralized and distributed) of router design, we propose a software-based design to be
implemented on individual line cards, which is suitable for the distributed model, and a
hardware-based design to be implemented in the main forwarding engine of a router, which
is suitable for the centralized model. The software-based design, adapted from hash table
data structure, employs a practical and effective technique to solve the garbage collection
problem caused by the expired flows. The hardware-based design, adapted from the architec-
ture of an N-way set-associative cache, employs a dynamic set-associative scheme to reduce
the overflow ratio that traditional set-associative scheme incurs, by a high percentage, and a
pipelined design to achieve a throughput of 1004+ Gbps. The performance evaluation results
from both trace-driven simulation and statistical analysis demonstrate that both designs are
cost-effective for their targeted router models.

Index Terms: Flow Table, Performance Analysis, Router Architecture, Universal Hashing.
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Figure 1: Operation Flowchart of a Flow Table

1 Introduction

Maintaining a flow table in an Internet router is essential for the provision of QoS-related
router functions such as usage-based service accounting [1], traffic regulation (2], and policy
routing [3]. For traffic regulation, for each active flow, the flow table keeps a timestamyp that
indicates whether the flow is conforming to its negotiated profile. For policy routing, the flow
table caches the next-hop and QoS information to be applied to the packet, which is obtained
from a relatively expensive policy lookup process [3, 4, 5], so that one lookup is needed per
flow, not per packet. For usage-based accounting, the flow table uses a flow instead of a
packet as the basic granule for accounting, which typically reduces the amount of work by
about 90 percent [6]. The overview of a flow table is shown in Fig. 1. The schema of a flow
table consists of service parameters and state variables used in service accounting (e.g., unit
price), traffic regulation (e.g., timestamp), and policy routing (e.g., next-hop). The header
fields of an incoming packet will be used as the key to search for the flow that the packet
belongs to. If such a flow entry is found, the service parameters and state variables in the
entry will be fed to the service logic, which determines the action to be performed (e.g.,

which output port to route the packet) on the packet and the new values the state variables



(e.g., timestamp) should be updated with. We refer to such a “search-compute-update”
cycle as a flow transaction. If a matching entry is not found, it indicates that this packet is
the first packet of a new flow. Then an entry needs to be created in the table for the flow,
and a lookup to the policy database is needed to determine the service parameters the entry
should be initialized with.

The flow table is a part of the forwarding engine in a QoS router. So its design is
different for two router models that make drastically different design choices on the functional
requirement and placement of the forwarding engine, namely, centralized router model and
distributed router model [7]. In the centralized model, when a packet arrives at a line card,
its header will be forwarded to a central forwarding engine through the switching fabric. The
forwarding engine will decide the next-hop to route the packet and its QoS if applicable, and
send the decision back to the line card. In the distributed model, however, each line card
has its own forwarding engine to make such decisions. The advantages and disadvantages
of both models and the commercial router products that adopt each model are discussed in
detail in [7]. Two router models place drastically different throughput requirements on the
flow table. In the centralized model, one flow table has to handle all the flow transactions
of the router, while in the distributed model, a flow table only needs to handle the flow
transactions at a line card.

Targeting these two router models, we proposed two cost-effective flow table designs:
a software-based design (5 Gbps throughput) for the distributed model, and a hardware-
based design (100+ Gbps throughput) for the centralized model. The major challenge in
the software-based design, which employs hash table data structure, comes from the need to

purge ezpired flows from the flow table. We find that garbage collection with hash table data



structure in real time is not a trivial task. The software-based design employs our amortized
garbage collection technique that “absorbs” the overhead of garbage collection into that of
probing and achieves a nice tradeoff between memory utilization and throughput. The major
challenge in the hardware-based design is to achieve high throughput at relatively low cost.
Adapted from the architecture of N-way set-associative cache, the hardware-based design
employs our dynamic set-associative scheme that reduces the overflow inherent with set-
associativity by a high percentage. Employing relatively inexpensive yet high-speed DRAM
chips (e.g., 800 MHz RAMBUS [8]), it nicely pipelines the system to “absorb” the DRAM
access latency and other system overhead so that a flow transaction can be completed very
quickly (e.g., every 20 ns).

In the following, Section 2 introduces concepts related to a flow and states important
assumptions. Section 3 and 4 present the architecture and performance evaluation of the
software-based design and the hardware-based design respectively. Related work is surveyed
in Section 5. Section 6 summarizes the main contributions of the work. As the focus of this
paper is on how to design a flow table to support the aforementioned router functions, the
detail of these functions and their implementation are omitted in this paper in the interest

of space. They can be found in the longer version [9] of this paper.

2 Flow Concepts and Important Assumptions

A flow, as shown in Fig. 2, is defined [10] as a series of unidirectional packets that share
the same <src_IP, dest_IP, src_port, dest_port, protocol> tuple, separated by no more than

a tunable timeout value Dgypire. Here fixed timeout value (D,zpire) is adopted to simplify
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implementation. We will subsequently refer to such a tuple as layer-4 address. A flow starts
when its first packet arrives and exzpires when the flow has no activity for a timeout period
D.ypire- The flow is presumed active in the meantime and this period is called the [lifespan
of the flow. Suppose the ezpiration happens at time 7T, the flow actually stops at time
T — Degpire; when the last packet of the flow arrives. The period between the time the flow
starts and the time it stops is called the duration of the flow, during which the flow is actually
active.

Aggregate network traffic is found to be bursty and self-similar [11, 12|, and possible
reasons behind that are analyzed in [13]. However, to the best of our knowledge, the arrival
of new flows and the number of active flows (when D,y is reasonably long, say 60s, to
prevent a flow from being segmented into multiple subflows), at the Internet backbone level,
have never been found to be self-similar. Actually, we don’t expect them to be self-similar:
while packets inside a connection are correlated, arrivals of the new connections (flows) are
generally not [14].

Important metrics in the software- and hardware-based designs are modeled under a

context called dynamically-balanced flow system (DBFS). In DBFS, we assume that, every



ﬁ seconds, one new flow arrives and one old flow expires. In other words, during every one-
second interval, exactly NF old flows expire and NF new flows arrive so that the number
of active flows AF remains constant over time. DBFS assumption is close to the reality as
it is shown in [10, 15] that AF tends to fluctuate very little in a 5-minute interval, though
it may change dramatically over a one-day period. As we have explained, DBFS does not
contradict with the self-similar nature of the Internet traffic [11, 12]. We understand that
DBFS modeling does not capture the “disturbance” caused by the fluctuation of the active
flows in the real traffic. However, the agreement between the analytical (from the modeling)
and the experiment (from the simulation) results suggests that the effect of this “disturbance”
on the metrics we are interested in is very small.

Poisson modeling that will occur in several places of this paper also needs to be carefully
justified. In all but one place, the Poisson arrivals and departures are assumed in a slot of a
hash table or in a line of a set-associative cache (similar to the former case). The justification
is that under the DBFS context and the uniform hashing assumption, the interarrival time
between two new flows that are mapped to a particular slot/line is accurately modeled as
a geometric random variable. So, when the number of lines/slots is large, this geometric
distribution can be approximated as the Poisson distribution. Only in one place (in Section
3.1) do we assume that the interarrival time between packets inside a flow is exponential (with
parameter I). However, we immediately show that our targeted metric is very insensitive to

the variation of I.
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table.

3 Software-based Design

In this section, we present a software-based design that achieves a throughput of 5 Gbps,
which is suitable for a line card. This design is based on hash table data structure augmented
with a technique to solve the garbage collection problem. When a flow expires, the hash node
that contains the flow entry becomes “garbage.” Without a “garbage collection” mechanism,
the system will eventually run out of memory. We develop an amortized garbage collection
technique that absorbs the overhead of purging into probing. We introduce a metric called
garbage ratio that measures the effectiveness of the scheme. Modeling and simulation results

on this metric agree to within 10% difference.

3.1 Amortized Garbage Collection (AGC)

The data structure underlying AGC is hashing with chaining' as shown in Fig. 3(a). The
nodes in the hash table are 32-byte long flow entries. A hardware hash function that achieves
uniform hashing is used to produce an index and its orthogonal part called tag, for each

incoming layer-4 address. Such a suitable hash function is described in Section 4.2. The

'We do not use open hashing algorithms because they make garbage collection a complicated task [16].



index is used to locate a slot in the head table that points to a linked list of nodes. A probe
is performed along the linked list to see if the same tag is found in any of these nodes.
The white nodes stand for active flows and the gray nodes stand for expired flows. In the
following discussion, we use words “node” and “flow” interchangeably.

The AGC scheme works as follows. While the probe is carried out along the linked list, if
the current node is found expired, it is deleted from the linked list and returned to a stack of
free nodes (shown in Fig. 3(b)). For example, in Fig. 3(a), suppose a packet that belongs to
flow 1c¢ arrives. During the probing, AGC will find that node 1b has expired and will delete
it from the chain. Node 1d (also expired), however, will not be affected because it is behind

the node 1c. In other words, the purging occurs only when it is “convenient.”

3.2 Performance Analysis of AGC

The effectiveness of the scheme is measured by the garbage ratio GR, the number of expired
flows that remain in the hash table divided by the total number of active flows AF'. This is
precisely the “gray/white” ratio in Fig. 3(a). Under the DBFS context, the garbage ratio
GR is modeled as follows. Let Tj;espan be the average lifespan of a flow, which is also the
average lifespan of a white node. Then according to Little’s law [17], AF = Tj;fespan * NF.
Let prge be the latency between the time a node expires and the time it is purged by
AGC, and let T4 be its mean. So T},,4. is the average lifespan of a gray node. Again
according to Little’s law, the number of “gray nodes” is Tpy.4e * NF. So the garbage ratio

(“gray/white”) is



GR — Tpurge * NF _ Tpurge (1)
71lz'fespan * NF 71lz'fespan

Under DBF'S context, Tjifespan iS constant over time. So, to calculate GR, it remains
to model Tpyrge. Note Tiitespan — Degpire 15 the average duration of a flow, during which

the flow is actually active. Again by Little’s law, the ratio of the presumed active flows

T‘lifespanfDezpire

that are actually active is T
ifespan

. We call this ratio the actually active ratio, and
denote it as p. In the following discussion, unless the word “actual” is explicitly used,
the term “active flows” refers to “presumed active flows.” Suppose the number of slots in
the hash table is M. Define the load factor LF as AF/M. Let us consider an arbitrary
slot. As explained in Section 2, when M is large, the arrival process can be approximated

as Poisson so that P[U = i]=exp(—LF) * LF'/(i!). So among M slots of the hash table,

approximately M x P[U = i] of them contain ¢ active nodes, i=0,1,2,..., and among AF active

flows, approximately i x M x P[U = i] nodes belongs to a slot that contains i active nodes,
i=0,1,2,... Then randomly pick a flow among AF active flows, the number of active nodes

(denoted as V) in the slot that the picked node belongs to is of the following distribution:

Y, 9 ixMxP[U=i] _ ixexp(—LF)*LF'
PV =1] = AR = pLF*(z'!)

, where ¢ = 1,2, ... Though this distribution is derived
using informal analysis, it can be shown that this is precisely the limiting distribution when
both M and AF go to infinity and AF/M = LF. Suppose the picked node is the Wy, active
node along the linked list. Since each node among those V nodes is equally likely to be

picked, the joint distribution of V and W is

P[V:Z,W:I{J] _ (iYxLF —
0 k>
k=12 (2)



Now we are ready to analyze Tp,,4.. Suppose exactly at time 0, a node ND expires, which
can be any of the AF nodes with equal probability 1/AF. Suppose the slot that ND belongs
to has 7 nodes and ND is the ky, along the probing sequence ((2) tells us the probability
of such an event). Suppose among the i — k active nodes behind ND, X nodes are actually
active. X is of binomial distribution P[X = ]]:(l;k) sl (1 — p) ki j=12..0 k. pis
the aforementioned actually active ratio. There are two possible ways in which the expired
node gets evicted. The first one occurs when one of those X actually active nodes get a
visitor (an incoming packet that belongs to the flow). The second occurs when a new flow
arrives and is hashed to ND’s slot. For each of the 5 actually active nodes, the arrival time
of the first visitor to the node (denoted as T, Ty, ..., Tj) after time 0 can be modeled as
an exponential distribution with mean I. [ is the average interarrival time of packets in a
flow, modeled as (T}ifespan — Deapire)/NP. NP is the average number of packets in a flow.
Let Tnew be the arrival time of the first new flow that is hashed to ND’s slot after time 0
and T,,., be its mean. It can be shown that Tnew is of exponential distribution with mean
Tiifespan/ LF when M is large. Then

~

Tpurge:MIN(TI;T%'"JYA};Tnew) (3)

Given n independent exponential random variables }71,}72,...,}7” with mean A, \,...,\, re-

spectively, MIN(YI, Yo, ..., ffn) is also of exponential distribution and its meanis 1/(3> 0 _; )\L)

S0 Tpurge (conditioned on j) is also of exponential distribution, and its mean is 1/(%+Tlifjspan).

Piecing all these formulae together, we obtain our main result:

10
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Once we have calculated E[Tpurge], the garbage ratio GR can be obtained as
according to (1). Parameters contained in (4) include LF, p, I, and Tj;fespan. Since Ty respan
can be derived from p and Dcgpire, given a fixed D, zpire, G I is a function of three independent
parameters I, p, and LF. An analysis of (4) shows that the garbage ratio G R increases when
LF decreases and vice versa. Plugging in the parameters (/=0.95s, p=0.25) measured from
the FIXWEST trace 1 when D, is set to 60s, the GR calculated using (4) and (1) is
0.89, 0.40, and 0.16, when LF' is 1, 2, and 4, respectively. So to reduce this GR, we would
like to increase LF'. However, larger LF' leads to longer probe sequence because the average
probe length is 1 + LF'/2 when the node is found in the table and is 1 + LF when the node
is not found [16].

I and p are traffic-dependent parameters, but fortunately G R is not sensitive to changes
of these two parameters. Otherwise, GR would be traffic-dependent. In all three afore-
mentioned cases (LF=1,2,4), when p is doubled/halved, GR is decreased/increased by at
most 0.04, and when I is doubled/halved, GR is increased/decreased by less than 0.005.
Actually, there is a simple yet rough bound of the GR that is determined only by LF'. From
(3), we know that prge < Thow- SO Tourge < Thew = Tlifespan * LF. So the garbage ratio
GR = Tyurge/Tifespan < 1/LF. This upper bound is 1, 0.5, and 0.25, when LF is 1, 2, and
4, respectively. This is not very far away from the results (0.89, 0.40 and 0.16) obtained

using (4).
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Trace 1 2 3 4 5 6 7

Date 6/21/95 | 2/28/96 | 9/18/96 | 9/26/96 | 1/9/97 | 5/17/97 | 11/20/97
Duration(sec) | 1625 770 298 1233 | 1084 298 1155
Avg. Pkts/s | 14414 | 13625 | 13939 | 9995 | 8088 | 3856 9494

Table 1: Statistics of the FIXWEST Traces [18] Used in the Simulation

3.3 Simulation Study of AGC

We conducted a simulation study to independently validate (4). Seven publicly available
FIXWEST backbone traces [18] (see Table 1) were used in the simulation. The results are
presented in Fig. 4. Fig. 4(a), 4(b), and 4(c) show AF in FIXWEST trace 1, 2, and 4,
respectively. The number of slots M in all three cases is 16384. Dcgpir. is set to 60s, 30s, and
40s, respectively, to adjust AF so that LF' = AF /M varies between 3 and 4. Fig. 4(d), 4(e),
and 4(f) compare the Analytical GR with the experimental GR in these three traces. Each
point on the analytical GR curve is calculated using (4) according to LF = AF/M at that
second and the traffic parameters (I and p) of the corresponding trace. The experimental
G R is measured on a per second granule using a simulation program. So this is a “point-wise
stress test.” In all three cases, the difference between these two curves is no more than 10
percent. This shows that the analytical modeling estimates GR very well.

Implicitly, the existence of the head table (see Fig. 3(a)) makes our discussion much
easier. However, it does not make sense in the real implementation. It increases the probe
length by one and wastes about 10% of the memory (each pointer is 3 byte long). Now it is

time to remove it. Fig. 3(c) shows the aftermath of the removal of the head table from the

12
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hash table shown in Fig. 3(a). The black node in Fig. 3(c) is a node that does not contain
a flow entry, but has to be there to indicate that no flow exists in this slot. Since such nodes
do not exist in the hash table shown in Fig. 3(a), GR calculated using (4) does not count
it in. It can be shown that the “black/white” ratio is exp(—(GR + 1) x LF)/LF. When
LF is 4, this contributes less than 0.02 to the total garbage ratio. Also, the free node stack
(Fig. 3(b)) adds an additional 10 percent overhead (to store pointers). So the total memory
overhead is 0.16-+0.02+0.10=0.28, that is, the total data memory (excluding program code)

the system needs is 1.28 times of the memory needed to store the AF' active flows.

3.4 The Throughput of the Software-based Design

We estimated that the software-based design can achieve a throughput of at least 5 Gbps
(a little higher than OC-96) using the combination of a low-end general-purpose CPU and
a high-end DRAM (RAMBUS) chip. To achieve 5 Gbps throughput, the average execution
time of a flow transaction must be no more than 400 ns, assuming an average packet size
of 250 bytes (a widely-used assumption on the packet size). Suppose that commercially
available 16-bit-wide 800 MHz RAMBUS are used. This allows 16 bytes (the minimum burst
size) to be read or written every 10 ns in burst mode (a series of accesses to consecutive
memory locations), after an initial access latency (typically 60 ns). So it takes a total of 80
ns to access a 32-byte flow entry. If we assume that LF' is 4, the probe length (if found)
will be 3 (=LF/2+41) as explained before. Each probe will take about 100 ns (including
instructions to “prepare to read”). We can not overlap these probe accesses because the

memory address (the pointer) needed to access the next node in the chain is not known until
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the current node is read. This is the reason why we have to use high throughput DRAM
such as 800 MHz RAMBUS. However, during such an 100 ns memory access period, the
CPU does not sit idle. AGC overlaps the execution of the instructions that check whether
current node expires or matches the packet header with the memory access of the next node.
In this sense, the “purging” overhead is absorbed into the “probing” operation. We coded
AGC using DLX [19] assembler and optimized it to minimize the number of stalls that will
occur in the pipelined execution. We estimated that 200 MHz clock rate is good enough for

us to achieve 400 ns average execution time.

4 The Hardware-based Design

Though the software-based design is fast enough for a line card, it is too slow for the for-
warding engine in a high-end centralized router. In this section, we present a hardware-based
design that can deliver a high throughput of 1004+ Gbps.

As shown in Fig. 5, the main component of the hardware-based design is /V independent
memory banks, each of which stores up to M = 2" flow entries. Each bank is associated
with a different hardware hash function, which hashes the 97-bit long layer-4 address of
an incoming packet and produces two values. One is an r-bit hash value used as an indez
into the corresponding bank in order to locate a candidate entry, where the flow that the
packet belongs to may potentially be stored. The other is a 97 — r bit long tag, which is

the orthogonal part of the index?. Each tag is compared with the tag field contained in

2In computer architecture, a set-associative CPU cache simply extracts some of the memory address bits

as the index (this hash function is called bit extraction) and the remaining bits (the orthogonal part) as tag.
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the corresponding flow entry in parallel. If there is a match, we have a hit and the state
variables and service parameters of the matched entry will be fed into the service logic from
the multiplexer. Otherwise, we have a miss, and a new entry needs to be brought into the
flow table. If one or more of these N candidate entries (called “incumbents”) have expired
(by checking the corresponding timestamp field), one of expired entries will be randomly
chosen for replacement. This random replacement can be emulated in hardware using a
small amount of ROM, as shown in [6]. In case no incumbent has expired, an overflow
happens. Note that the operation of a flow table is different from that of a CPU cache:
here we can not randomly kick out an incumbent that has not yet expired to give room
for the incoming flow. So in the hardware-based design, the overflowed flow entries are
“absorbed” into a software-based assistant flow table, the design of which we have just
presented. However, since the software-based design is about an order of magnitude slower
than the hardware-based design (called master flow table), it is desirable that the number
of such overflow be as small as possible. To reduce the overflow, we propose a dynamic
set-associative scheme (referred to as dynamic scheme thereafter) in which these N hardware
hash functions, denoted as hq,hs,..., hy, not only are different, but also satisfy the following
N-universal property: given a random hash key X, hy(X),ho(X), - -,hn(X) are independent
uniformly distributed random variables. In contrast, in a set-associative CPU cache (referred
to as static scheme thereafter), the same hash function (typically a bit extraction) is used
with each and every bank. Compared to the static scheme, dynamic scheme cuts the amount

of overflow by about 50 to 75 percent, to be shown in Section 4.4.
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4.1 Throughput Analysis

The system is pipelined to achieve a very high throughput (e.g., 1004+ Gbps). The pipelining
schedule is shown in Fig. 5. Each letter (R,S,C,W,I) denotes a clock cycle (10 ns or the
amount of time to transfer 16 bytes using 16-bit-wide 800 MHz RAMBUS technology). R, W,
and I stand for read, write, and idle, respectively. As we explained in Section 3.4, two clock
cycles are needed to read an entry, and one clock cycle is needed to update an entry because

PYEN14

more than half of the entries are read-only. S is the search (“comparator,” “multiplexer,”
and “OR” in Fig. 5) and replacement (“control logic”) logic. S logic is quite simple and
can be completed well within two clock cycles (e.g., 20 ns) using 0.25 ym CMOS VLSI. C
stands for the computation in the service logic. We explained in [9] that the service logic
can also be completed within two clock cycles. Since in each transaction, W only occurs
to one memory bank, write merge among consecutive transactions is used to improve the
system throughput. As shown in Fig. 5, W in transaction ¢ and W in transaction 7 + 1 are
executed simultaneously® so that two flow transactions are completed every five cycles. So
each transaction incurs a base cost of 2.5 clock cycles. However, there is 1/N probability
that these two writes occur to the same bank. In this case, a stall of one cycle will occur,
resulting an amortized additional overhead of ﬁ clock cycle per transaction. Also the system
needs to absorb the overhead of writing an “interim record” to address the read/write race
condition when a miss occurs. The amortized overhead of this is (2.5 + 55 )r clock cycles per

transaction, where r is the miss ratio. Therefore the gross total processing per transaction is

(2.5+ 55) * (1 +7) clock cycles. When N=6 (the recommended minimum size) and the miss

3Merging three or more writes into a cycle can further improve the throughput, at the cost of higher

hardware complexity.
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ratio is 10%, the throughput of the architecture is estimated to be one transaction per 2.85
(=(2.5+1/12)*(1+0.1)) clock cycles. When each clock cycle is 10 ns, this is equivalent to 35
million transactions per second or 70 Gbps when the average packet size is 250 bytes. Note
that this bandwidth can be improved to 140 Gbps if future generation 1600 MHz RAMBUS
is used (the size of a flow entry or 32 bytes is exactly the minimum burst size of the 1600

MHz RAMBUS).

4.2 The Hash Function

The hash functions for the dynamic set-associative scheme have to satisfy, in additional to
the aforementioned N-universal property, a number of other nice properties: (a) It should
be able to generate a hash key within a clock cycle?; (b) The orthogonal part of the hash
key should be well-defined and should also be computed within 10ns. Such hash functions
are hard to find: (a) Bit extraction won’t work because the bits extracted from a layer-4
address are generally not random, (b) Traditional linear congruent hash functions such as
(a * x + b)mod(c) are too slow and its orthogonal part in general is not defined; (¢) CRC or
Rabin (and its variants) hash functions, which involves multiplication, addition and modular
operations on polynomials with binary coefficients, are too slow for this 10ns mission because
the critical timing path of each hash operation would consist of at least 97 serial cyclic shifts
and XOR operations (a layer-4 address is 97-bits long).

We found that a class of hash functions called Hy [20] has the aforementioned desired
properties. It was shown in the literature that /N hash functions randomly chosen from Hj

satisfy the N-universal property. Though Hj3 has been discovered for more than 20 years

4When 1600 MHz RAMBUS is used, a hashing operation has to be completed within 10 ns.

19



[20], its unique advantage in terms of both speed and well-definedness of the orthogonal
part over other hash functions is recognized by us. An Hj hash function maps a w-bit
binary string A = ajas - - - a, to an r-bit binary string B = b1b, - - - b, by the following linear

transformation:

by di1 q12 - Qlw a
by g1 Q22 " Qo a2
br dr1 4r2 " Qry Ay

Here, Q is a r xw matrix defined over GF(2)={0,1}. Each hash function in H3 corresponds
uniquely to such a Q. The multiplication and addition in GF(2) are boolean AND (denoted
as o) and XOR (denoted as @), respectively. So, each bit of B is calculated as: b, =
(010 G1) @ (020 Gi2) D+ B (@ 0 i) i =1,2,-+,7.

The orthogonal part of BY is obtained as follows. Denote the row vectors of Q as V;
1=1,2,---,7r. We restrict the choice of V; so that they are linearly independent. This is not
a severe restriction because it can be shown that, when w=97 and r < 24, the probability for
r vectors randomly chosen from {0, 1}" being linearly dependent is very small (< 0.000001).
Then we can expand these r vectors into a basis Vi, Vo,--- V., V.1 1,Vii9,-- -V, in the vector
space {0,1}%. Let @ be the (w — r) * w matrix, the 4y, row of which is V,;, i=1,2,...,w — 7.
Then B' = QAT is the orthogonal part of B”. Implemented in hardware, the hashing
operation can be completed well within 10ns because the critical timing path for generating
each and every bit is of the same length, which consists of log(N) (here N=97) levels of XOR
operations.
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4.3 Implementation and Cost Analysis

The Hj hash function is very amenable to hardware implementation. We estimated that a
97-in 97-out Hj hash function occupies an area of 2.5mm by 2.5mm using 0.25 pm CMOS
process. Such a chip will be low in cost (e.g., 5 dollars), assuming reasonable level of mass
production (e.g., 3000+). This again justifies the dynamic set-associative scheme: the only
difference in implementation between the dynamic scheme and the static scheme is these
hash functions. This is well compensated by the amount of memory saved from the assistant
flow table due to much smaller overflow ratio.

The major cost of the flow table comes from memory, the amount of which is proportional
to the total number of active flows. Assume that the number of active flows grows at most
linearly with the traffic volume®. It can be extrapolated, based on the traffic statistics
measured at MCI vBNS backbone nodes (http://www.vbns.com/), that the total number
of active flows for a 100 Gbps router is no more than 16 million (with D,zpire set to 60s).
This translates into 512 MB of table entries, and 730 MB of memory requirement, with a
“comfortable load” of the system at 70%. Though there is some indication and intuitive
arguments [6] that this linear growth model is reasonable, we have so far not been able to
empirically validate this model since traffic traces at the rate over 10 Gbps is not available.
Nevertheless, since the price of memory per MB drops quickly, the cost of memory will still
be very reasonable (e.g., within 1000 dollars) even if the actual memory requirement (for a
100+ Gbps router) deviates considerably from our estimate (e.g., doubling our estimate).

Such a cost is well justified for a 100+ Gbps QoS router.

® Analytical arguments that justify this assumption can be found in [6].
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4.4 Performance Evaluation: Dynamic vs. Static

In this section, we show that the overflow ratio under the dynamic scheme is much smaller
than that under the static scheme. A flow that is “absorbed” into the assistant flow table
may have a chance to relocate into the master flow table if one among the N candidate entries
that the flow was “bidding for in futile” now expires. This relocation is “packet-driven” in
the sense that it may occur only when an incoming packet that belongs to the flow triggers
a miss in the main flow table. Whether or not the relocation is allowed can be viewed as a
system design option (“with relocation” vs. “without relocation”). In reality, relocation is
always preferred because it reduces the amount of overflow in both the dynamic scheme and
the static scheme, with little extra design complexity. However, statistical analysis of the
overflow ratio becomes hard. On the other hand, the overflow of both static and dynamic

“

schemes “without relocation” can be accurately modeled, the result of which is important

4

in two aspects. First, the overflow from dynamic/static scheme “without relocation” serves
as the absolute upper bound of the overflow from dynamic/static scheme “with relocation.”
This adds a statistical guarantee to the empirical results. Second, since empirical results
show that dynamic scheme and static scheme benefit almost “equally” from the relocation,
the dynamic scheme remains better than the static scheme when relocation is allowed. In
the following, we will statistically analyze the overflow ratios of the two schemes “without
relocation” and verify them using trace-driven simulation. The empirical results on the
overflow ratios of the two schemes “with relocation” will also be presented.

We define the entry overflow ratio (Oeniry) as the number of flow entries in the assistant

flow table divided by the total number of active flows AF'. We define the transaction overflow
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b(0) b(1) b(2) b(i-1) b(i) b(N-1)

d(1) d(2) d(3) d(i) d(i+1) d(N)

Figure 6: The Performance Modeling of the Static Set-Associative Scheme

1atio (Oransaction) as the number of flow transactions (defined in Section 1) that is resolved
by the assistant flow table divided by the total number of flow transactions. When relocation
is not allowed, we show that Oepry=0O¢ransaction by the following argument. Let NP denote
the average number of packets in a flow. When the relocation is not allowed, NP averaged
over the flows in the master flow table will be the same as the NP averaged over the flows
in the assistant flow table, because the “bad luck” (a Bernoulli random variable) of a flow
being overflowed to the assistant flow table is statistically independent of its NP. As a
consequence, the proportion of the active flows in the assistant flow table should be equal to
the proportion of the transactions these active flows handle, that is, Ocpiry=0Orransaction- S0,
in the following analysis, when the relocation is not allowed, we use O to denote both Oy
and Oy ansaction- NOte that this equation does not hold when the relocation is allowed. Since
relocation is packet-driven, flows in the assistant flow table with larger NP have a higher
probability of relocation than flows with smaller NP. So the flows that stay in the assistant
flow table tend to have a smaller Z\fP, which results in Ocpiry > Opransaction-

We define load ratio of the master flow table LR as the number of active flows AF divided
by its total capacity M*N. Under the aforementioned DBFS context, O (without relocation)

in both dynamic scheme and static schemes is uniquely determined by LR and N as follows.

e Dynamic Set-Associative Scheme: Here we assume that a dynamic balance is achieved,
in which the overflow ratio stays constant. We know that the load ratio of the master
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flow table is AF % (1—-0)/(M%N) = LRx(1—0), which is also the occupancy ratio (by
active flows) of each bank because under random replacement, these N banks should
be equally loaded. Then, under the uniform hashing assumption, the probability for an
incoming flow to be overflowed is (LR * (1 — O))~. Now consider a short time interval
[T, T + AT)]. During this interval, AT * NF flows arrive and (LR * (1 — O))" % AT %
NF overflows occur. These flow entries will be inserted into the assistant flow table.
However, when the system is dynamically balanced, this number should be equal to the
the number of expirations that occur in the assistant flow table, which is AT« NF % O.
When NF and AT are canceled out, the simplified equation is (LR x (1 — O))Y = O.
This equation has a unique solution in (0,1), which can be obtained through a numerical

method.

Static Set-Associative Scheme: We consider an arbitrary line (N entries with the same
index) in the master flow table. Under the DBFS context and the uniform hashing
assumption, when M is large, both the arrival (new flows) and the departure (expired
flows) processes that occur in the line are approximately Poisson (explained in Section
2). So, the dynamics of the line can be modeled as a continuous Markov chain as
shown in Fig. 6. The line is in state i if it contains 7 active flows. (i) and d(7)
are the arrival rate and expiration rate of the flows when the line is in state . We
know that b(i) = NF/M, which is the total flow arrival rate divided by the number of
lines M. The expiration rate d(i) is i x NF/AF because every active flow has an equal
opportunity to expire. Let S denote the number of active flows in this line. Then N +1

unknowns, namely, P[S’ =], i=0,1,...,N can be solved from the following N + 1 linear
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LR=0.6 LR=0.65 LR=0.7 LR=0.75
dynamic static | dynamic static | dynamic static | dynamic static
N=10 | 0.0057 0.043 0.012 0.060 0.022 0.079 0.038 0.10
N=9 | 0.0093 0.051 0.018 0.069 0.030 0.089 0.048 0.11
N=8 0.015 0.061 0.025 0.080 0.041 0.10 0.061 0.12
N=7 0.024  0.073 0.038 0.093 0.055 0.11 0.076 0.14
N=6 0.037  0.089 0.054 0.11 0.074 0.13 0.097 0.15

. . N .
equations: {P[S = i|*b(i)=P[S =i+ 1]*d(i+1) : i=0,1,....N-1} and Y} P[S =] = 1.
i=0
Then O is the probability that an incoming flow sees that the line is full. Since the
arrival process is approximately Poisson, according to PASTA (Poisson Arrivals See

Time Averages) [17], O is exactly P[S = N].

Table 2 compares O under static and dynamic schemes, when N varies between 6 and

Table 2: Overflow ratio comparison between static and dynamic

4.5 Simulation Study
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LR becomes smaller and/or when N becomes larger.

7

10 and LR varies between 0.6 and 0.75. We observe that the overflow ratio of the dynamic

scheme is typically only 1/4 to 1/2 of that of the static scheme. The difference is larger when

We conducted a simulation study using aforementioned FIXWEST traces (Table 1) to in-
dependently validate the analytical results of O. We obtained and investigated the overflow

ratio (Oentry and Oyransaction) When relocation is allowed. Fig. 7 shows the simulation results
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Figure 7: Analytical and Experimental Results (Top: (a)(b)(c), Bottom: (d)(e)(f))

obtained from trace 1 (Other traces produced similar results). Here, N is set to 8 and M
is set to 8096. D.ypire is set to 45 seconds so that the load ratio fluctuate between 60% and
80%. Fig. 7(a) shows the fluctuation of AF over the 1625s period. Fig. 7(b) compares the
analytical O with the experimental O in the dynamic scheme (without relocation). Fig. 7(c)
compares the analytical O with the experimental O in the static scheme (without relocation).
In both Fig. 7(b) and Fig. 7(c), each point on the analytical curve is calculated using the
aforementioned formulae, by plugging in the LR at that second. So, this is a “point-wise
stress test.” In both cases, the difference between the analytical result and the experimental
result is consistently no more than 10%, which can be attributed to the fluctuation of AF
that makes the reality deviate a little bit from the DBFS context. The fact that experimental
result is consistently smaller is not surprising because it can be shown analytically that both
the schemes exhibit the following “shock-absorbing” behavior: when the LR increases from
atob (a < b) and then decreases back to a, the overflow ratio during this period will be less

than O, estimated under DBFS context and LR = b. Fig. 7(d) compares the experimental
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O under dynamic scheme with the experimental O under static scheme (without relocation).
The former is roughly 50% smaller than the latter, which agrees with the analytical results
in Table 2. Fig. 7(e) and Fig. 7(f) show experimental results when the relocation is al-
lowed. Fig. 7(e) compares Oy under dynamic scheme with Oy, under static scheme.
Fig. 7(f) compares Oy ansaction under dynamic scheme (lower cloud) with Oyansaction under
static scheme (higher cloud). Fig. 7(e) and 7(f) show that the dynamic scheme and the
static scheme benefit almost equally from the relocation (about 20% for Ocpy,,, and 50% for
O\ransaction I both dynamic scheme and static scheme). So in both Fig. 7(e) and 7(f), when
the relocation is allowed, the overflow (Oentry O Opransaction) under the dynamic scheme is
again roughly 50% of that of the overflow under the static scheme. This 50% reduction in
O\ransaction Makes a difference because the assistant flow table is typically 20 times slower (5

Gbps vs. 100+ Gbps).

5 Related Work

At the time of writing, Cisco’s NetFlow was the only implementation of flow table on routers.
NetFlow supports up to 128K flows [21] and typically operates at a rate less than 1 Gbps.
As this implementation is proprietary in nature, neither its underlying data structure (or
architecture) nor its garbage collection technique is published in open literature.

Garbage collection [22] has been an active research topic in programming languages for
more than three decades. However, its context is memory management in functional language
(e.g., LISP) and object-oriented language (e.g., Smalltalk) programming environment, where

explicit allocation and deallocation of memory is undesirable. The main difficulty there is
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to identify and locate the garbage, and maintain a data structure in order to eventually
remove/collect them in a correct and efficient manner. In our scheme, on the other hand,
the semantics in identifying and locating the garbage is relatively straightforward®. Our main
contribution is to accurately analyze the performance and storage tradeoff of the garbage
collection scheme based on the stochastic model we develop for the flow table system. To
the best of our knowledge, no similar work exists in garbage collection literature [22] that
focus on the accurate stochastic modeling of this tradeoff.

Work proposed for a different application in [23] bears some similarity to the dynamic
set-associative scheme. A variant of Rabin hash function is used in that scheme because
its speed requirement is much lower (at the microseconds level). Its targeted application
and operation mode (and hence the performance modeling techniques) are totally different.
Similar scheme has also been employed in our prior work [6], for a different application in
which eviction of the incumbent entries that have not yet expired is allowed. This makes
the targeted metrics and performance modeling techniques in both schemes quite different.
Also, due to different system requirements, throughput optimization technique used in this
paper is very different from the technique used in [6].

There are several other parallel hashing schemes in the literature that explicitly or im-
plicitly employs N different N-universal hash functions [24, 25, 26, 27, 28] to reduce the
metric their applications is targeting at. The application of [24, 25, 27] is dictionary or
perfect hashing, which is not directly related to our scheme. Scheme introduced in [26] can
be viewed as a type of Bloom filter [28], which pursues the universal hash functions in a

quite different direction.

6Otherwise, a backgournd process, rather than garbage collection in the real-time, would be more efficient.
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In another direction, skewed set-associative cache [29], independently proposed in the
area of computer architecture, bears some resemblance to the proposed scheme. Skewed
set-associative cache also employs different hash functions to generate indices in different
cache banks. However, the hash functions used in skewed set-associative cache are very
simple. They differ from bit extraction only in one bit, which is generated by XORing two
or three address bits. In CPU caching, this simplicity is justified: this hash operation is on
the critical timing path of the cache access cycle. However, the tradeoff of this simplicity is
that it is far less aggressive in reducing collision miss as our dynamic set-associative scheme
does due to the fact that hash indices have most of bits in common and therefore strongly
dependent on each other. In comparison, our scheme allows the use of more sophisticated
hash functions because the successive lookup requests are not dependent on each other.
Also, no analytical performance evaluation has ever been performed on skewed set-associative
cache and empirical evaluation is based on selected memory traces. In comparison, we have
performed an accurate analytical performance evaluation of the miss ratio of the architecture,
which is corroborated by a simulation study.

Content Addressable Memory (CAM), also known as fully-associative cache, has been
used in bridges and switches for the fast lookup of the L2 address to output port mapping.
CAM, however, is not suitable for implementing the flow table for two reasons. First, CAM
is expensive (about $30 per 1024 entries) because each data entry is associated with a
comparator logic. In a high-speed router, where millions of entries would be needed, such a
large CAM will be hard to build and will be extremely expensive. Second, CAM does not
provide a mechanism to find an expired entry for replacement. Adding such a mechanism to
CAM would significantly complicate its design.
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6 Conclusion

A well-engineered flow table is essential for the provision of QoS-related router functions
such as traffic regulation, policy routing, and usage-based service accounting at high speed.
Targeting two different models (distributed and centralized) of a router design, we proposed
a software-based design for the distributed model and a hardware-based design for the cen-

tralized model. The main contributions of this work can be summarized as follows:

e In the software-based design, we developed an amortized garbage collection (AGC)
technique to solve the garbage collection problem caused by the expiration of flows.
We developed an accurate stochastic modeling of the garbage ratio, which measures the
effectiveness of AGC. The analytical results were further validated through extensive

trace-driven simulation.

e In the hardware-based design, we developed a dynamic set-associative scheme that
significantly reduces the amount of overflow (with and without relocation) caused by
traditional set-associative scheme at little extra cost. We demonstrated this through
both stochastic modeling and trace-driven simulation, and these two independent re-
sults agree well with each other. Such a reduction in overflow is very important because
the overflows are expected to be absorbed by a software-based flow table, which oper-
ates at a speed that is many times slower. Its pipelined system design helps achieve a

high throughput of 100+ Gbps.
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