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Abstract. The stock market domain is a dynamic and unpredictable 
environment. Traditional techniques, such as fundamental and technical 
analysis can provide investors with some tools for managing their stocks and 
predicting their prices. However, these techniques cannot discover all the 
possible relations between stocks and thus there is a need for a different 
approach that will provide a deeper kind of analysis. Data mining can be used 
extensively in the financial markets and help in stock-price forecasting. 
Therefore, we propose in this paper a portfolio management solution with 
business intelligence characteristics. 

1 Introduction 

The main function of a stock market is the dealings of stocks between investors. 
Stocks are grouped into industry groups according to their primary business focus 
(e.g. IT, Banks, Manufacturing). A transaction is the willing of an investor to sell 
some stocks and the request of another to buy them.  

Each stock is not only characterized by its price but also by many others variables. 
There is an interaction among all these variables and only a deep study could show 
the behavior of a stock over time. The main variables are shown in the table below. 

Table 1. Stock Variables 

Variable Description 
Price Current price of a stock 

Opening Price Opening price of a stock for a specific trading day 

Closing Price 
Closing price of a stock 
for a specific trading day 

Volume Stock transactions volume (buy/sell) 
Change Opening and Closing stock value difference 

Change (%) Percentile Opening and Closing stock value difference 



2      Gerasimos Marketos et al.  

Maximum price 
Maximum stock price within a specified time interval (day, 

month etc.) 

Minimum price 
Minimum stock price within a specified time interval (day, 

month etc.) 
 
Initial research in financial and stock trading issues lead to the identification of 

some factors that are considered among experts to influence the price of a stock. At 
first, it is a reasonable thought that the behavior of an investor depends on the size of 
the owner company (blue chips-middle-small). Furthermore, we could identify the 
following influence factors:  

Table 2. Possible stock price influence factors 

Influence Factor Description 
P/E factor Price per annual earnings 
Volume How many dealings are taking place 

Business Sector The sector in which a stock belongs 
Historical Behavior Fluctuation of a stock over time 

Rumors 
There is a rule suggesting to “buy on rumors sell on 

news”  so that may cause some unpredictable behavior 
Book (Net Asset) 

Value 
The accounting value of a company 

Stock Earnings 
Percentile difference of the stock price value over a 

period of time 
Financial position 
of a company 

The financial status of a company 

Uncertainty Are there any unpredictable factors? 
 
Obviously, all these factors cannot be easily modeled and embedded in a tool, 

since some of them are related with human psychology.  
Data mining has found increasing acceptance in business areas which need to 

analyze large amounts of data to discover knowledge which otherwise could not be 
found. Temporal data mining provides some additional capabilities required in cases 
where the evolution of the existing data and their interactions need to be observed 
through the time dimension. The stock market is one of them. 

We propose a tool that collects stock data and after analyzing and interpreting 
them, it will be able to act on the basis of these interpretations [1]. The capabilities of 
this tool are based on temporal data mining patterns, extracted from stock market 
data. The ultimate goal of such a tool would be to support stock market traders in their 
basic function, by suggesting possible stock market trading transactions, when strong 
evidence of possible profit from these transactions is available. It should also take into 
consideration the different types of users and their characteristics with respect to the 
trading strategy that a certain user possesses. The design of such a tool proposed in 
this paper consists of two specific parts.  

In the monitoring part, the user is able to define stock portfolios, to view stock 
price values over time of companies with similar characteristics (e.g. same business 
sector, price range, P/E etc.). Other functionalities include access to market and 
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company news, ability of the user to define alerts, which would be triggered on the 
basis of specific events happening or not.  

In the prediction part, the tool helps users to decide on their stock trades. A 
sequence mining algorithm is used in order to identify frequently occurring sequences 
of stock fluctuations and thus recommend some good trading opportunities, based on 
the extracted frequent patterns. However, the algorithm itself does not know what a 
good opportunity is. Therefore, we need to define interestingness measures that will 
allow the proposed system to discover such opportunities, based always on 
parameters that represent the user’s trading strategy. The development of such a 
decision support tool introduces several challenging research issues: 
− The incorporation of user-defined parameters into the system (preferences, orders) 
− The pre-processing tasks that must be executed (definition of temporal hierarchies, 

generalization) 
− The range of event types that will be used by the algorithm 
− The store of the patterns produced by the temporal data mining algorithm 
− The evaluation of these patterns (the weight of each variable) and how the results 

and the user defined parameters could affect the pre-processing tasks 
(optimization, generalization using  different hierarchies) 
The rest of the paper is organized as follows. In the next section we give a brief 

description of the temporal data mining research area and especially time series 
analysis and sequence mining. Section 3 presents an overview of the sequence mining 
approach that is used in our proposed system. Section 4 presents the prototype under 
development, describing its architecture and functionality. In section 5, we discuss 
related work and present other research prototypes. Finally, section 6 concludes with 
directions for future work.  

2 Temporal Data Mining 

Temporal data mining is a research field of growing interest in which techniques and 
algorithms are applied on data collected over time. According to Lin et al. [2], 
temporal data mining “is a single step in the process of Knowledge Discovery in 
Temporal Databases that enumerates structures (temporal patterns or models) over the 
temporal data”.   

Examples of temporal data mining tasks are classification and clustering of time 
series, discovery of temporal patterns or trends in the data, associations of events over 
time, similarity-based time series retrieval, time series indexing and segmentation. In 
the stock market domain, temporal data mining could indeed play an essential role. 
Identifying temporal patterns from the fluctuation of stock prices is a very complex 
problem. It is preferable to know the range of variation in both stocks prices, the 
period of time that this influence is likely to happen and also the statistical 
significance of the discovered rule. 
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2.1 Time Series 

A sequence of continuous real-valued elements, such as stock prices is known as a 
time series. Time series form curves and can reveal trends through analysis, which 
leads to a large potential for analytical studies. The identification of trends takes place 
through the comparison of time series and the discovery of similar shapes between 
them, based on a predefined and domain-specific measure of similarity.  

A fundamental problem that needs to be addressed before any attempt of trend 
discovery is the representation of the time series. The direct manipulation of 
continuous, high dimensional data in an efficient way is extremely difficult. The 
representation model selected, must also guarantee the compatibility between time 
series, since there can be scaling differences and gaps within the series among others 
that must be resolved before any similarity matching technique is applied. Piecewise 
linear transformation [3], Discreet Fourier Transformations [4] and Discreet Wavelet 
Transformations [5] are some of the techniques that have been extensively used to 
represent time series. The most common similarity measure used for the identification 
of trends is the Euclidean Distance. 

2.2 Sequence Mining 

Agrawal and Srikant [6] introduced the problem of mining sequential patterns from 
commercial databases. Our centre of attention will be restricted to the prediction of 
stock price behavior. This is a typical area where not only events of buying and 
selling stocks are interesting but also the sequence of them. It is considered that the 
fluctuation of a stock price is the result of previous stock events (buying, selling). 
Different events could lead to different prices. Subsequently, the idea is to predict 
such behaviors in order help the investors to optimize the management of their 
portfolios. 

One basic problem [7], [8] in analyzing sequences of events is to find frequent 
event type subsequences, i.e. collections of event types that occur frequently with a 
certain order and within specific time spans. In the relevant literature many algorithms 
have been proposed giving different results. The proposed tool will use a novel 
sequence mining algorithm which is presented in [9].  

The sequence mining algorithm used in our proposed system is able to extract 
statistically significant patterns of the form A�B[t] (event type B follows event type 
A within time t) from event sequences and focuses mainly on finding the optimal t for 
each of the extracted patterns. 

3 Sequence Mining Approach 

In the following paragraphs, some specific aspects and a more detailed description of 
the sequence mining approach used in our proposed system are given. 
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3.1 Event and Event Sequence Definitions 

In the literature [10], [11] there are different definitions of the event concept. We 
could consider a given set R = { A1, …, Am } of event attributes with respective 
domains DA1, …, DAm. An event e over R is a ( m + 1 )-tuple ( a1, …, am, t ), where ai 
∈ DAi and t ∈ ℵ, being the occurrence time of e. An event sequence S is a collection 
of events over R. For example in the stock market data, each event would refer to a 
certain stock, the price of the stock and the time of the transaction (i.e. we could 
choose focus on days, weeks or months)  

In this approach, a simplified model of events has been adopted. Each event has a 
type and a time of occurrence. Therefore, given a class E of elementary event types, 
an event is a pair ( e, t ), where e ∈ E and t ∈ ℵ. An event sequence S is an ordered 
sequence of events, i.e.: 

S = ( e1, t1 ), ( e2, t2 ), …, ( en, tn ) where ei ∈ E and ti ≤ ti+1 for all i ∈ {1,…, n – 1 }. 
We also assume in our simplified event model, that events happen spontaneously 

in time, i.e. they do not exhibit any duration. Moreover, the idea of the same exact 
event happening multiple times on the same time unit is of no particular meaning in 
our model. 

Considering the event types A, B, C and D an example of such an event sequence 
would be: 

S = ( B, 4 ), ( D, 6 ), ( C, 6 ), ( A, 8 ), ( B, 12 ), ( D, 15 ) 

3.2 Simple Frequent Pattern Discovery in Event Sequences 

The sequence mining approach used in the proposed system deals with the discovery 
of temporal associations between pairs of event types in an event sequence. The 
temporal aspect of these associations is that one of the event types happens after the 
other within a certain time frame. These correlations are supported by statistical 
measures, which denote the frequency of occurrence of these associations within the 
sequence. A real life example of such a temporal association is like the following: 
“On 77% of the times the IBM stock decreases by 3.5%, the increase of Yahoo’s stock 
by 2.5% follows within 1 week”. A formal description of the problem of finding such 
temporal associations between pairs of event types in event sequences follows: 

Let there be an event sequence S as defined in the previous paragraph, a user-
defined minimum frequency threshold min_freq, and a maximum temporal difference 
boundary ∆Tmax, also defined by the user. Assuming that there is a finite set E of 
different event types that are contained in the event sequence S, the proposed 
approach discovers frequent patterns that belong to the pattern class shown below: 

X �  Y [∆TS, ∆TE]                                  (1) 
Where X, Y are event types that belong to E and  [ ∆TS, ∆TE ] is a relative time frame, 
within which Y happens after X with a frequency ≥ min_freq. ∆TS, ∆TE are positive 
integers with ∆TS ≤ ∆TE ≤ ∆Tmax. 

As in [8], [10] we are not interested in an ‘absolute’ frequency, but rather in a 
frequency relative to the LHS ( Left-Hand Side ) event type of the aforementioned 
pattern class. Therefore, the frequency f of a pattern is defined as the number of times 
the pattern occurs for a different occurrence of X, divided by the total number of 
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times X occurs in the sequence. Note also that all the occurrences of the pattern using 
the same occurrence of X are counted as one. 

4 The Prototype 

4.1 Architecture  

As a basis for an intelligent stock market assistant following the above requirements, 
we propose the architecture presented in Fig. 1. In this section we will present the 
components of the prototype.  

The update component consists of a set of agents who communicate with the web 
sources to retrieve data and store them locally. The data format is not the same for all 
the sources so there is the need for dedicated, to the sources, agents. Obviously each 
agent should check if the data have been already updated by another source so that 
data consistency is guaranteed. The agents can be scheduled to update automatically 
the data every business day. Finally, each agent will be responsible for the cleaning 
and preparation of the data before their storing in the main database of the system.  

The ETL (Extract-Transform-Load) component consists of a set of tools that are 
responsible for the preparation of the data before a data mining algorithm uses them. 
Of course these tools depend on the specific algorithms hence each algorithm needs 
its own tool. However, the first version of this tool will use only one temporal data 
mining algorithm. 

The sequence mining algorithm that was used (data mining engine component) 
needs a specific input in order to run. The ETL component should prepare a table in 
the database with just two fields: Event description, Event timestamp. The Event 
description represents the description of the event, i.e. the event type that occurred on 
the Event timestamp. The form of the results produced by the algorithm is: LHS Event 
Type � RHS Event Type [∆TS, ∆TE], Frequency. 

The evaluation component is the intelligent part of the whole system. It takes the 
set of rules produced by the sequence mining algorithm and it tries to understand the 
meaning of these. Specifically, it tries to adapt the results to the user’s preferences 
and needs and to provide suggestions. A major task of this component is to decide 
whether a produced rule (pattern) strengthens or not an already stored one. The tool 
includes an algorithm which searches for equal patterns (common LHS and RHS) and 
decides to update or not the one that is already stored. In fact, there are three 
parameters that should be tested: ∆TS, ∆TE and the frequency value. 

The system includes a pattern warehouse where the patterns produced by the 
evaluation component are stored. Each pattern consists of many events. An event can 
be related with a stock transaction or with a different type of event that the user can 
introduce to the warehouse. The pattern warehouse already includes some standard 
events types: the volume of a stock, the open/close fluctuation and the high/low 
fluctuation. Obviously, these types are related with a stock and this has been 
represented in the pattern warehouse. Fig. 2 represents the pattern warehouse schema. 
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We have used the notation that is usually used in the data warehouse representation. 
 

 

Fig. 1. Architecture of the System 

Except of a pattern warehouse, the system could provide data warehousing 
capabilities. Data warehouses are used to support the integration of many, distributed 
data sources and the application of OLAP technology. Decision making needs 
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aggregated, statistical data and not raw data that are stored and used only for 
operational purposes.  

The “automatic reaction” component has been included for a more complete view 
of the system. It could be a future characteristic which will be based on alerts and 
triggers that will act when some predefined events occur.  

 

Fig. 2. Pattern Warehouse Schema 

4.2 Functionality 

This section presents the current main capabilities of the proposed prototype. There is 
a main form (see Fig. 3) where the user can see market news, stock prices (imported 
from Yahoo Finance Web Service [12]) and perform a number of operations using 
either the menu bar or the tabs.  

The user can create portfolios that contain stocks belonging to many different 
business sectors of the stock market. Each portfolio is related with monthly, weekly or 
daily prices and a risk is specified for it. Users can select to view the stocks per 
portfolio, per category (sector) of a portfolio or per category (sector). In any case, the 
system will produce a chart that will show graphically the row data which are also 
provided. 

What-if scenarios analysis is an important part of modern decision support tools. It 
provides the user with the capability to create custom scenarios and to receive 
answers to their questions. In the case of our proposed system, the user can create 
scenarios that include the stock prices behavior and other external events. An example 
is “What will happen when the price of oil reaches the season highest?”.  

The user can select to include some standard events (close/open fluctuation level, 
high/low fluctuation level and volume level) or some external events (elections, oil 
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prices). The formulated SQL statement is executed against the patterns warehouse 
which includes the sequences of events produced by the execution of the main 
sequence mining algorithm. After the execution of the SQL statement the results are 
presented in a user friendly tree grouped by the different stocks (or other event types). 
Therefore, a user can ask what will happen when event type A occurs and receive 
categorized answers.   

 

Fig. 3. The main form of the prototype 

The proposed tool is an intelligent stock market assistant so it should provide 
capabilities of suggesting to buy or to sell stocks. Furthermore, alarms are used to 
remind users of these suggestions. Three major factors are taken into consideration; 
the risk level, the buying price and the need for cash. When the user asks for 
suggestions then the stored patterns are examined and these that are according to user 
preferences are presented. Fig. 4 presents the interface of this capability.  

If the user needs cash immediately then the system looks for rules that determine 
the fall of some stocks. The investors can sell this stock before it falls so that they 
earn some more money. Of course the buying price should be taken into consideration 
and this is the reason why the investor is informed about the profit or the loss. In 
general suggestions follow the format: Action + Stock +” because it will go” + 
Fluctuation + “in” + [ ∆ΤS, ∆ΤΕ] . 

The most intelligent capability of this system is to protect the investors from taking 
risky decisions. A mechanism is used to examine rules such as “When IBM goes 
down 3% (event type A) then Oracle goes up 5% (event type B) in 0-20 days”. The 
obvious behavior of the tool would be to suggest to the users to buy Oracle stocks so 
that when B happens they sell the Oracle stocks and they gain profit. However, during 
the period 0-20, the stock of Oracle could have lost 30% after A happened and then 
earned 5% (so B happens). Obviously, this does not mean that the investors make 
profit. The system checks the historical prices and presents the profit level to the user.  

The last two tabs provide users with some additional capabilities. In the company 
profile tab, users can select a stock and view all the other that affect (or are affected 
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by) the stock price of this one. In the news tab, users can see market news from a 
number of sources. 

 

Fig. 4. Suggestions 

5 Related Work 

Surprisingly, little work has been done on applying sequence mining techniques on 
the stock market case study. However, there is a lot of interest in the database 
community in time series data mining. A clustering algorithm is used in [13], in order 
to discover temporal patterns in financial data. The presented approach is concerned 
with the analysis of the impact of trade-specific and market-specific features on 
trading styles in the T-bond futures market. The data analysis dealt with the values of 
trade profit and the time until expiration. 
     The Worcester Polytechnic Institute runs a project [14] exploring temporal 
associations in the stock market. The system used was a combination of the WPI 
WEKA data mining system as well as an event identification pre-processing module 
implemented as an extension of an existing algorithm.  

6 Conclusions - Further Work 

In this paper, we have proposed an Intelligent Stock Market Assistant after having 
investigated the area of sequence mining. The current version of the tool integrates a 
sequence mining algorithm and has a pre-processing and a pattern evaluation part.  

Future work could include the enrichment of the current tool and its expansion 
with a component that will combine data mining and technical analysis capabilities. 
The core intention of a successful investor is to catch trends in their early beginning 
or to technically capture it when it is still in progress. The aim is not to buy cheap 
stocks but these that present an upward tendency. After a medium term interval and 
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when the stocks that were bought start to present a downward tendency, the investor 
sells the stocks and earns profit. Technical analysis can provide the user with answers 
about these tendencies. The answers are hidden on the charts; this is the philosophy of 
technical analysis. In fact, technical analysis focuses on the chart of a stock and does 
not try to relate one stock with some others in order to discover some common or 
correlated behavior.  

Traditional technical analysis can be injected with techniques and tools from the 
area of data mining. The upwards/ downward tendencies can be considered as event 
types and be combined with others (e.g. announcements about dividends of shares, 
Central Banks announcements). Investors need to know not only that a stock will go 
up but also how much will change its price and when the tendency will change. 
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