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Abstra
tNowadays, 
luster of SMP ma
hines are used a lot to perform heavy parallel 
omputations. Thenew 
on
epts around multithreading have been prooved suitable for the SMP ar
hite
ture. Gener-ally, the programmer uses a thread library to write this kind of programs. Su
h a library s
hedulesthe threads or asks the OS to do it, but both of these approa
hes still have problems. We introdu
ehere another approa
h whi
h relies on 
ooperation between the OS s
heduler and the user appli-
ation using a
tivations and up
alls. This approa
h has been presented in an arti
le[2℄ written in1989. We implemented this model with Linux and adapted the thread library Mar
el (from theprogramming environment PM2) to use the a
tivations. The performan
e observed was improved:there was no loss in speed but the problems 
aused by the blo
king system 
alls were removed.Key words: thread, multipro
essor, operating system, Linux, PM2,Mar
el, a
tivation, s
hed-uler.
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Introdu
tion

Nowadays, there is a great deal of interest in 
on
urrent programming. Indeed, this kind of pro-gramming 
an improve the stru
ture and performan
e of 
omputer programs on both unipro
essorand multipro
essors systems.Several possibilities for 
on
urrent programming exist, but the most useful is threads. Thesethreads 
an be managed either by the OS (Operating System) or by the appli
ation, but both ofthese approa
hes have some in
onvenien
es.In this internship, we propose another solution that solves the previous problems, but needsspe
i�
 support from the OS. The main idea is to let the kernel (the OS) report all its s
hedulingde
isions to the appli
ation, so that the appli
ation 
an 
orre
tly managed its threads.We have implemented these improvements in the Linux kernel, and have adapted a threadlibrary to take advantage of this new servi
e. There is no need to modify the 
ode of the threads.They run perfe
tly with the new library, and 
an use the new fun
tionalities. The results that weobtained are really good.
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Chapter 1Con
urrent programming1.1 Interests1.1.1 HistoryWith old operating systems (like DOS), there was no support for 
on
urrent programming. Alloperations had to be handled by one program, so that the design and the exe
ution of an intrinsi
allyparallel program (a server for example) were sometimes di�
ult to understand.Dijkstra [5℄ and Hoare [8℄[9℄ showed that these programs 
an be simpli�ed if they are stru
turedin di�erent threads 
ommuni
ating at dis
rete points within the program. Thus, the programmer
an 
onsider its threads separately, and rely on the system to manage automati
ally the s
hedulingof its threads.1.1.2 Unipro
essor and Multipro
essorThe possibility of 
on
urrent programming on a unipro
essor leads mainly to a better design of theappli
ations. They are easier to write and understand.With multipro
essors, in parti
ular SMP (Symmetri
 Multi Pro
essor) with shared memoryma
hines, this kind of programming allows the program to take advantage of all the availableCPUs. Thus, adding CPUs to the 
omputer in
reases the performan
e.However, using parallelism has a 
ost. It 
an be found in the overhead, in terms of pro
essor
y
les, required for 
reating, 
ontroling and syn
hronizing the threads, and in the programmingoverhead due to the e�ort needed to write an e�
ient parallel program.1.2 The 
lassi
 solutions for the thread librariesNowadays, lots of thread libraries exist. With Linux, we 
an use, for example, the LinuxThread[11℄library, theMar
el[13℄ library, the T-Thread library of the Tulip[1℄ proje
t, et
. These libraries
an be 
lassi�ed in two fundamental 
ategories, even if some of them are hybrid and mix the twoapproa
hes.1.2.1 Kernel ThreadsIn one approa
h, the threads 
an be dire
tly managed by the OS. This situation has many advan-tages. The appli
ation 
an use several pro
essors on a SMP ma
hine be
ause the kernel 
an assign3
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Figure 1.1: Di�erent possibilities with Solaris.di�erent threads to ea
h pro
essor. When a thread makes a blo
king system 
all (like a read on anempty so
ket, for example), the kernel 
an give 
ontrol to another thread of the appli
ation.The in
onvenien
es of these threads are that they have only the properties allowed by the system.Often, proje
ts like PM2[12, 14℄, Nexus[6℄ or Athapas
an[7℄ need nonstandard properties for theirthreads, that 
annot be added in su
h a system. The other obje
tions that 
an be made to kernelthreads are that they are often less e�
ient than user threads (be
ause they need lots of kernel
ontext swap, system 
alls, et
.), and they heavily use kernel resour
es (ea
h as many as a pro
essgenerally). So, with Linux we 
annot have more than about one thousand threads (shared betweenall the pro
esses).1.2.2 User ThreadsIn another te
hnique, the threads of an appli
ation 
an be managed by the appli
ation itself. Theseuser threads are often very e�
ient, do not use additional kernel resour
es, and 
an be tailored aswe want. We 
an easily have thousands of threads per pro
ess.Their problems are that the OS does not know anything about them. It does not even knowthat they exist or that the pro
ess is a multithreaded pro
ess. This has several 
onsequen
es. Theappli
ation 
annot use several pro
essors on a SMP ma
hine, be
ause the OS always gives only onepro
essor to a monothreaded pro
ess. And when a thread makes a blo
king system 
all, then allthe threads of the pro
ess are blo
ked: the kernel is waiting for the end of the system 
all beforegiving 
ontrol ba
k to the appli
ation.1.3 Hybrid thread librariesTo try to have the best of the two kinds of threads, some libraries mix them together: a few kernelthreads are used to run user threads. Thus, they have the performan
e of the user threads, but arealso able to take advantage of SMP ma
hines. Solaris and Mar
el in PM2 are two examples ofsu
h libraries. 4
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h kernel thread manages a pool of Mar
el threads1.3.1 SolarisSolaris is an OS developed by Sun that 
urrently works on spar
 and i386 ar
hite
tures. Solaris isable to mix the two kinds of threads: ea
h pro
ess has some kernel threads 
alled LWP (LightweightPro
ess) that in turn manage the user threads (if any) of the pro
ess. So, in �gure 1.1, we 
an see :� P1 has 2 kernel threads;� P2 is a monothreaded pro
ess;� P3 has 2 user threads;� P4 shows the improvement allowed by Sun: there are two kernel threads that manage fouruser threads, and another kernel thread.That way, we have good performan
e, but the user threads are not very �exible in the 
ase ofSolaris.1.3.2 PM2PM2 (Parallel Multithreaded Ma
hine) is a distributed programming environment that relies ona spe
i�
 thread library 
alled Mar
el whi
h allows nonstandard fun
tionalities su
h as threadmigration over a network.Mar
el was at �rst a user level thread library, but is re
ently be
oming a two level threadlibrary to take advantage of SMP ma
hines [4℄. It works now with some kernel threads, ea
hmanaging a pool of Mar
el threads as you 
an see in �gure 1.2.With this solution, Mar
el 
an manage lots of its spe
i�
 Mar
el threads, and has alwaysgood performan
e. 5



1.3.3 Not really the good solutionAs we 
an see, the use of a two-level thread library improves programs: better performan
e ande�
ient use of SMP ma
hines. But there still are some problems not solved.First of all, when a user (or Mar
el) thread makes a blo
king system 
all, the LWP (or thekernel thread in Mar
el) is stopped too. So, with a few blo
king user threads, we 
an blo
k allthe LWP or kernel threads, thereby blo
k the whole appli
ation, even if some other user threadsare ready to run.Another problem is that, even if we 
an 
hoose the s
hedule of the Mar
el threads in ea
hpool, we 
annot do anything between the di�erent pools. So, if a thread A in pool 1 has a lo
k andis preempted by the system, when a thread B in another pool wants the lo
k, it has to wait for theOS to give 
ontrol ba
k to pool 1, so that thread A 
an release the lo
k.As we will see, these problems 
an be avoided if the OS s
heduler reports what it is doing to theappli
ation. This 
ooperation between the OS s
heduler and the appli
ation has been developed inthis internship and Mar
el has been modi�ed to support it.

6



Chapter 2A new solution: kernel support fora
tivationsThis idea was �rst proposed in an arti
le[2℄ written in 1989. Its authors have implemented thisme
hanism with the FastThread library on the Topaz system whi
h does not run any more, andthe sour
es have never been released. All the terms (a
tivation, up
all, et
.) used in this do
ument
ome from this arti
le.2.1 Prin
iples2.1.1 The a
tivationsA
tivations are a kind of kernel thread. The main di�eren
e is that when an appli
ation uses a
lassi
al kernel thread, it generally designates a fun
tion that the OS will exe
ute within a thread.This is the opposite for an a
tivation: this is the OS that de
ides when an a
tivation is 
reated,exe
uting a spe
i�
 user fun
tion.The se
ond point spe
i�
 to the a
tivation is the fa
t that ea
h time an a
tivation blo
ks in thekernel, unblo
ks, or is preempted by the kernel, then the appli
ation re
eives a report of this fa
t.2.1.2 Up
allsAn up
all is a me
hanism by whi
h the kernel 
alls a user fun
tion. Generally, it is the appli
ationthat makes 
alls into the kernel with the system 
alls. In fa
t, an up
all is very similar to the signalhandler used by the kernel to tell an appli
ation about UNIX signals.The up
alls are used by the kernel to report some s
heduling events to the appli
ation. Thedi�erent kinds of up
all are presented there:up
all new This up
all is the �rst one made by an a
tivation. Ea
h time an a
tivation is 
reated,the kernel uses this up
all to report this event to the appli
ation, so that the appli
ation 
an usethe a
tivation and run the 
ode it wants.up
all blo
k When an a
tivation blo
ks (within a system 
all for example), the kernel usesanother a
tivation of the pro
ess and makes this up
all to report to the user pro
ess the fa
t thatone of its a
tivations blo
ked. 7



up
all unblo
k This up
all is similar to the previous, but is used to report to the appli
ationthat one of its blo
ked a
tivations unblo
ked. In this up
all, the kernel gives to the appli
ationthe state of the unblo
ked a
tivation, so that the appli
ation 
an resume the user thread that wasrunning on that a
tivation.up
all preempt This time, we report to the appli
ation that one of its a
tivations was preemptedby the s
heduler. Here again, the kernel gives the state of the preempted a
tivation, so that thethread running on it 
an be resumed.up
all restart This up
all does not report anything. But it 
an be used by the appli
ation tosyn
hronize its a
tivations: an a
tivation 
an ask the kernel to make an up
all in another a
tivation.If the kernel has nothing to report to the appli
ation (so that none of the previous up
alls is useful),then it will use this up
all.2.1.3 Interesting propertiesThere are several very interesting points about a
tivations. First, there 
annot be more runninga
tivations than pro
essors on the ma
hine. Indeed, to 
reate more a
tivations than pro
essors, thekernel must preempt at least one other a
tivation.The other point is what happens when the last a
tivation is preempted or blo
ks. If it blo
ks,there is no problem: another a
tivation is 
reated, laun
hed with a new up
all, and then a blo
kup
all is made. If it is preempted, then nothing is done at �rst. Indeed, if the kernel does not wantto give any pro
essor to the appli
ation, then we 
annot make any up
all. But this is not a problem:the next time the appli
ation will have a pro
essor, either this a
tivation will 
ontinue (as it hadnever stopped), or, if another a
tivation is laun
hed instead of the preempted a
tivation, then thekernel will use the other a
tivation to make an preempt up
all. This allows the other a
tivationto 
ontinue the thread preempted (instead of starting a new one), whi
h 
an be very useful if, forexample, the preempted thread owns a mutex that prevents other threads from running.After ea
h up
all, the appli
ation 
an 
hoose itself whi
h user thread to run in the a
tivation.So, the appli
ation has 
omplete 
ontrol about whi
h user thread to run in whi
h a
tivation, andre
eives a report ea
h time one of its threads stops.2.1.4 ExampleLet's see what happens on a dual pro
essor ma
hine when an appli
ation using a
tivations makesa blo
king I/O request. You 
an refer to the �gure 2.1.At time T1 the kernel allo
ates the two pro
essors to the appli
ation. Ea
h a
tivation A and Bbegins with a new up
all, and 
hooses a user thread to run.At time T2 the a
tivation A makes a blo
king I/O request. Hen
e, a new up
all is done and thea
tivation C 
reated. The kernel uses one of the a
tivations B or C to make a blo
k up
all,so that this appli
ation now knows that one of its threads is blo
ked.At time T3 the I/O request 
ompletes. The kernel again uses one of the two a
tivations B or Cto report to the appli
ation that the a
tivation A unblo
ked. Be
ause the unblo
k up
all hasthe state of the unblo
ked thread, the a
tivation doing the up
all 
an 
hoose to 
ontinue itsthread, or to immediately resume the thread that was blo
ked.8



Figure 2.1: A Blo
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2.2 Interests2.2.1 SMP 
omplian
eThe �rst good point about a
tivations is that this model uses all the available CPUs, but not more.With kernel threads, you must have at least as many kernel threads as physi
al pro
essors if youwant to be able to use all of them. But, if some CPUs are used by other pro
esses, then your kernelthreads must share their CPU, whi
h 
an lead to delays when we are waiting for a lo
k that isowned by another kernel thread for example.2.2.2 Finite kernel resour
esThis model allows any user thread to blo
k in the kernel without blo
king the other user threads.This was already the 
ase with the kernel threads, but with them, ea
h user thread used kernelresour
es (the kernel had to know about ea
h 
reated thread). With a
tivations, the kernel onlyknows about the running threads (no more than the number of pro
essors) and the blo
ked threads.2.2.3 FlexibilityAll thread s
heduling de
isions are made by the user program. The OS does not have any 
onstraintor restri
tion about the properties of the user threads. So, we have been able to use a
tivationswith the Mar
el thread library whi
h has some very unusual support, su
h as migration over thenetwork.

10



Chapter 3ImplementationThe implementation of a
tivations 
onsists of two parts. At �rst, there is the support of a
tivationsin the OS. Se
ondly, we must have appli
ations (or a thread library) that use these improvements.3.1 In the OSWe have to 
hoose an OS for this implementation. It has been Linux be
ause we have the sour
esof this OS, and lots of do
umentation in books [3, 15℄ or on the Internet exist about it.The des
ription whi
h follows is just an overview of what has been done. For more pre
isedo
umentation, the reader 
an refer to two annexes:� Appendix A: A New Appli
ation Programming Interfa
e for S
heduler A
tivation Support inthe Linux Kernel whi
h des
ribes everything one needs to know to use a
tivations in a userprogram;� Appendix B: Internals of A
tivation Support in the Linux Kernel whi
h des
ribes the modi-�
ations made in the kernel, and the me
hanisms used in the kernel.3.1.1 Modi�
ations in the Linux kernelThe work has been done with version 2:2:10 of the Linux kernel, whi
h was the most up-to-daterelease of the stable Linux kernel at the time of writing. However, the work (and the pat
h) 
anbe easily ported to other versions of the kernel.The main modi�
ations 
onsist of:� add several new stru
tures to handle a
tivations' states;� modify the do_fork() and do_exit() fun
tions to be able to 
reate and delete a
tivations;� modify the s
hedule() fun
tion to report an event ea
h time an a
tivation is preempted/blo
ked/unblo
ked;� add some new system 
alls so that the appli
ation 
an request a
tivations from the kernel;� add the up
all me
hanism for the a
tivations.11



3.1.2 OrganizationThe implementation uses one task or kernel thread (as it is named in the kernel) per a
tivation.Ea
h task uses some new private variables to save its 
urrent state as an a
tivation. There are alsovariables shared between all the a
tivations of a pro
ess.3.1.3 The new system 
allsSome new system 
alls are needed for the a
tivations. There are four new system 
alls. For ana

urate des
ription of their parameters, see the appendix A.a
t_init This system 
all is the �rst of these four that must be used if an appli
ation wouldlike to use a
tivations. With this system 
all, the appli
ation gives to the kernel some informationneeded, su
h as the address of the di�erent fun
tions for the up
alls, the number of a
tivations wewant (not ne
essarily as many as the number of pro
essors), et
. On
e the kernel has veri�ed thevalidity of these parameters, it begins to use the a
tivations.a
t_
ntl This system 
all is used by the appli
ation for two reasons:� to request information about a
tivations (like how many pro
essors there are, how manya
tivations are running);� to modify some kernel variables related to the a
tivations, su
h as the number of pro
essorsthat the appli
ation wants to use.a
t_send This system 
all is used by the appli
ation to request the kernel to make an up
all inone or several other a
tivations. This is useful if an a
tivation wants to stop a thread running onanother a
tivation for example.a
t_resume This system 
all must be used after ea
h up
all. It tells the kernel that anotherup
all 
an be made (there 
an be only one up
all running at a time).3.1.4 The manager a
tivationThis a
tivation is a spe
ial a
tivation. It never makes up
alls, but is used internally to manage the
reation and the end of the other a
tivations.The manager a
tivation is the task that was the UNIX pro
ess before the a
t_init system 
allwas performed. All the other tasks of the pro
ess, whi
h will be the normal a
tivations, have thistask as parent. Thus, only this one has to wait for the ending of the other tasks. (In Linux, a taskis ne
essarily informed about the ending of ea
h of its 
hildren.)The manager is also the task that owns the variables shared between all the a
tivations of thepro
ess. This is useful be
ause the manager exists from the beginning of the a
tivation, and isended when the pro
ess ends, so that there are no other a
tivations running any more.3.2 In Mar
elAfter implementing the support for a
tivations in the OS, it would be useful to have an appli
ationthat uses it. We 
ould have written a spe
i�
 appli
ation, but it is better to adapt an existingthread library to the a
tivations, and see what happens with the programs that use it.12



Due to the good design of Mar
el, very few adaptations had to be made. Mar
el had a lo
kto prote
t itself from problems with reentran
y. This lo
k is used by the a
tivations too. And if ana
tivation owning the lo
k is preempted, then its thread is resumed as soon as possible.
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Chapter 4ValidationThe adaptation of a existing library allows us to easily see the improvement due to the use ofa
tivations. There are a
tually two versions of Mar
el. One is a two-level thread library that wewill 
allMar
el-SMP, and the other is a single user thread library. The latter 
an be 
on�guratedto have automati
 preemption (we will 
all itMar
el-User-Preemption) or not (
alledMar
el-User). The Mar
el library with a
tivation support will be 
alled Mar
el-A
t. To have all thekinds of thread libraries, the PThread library whi
h is a kernel threads library, has been used too.4.1 A
tivations with a unipro
essor ma
hineThe �rst tests have been made on a unipro
essor ma
hine: a Pentium II 266MHz with 96 MB ofmemory.The �rst thing to say is that the samples of Mar
el still work with Mar
el-A
t. Then let'ssee more pre
isely some results.4.1.1 The sumtime2 programIn Mar
el, there is a sample program 
alled sumtime. It is very useful be
ause it is able to
al
ulate the sum of the integers from 1 to a limit given in an argument to the program. What isreally interesting is the fa
t that the pro
ess uses a lot of threads to 
al
ulate this sum. It splitsre
ursively the sum into two parts and laun
hes one thread for ea
h of these two parts. Then thesethreads split again the sum they have to do and laun
h other threads. So, lots of threads are 
reatedand this program needs lots of syn
hronization between all its threads.sumtime2 is an adaptation of this program. It has been written so that it 
an run with allthe versions of Mar
el and with the PThread library. There is also another parameter for theprogram: we 
an 
hoose that the threads have to exe
ute a longer 
omputation, so that the programspends time doing 
omputation and not only syn
hronisation between threads.Without 
omputation In this 
ase, the threads only laun
h two other threads, wait for theirending, and end themselves giving ba
k the result. The results 
an be found in �gure 4.1.The �rst remark is that the PThread library 
annot handle a sum of more than about 250.With a greater value, there are too many threads and some of them 
annot be 
reated. The di�erentversions ofMar
el 
an go until about 500. But whereas we 
an run simultaneously several versionsof Mar
el that 
al
ulate until 500, we 
annot do this with the PThread library be
ause in this
ase ea
h thread uses a global resour
e (an entry in the task table of the OS).15



Figure 4.1: Results of Sumtime2 without 
al
ulation in ea
h thread.
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Figure 4.2: Results of Sumtime2 with 
al
ulation in ea
h thread.
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el-SMPMa Mar
el-UserMaPre Mar
el-User-PreemptionThe se
ond remark is that, as we supposed, kernel threads are less e�
ient than user threads.The two-level library is a little less good than the other version of Mar
el: there is more syn
hro-nisation to do (between the few kernel threads). Both the user level thread library and the one witha
tivation support have similar good performan
e. Mar
el-A
t is perhaps a little slower than theuser level Mar
el libraries, due to the overhead needed to manage a
tivations, but this is reallynot signi�
ant.With 
omputation Here, we had a 
omputation in ea
h thread, so that the syn
hronizationbe
omes a smaller part of the exe
ution of the threads. The results 
an be found in �gure 4.2.As we 
an see, on a unipro
essor ma
hine, all the times are similar. However, Mar
el-SMPand the PThread library are a little bit slower than the user level libraries and Mar
el-A
t.4.1.2 Blo
king system 
allsA great interest of a
tivations is the fa
ility to 
orre
tly handle the blo
king system 
alls within theuser threads. Two programs show these results.The program blo
k This program laun
hes two kind of threads. One performs a 
al
ulationand prints some information from time to time. The other blo
ks reading a �le des
riptor.17



As we might suppose, with the PThread library and Mar
el-A
t, there is no problem.With Mar
el-User, the program blo
ks immediately and the 
al
ulation threads do not do any
omputation. With Mar
el-SMP and Mar
el-User-Preemption, the program works. Thisis due to the fa
t that in these 
ases, Mar
el uses signals to have automati
 preemption. Thesesignals interrupt the blo
king system 
alls, so that theMar
el s
heduler 
an laun
h another thread.Fortunately, the read() system 
all 
an be automati
ally resumed by the OS when the thread takes
ontrol ba
k and returns from the signal handler.The program semaphore This program is similar to the previous, but instead of having threadsblo
king when reading �le des
riptors, they blo
k on a semaphore.Mar
el has implemented its own semaphores. But, they 
an be used only to syn
hronize theMar
el threads together, and not with other pro
esses running on the ma
hine. To do that, weneed to use the semaphores of the OS. This works very well with the PThread library, be
auseea
h thread is similar to a pro
ess from the point of view of the OS.With the 
lassi
 Mar
el libraries (Mar
el-User, Mar
el-User-Preemption and Mar-
el-SMP), this does not work at all. The pro
ess makes a segmentation fault immediately. Thishappens be
ause the kernel manages the IPC with pro
esses or kernel threads. It 
an not handlethe 
ase when there are several user threads within the same pro
ess or kernel thread and ea
h ofthese user threads uses the IPC 
alls.However, with Mar
el-A
t, the program runs very well. There is no need to add additionalsupport be
ause this is dire
tly managed by the a
tivation. Ea
h time a user thread blo
ks on asemaphore in the kernel, another a
tivation is 
reated, so that the other threads 
an run.4.1.3 SummaryAs we 
an see, the use of a
tivations for a thread library on a unipro
essor is very useful. It keepsthe performan
e of a user level thread library, but solves all the problems 
aused by blo
king system
alls.4.2 A
tivations with a symmetri
 multipro
essor ma
hineWith an SMP ma
hine, a program using a
tivations should be as fast as programs written withthe PThread library or Mar
el-SMP. There are still a few bugs that prevent us from using itwith programs with a lot of syn
hronisation like the sumtime2 program. These few bugs should bequi
kly �xed. However, we are able to have a few results with simple programs.The �rst tests have been made with a program that laun
hes four threads that perform some
omputation. The results 
an be seen in the �gure 4.3. The ma
hine used has two pro
essors. Aswe 
ould expe
t, the program 
omputes nearly twi
e as long with Mar
el-User and Mar
el-User-Preemption whi
h 
an use only one pro
essor on the ma
hine. The performan
e withthe a
tivations is as good as the PThread library or Mar
el-SMP whi
h use the two availablepro
essors. Figure 4.3: Four threads doing 
omputation on SMP.time (s)PThread library 3:60Mar
el-A
t 3:61Mar
el-SMP 3:62Mar
el-User 7:15Mar
el-User-Preemption 7:16



Con
lusion and future workThis work designed and tested the use of a
tivations to manage threads. This approa
h is a
ompletely new way to handle thread support for an OS. We had to write the support for thea
tivations in the Linux OS and to adapt a thread library to take advantage of this support.Both have been written, so the tests 
ould be made. We did not 
hange theMar
el interfa
e, sothat the old Mar
el programs still work with this new model. The performan
e on a unipro
essoris as good as the user library, but without the problems of the latter. With a multipro
essor, the�rst results seems to be good, even if there are still few bugs. These should be qui
kly removed sothat we 
an see the performan
e with more 
omplex programs.The interesting things are that we 
an now use some features that were not possible before.The user threads 
an use blo
king system 
alls like read() or even use semaphores. These 
alls arehandled 
orre
tly and do not blo
k the other threads. And the thread library is a user one: we donot need to 
hange the kernel to add spe
i�
 features to our threads.Several improvements to the a
tivations' support in the kernel 
an be made now. They are notalready done, be
ause the time was too short, or be
ause other required parts are not yet ready.We 
an list some of them.� add support for POSIX signals. For now, the POSIX signals are not usable with the a
ti-vations. A support as written in the appendix A New Appli
ation Programming Interfa
e forS
heduler A
tivation Support in the Linux Kernel 
an be added.� add support for automati
 preemption. Until now, support for automati
 preemption inMar
el was done with the SIGALRM signal. So, to handle automati
 preemption in Mar
elwith a
tivations, we 
an either support signals, or add a new up
all, whi
h will be probablymore e�
ient.� add support for other ar
hite
tures that support Linux. Indeed, the i386 ar
hite
ture is theonly one that 
an use the a
tivation support. This 
an be improved be
ause both Mar
eland Linux 
an run on other ar
hite
tures.� use new kernel features. In an up
oming Linux kernel release, there will be support to allowa task to 
reate a new task as if yet another task was the parent. This feature will allowan a
tivation to 
reate itself new a
tivations when needed, instead of having to wake up themanager a
tivation.� use shared lo
ks between the user spa
e and the kernel. If the kernel dire
tly knows aboutthe lo
ks held by the thread in an a
tivation, it 
an 
hoose more e�
iently whether it has tomake an up
all or if it 
an avoid it.� write a POSIX thread library[10℄. Su
h a library with the use of the a
tivations would bevery useful. 19



Nonetheless, a
tivations are already working well with Mar
el on a i386 Linux system andseem to be a very interesting new way to manage user threads. This work shows that this model isa valid one, very useful for all people that need threads management, in parti
ular when the threadsare blo
king. And this often happens within threads in a 
ommuni
ation library for example.

20



Appendix AA New Appli
ation ProgrammingInterfa
e for S
heduler A
tivationSupport in the Linux KernelA.1 Semanti
sA.1.1 A
tivationAll a
tivations are laun
hed by up
alls. If one a
tivation �nishes (
all to exit, signal, ...), then thewhole pro
ess �nishes (other a
tivations are simply preempted).An a
tivation is either running or blo
ked. It has an A
tivation IDentity or aid from 0 tothe maximum of a
tivations allowed by the kernel and requested by the appli
ation (see a
t_initA.2.1).There exists a lo
k for the a
tivations 
alled a
t_lo
k. When an up
all is done, the a
tivationautomati
ally lo
ks the lo
k ex
ept for signals (see below). This means that until the a
tivation
alls a
t_resume, no other up
all will be done. This is a way to prote
t the data about appli
ation
ontext during an up
all. If an a
tivation with this lo
k is preempted, then another a
tivation willbe preempted and this one will be res
heduled without an up
all.A.1.2 SignalsThere exists only one mask/handler for the whole pro
ess. The sta
k used for the �rst signal is theone de
lared at the initialization. Then, the 
urrent sta
k pointer is kept and reused.A signal is exe
uted in an a
tivation but it does not lo
k the lo
k and it makes its up
all dire
tlyin the signal handler (if it exists). Only one a
tivation 
an handle a signal at a time (there is notsimultaneous exe
ution of signal handlers) ex
ept for syn
hronous signals (see below). This behaviorallows the use of only one sta
k for signals.The signals SIGKILL, SIGSTOP and SIGCONT a�e
t all the 
urrent running a
tivations.The syn
hronous signals (su
h as SIGSEGV, SIGILL, SIGBUS, et
.) are sent to the 
urrent a
ti-vation. In this 
ase, the a
tivation performs as if it has the lo
k. That is, if it is stopped, no up
allis done to the appli
ation, but it is res
heduled as soon as possible without up
all. In this 
ase, we
an have several signal handler exe
utions at the same time (one asyn
hronous on the signal sta
k,the others syn
hronous on the a
tivation sta
k).21



A.2 System 
allsA.2.1 a
t_initint a
t_init(a
t_param_t * param);This 
all is made only one time, at the beginning, to ask the kernel to use a
tivations for thispro
ess. If all is good, we never return : an up
all is made to a
t_restart (with the indi
ation ofthe 
urrent state, that allows to 
ontinue just after this system 
all).The parameter param is a pointer to a data stru
ture that 
ontains:� int nb_max_a
tivations This is the maximum number of a
tivations that the appli
ation 
anmanage. 3 is the minimum : the kernel needs one for signals and 2 at least so it 
an make anup
all when an a
tivation is stopped. 0 means no limit.� int nb_a
t_wanted This is the number of a
tivations that 
an run in parallel on the 
omputer.It must be between 1 and the number of pro
essors of the 
omputer. The value 0 is a

eptedand stands for the number of pro
essors of the 
omputer.� void * a
t_sp This value will be used for the sta
k pointer for ea
h up
all.� void * sig_sp This value will be used for the sta
k pointer for ea
h signal.� a
t_buf_t * 
ontext1� a
t_buf_t * 
ontext2 These two pointers designate areas where the kernel 
an store theappli
ation 
ontext for an up
all. These areas are ar
hite
ture dependent.� int *() a
t_new� int *() a
t_preempt� int *() a
t_blo
k� int *() a
t_unblo
k� int *() a
t_restartThese are the addresses of the fun
tions to 
all for the a
tivations.Errors: A
tivations are used only if none of these errors o

ur.EBUSY This system 
all has already been done.EFAULT Some a

ess permissions (write to bu�ers, read to fun
tions, et
.) are wrong.ENOSYS A
tivations not 
urrently implemented.return from 
lone() The system 
all 
lone is 
alled to 
reate the �rst a
tivation. It 
an returnan error.A.2.2 a
t_resumeint a
t_resume(a
t_buf_t * bu�er, int fast_restart);This 
all releases the lo
k a
t_lo
k if the a
tivation had it. Then, if bu�er is not NULL, thea
tivation 
ontinues with the state saved in bu�er*, if it is NULL, the a
tivation 
ontinues after thissystem 
all. 22



Errors: With bad a

ess permission to bu�er, a SEGV is generated.EACCES The initialisation of a
tivations was not done yet.If fast_restart is not null, and if we are ending an up
all whi
h has the fast_restart �agset, then the kernel restarts the preempted or unblo
ked a
tivation at the pla
e where it was.A.2.3 a
t_
ntlint a
t_
ntl(int 
md);int a
t_
ntl(int 
md, long arg);int a
t_
ntl(int 
md, long * arg);These 
alls are used to manage/read the a
tivation's behavior and state. The operation inquestion is determined by 
md:ACT_CNTL_INC_PROC ask the kernel to allo
ate one more pro
essor for the a
tivations.ACT_CNTL_DEC_PROC ask the kernel to allo
ate one less pro
essor for the a
tivations.ACT_CNTL_GET_PROC return the 
urrent number of pro
essors that the appli
ation hasrequested from the kernel.ACT_CNTL_GET_MAX_PROC return the number of pro
essors on this hardware platform.ACT_CNTL_GET_MAX_ACT return the greatest aid that the kernel 
an use. It was a pa-rameter of a
t_init. 0 means no limit.ACT_CNTL_WAIT_UPCALL the a
tivation will blo
k in the kernel until an up
all (other thana
t_preempted) is about to be made. No up
all will be done to report this blo
ked a
tivation,and no new a
tivation will be 
reated.Errors: With bad a

ess permission to bu�er, a SEGV is generated.EACCES The initialisation of a
tivations was not done yet.EINVAL The parameter 
md is out of range.A.2.4 a
t_sendint a
t_send(int a
t);This 
all asks the kernel to stop and relaun
h the a
tivation with aida
t if it runs with an up
allto a
t_restart. Else, nothing is done.If a
t=ACT_SEND_ALL, all running a
tivations will be stopped and up
alled.If a
t=ACT_SEND_MYSELF, the 
urrent a
tivation will be stopped and up
alled.Errors: With bad a

ess permission to bu�er, a SEGV is generated.EACCES The initialisation of a
tivations was not done yet.EINVAL The parameter a
t is out of range. 23



A.3 Up
allsWhen an up
all is done, no other up
all 
an be done until the a
tivation 
alls a
t_resume: an up
allalways a
quires the lo
k a
t_lo
k whi
h 
an only be released during the system 
all a
t_resume.We do not return from these up
alls. If we do, the system generates a SEGV.A.3.1 a
t_newvoid a
t_new(int num);A new a
tivation is laun
hed. Its aid is num.A.3.2 a
t_preemptvoid a
t_preempt(int num, int preempt, int fast_restart);The a
tivation with aid num has been stopped, then up
alled to advertise that the a
tivationwith aid preempt has been preempted. The state of the two a
tivations 
an be found in the bu�ersgiven in the parameter to a
t_init.If fast_restart is set, then we 
an use this �ag in resume, so that the preempted a
tivationwill restart where it was when the s
heduler gives it 
ontrol ba
k.A.3.3 a
t_blo
kvoid a
t_blo
k(int num, int blo
k);The a
tivation with aid num has been stopped if running, then up
alled to advertise that thea
tivation with aid blo
k has been blo
ked. The state of the a
tivation with aid num 
an be foundin the �rst bu�er given in parameter to a
t_init.A.3.4 a
t_unblo
kvoid a
t_unblo
k(int num, int unblo
k, int fast_restart);The a
tivation with aid num has been stopped if running, then up
alled to advertise that thea
tivation with aid unblo
k has been unblo
ked. The state of the two a
tivations 
an be found inthe bu�ers given in the parameter to a
t_init.If fast_restart is set, then we 
an use this �ag in resume, so that the preempted a
tivationwill restart where it was when the s
heduler gives it 
ontrol ba
k.A.3.5 a
t_restartvoid a
t_restart(int num);The a
tivation has an up
all during its exe
ution. Its aid is num. An a
tivation re
eives thisup
all after a 
all to a
t_send or a
t_
ntl with DO_UPCALL. The state of the a
tivation 
an befound in the �rst bu�er given in the parameter to a
t_init.A.4 RemarksA.4.1 Current implementationThe signal management has not yet been implemented. For now, signals and a
tivations 
annot beused together in a program. This must be �xed in a future release.24



A.4.2 Perspe
tiveSeveral points 
an be dealt with later, su
h as :� a
t_
ntl 
an be extended so 
an we 
an read/write more parameters like sta
ks used, ad-dresses of up
alls, et
.� We 
an make up
alls without the lo
k a
t_lo
k for a fun
tion like a
t_send or every timethat the kernel res
hedules an a
tivation so that it 
an swit
h between user thread 
ontextsi� it wants.This will need another up
all (another address in a
t_init and an extension to a
t_
ntl).� No behavior has been de�ned yet if an a
tivation 
alls the system 
alls fork, 
lone, exe
,et
.� No semanti
s has been de�ned for the signals SIGVTALARM and SIGPROF.
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Appendix BInternals of A
tivation Support in theLinux KernelB.1 FilesThe 
urrent implementation has been done with the kernel 2:2:10 of Linux. Here is the list of �les
on
erned with the a
tivations:B.1.1 in
lude/asm-i386/unistd.h� Add the __NR_a
t_* 
onstants for the new system 
alls.B.1.2 in
lude/asm-i386/a
t.h� New �le� Main header �le for the a
tivations. All 
onstants and stru
tures are de�ned in this �le.B.1.3 in
lude/asm-i386/a
t_s
hed.h� New �leThis header �le is in
luded by the previous. It is a separate �le be
ause we have there all thatis ne
essary to in
lude in the following. So modifying a
t_s
hed.h or s
hed.h 
auses re
ompilationof most (all?) the �les of the kernel, whereas modifying a
t.h 
auses re
ompilation of only few �leswhen building a new kernel.a
t_s
hed.h and a
t.h 
ould be merged in later release.B.1.4 in
lude/linux/s
hed.h� Add a fun
tion s
hedule_real() (see B.4.2).� Add several variables in stru
t task_stru
t (see B.2.1).27



B.1.5 ar
h/i386/kernel/entry.S� Add the new system 
alls' entries.� Add some assembly 
ode around the s
hedule 
all (see B.4.2).� Add some assembly 
ode to 
all the up
all (see B.4.2).B.1.6 ar
h/i386/
on�g.in� Add menu entries for CONFIG_ACT and CONFIG_ACT_DEBUG.B.1.7 kernel/Make�le� Add a
t.o to the list of obje
t �les.B.1.8 kernel/exit.
� Add 
ode in do_exit (see B.4.4).B.1.9 kernel/fork.
� Add 
ode in do_fork (see B.4.4).B.1.10 kernel/a
t.
� New �le� Main �le to manage the a
tivations.Note: This �le has some ar
hite
ture dependen
ies. It 
ould be better to put it in ar
h/i386/kernel in a future release. (Not done be
ause the dire
tory kernel is one of the �rst to be 
ompiledwhen building a new kernel, so it's qui
ker to see errors.)B.1.11 kernel/s
hed.
� Add 
ode when swit
hing between tasks (see B.3.1).� Add the fun
tion s
hedule_real() (see B.4.2).B.2 Data stru
turesB.2.1 stru
t task_stru
tSome �elds have been added to the stru
ture stru
t task_stru
t to manage the a
tivations.need_up
alllong need_up
all ; 28



Values:0 We do not go through do_up
all (B.4.2) before returning from a s
hedule or a system 
all. Apro
ess that does not used a
tivations always has the value 0 there.1 We will go through do_up
all (B.4.2) next time we return from a s
hedule or a system 
all.The o�set of this �eld from the beginning of the stru
ture is hard-
oded in the assembly �lear
h/i386/kernel/entry.S. The hard-
oded value is veri�ed when exe
uting sys_a
t_init in ker-nel/a
t.
.a
t_in_useint a
t_in_use ;Values:ACT_NOTUSED This kernel task does not used a
tivations. In this 
ase, the following �elds have nosigni�
an
e for the task.ACT_USED or ACT_USED_WAITING_EVENT This task is an a
tivation. See the a
tivation's states (B.3)for more information.ACT_MANAGER This task is the manager a
tivation of the pro
ess. See the manager a
tivation (B.4.4)for more information.a
t_want_up
allvolatile int a
t_want_up
all ;Values:0 The a
tivation does not require an up
all.1 The a
tivation does require an up
all. If the kernel has no task that needs an up
all, thenan a
t_restart up
all will be generated when it be
omes possible (lo
k up
all_lo
k free).Otherwise the kernel will generate the up
all that is needed.stru
t_a
t_infostru
t a
t_stru
t stru
t_a
t_info ;See B.2.2*a
t_infostru
t a
t_stru
t *a
t_info ;See B.2.2a
t_idint a
t_id ;The a
tivation id. For now, the manager has always the id 0.29



a
t_state, a
t_known_stateint a
t_state, a
t_known_state ;Values:ACT_NEWACT_RUNNINGACT_PREEMPTEDACT_BLOCKEDACT_UNBLOCKEDACT_FREEACT_ENDACT_IN_UPCALLACT_READYFor a des
ription of the meaning of these values, see the a
tivation's states (B.3). Basi
ally,a
t_state is often the real state of the a
tivation, whereas a
t_known_state is the last state ofthe a
tivation known (through up
alls) by the pro
ess.*a
t_next, *a
t_prevstru
t task_stru
t *a
t_next, *a
t_prev ;Double linked list of all the a
tivations of a pro
ess (in
luding the manager).a
t_linkedint a
t_linked ;Values: This �eld shows the list in whi
h the a
tivation is. See Lists (B.4.3) for more information.ACT_LINK_NONE The a
tivation is in none of the lists.ACT_LINK_PREEMPTED The a
tivation is in the preempted list.ACT_LINK_BLOCKED The a
tivation is in the blo
ked list.ACT_LINK_UNBLOCKED The a
tivation is in the unblo
ked list.ACT_LINK_FREE The a
tivation is in the free list.ACT_LINK_RESTART The a
tivation is in the restart list.*a
t_list_next, *a
t_list_prevstru
t task_stru
t *a
t_list_next, *a
t_list_prev ;Fields for the double linked list in whi
h the a
tivation is. See Lists (B.4.3) for more informationabout the lists. 30



*a
t_wait_queuestru
t wait_queue *a
t_wait_queue ;An a
tivation 
an use this wait queue when it is waiting for an event.*a
t_regsstru
t pt_regs *a
t_regs ;Pointer to a stru
ture with the registers of the a
tivation. Used to have the state of a unblo
keda
tivation.B.2.2 stru
t a
t_stru
t or a
t_infoAlthough ea
h a
tivation has su
h a stru
ture in its task_stru
t, only one is used per pro
ess.In fa
t, the stru
ture used is the one of the manager a
tivation, the �eld a
t_info in all thea
tivations of this pro
ess is a pointer to the stru
ture of the manager a
tivation. This stru
ture
ould be allo
ated and freed in the memory, but it is small and it's easier to do like this.This stru
ture is used for all the variables that must be shared between all the a
tivations of apro
ess.parama
t_param_t param ;See B.2.3a
t_lo
kspinlo
k_t a
t_lo
k ;This spinlo
k prote
ts all the operations related to the up
all for the pro
ess. In a later release,it 
ould be interesting to see if it's possible and useful to split this spinlo
k into several that prote
tfewer operations per lo
k.
urrent_up
allint 
urrent_up
all ;Values: This �eld shows the kind of up
all being done.ACT_UPCALL_NONE No a
tivation makes an up
all.ACT_UPCALL_NEW An a
tivation is exe
uting an up
all a
t_newACT_UPCALL_PREEMPTED An a
tivation is exe
uting an up
all a
t_preemptACT_UPCALL_BLOCKED An a
tivation is exe
uting an up
all a
t_blo
kACT_UPCALL_UNBLOCKED An a
tivation is exe
uting an up
all a
t_unblo
kACT_UPCALL_RESTART An a
tivation is exe
uting an up
all a
t_restart31



*managerstru
t task_stru
 *manager ;This is a pointer to the manager a
tivation of the pro
ess.*a
t_in_
reationstru
t task_stru
 *a
t_in_
reation ;This is a pointer to the a
tivation that is in 
reation (when there is one). See B.4.4 for moreinformation.*a
t_fast_restartstru
t task_stru
 *a
t_fast_restart ;This is a pointer to the a
tivation that 
ould be fast restarted (when there is one). See alsostate PREEMPTED (B.3.2).*a
t_running_sleptstru
t wait_queue *a
t_running_slept ;This wait queue is used for the a
tivations 
alling a
t_send(ACT_CNTL_WAIT_UPCALL). Thesea
tivations are still 
onsidered as running (so no new ones are 
reated) although they are sleepingin the kernel.nb_a
t_
reatedint nb_a
t_
reated ;This is the total number of all the 
reated (and still existing as kernel task) a
tivations in
ludingthe manager, the a
tivations in the free list, et
.nb_a
t_runningint nb_a
t_running ;This is the number of a
tivations running. We want this number to be equal to the previous.We 
ount as running all the a
tivations really running, but also a
tivations in an up
all (even ifit's blo
ked !) and a
tivations preempted by the kernel but not yet reported to the pro
ess by anup
all.nb_a
t_preempted, nb_a
t_blo
ked, nb_a
t_unblo
ked, nb_a
t_free,nb_a
t_restartedint nb_a
t_preempted, nb_a
t_blo
ked, nb_a
t_unblo
ked, nb_a
t_free,nb_a
t_restarted ;The number of a
tivations in ea
h list. (See B.4.3)*list_a
t_preempted, *list_a
t_blo
ked, *list_a
t_unblo
ked, *list_a
t_free,*list_a
t_restartedstru
t task_stru
t *list_a
t_preempted, *list_a
t_blo
ked, *list_a
t_unblo
ked,*list_a
t_free, *list_a
t_restarted ;32



A pointer to an element of ea
h list (or NULL if the list is empty). (See B.4.3)*up
all_lo
kvolatile stru
t task_stru
t *up
all_lo
k ;This is a pointer to the a
tivation doing an up
all. This �eld is NULL when no up
all is beingdone.B.2.3 a
t_param_tThis stru
ture is given to the kernel during the initialization.nb_max_a
tivationsint nb_max_a
tivations ;This is the maximum number of a
tivations that the kernel is allowed to 
reate for this pro
ess.nb_a
t_wantedint nb_a
t_wanted ;This is the number of a
tivations that the appli
ation wants to run in parallel on the 
omputer.*kernel_a
t_stru
tstru
t kernel_a
t_stru
t_t *kernel_a
t_stru
t ;This is a pointer to a small area in user spa
e where the kernel will be able to write and exe
utesome 
ode. It is basi
ally used to allow some a
tivation (like the manager) to have a little se
tionof 
ode to return into the kernel after exe
uting a signal handler for example.a
t_spvoid* a
t_sp ;This will be the sta
k used for the up
alls.sig_spvoid* sig_sp ;This will be the sta
k used for the signals (handled by the manager).*
ur_buf, *stopped_bufa
t_buf_t *
ur_buf, *stopped_buf ;These are two pointers to areas where the kernel will save the a
tivations' state before doing theup
all.*a
t_newvoid ( *a
t_new )(a
t_id_t aid);This is a pointer to the fun
tion that will be used for the up
all a
t_new.33



*a
t_preemptvoid ( *a
t_preempt )(a
t_id_t 
ur_aid, a
t_id_t stopped_aid, int fast_restart);This is a pointer to the fun
tion that will be used for the up
all a
t_preempt.*a
t_blo
kvoid ( *a
t_blo
k )(a
t_id_t 
ur_aid, a
t_id_t stopped_aid);This is a pointer to the fun
tion that will be used for the up
all a
t_blo
k.*a
t_unblo
kvoid ( *a
t_unblo
k )(a
t_id_t 
ur_aid, a
t_id_t stopped_aid, int fast_restart);This is a pointer to the fun
tion that will be used for the up
all a
t_unblo
k.*a
t_restartvoid ( *a
t_restart )(a
t_id_t 
ur_aid);This is a pointer to the fun
tion that will be used for the up
all a
t_restart.B.3 A
tivation's statesEa
h a
tivation in a pro
ess is in a parti
ular state, whi
h determines what happens in the kernel.All of the 
hanges of state are prote
ted by the spinlo
k a
t_lo
k (B.2.2).The main state of an a
tivation is given by the �eld a
t_in_use (B.2.1). There are four possi-bilities:ACT_NOTUSED This kernel task does not use a
tivations. Not very interesting in this do
ument.ACT_MANAGER This task is the manager a
tivation. See the manager a
tivation (B.4.4) for moreinformation.ACT_USED The s
heduler 
hanges the state of this a
tivation when it s
hedules or uns
hedules it.ACT_USED_WAITING_EVENT This a
tivation does not 
hange its state when the s
heduler s
hedulesor uns
hedules this a
tivation.You 
an refer to �gure B.1 for the states of a non-manager a
tivation (a
t_in_use set to ACT_USEDor ACT_USED_WAITING_EVENT).B.3.1 A
tivation with ACT_USEDWith a
t_in_use set to ACT_USED, an a
tivation has its a
t_known_state set to ACT_RUNNING orACT_BLOCKED.An a
tivation 
an have its state 
hanged in the s
heduler when a
t_in_use is set to ACT_USED.We often 
ome into this mode after a a
t_resume system 
all. In this 
ase, the a
tivation goesinto the state RUNNING (B.3.1).There are several states depending on the �elds a
t_known_state and then a
t_state.34
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sys //

hange of state de
ided bythe kernel (mainly whenan up
all is needed)STATE state of an a
tivationnot 
ounted as running s
hed // 
hange of state dueto the s
hedulerSTATE state of an a
tivation
ounted as running fun
tion //

hange of state due toanother a
tivationexe
uting fun
tionselffun
tion //


hange of state de
ided bythe a
tivation itselfwhen exe
uting fun
tion
State RUNNINGa
t_known_state and a
t_state are set to ACT_RUNNING.The a
tivation is running on a pro
essor. Normally, we also have this state when the task isTASK_UNINTERRUPTIBLE, whi
h means the kernel has preempted this task for a short moment.State JUST_PREEMPTEDa
t_known_state is set to ACT_RUNNING and a
t_state to ACT_PREEMPTED.The a
tivation has been preempted by the s
heduler just before returning to user mode, butthis has not yet been reported with an up
all. The a
tivation is in the preempted list and is still
onsidered as running.State JUST_BLOCKEDa
t_known_state is set to ACT_RUNNING and a
t_state to ACT_BLOCKED.The a
tivation has not been preempted by the s
heduler just before returning to user modebut just before returning to kernel mode, and this has not yet been reported with an up
all. Thea
tivation is in the blo
ked list and is not 
onsidered as running any more.State BLOCKEDa
t_known_state is set to ACT_BLOCKED.This means that the kernel is waiting for this a
tivation to be unblo
ked. It has already beenreported to the pro
ess as blo
ked. The �rst time the s
heduler will give 
ontrol to this a
tivationjust before returning to user mode, the a
tivation will go to the state JUST_UNBLOCKED(B.3.2). 36



B.3.2 A
tivation with ACT_USED_WAITING_EVENTWith a
t_in_use set to ACT_USED_WAITING_EVENT, an a
tivation's state is no longer 
hanged inthe s
heduler.We often go to sleep using a
t_wait_queue in this mode or go ba
k to a state with ACT_USED(B.3.1).The state of the a
tivation is mainly dependent on the value of a
t_state.State NEWa
t_state is set to ACT_NEW.The a
tivation will be waiting to be able to make an up
all to a
t_new. It is not yet 
onsideredas running. The �eld a
t_in_
reation (B.2.2) is set to itself.State UPCALLa
t_state is set to ACT_IN_UPCALL.The a
tivation is the one doing an up
all.State UPCALLINGa
t_state is set to ACT_IO.The a
tivation is performing a read/write in user spa
e to set the parameters for an up
all andget/set the registers for the up
all. This state is only useful when swapping o

urs.State DOWNCALLINGa
t_state is set to ACT_IO.This state is the same as the previous in fa
t. The only di�eren
e is that we are not doing anup
all, but in the a
t_resume fun
tion. The a
tivation is performing read/write in user spa
e toget and set the registers to resume the a
tivation. This state is only useful when swapping o

urs.State JUST_UNBLOCKEDa
t_state is set to ACT_UNBLOCKED.The a
tivation is 
oming ba
k from the state BLOCKED (B.3.1). It will go in the unblo
kedlist. It is not 
onsidered as running (in fa
t sin
e the a
tivation was in the state BLOCKED). Theunblo
k was not yet reported with an up
all.State READYa
t_state is set to ACT_READY.The a
tivation will be waiting in the ready list. The a
tivation is ready to resume but not knownas running. Either an up
all to a
t_preempted will be done, or the a
tivation will be restarted asit is if the pro
ess needs one more a
tivation. 37



State PREEMPTEDa
t_state is set to ACT_PREEMTED.An a
tivation is waiting is this state during the up
all made to report its state. It leaves thisstate when the a
t_resume of the 
urrent up
all is being done. Depending on the se
ond parameterof a
t_resume, this a
tivation will restart immediately or 
hange to state FREE (B.3.2). Thepointer a
t_fast_restart (B.2.2) is set to this a
tivation.State FREEa
t_state is set to ACT_FREE.The a
tivation will be waiting in the free list until a new up
all needs to be done. If there areenough free a
tivations, then the a
tivation 
an be destroyed.State ENDINGa
t_state is set to ACT_END.The a
tivation will make a 
all to do_exit(0).B.4 Prin
iplesB.4.1 Flow 
ontrolBefore returning from a system 
all or from a timer interruption (for s
heduling), the kernel looksto see if the task has a pending signal, and if it has, 
alls the fun
tion do_signal that establishesthe new 
ontext for the signal handler and then 
ontinues the exe
ution. Now, we have anothertest: after looking for a pending signal, we look for a pending a
tivation, that is, if need_up
all(see B.2.1) is true (= 1), the do_up
all is exe
uted.B.4.2 do_up
allThis fun
tion �rst looks to see if we are returning to user mode or kernel mode (this happens ifthe timer interrupt o

ured during a system 
all for example). If we are in the latter 
ase, then wereturn immediately.The following depends on the �eld a
t_in_use (B.2.1).If we are the manager (value ACT_MANAGER), then we exe
ute the fun
tion a
tivation_manager.If the value is ACT_USED, then we look to see if we need an up
all and if it's possible to do one(up
all_lo
k free); if yes, we do one.And if the value is ACT_USED_WAITING_UPCALL, then we wait for the 
orre
t event (we oftensleep using a
t_wait_queue after setting some variables).If the a
tivation manager or an a
tivation with ACT_USED_WAITING_UPCALL needs to return infew moments to user mode (to handle signals for example), then the 
ode put in kernel_a
t_stru
tat the initialization is used. This is mainly a 
all to a
t_
ntl(ACT_CNTL_RET_IN_KERNEL). (SeeB.4.2) 38



Up
allOnly one a
tivation 
an make an up
all at any time. It has to have the up
all_lo
k set to itself.The �eld 
urrent_up
all is set to the kind of pending up
all. The lo
k and this �eld are freed inthe system 
all a
t_resume if this is the a
tivation that owned the lo
k that 
alled a
t_resume.Ea
h time an up
all is done, a few instru
tions are put on the sta
k, so that the appli
ation
alls a
t_
ntl(ACT_CNTL_RET_UPCALL) if it returns from the up
all fun
tion. (See B.4.2)Spe
ial uses of a
t_
ntlThe system 
all a
t_
ntl is used with spe
ial values for its parameter to handle spe
ial 
ases.With the parameter ACT_CNTL_RET_UPCALL, a SEGV is generated. This happens when an a
tiva-tion returns from an up
all fun
tion.With the parameter ACT_CNTL_RET_IN_KERNEL, we verify that a
t_in_use is either ACT_MANAGERor ACT_USED_WAITING_UPCALL and then just return. But the return will be inter
epted and the
orre
t fun
tion 
alled just before the return to user mode (see B.4.2).Calls to s
heduleIn the s
heduler, we need to known if we are preempted or blo
ked, that is, if we 
alled s
hedule justbefore returning to user spa
e (so that we 
an give the a
tivation state in an up
all), or elsewherein the kernel.When 
ompiling the kernel with CONFIG_ACT, the fun
tion s
hedule is renamed tos
hedule_real.Now, the fun
tion s
hedule 
alls s
hedule_real with the NULL parameter.And instead of 
alling s
hedule in the �le entry.S, we 
all a
t_s
hedule. This fun
tion 
allss
hedule_real with a NULL parameter if we are ready to return in kernel mode, or with a pointerto the user registers if we are ready to return to user mode.B.4.3 ListsEa
h a
tivation 
an be put in one of several lists. These lists are used to sort the a
tivations andto be able to easily �nd one of them with a parti
ulate state.The lists existing are:preempted The a
tivations in this list are the ones with a
t_state=ACT_PREEMPTED anda
t_known_state=ACT_RUNNING. They are still 
onsidered as running.blo
ked The a
tivations in this list are the ones with a
t_state=ACT_BLOCKED anda
t_known_state=ACT_RUNNING. They are no longer 
onsidered as running.unblo
ked The a
tivations in this list are the ones with a
t_state=ACT_UNBLOCKED anda
t_known_state=ACT_BLOCKED. They are no longer 
onsidered as running.free The a
tivations in this list are the ones free to be reused for an up
all a
t_new.restart The a
tivations in this list are the ones with a
t_state=ACT_READY anda
t_known_state=ACT_RUNNING. They are no longer 
onsidered as running. They are eitherreported as preempted, or dire
tly laun
hed instead of 
reating a new a
tivation if we needan other a
tivation. 39



B.4.4 A
tivation managerThe a
tivation manager has a
t_id= 0 and a
t_in_use=ACT_MANAGER. It's �eld a
t_state ismainly ACT_RUNNING. The only ex
eption is at the beginning during the 
reation of the �rst a
tiva-tion, where its state is ACT_NEW (so that the �rst a
tivation makes an up
all a
t_resume and nota
t_new). The other ex
eption is for the end where its state is ACT_END (see B.4.4).CreationWhen a new a
tivation is needed, we �rst look at the ready list. If there is an a
tivation there,then we resume it immediately.If there is no ready a
tivation, we look at the free list. If there is a kernel task there, then weuse it to make the up
all a
t_new.If there is no free kernel task, then we 
reate a new one if we would not go over the limit ofthe user (see nb_max_a
tivations B.2.3). When 
reating a new a
tivation (
alling do_fork), themanager has its a
t_known_state set to ACT_NEW instead of ACT_RUNNING.EndingWhen an a
tivation 
omes to do_exit, it looks at its a
t_state. If its set to ACT_END, then thea
tivation just ends, removing itself from the double linked list of the a
tivation of the pro
ess andde
reasing the number of a
tivations laun
hed (see B.2.1 and B.2.2).B.5 Limits of the 
urrent implementation� Not fully debugged and tested on SMP.� Not tested at all with swapping. Must be good now.� Signal 
at
hing 
ompletely broken, even in the manager. I will work on it later.� Unknown bugs...
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