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t. Kernel memory is a resour
e that must be managed 
are-fully in order to ensure the eÆ
ien
y and safety of the system. The useof an inappropriate management poli
y 
an weaken the isolation be-tween subsystems, lead to suboptimal performan
e, and even make thekernel vulnerable to denial-of-servi
e atta
ks. Yet, many existing kernelsuse only a single built-in poli
y, whi
h is always a 
ompromise betweenperforman
e and generality.In this paper, we address this problem by exporting 
ontrol over kernelmemory to user-level pagers. Thus, subsystems 
an implement their ownappli
ation-spe
i�
 management poli
ies while independent subsystems
an still be isolated from ea
h other.The pagers have full 
ontrol over the memory resour
es they manage;they 
an even preempt and later restore individual pages of kernel mem-ory. Still, prote
tion is not 
ompromised be
ause the kernel 
onverts itsmetadata into a safe representation before exporting it. Therefore, pagersneed only be trusted by their respe
tive 
lients.We des
ribe the model we use to page kernel memory and various te
h-niques for obtaining a safe external representation for kernel metadata.We also report experien
es with an experimental kernel that implementsour s
heme and outline our plans to further develop the approa
h.1 Introdu
tionOperating systems obviously need resour
e management. Any multitasking ormultiuser system needs to ensure resour
es are eÆ
iently managed to ful�l somedesired system-level poli
y, su
h as maximising overall throughput or guarantee-ing availability to high priority tasks. Poor or simplisti
 resour
e management
an result in underutilisation, low performan
e, or even denial of servi
e.Kernel memory is an often overlooked resour
e. It is required to implementhigher-level resour
es or servi
es for appli
ations; examples in
lude page tablesfor implementing virtual memory, bu�er 
a
hes for �le providing, and thread
ontrol blo
ks (TCB) to implement threads. Physi
al memory is the ultimateresour
e 
onsumed by kernel memory, and thus simplisti
 kernel memory man-agement is ultimately simplisti
 and problemati
 physi
al memory management.



As demonstrated by S
out [27℄, a management approa
h en
ompassing all kernelmemory is required to avoid denial-of-servi
e atta
ks.Several operating systems manage their kernel memory 
arefully. S
out pro-vides limits on kernel memory per prote
tion domain and per path [27℄; a path isa logi
al exe
ution 
ow through one or more domains. Eros [26℄ and the Ca
hekernel [4℄ both view kernel physi
al memory as a 
a
he of kernel metadata andas su
h 
an evi
t 
a
he entries when 
a
he 
apa
ity is ex
eeded. However, thesesystems share one thing in 
ommon: they all 
arefully manage kernel memoryin su
h a way as to ful�l a single overall system poli
y. This is understandableas ea
h system has a parti
ular fo
us and is designed to meet its spe
i�
 needs.We believe these kernels are overly restri
tive in their management of kernelmemory and thus limit their appli
ation in areas outside their original fo
us.Related work has shown that appli
ations are often ill-served by the default op-erating system poli
y [1, 28℄ and 
an bene�t signi�
antly from managing theirown memory resour
es [7,9,11,13,15,20℄. Ideally, a kernel should be adaptable todi�erent appli
ation areas, and even support 
on
urrent appli
ations with di�er-ing requirements on kernel memory management whilst preventing interferen
ebetween the appli
ations.An example might be a real-time system running together with an inse
urebest-e�ort system. The two have very di�erent requirements for kernel memorymanagement: the real-time system may require preallo
ated and pinned memoryto ensure deadlines are met, whereas the best-e�ort system only needs 
a
he-likememory behaviour to meet its 
urrent needs.Paged virtual memory has be
ome ubiquitous in modern systems as it pro-vides a well understood, 
exible, and eÆ
ient me
hanism to manage the physi
almemory of appli
ations. Virtual memory has proved suÆ
ient to manage phys-i
al memory usage between 
ompeting 
lients, provide re
overable and transa
-tional memory [5,24℄, provide more predi
table or improved 
a
he behaviour viapage 
olouring [14℄, enable predi
table a

ess timing via pinning, and even en-able se
ure appli
ation-
ontrolled virtual memory by safely exporting 
ontrol ofbasi
 virtual memory me
hanisms [7,17,22℄. Given the power, maturity, and un-derstanding of applying virtual memory te
hniques to user-level appli
ations, webelieve virtual memory te
hniques 
an also be applied to manage kernel memory.By paging kernel memory and safely exporting that 
ontrol to user-level, webelieve we 
an harness the power and 
exibility of virtual memory to support
lasses of appli
ations requiring 
areful management of kernel memory withouttargeting and thus restri
ting our approa
h to a parti
ular appli
ation area; also,we 
an 
on
urrently support di�erent appli
ations while ensuring isolation fromea
h other.Moreover, the generality of our approa
h allows us to unify and repla
e var-ious existing me
hanisms. One example is user-level persisten
e, whi
h 
an beeasily implemented when kernel metadata is fully a

essible. Another example is
a
he 
olouring [14℄, whi
h requires 
ontrol over the in-kernel pla
ement poli
y.
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Fig. 1. Virtual memory primitives2 The Approa
hWe 
hose the L4 mi
rokernel as the platform to evaluate our ideas. L4 is a smallmi
rokernel whi
h redu
es the 
omplexity of the problem. It also has a powerfulmodel for 
onstru
ting user-level address spa
es [16℄ whi
h we believe 
an beapplied to kernel memory. Our approa
h to kernel memory management aimsto pla
e all kernel memory logi
ally within a kernel virtual address spa
e, whi
his realised by user-level kpagers using the same model that is used to 
onstru
tuser-level virtual address spa
es. We believe our approa
h is unique in that itallows untrusted user-level pagers to safely supply and preempt kernel memory.Before we pro
eed to des
ribe our approa
h in more detail, a brief des
riptionof the L4 virtual address spa
e model is warranted.L4 implements a re
ursive virtual address spa
e model whi
h permits virtualmemory management to be performed entirely at user level. Initially, all physi
almemory is mapped within the root address spa
e �0; new address spa
es 
anthen be 
onstru
ted by mapping regions of a

essible virtual memory from oneaddress spa
e to the next.Memory regions 
an either be map-ped or grant-ed. Mapping and grantingis performed by sending typed obje
ts in IPC messages. In the 
ase of map, thesender retains 
ontrol of the newly derived mapping and 
an later use anotherprimitive (unmap) to revoke the mapping, in
luding any further mappings derivedfrom the new mapping. In the 
ase of grant, the region is transferred to there
eiver and disappears from the granter's address spa
e (see Figure 1).Page faults are handled by the kernel transforming them into messages de-livered via IPC. Every thread has a pager thread asso
iated with it. The pageris responsible for managing a thread's address spa
e. Whenever a thread takesa page fault, the kernel 
at
hes the fault, blo
ks the thread and synthesizes apage-fault IPC message to the pager on the thread's behalf. The pager 
an thenrespond with a mapping and thus unblo
k the thread.This model has been su

essfully used to 
onstru
t several very di�erent sys-tems as user-level appli
ations, in
luding real-time systems and single-address-spa
e systems [8, 10, 12, 21℄. We believe it 
an also be used to manage kernelmemory.



2.1 The Basi
 ModelWe propose the following extension to the L4 memory model to fa
ilitate kernelmemory management. While these extensions are L4 spe
i�
, they should alsobe appli
able to other systems. We asso
iate ea
h thread with a kpager whi
hre
eives kernel page faults when the kernel requires more memory for a thread.The kpager 
an 
hoose to map any page it possesses to resolve the fault. Likea normal pager, the kpager 
an revoke the memory at any point by invokingunmap on the supplied page.This basi
 model is more 
ompli
ated in reality due to important di�eren
esbetween paging an appli
ation and paging the kernel. By paging the kernel toa user-level pager, we are storing 
riti
al information in an obje
t ba
ked by anuntrusted, inse
ure pager. To su

eed, we need to ensure that no kpager 
anobtain sensitive kernel information, nor 
ompromise the kernel. However, it isa

eptable for a kpager to obtain information asso
iated with its 
lients, or to
ompromise its 
lients.We 
onsider kernel memory 
urrently in use (the equivalent to memory pagedin), and kernel state not in the kernel (the equivalent to memory paged out) sep-arately. In-use memory is prote
ted from kpager interferen
e and examinationby revoking user-level read-write a

ess rights to the page. The kpager still logi-
ally possesses the page and 
an unmap it from the kernel to gain normal a

esson
e again.Paged-out kernel memory 
an be freely examined and modi�ed by the kpager.To prevent the dis
losure of sensitive information, the kernel transforms the
ontents of a page into a safe external representation prior to exporting it ba
kto the kpager. To avoid interferen
e by potential kpager modi�
ations to theexported state, the kernel validates the 
ontents when paging it ba
k into thekernel, and 
onverts the 
ontents ba
k into its in-kernel representation. Theexa
t transformation to and from the external representation is dependent on theparti
ular kernel memory being exported and imported. The following se
tiondes
ribes the 
lasses of data we deal with.2.2 Kernel Data Stru
turesIn terms of ease of exporting kernel data to kpagers, we have identi�ed threebroad 
lasses of kernel data: safe, redundant, and sensitive. The 
lasses are notne
essarily mutually ex
lusive.Data is safe to export as-is if it is readily available (readable and writable)to the 
lient. If any restri
tions are pla
ed on data availability to the 
lient, thedata is still safe if the restri
tions 
an remain in pla
e after the data is exportedto and imported from the kpager.Some kernel data 
an be readily re
onstru
ted from data held by user-levelappli
ations. This redundant data 
an be exported by simply dis
arding the
ontents of the page, and returning a va
ant page to the pager. One example isa page table whi
h is dis
arded when exported, and rebuilt when imported viapage faults to user-level pagers.



Data is sensitive to export if it refers to kernel internals, to 
lients other thanthose being paged by the kpager, or to 
lient attributes not freely a

essible to the
lient itself. Unrestri
ted a

ess to sensitive data 
ould 
ompromise the kernel,detrimentally a�e
t the 
lients of other kpagers, or raise the privileges of 
lientsbeyond what is dire
tly a
hievable by the 
lient or the kpager. Sensitive data
an be exported, for example, by sealing it 
ryptographi
ally before exportingit to user-level, and validating it when it is returned to the kernel.3 ImplementationThis se
tion des
ribes the more interesting details of our implementation. Wefo
us on L4 on Intel's IA-32 ar
hite
ture, but we believe the te
hniques de-s
ribed are readily appli
able to other ar
hite
tures. The IA-32 L4 kernel has thefollowing in-kernel data stru
tures: page tables, thread 
ontrol blo
ks (TCBs),mappings nodes, and node tables.3.1 Page TablesPages tables are redundant data as they are 
onstru
ted by a user-level appli
a-tion's invo
ation of the map, grant, and unmap primitives. The user-level pagertypi
ally has a superset of the kernel's page table whi
h it uses to manage its
lients' virtual address spa
es. Page tables are also sensitive data as they 
ontainphysi
al addresses. To avoid the potential se
urity issues in exporting sensitivedata, we a
tually export the page tables va
ant.3.2 Mapping NodesMapping nodes are used to tra
k the derivation tree of mappings that representthe 
urrent state of all address spa
es in the system. This mapping database isrequired to implement the unmap primitive. unmap removes any mapping derivedfrom a spe
i�ed mapping and, optionally, the spe
i�ed mapping itself. Like pagetables, the mapping database is redundant data 
onstru
ted by invoking map,grant, and unmap. In prin
iple, the data stru
ture 
ould be exported va
ant.However, the data stru
ture is a hierar
hi
al tree. Thus, to export part ofit va
ant, any bran
hes derived from the newly va
ated part must also be in-validated to ensure unmap is 
orre
t when applied 
loser to the root of the tree.Hen
e, a simplisti
 approa
h to va
ating pages from the mapping database 
ouldresult in signi�
ant, 
as
ading invalidation. We avoid this by lo
alising mappingnodes prior to exporting them.Lo
alisation is a general te
hnique we use to transform parti
ular sensitivedata into safe data. Data is exported by translating all data in the page from in-kernel referen
es to referen
es valid in the lo
al user-level 
ontext of the 
lient.When returned to the kernel, the page is validated by translating the 
lient-lo
al referen
es ba
k into kernel data. By translating the kernel data into lo
alreferen
es, we safely export the data by restri
ting the 
ontents of the page to



referen
es to obje
ts the 
lient 
an dire
tly manipulate. Any permutation of thepage returned to the kernel 
ould have been 
onstru
ted dire
tly by the 
lientby invoking operations on lo
al obje
ts.A mapping node 
ontains a referen
e to the virtual page and address spa
eit is asso
iated with, a referen
e to the page and address spa
e from whi
h it isderived, and referen
e to any further derived mappings. The mapper of the pagedetermines the page from whi
h the mapping is derived, and the re
eiver of themapping determines the lo
ation where the re
eived mapping is pla
ed.We split the mapping node into a sender-derived part and a re
eiver-derivedpart. The sender's and re
eiver's kpager pages the respe
tive parts. Ea
h partis lo
alised with respe
t to the sender and re
eiver, thus making it examinableby the respe
tive parties. Kpager modi�
ations of the data 
an only result insituations that 
ould have been 
reated through 
ooperative appli
ation of themapping primitives by both parties.3.3 Node TablesNode tables exist to provide a mapping between virtual memory regions andthe 
orresponding nodes in the mapping database. They are 
losely related topage tables and have a similar stru
ture; for ea
h page table entry, there is a
orresponding node table entry whi
h points to the asso
iated mapping node.Unlike page table entries, however, these pointers are not redundant ; they arerequired by the kernel e.g. to lo
ate preempted mapping nodes. Therefore weexport them by lo
alising them to the 
ontext of the 
lient.3.4 Thread Control Blo
ksThread 
ontrol blo
ks (TCBs) implement kernel threads. A thread's TCB 
on-tains a thread's register set and a
tivation sta
k (if in kernel mode), the thread'sstate (e.g. waiting or running), its s
heduling parameters (time sli
e, priority,run queue link), and other queue links related to IPC. In order to support lazythread swit
hing [19℄, the TCBs are divided into two parts, one of whi
h (theUTCB) is user a

essible, and the other (the KTCB) resides in prote
ted kernelmemory. The 
ontent of the UTCB is modi�able at user level by the thread itimplements, and thus is not prote
ted in any way. It is safe and we simply exportthe 
omplete 
ontents to the kpager. Similarly, the thread's user-level registerset is also safe.The kernel a
tivation sta
k and state is sensitive. In order to safely exportit we use a 
ontinuation, a spe
ial kernel obje
t whi
h 
ontains a digest of thestate that is en
oded in the sta
k. Only parti
ular safe points within the kernelneed to be represented by the 
ontinuations, and those 
an be safely revalidatedwhen faulted ba
k into the kernel. Examination of the 
ontinuation only gives akpager 
oarse knowledge of the parti
ular thread's kernel state, and modi�
ationof the exported data results in a mutation to some other valid kernel state whi
h
an only a�e
t the 
lient thread involved. The integrity of other threads and thekernel itself is preserved.



S
heduling parameters and implementation are sensitive. We are 
urrentlyexploring how to safely export them. If we adopted a hierar
hi
al proportional-share s
heduling s
heme with kpagers determining s
heduling parameters, we
ould lo
alise the s
heduling parameters in terms of shares of the kpager's allo-
ation. However, we are wary of unifying both s
heduling and memory manage-ment into a single hierar
hy. Currently, a 
opy of the s
heduling parameters iskept in the kernel.3.5 Deadlo
ksIn a system with pageable kernel metadata, the kernel must be prepared to han-dle situations where it la
ks the metadata ne
essary to 
omplete an operation.These situations 
an o

ur when additional metadata needs to be allo
ated, orwhen existing metadata has been paged out. In either 
ase, 
are must be takento ensure progress, i.e. to prevent the system from being 
aught in a deadlo
k.To this end, two di�erent problems need to be solved. First, the kernel mustnot deadlo
k internally, e.g. be
ause the page fault handler itself 
auses a pagefault. Se
ond, the page fault messages must not 
ause deadlo
ks in the user-levelsystem.The �rst problem is 
ommon to all pageable kernels; it is essentially a matterof system design. In our system, we solved it by eliminating all 
ir
ular depen-den
ies between kernel data stru
tures, and by imposing a stri
t hierar
hy. These
ond problem, however, 
annot be solved entirely at kernel level be
ause theuser 
an always 
reate a deadlo
k, e.g. by establishing a 
ir
ular dependen
ybetween a pager and one of its 
lients. The kernel 
an therefore only guaranteethat it is possible to 
onstru
t a deadlo
k-free system with reasonable e�ort, andthat unrelated subsystems are not a�e
ted when a deadlo
k does o

ur.In an L4 system, the only 
riti
al operation is sending a map message viaIPC. When a kernel page fault o

urs while a kpager is using this operation toresolve another page fault in one of its 
lients, the kpager is blo
ked inde�nitelybe
ause it 
an never handle the se
ond fault. In this 
ase, however, the kernel
an easily dete
t the deadlo
k and resolve it by aborting the operation. Boththreads are noti�ed and 
an use this information to avoid further deadlo
ks, e.g.by handling the page faults in a di�erent order.We use fault ordering to redu
e the overhead indu
ed by deadlo
k resolution.When the kernel dete
ts that it needs multiple resour
es r1; : : : ; rn to 
ompletean operation, it 
hooses an order (i1; : : : ; in) su
h that rij does not depend on anyrik with k > j. Su
h an order always exists be
ause the metadata is stru
turedhierar
hi
ally. The kernel 
an then e�e
tively avoid deadlo
ks by requesting theresour
es in that order.3.6 Other DetailsWe enable a

ounting and 
ontrol of kernel memory usage by asso
iating thememory mapped to the kernel with a resour
e prin
ipal. Tasks (i.e. addressspa
es 
ontaining one or more threads) were 
hosen as resour
e prin
ipals sin
e



most kernel data (page tables, et
.) is used to implement tasks and is sharedbetween all threads in the task. The kernel only uses kernel memory asso
iatedwith the requestor of a servi
e. On
e exhausted, the kernel 
an fault in morepages on behalf of a task from the task's kpager. Therefore, kpagers 
an a
-
urately a

ount and 
ontrol the amount of kernel memory used by individualtasks.Typi
ally, a pager has a 
ontra
t to implement virtual memory regions forits 
lients. For this purpose, it uses the mapping primitives and its physi
almemory resour
es; it also keeps a mapping between virtual page addresses andtheir 
ontents, whi
h reside either in memory or on external storage. However,while the 
lient of a normal pager does not know the 
urrent assignment betweenphysi
al pages and virtual memory regions and therefore must treat the region asan opaque obje
t, the 
lient of a kpager (the kernel) has full knowledge and 
antherefore operate on the memory as it sees �t, even a

ess the physi
al framesdire
tly. Thus, virtual page addresses be
ome 
ontent identi�ers and need notbear any resemblan
e to the a
tual virtual addresses used by the kernel. Kernelpage faults 
an be signalled when 
ontent is not present or when more memoryis required, not ne
essarily as a result of hardware-based page faults. This givesthe kernel implementor full freedom, but still preserves the simple pager modelfor all user-level 
ode.Di�erent kernel pages have di�erent 
osts asso
iated with revoking themfrom the kernel; for example, a root page dire
tory is more 
ostly to revokethan a leaf dire
tory. To allow �ne tuning of kpager poli
y, we are exploringthe possibility of giving spe
ialised kpagers information about the internal datatypes of a parti
ular kernel. This 
an be done 
leanly by assigning kernel datatypes to spe
i�
 virtual page ranges. A spe
ialised kpager 
an make use of thisinformation, e.g. to adjust its repla
ement poli
y or to dis
ard va
ated pagesinstead of writing them to ba
king store. At the same time, a generi
 kpager 
anfun
tion 
orre
tly, albeit sub-optimally.4 EvaluationWe have 
onstru
ted an experimental L4 kernel to serve as a platform to de-velop and experiment with our ideas. It implements a modi�ed L4 API andallows kpagers to page most dynami
ally allo
ated kernel memory. All memory-management related data is paged, and most TCB data is paged (all but ap-proximately 100 bytes of an original 1 Kbyte TCB).The kernel is stable and 
omplete enough to run L4Linux [10℄, a derivativeof Linux 2.4.20 that was modi�ed to run on top of the L4 mi
rokernel. We usedthis system to get a �rst impression of performan
e.4.1 Kernel Memory UsageIn order to determine the amount of kernel memory used by typi
al appli
ations,we booted a standard Debian distribution on top of L4Linux. After opening an



Spa
e Appli
ation Threads Resident #P #N #M #U Metadata30.1 �0 1 131.080k 3 1 8 1 52k32.1 L4Linux 19 129.804k 5 5 8 3 84k214.2 pingpong 2 20k 4 4 1 1 40k216.2 init 2 76k 5 5 1 1 48k218.2 bash 2 52k 5 5 2 1 52k21a.2 bash 2 392k 5 5 2 1 52k21
.2 getty 2 80k 5 5 1 1 48k21e.2 syslogd 2 152k 5 5 1 1 48k220.2 portmap 2 96k 5 5 1 1 48k222.2 klogd 2 108k 5 5 1 1 48k224.2 rp
.statd 2 108k 5 5 1 1 48k226.2 gpm 2 96k 5 5 1 1 48k228.2 inetd 2 100k 5 5 1 1 48k22a.2 lpd 2 112k 5 5 1 1 48k22
.2 smbd 2 260k 5 5 1 1 48k22e.2 rp
.nfsd 2 272k 5 5 1 1 48k230.2 rp
.mountd 2 284k 5 5 1 1 48k232.2 
ron 2 140k 5 5 1 1 48k234.2 getty 2 80k 5 5 1 1 48k236.2 getty 2 80k 5 5 1 1 48k238.2 getty 2 80k 5 5 1 1 48k23a.2 

 2 164k 5 5 1 1 48k23e.2 ema
s 2 2.700k 5 5 4 1 60kFig. 2. Memory usage under L4Linux. Table shows resident set size, number of pagesused for page tables (P), node tables (N), mapping database (M), user TCBs (U), andtotal kernel memory usage.ema
s session and starting a 
ompile job, we obtained a snapshot of the systemand analysed the usage of kernel memory (Figure 2).We found that a typi
al3 appli
ation 
onsumes approximately 100-300kB ofuser memory and 40-60kB of kernel memory. We 
on
lude that a nonnegligibleportion of main memory is used as kernel memory; hen
e, some extra e�ort formanaging it seems justi�ed.We also found that the numbers are surprisingly high and do not vary mu
hbetween small and large appli
ations. This is due to high internal fragmentation,whi
h is largely 
aused by sparsely populated page tables and 
annot be avoidedby the kernel alone sin
e the page table format is di
tated by the IA-32 hardware.However, by repla
ing the standard Linux address spa
e layout with a more
ompa
t one, the overhead 
ould be redu
ed signi�
antly, in some 
ases by upto 50%.3 The root pager �0 and the L4Linux server have atypi
al resident set sizes be
ausethey have all physi
al memory (128MB in our experiment) mapped to their addressspa
es. Most of that memory is mapped on to other appli
ations.



A 
omparison to other L4 kernels for the IA-32 shows that the e�e
tiveoverhead of our s
heme amounts to only 1.5 frames or 6kB, whi
h we 
onsidersuÆ
iently low.4.2 Poli
y OverheadIn order to determine the temporal overhead for a simple user-level allo
ationpoli
y, we measured the time required to handle a kernel page fault. To this end,we modi�ed our kernel to support an optional in-kernel memory pool. When thispool is in use, no kernel page faults are generated.We then ran a simple test appli
ation that 
auses a page fault in a previouslyuntou
hed memory region. This memory region was 
arefully 
hosen so thatmultiple instan
es of kernel metadata (a page table and a node table) wouldbe required to handle the fault. Without the in-kernel memory pool, the kernelwould thus have to send two additional page faults.In-kernel allo
ator 1 fault 18,091 
y
les (� 100)User-level allo
ator 3 faults 21,454 
y
les (� 100)Fig. 3. Cy
les required to handle a 
omplex page fault, for whi
h the kernel mustallo
ate two additional pages of kernel memory.The experiment was performed on a dual Pentium II/400 system with 192MBof main memory; we used the performan
e 
ounters of the CPU to measure the
y
les required in both 
ases (Figure 3). The di�eren
e of approximately 3,400
y
les is explained by the additional overhead for generating two fault IPCs, ex-e
uting the user-level fault handler twi
e, and 
rossing the user-kernel boundaryfour times. This indi
ates an e�e
tive overhead of 1,700 
y
les per kernel pagefault on this ma
hine.In the previous se
tion, we demonstrated that a typi
al L4Linux task usesless than 60kB of kernel metadata. This is equivalent to 15 frames. We estimatethat requesting these frames from a simple user-level manager, e.g. one thatimplements a Quota poli
y, 
auses an additional one-time overhead of 15�1; 700 =25; 500 
y
les or 64�s, whi
h we 
onsider a

eptable, espe
ially given that ourmi
rokernel is still 
ompletely unoptimized.5 Related WorkThere has been previous work on managing kernel memory from user level. Thepath abstra
tion in S
out [27℄, Resour
e Containers [2℄ and Virtual Servi
es [23℄
an be used to a

ount for and limit 
onsumption of kernel memory; all of them
an be 
ontrolled from user level. The same is possible in extensible systems likeSPIN [3℄ and VINO [6℄, where 
ode 
an be uploaded into the kernel at runtime.However, all of these approa
hes use a global poli
y for the entire system, and



neither of them supports preemption or revo
ation of kernel memory, ex
ept bykilling the prin
ipal.EROS [25℄ and the Ca
he Kernel [4℄ use a di�erent approa
h in whi
h thekernel a
ts as a 
a
he for metadata and 
an evi
t obje
ts from this 
a
he whenits 
apa
ity is ex
eeded. However, neither the 
apa
ity nor the allo
ation of these
a
hes 
an be 
ontrolled by appli
ations, and it is diÆ
ult to isolate subsystemsfrom ea
h other.Liedtke has des
ribed another approa
h where appli
ations 
an resolve ashortage of kernel memory by donating some of their own memory to the kernel[18℄. However, the model is in
omplete as no me
hanism is provided to revokeor re
laim memory from the kernel.The Fluke kernel 
an export kernel state to user level, whi
h has been used toimplement user-level 
he
kpointing [29℄. However, kernel memory itself 
annotbe managed.6 Con
lusions and Future WorkIn this paper, we have presented a me
hanism that 
an be used to safely export
ontrol over kernel memory to user level. Unlike previous solutions, it supportsgra
eful preemption and revo
ation of kernel memory, whi
h makes it possible toimplement not only basi
 poli
ies like FCFS or quotas, but also more advan
edstrategies su
h as Working Set. Also, every subsystem 
an implement its own
ustom poli
y, allowing it to bene�t from spe
i�
 knowledge about its 
urrentand future needs.To demonstrate the feasibility of our approa
h, we have implemented it in anexperimental kernel that supports the L4 API. The experimental kernel allowsall memory-related metadata and most TCB metadata to be paged from userlevel. A small portion of the TCB (approximately 10%) is not paged be
ausethis would require 
hanges to the L4 API. We plan to 
ontinue re�ning ourdesign to eliminate the remaining unexported data; also, we will 
ondu
t fur-ther experiments to apply di�erent management poli
ies and to evaluate theirperforman
e.We believe that our me
hanism is powerful enough to be used beyond thesimple 
ontrol of physi
al memory 
onsumption. We envisage kpagers enablingsubsystem 
he
kpointing by 
apturing both the kernel and user-level state of asubsystem. Kpagers should also enable paging of kernel data to ba
king store,thus allowing kernel memory to ex
eed physi
al memory limitations. Page 
ol-oring [14℄ might also be advantageous when applied to kernel memory.In summary, we believe we 
an safely export management of kernel mem-ory to user-level pagers. Our system should be 
exible enough to do any or alls
hemes 
on
urrently on isolated subsystems, without requiring kernel modi�-
ation.
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