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Abstract

Embedded systems consisting of the application program ROM

ited. This renders the efficient use of memory area verycaiiti
Since the program code resides in the on-chip ROM, the sitteeof
code directly translates into silicon area and hence the chse

RAM, the embedded processor core, and any custom hardware orminimization of code size is, therefore, of considerablpanance

a single wafer are becoming increasingly common in appéioat
domains such as signal processing. Given the rapid deplayafe
these systems, programming on such systems has shiftecaom
sembly language to high-level languages such as C, C++,aaad J
The processors used in such systems are usually targetegdtow
specific application domains, e.g., digital signal prooes$DSP).
As aresult, these embedded processors include appliespiecific
instruction sets, complex and irregular data paths, dtereby ren-
dering code generation for these processors difficult. 18 pla-
per, we present new code optimization techniques for emdzedd
fixed point DSP processors which have limited on-chip progra
ROM and include indirect addressing modes using post-nerg
and decrement operations. We present a heuristic to rechaes c
size by taking advantage of these addressing modes. Ouiosolu
aims at improving the offset assignment produced by Liad.st a
solution. It finds a layout of variables in RAM, so that it isg36
ble to subsume explicit address register manipulatiorruotbns
into other instructions as a post-increment or post-deergraper-
ation. Experimental results show the effectiveness of olut®n.
Next, we propose an algorithm that uses commutative tramsfo
tions to change the access sequence and thereby reduciogdie
size. Some DSP cores allow for the post-increment or deareme
value to be larger than one. For such processors, we alserires
an approach that is incremental and has some advantagearsver
other proposed solution that requires the expensive geoeraf
cliques.

1 Introduction

With the falling cost of microprocessors and the advent af/ve
large scale integration, more and more processing powegirgb
placed in portable electronic devices [6, 9, 10, 13]. Sudtes-
sors (in particular, fixed-point DSPs and micro-contraljezan be
found, for example in audio, video, and telecommunicatiosip-
ment and have severely limited amounts of memory for storing
code and data, since the area available for ROM and RAM is lim-
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[1,3,5,6,7,8,9, 14, 15, 16, 17], while simultaneously presg
high levels of performance. However, current compilersficed-
point DSPs generate code that is quite inefficient with respe
code size and performance. As a result, most applicatidwacd
is hand-written or at least hand-optimized, which is a vemnyet
consuming task [8]. The increase in developer producticiy
therefore be directly linked to improvement in compilerteizjues
and optimizations.

Many embedded processor architectures such as the TI
TMS320C25 include indirect addressing modes wilato-
incrementand auto-decremenarithmetic. This feature allows ad-
dress arithmetic instructions to be part of other instmwdi Thus,
it eliminates the need for explicit address arithmetic rinstions
wherever possible, leading to decreased code size. The memo
access pattern and the placement of variables has a significa
pact on code size. The auto-increment and auto-decremesfgsno
can be better utilized if the placement of variables is penfed af-
ter code selection. This delayed placement of variablesfesned
to asoffset assignment.

This paper considers ttf&mple Offset Assignme(80OA) prob-
lem where there is just one address register. A solutiond@thb-
lem assigns optimal frame-relative offsets to the varisloiea pro-
cedure, assuming that the target machine has a single mglesg-
ister with only the indirect, auto-increment and auto-éecent ad-
dressing modes. The problem is modeled as follows. A basizkbl
[11] is represented by aamccess sequencwhich is a sequence of
variables written out in the order in which they are accessdhle
high level code. This sequence is in turn further condenstxia
graph called thaccess graphwith weighted undirected edges. The
SOA problem is equivalent to a graph covering problem, dahe
Maximum Weight Path CovéMWPC) problem. A solution to the
MWPC problem gives a solution to the SOA problem. We present
a new algorithm, calledncremental-Solve-SOA, for the SOA
problem and compare its performance with previous work @n th
topic. Next, we present heuristics for exploiting commivityt of
algebraic expressions which can further lead to reduceé somt.

In addition, we discuss a variant this algorithm where tHae/déor
post-increment/decrement can be larger than one.

The remainder of this paper is organized as follows. We pitese
a brief explanation of graphs and some additional requicedtion
and background in Section 2. Then, in Section 3, we consfder t
problem of storage assignment, where the arithmetic pdin
the address register is plus or minus 1. We present our erpatal
results in Section 4. We then propose a heuristic in Sectitivab
modifies the access sequence by exploiting operator contimityta



c=c+d+f; ARO

to improve the effectiveness of offset assignment. We dis@n a=h+c

extension of our technique for non-unit post-incrementdecre- b=b+e ¢

ment) in Section 6. We conclude the paper with a summary in c=g-b ‘ c ‘ d ‘ f ‘ h ‘ a ‘ b ‘ e ‘ g‘
Section 7. a=a-¢

(@ (b)
2 Background

. . LDAR ARO, &c ARO = &c
We model the sequence of data accesses as weighted urdlirecte LOAD *ARQ)+ acc—=< ¢ ARO =< &d
graphs [8]. Each variable in the program corresponds to texer ADD  *(ARO)+ acc~— acc+d ARO =~ &f
(or node) in the graph. An edgej indicates that variablé is ADD  *(ARO) acc = acc +f
accessed aftgror vice-versa; the weight of an edg€i, j) denotes SBAR ARO, 2 ARO = &c
the number of times variablésandj are accessed successively. STOR *(ARO) ¢ = acc
o ) o ADAR  ARO, 3 ARO = &h
Definition 1 Two paths are said to be disjoint if they do not share LOAD *(ARO) acc=< h
any vertices. SBAR ARO, 3 ARO =— &c
. L . . i SUB  *(ARO) acc—=— acc-c
Definition 2 Adisjoint path covetwhich will be referred to as just ADAR ARO. 4 ARO < &a
a ‘cover’) of a weighted graplt?(V, E) is a subgraphC(V, E') of STOR *(ARO)+ a-~ acc ARO =< &b
G such that, for every vertexin C, degf) < 3 and there are no LOAD *ARO)+ acc= b ARO =< &e
cycles inC. The edges i@ may be a non-contiguous set [4]. ADD  *(ARO)- acc—<— acc+e ARO <— &b
. . . . STOR *(ARO) b = acc
Definition 3 Theweightof a coverC' is the sum of the weights of ADAR AR, 2 ARO < &g
all the edges inC' [6]. The cost of a coveC' is the sum of the LOAD *ARO) acc=< g
weights of all edges idF but not inC:": SBAR ARO, 2 ARO < &b
SUB  *(ARO) acc=- acc+b
cos{C) = Z w(e) SBAR AR, 5 ARO = &c
(e€E)A(egC) STOR *(ARO) c = acc
ADAR  ARO, 4 ARO = &a
. LOAD *(ARO) acc=— a
2.1 Motivating Example SBAR ARO, 4 ARO =< &
As mentioned earlier, many embedded processors providsteeg igiR YRROO ) 4 ace= acene ARO 2
indirect addressing modes with auto-increment and autoedeent ' a
STOR *(ARO) a =< acc

arithmetic [6]. It is possible to use these modes for efficgsmuen-
tial access of memory and improve code density. The placeafen
variables in memory has a large impact on the exploitaticeuod-
increment and auto-decrement addressing modes, whichtigrin
affected by the pattern in which variables are accessedelas-
signment of location of variables is done after code saecthen

we get the freedom of assigning locations to variables dgipgn
on the order in which the variables are accessed. The plateme
of variables in storage has a considerable impact on codeasid
performance.

Consider the C code sequence shown in Figure 1(a), an exam-
ple from [6]; let the placement of variables in memory be aBig:
ure 1(b). This assignment of variables to memory locatiare s
based orfirst use i.e., as the variables are referred to in the hig
level code, the variables are placed in memory. The assecably
for this section of C code is shown in Figure 1(c). The firsucoh
shows the assembly code, the second column shows the registe
transfer, and the third, the contents of the address poirifée
instructions in bold are the explicit address pointer anigic in-
structions, i.e.,SBAR, Subtract Address Register amkbAR, Add
Address RegisterThe objective of the solution to the SOA prob-
lem is to find the minimal address pointer arithmetic instimts
required using proper placement of variables in memakybrief
explanation of Figure 1 follows.

The first instruction LDAR ARO, &c loads thaddressof the
first variable ¢’ into the address register ARO. The next instruction 2.2 Assumptions in SOA
LOAD (ARO)+ loads the variablec' into the accumulator. This
instruction shows the use of the auto-increment mode. @riljn
we would need an explicit pointer increment to get it to pdt
‘d’ which is the next required variable, but it is subsumed ithi®
LOAD instruction in the form of a post-increment operation;
dicated by the trailing ‘+’ sign. The pointer decrement @tiEem
can also be similarly subsumed by a post-decrement operatio
dicated by a trailing ‘-’ sign for example as in the ADD *(ARO)
instruction. It can be seen, that the instructions in boédthe ones

(c)

Figure 1: Code example from [5,6].

that do only address pointer arithmetic in Figure 1(&pe num-
ber of such instructions in the generated code may be vely, hig
as typically the high-level programmer does not considentari-
able layout while writing the programARO is auto-incremented
after the first LOAD instruction. Now, ARO is pointing ta", as

‘d’ is the next variable required, so it can be accessed imrtedgdia
h without having to change ARO. Similarly for variablg’; the next
variable required is¢’, which is at a distance from * f’. Consider
the STOR instruction that writes the result back ¢g an explicit
SBAR ARQO,2 instruction has to be used to set ARO to pointdo *
because the address gf ‘and that of ¢’ differ by two and auto-
decrement cannot be used along with the previous ADD intstic
This can be seen in the other instances of ADAR and SBAR, where
for every pair of accesses that do not refer to adjacent biasaei-
ther an SBAR or ADAR instruction must be used. In total, techsu
instruction are needed to execute the code in Figure 1{&@ngdhe
offset assignment of Figure 1(b).

The simple offset assignment (SOA) problem is one of assggai
frame-relative offset to each local variablertonimizethe number

of address arithmetic instructions (ADAR and SBAR) reqdite
execute a basic block. The cost of an assignment is hencesdefin
by the number of such instructions. With a single addresisteg
the initializing LDAR instruction isnot included in this cost. We
make the following assumptions for the SOA problem: (1) gver
data object is of size one word; (2) a single address regstesed
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Figure 2: (a) Access sequence; (b) Access graph; (c) Oféséigra
ment and cove€ (thick edges).

to address all variables in the basic block; (3) one-to-oapping
of variables to locations; (4) the basic block has a fixedwatabn
order; (and) (5) special features such as address wramarare
not considered.

2.3 Approach to the Problem

The SOA problem can be formulated agraph covering problem
called theMaximum Weight Path Covering ProblgiWPC) [6,
7]. From a basic block, a graph, called thecess graplis derived,
that shows the various variables and their relative adjacemd
frequency of accesses. From the solution to the MWPC prokdem
minimum cost assignment can be constructed.

Given a code sequencethat represents a basic block, one can
define a uniquaccess sequender that block [7]. In an operation
‘z = x op y’, where ‘op’ is some binary operator, the access se-
quence is given byryz’. The access sequence for an ordered set of
operations is simply the concatenated access sequen@zxfoop-
eration in the appropriate order. For example, the accepsesee
for the C code example in Figure 1(a) is shown in Figure 2(a).

With the definition of cost given earlier, it can be seen that t
cost is the number of consecutive accesses to variablearthabt
assigned to adjacent locations. The access sequence égjtrense

[elelrlofelef ][]
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Figure 3: Optimal offset assignment and cogé(thick edges).

The thick lines show the disjoint path cover and the corradpa
offset assignment is also shown. The cost of this assignisdit
This can be seen from the edges not in the cover.

3 An Incremental Algorithm for SOA

3.1 Previous Work

Bartley [3] and Liao [6, 7] studied the simple offset assigmin
problem. Liao formulated the simple offset assignment [enob
The problem was modeled as a graph theoretic optimizatioh-pr
lem similar to Bartley [3] and shown to be equivalent to thexMa
imum Weighted Path Cover (MWPC) problem. This problem is
proven to be NP-hard. A heuristic solution to the above mobl
proposed by Liao will be explained in the following subseunti
Consider the example shown earlier. Using Liao’s algoritiven
get an offset assignment as shown in Figure 3(a) which isi@dpl
by the access graph in Figure 3(b). The cover of the acceph ga
shown by the heavy edges, and in this case it is optimal. Tdns c
be seen from the graph itself. Picking any of the four norided
edges will cause the dropping of some edge from the coverhwhic
will in turn increase the cost of the cover. The assembly dode

of memory references made by a section of code and it can be ob-the offset assignment implied by the cover is shown in Figh{o3.

tained from the high-level language program. The accessseg
can be summarized in an edge weighted, undirected graphadrhe
cess graplz(V, E) is derived from an access sequence as follows.
Each vertexv € V of the access graph corresponds to a unique
variable in the basic block. An edgé¢u, v) € E between vertices

u andv exists with weightw(e) if variablesu andv are adjacent to

each othemw(e) times in the access sequence. The order of the ac-

cesses isotsignificant as either auto-increment or auto-decrement

can be performed. The access graph for Figure 2(a) is shown in

Figure 2(b).

2.4 SOA and Maximum Weight Path Cover

Given the definitions earlier in this paper, if a maximum weig
cover for a offset assignment graph is found, then that alsarms

The address arithmetic instructions are highlighted ardettare
four such instructions corresponding to the four edges mdhé
cover. For example becaus€ and ‘b’ could not be placed adja-
cent to each other, we need to use the instruction ADAR *(ARO)
4. The offset assignment that this section of code needsetasus
shown in Figure 4(b), along with the C code (Figure 4(a)) ffr r
erence. Leupers and Marwedel [5] present a heuristic foosing
among different edges with the same weight in Liao’s heiarist

3.2 Liao’s Heuristic for SOA

Because SOA and MWPC are NP-hard, a polynomial-time algo-
rithm for solving these problems optimally is not likely toist un-
less P=NP. Liao’s heuristic for the simple offset assignment prob-
lem is shown in Figure 5. This algorithm is similar to Kruskal

that the minimum cost assignment has also been found. Given aminimum spanning tree algorithm [4]. The heuristic is gnged

coverC of G the cost of every offset assignment implied ®yis
less than or equal to the cost of the cover [6]. Given an ofiset
signment4 and an access gragh there exists a disjoint path cover
which implies A and which has the same cost 4s Every offset
assignment implied by an optimal disjoint path cover is ropii
An example of a sub-optimal path cover is shown in Figure.2(c)

the sense that it repeatedly selects the edge that seenst blest
current moment.

Consider the algorithn$olve-SOA(L) in Figure 5. This algo-
rithm takes as input a sequende which uniquely represents the
high level code, and produces as output an offset assignnhent
line 4, graphG(V, E) is produced from the access sequente °



c=c+d+f ARO

a=h-c; ¢
b=b+e;
c=g-b; ‘a‘c‘h‘g‘b‘e‘f‘d‘
a=a-c;
@ (b)
1 /IINPUT : Access Sequence,L
LDAR ARO, &c ARO < &c 2 /IOUTPUT : Constructed Assignment E’
LOAD *(ARO)+ acc = ¢ 3 Proceduré&olve — SOA(L)
ADAR ARO. 6 ARO~<— &d 4 G(V,E) « AccessGraph(L) _ _
ADD *(AR(;)_ ace < ace +d ARO < &f 5 E.n ¢ Sorted edges i in descending order of weight
6 //Initialize C(V', E") the constructed cover
ADD *(ARO0) acc =< acc+f 7 E <« { }
SBAR ARO, 5 ARO == &c 8 V' «V
STOR  *(ARO)+ ¢ = acc ARO—=— &h 9 while (|E'| < |V| — 1 andEss: not empty)do
LOAD *(ARO)- acc=- h ARO = &c 10 e <« first edge INEsort
SUB  *(ARO)- acc=- acc-c ARO = &a 11 Esort < Esort — €
STOR  *(ARO) a =< acc 12 if ((e does not cause a cycle () and
ADAR ARO, 4 ARO=— &b 13 (e does not cause any vertexliff to have degree- 2))
LOAD *(ARO)+ acc= b ARO = &e 14 adde to E’
ADD  *(ARO)- acc=— acc+e ARO=— &b 15 else
STOR  *(ARO)- b = acc ARO=— &g 16 discarde from Esont
LOAD *ARO)+ acc= g ARO =~ &b 17 endif
SUB  *(AR0) acc= acc-b 18 enddo )
SBAR ARO, 3 ARO = &c 19 return E
STOR *(ARO)- c = acc ARO= &a
LOAD *(ARO)* acc=" @ ARO=" & Figure 5: Liao’s maximum weight path cover heuristic [6].
SUB  *(ARO)- acc = acc-c¢ ARO=— &a
STOR  *(ARO) a = acc
(c)
Figure 4: Code after the optimized offset assignment.
Producing the access sequence taRég) time. Line 5 produces
a list of sorted edges in descending order of weidghtyV’, E') is d=a+b
the cover of the grapty¥, which starts with all the vertices included ’
but no edges. The condition for the while statement makes sur e=b-c abdbceca
that no more thal®” — 1 edges are selected, as that is the maximum a=c+2
needed for any cover. If the cover is disjoint, the order irichh (b)
the disjoint paths are positioned does not matter as fareasdst (a)
of the offset assignment is concerned, because the cost\ahgno
from one path to another will always have to be paid. The com-
plexity of Liao’s heuristic isO(|E|log |E| +|L|) [6], where |E)|
is the number of edges in the access graph |dijds the length
of the access sequence. Construction of the access segakase
O(|L|) time. The(|E|log |E|) term is due to the need to sort the
edges in descending order of weight. The main loop of the-algo
rithm runs for|V| iterations. The test for a cycle in line 12 takes 2 2
constant time, and the total time for the main loop is bounled
O(E). The test for a cycle is achieved in constant time by using a @ @
special data structure proposed by Liao [6].

(€)

3.3 Improvement over Solve-SOA

Before suggesting the improvement, we want to point out tefod ~ Figure 6: An example whergolve-SOA could possibly return
ciencies inSolve-SOA. First, even though the edges are sorted in Suboptimal results.

descending order of weight, the order of consideration efdtiges

of the same weight are ordered is not specified. We beliewe thi

to be important in deriving the optimal solution. Secone, thaxi-

mum weight edge is always selected since this is a greedpagipr

The proposed ncremental-Solve-SOA heuristic addresses both
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Figure 7: Suboptimal and optimal cover Gf

these cases. This algorithm takes as input an offset segupre:
duced either by Liao'sSolve-SOA or by some other means, and
tries to include edges not previously included in the coveon-
sider the example of Figure 6. The code sequence is showmin Fi
ure 6(a) and the corresponding access sequence is in Fifhjre 6
The access graph which in turn corresponds to this acceasiseg|

is shown in Figure 6(c). Let us now run Liaa%lve-SOA using
the access sequence in Figure 6(b); one possible outcorhevims
in Figure 7(a). The offset assignment associated with thercis
a,d,b,c,e ord,b,c,e,a. This is clearly a non-optimal solution.
The cost of this assignment is 2. The optimal solution wowdd b
d,b,a,c,e. Itis possible to have achieved the optimal cost of 1
by having considered either edge, b) or edge(a, ¢) before edge
(b,c). But sinceSolve-SOA does not consider the relative posi-
tioning of the edges of the same weight in the graph, we getdbe

of 2. The solution that is produced by the propogedremental-
Solve-SOA isd, b, a, c, e as shown in Figure 7(b).

3.3.1 Incremental-Solve-SOA

Figure 9 shows the proposed algorithm. The algorithm pitles t
maximum weight edge not included in the cover and tries tliofe
that. This is done as follows. Let the maximum weight edge not
included in the cover be between two variabi¢s) anda(n + z),

in that order. We consider the case where we try to includé tha

-—————

d,ceab
(e)

Figure 8: Four different offset assignments.

Proof: As different assignments with different costs are pro-
duced, a running minimum is maintained. If the minimum is the
initial assignment that is the one considered again, andlyfina
returned when all the edges are locked, or there are no rman-ze
edges available for inclusion. ]

In the example, the initial assignment i5b,c, e, a, that
has a cost of 2. Let us try to include ed@ea). The resulting four
assignments for the initial assignmentdyb, ¢, e, a with cost = 2
are:

(1
(2)

d,a,b,c,e cost=3

d,b,a,c,e cost=1

edge and see the effect on the cost of an assignment. There are

four offset assignments when we try to bring two variablegtber
not previously adjacent. The initial offset assignment.is(n —

Da(n)a(n + 1)...a(n + x — 1)a(n + z)a(n + z + 1).... We
consider the following four sequences that would resultnbege
(a(n)a(n + x)) is included in the cover:

(1) ..a(n—-1)a(n+z)a(n)a(n+1)...a(n+z—1)a(n+z+1)...
(2) ..a(n—-1)a(n)a(n+z)a(n+1)...a(n+zx—1)a(n+z+1)...
(3) ..a(n—=1)a(n+1)..a(n+z—-1)a(n)a(n+z)a(n+z+1)..
(4) ..a(n—-1)a(n+1)...a(n+z—1)a(n+x)a(n)a(n+z+1)...

The cost of each of these is evaluated and the best assigriregnt
the one with the least cost of the four is chosen for the nexait

tion. A running minimum cost assignme®EST, is used to store
the best assignment discovered. This is returned at the fetine o
procedure.

Theorem 1 ThelIncremental-Solve-SOA will either improve or
return the same cost assignment.

(3) d,c,e,b,a cost=4
(4)

These four assignments are shown in Figure 8(b)-(e). Figlak
shows the initial offset assignment for the purpose of caispa.

d,c,e,a,b cost=4

3.3.2 Detailed Explanation of the Incremental-Solve-SOA

The input is an access sequence and the initial offset assig)
that we will attempt to improve upon. The output is the pos-
sibly improved offset assignment. In line 4, we call the func
tion AccessGraph to obtain the access graph from the access se-
quence.BEST is a data structure that stores an offset assignment
along with its cost. Itis initialized with the input offsesgsignment

in line 5. Lines 6 thru 34 is the outer loop. The exit condition
for this loop is theOUTER_FLAG being set to FALSE. Line 7
producesEl,,, holds the sorted list of edges present in the access
graph but not in the cover, in decreasing order of weight. sThi
is done so as to be able to consider edges for inclusion inrthe o
der of decreasing weight. The edges carry a flag that is used fo
‘locking’ or ‘unlocking’ edge. The ‘lock’ on an edge, if brek, is



1 J//INPUT : Access Sequence AS, Init. Offset Assignment, OA
2 /IOUTPUT : Final Offset Assignment
3 Procedurdncremental-Solve-SOA(AS, OA)
4 G = (V,E) < AccessGraplS)
5 BEST <« Initial offset assignmen®A
6 repeat
7 EY.. < Sorted list of unselected edges fr&8&ST
8 OUTER_FLAG <« FALSE
9 Unlock all edges irEY,,
10 INNER_BEST <« BEST
11 repeat
12 INNER_FLAG <« FALSE
13 e <+ topmost edge front,,
14 (Ao, ..., A3) <« The four possible assignments due:to
15 /I An assignment is illegal if it involves changing a
16 /I locked edge; Otherwise, an assignment is legal
17 S < the set of legal assignments framMo, ..., As)
18 if (S has at least one legal assignment)
19 INNER_FLAG <+ TRUE
20 CURRENT < MinCost(S)
21 lock the edges that change
22 Delete locked edges froib,, keepingEL,, sorted
23 if (CostOf CURRENT) < CostOfINNER_BEST))
24 INNER.BEST < CURRENT
25 endif
26 else(Esn 7 )
27 INNER_FLAG + TRUE
28 endif
29 until (INNER_FLAG # TRUE)
30 if (CostOf(NNER_BEST) < CostOfBEST))
31 BEST « INNER_BEST
32 OUTER_FLAG <+ TRUE
33 endif

34 until (OUTER_FLAG # TRUE)
35 return BEST

Figure 9: Incremental-Solve-SOA

used to indicate an edge available for inclusion in the covieres

11 thru 29 form the inner loop. The exit condition for this oo
the INNER_FLAG being FALSE. In line 13, the top most edge is
extracted fromEY,, and the four assignments are produced as ex-
plained in the earlier section on reordering of variabldsede four
assignments are stored(ido, ..., A3). The cover formed by each
is checked to see if a locked edges not included earlier ingoei
included, or if a locked edge included in earlier is beingleded.
The assignments where this does not happen are includéd in
This is done line 17. Of these the legal assignments aredsinre
the setS in line 17. In line 18 if there is at least one assignment
available, sefS is not empty, then the minimum cost one of those
is assigned tcCURRENT in line 20 andINNER_BEST is set to
TRUE. The edges which undergo transitions as explainedeearl
are locked in line 21INNER_BEST maintains a running minimum
cost assignment for the inner loop, and if tGERRENT cost is
less thatlNNER_BEST, then that is made tHINER_BEST. EY,,

is reassigned for the list of unselected and unlocked edgesthe
CURRENT coverinline 22. If no legal assignments could be found
for the edge extracted frofel, in line 17, and there is at least an-
other edge available for consideration, thenlffiRER_FLAG is set

to TRUE. This is done in lines 26 and 27. Once there are no more
legal assignments and there are no more edgds jnavailable,
we exit the inner loop and check if the costIBfNER_BEST is
less than th&EST found. If there is an improvement we perform

Table 1: Results frordincremental-Solve-SOA as compared to
Solve-SOA.

Number Size of | Percentage Percent of
of Access of Cases | Improvement in
Variables | Sequence| Improved | Improved Cases

5 10 2.4 37.08

5 20 4.6 19.00

8 16 4.0 17.13

8 30 7.4 8.71

8 40 6.0 6.85

10 50 7.8 4.87

10 100 5.4 241

15 20 4.8 12.66

15 30 4.4 7.46

15 56 5.4 3.29

15 75 5.4 2.37

20 40 2.8 5.38

20 75 4.0 2.71

20 100 3.4 1.92

the whole process of the inner loop all over again. This isenad
possible be settin@UTER_FLAG to TRUE. If no improvement
was found, then we exit the outer loop too and BEST offset
assignment discovered is returned in line 35.

3.4 Complexity of Incremental-Solve-SOA

As mentioned before, the running time of Liao%olve-SOA
heuristic isO(| E| log | E| + | L|), where| E|| is the number of edges
in the access graph and| is the length of the access sequence. The
running time of theIncremental-Solve-SOA is O(|E|) for the
inner while loop. Sorting the edges in descending order afjiate
for EL,,, takesO(| E| log | E|) time,and the marking of the edges is
O(|E|), the number of iterations of the outer loop in our experience
runs for a constant number of times, an average of 2. So, time co
plexity of each outer loop iteration in practice | E| log |E|).
This is the same as Liao’s, though in practice we need to iacur
higher overhead; but, the use of our heuristic is justifiedhgyfact
that the code produced by this optimization will be executehy
times whereas the compilation is done only once. Also, it us
could possibly result in a smaller ROM area.

4 Experimental Results

We implemented bothSolve-SOA and Imcremental-Solve-
SOA. The results shown in Table 1 are for the case where thalini
offset assignment used was the result of using Liao’s hiézis
the initial offset assignment is an unoptimized one, therowg-
ments will be much higher).

The experiments were performed by generatigmgdom access
sequenceand using these as input to Liao’s heuristic. The offset
sequence returned was then used, in turn, along with thessicce
sequence in théncremental-Solve-SOA to produce a possible
change in the offset sequence. This change is guaranteecthe b
same or better as reflected in Table 1. The third column shows
the percentage improvement in the number of cases is ofaiebev
here, as it shows an improvement in the cost ofdher of the ac-
cess graph. It is always possible to increase all the edgghtgein
the access graph by some constant value to achieve a higlger ma
nitude improvement for the same change in cover, but thegghan
in cover would still be the same.



In Table 1, the first column lists the number of variables, the will effectively remove the edge from the access graph. Ifwigh
second column lists the size of the access sequence. THethir to reducew(s2, I2) from one to zero then the following four edge
umn shows the average improvement in the number of cases. Thaweight reductions will occur.
is, for example in the first row, there was an improvement oaan

erage of 2.4% of all the random access sequences considéred. (1) w(ly, s2)++

fourth column shows, of the improved cases, the extant oféngs (2) w(ls, fo)- -

ment. For the first row that would be 37.08% improvement i¥2.5 b2

of the cases. (3) w(sa2,1)- -; note thatw(ss, I») = 0 is possible here
The overall average improvement (in the third column) is

5.23%. This figure reflects the cases in whithcremental- (4) w(fa,l2)++

Solve-SOA was able to improve upon the cover of the access graph ' . i . .
given the offset assignment produced from LiaSiglve-SOA as We define theprimary be_nefltas the following value: (the numt_)er
input. The improvement takes significance from the many sime ©Of non-zero edges turning zere) (number of zero edges turning

the code would be executed, and also that it would result avas ~ NOn-zero). In addition, we definesacondary benefit (the sum of
ing of ROM area. the increases in the weights of already present edge@he sum

of the increases in the weights of self-edges).
If there are two edges with the same primary benefit, then the
tie-break between them is done using the secondary benedit me

. sure. The second method of evaluating benefit is to run Liao’s
The access sequence has a great impact on the cost of offset aseyristic, compute the cost, and select the edge givingehst |

signmgnt. We explo.r.e opportunities for t?etter assignmman cost. Of course, this option has a higher complexity.
be derived by exploiting the commutativity and other praiesrof

operators in expressions. We propose a heuristic that ptteta
modify the access sequence so as to achieve savings in thefcos
the final offset assignment. We base our heuristic on thexgstson
that reducing the number of edges in an access graph willttead
low cost assignment (see [1] for a justification). Towards &nd,
we identify edges that can possibly be eliminated by a reorge
transformation of the access sequence, which is in turra(secof

a transformation in a statement in the C code basic bloclkgdas
on the rule of commutativity. The edges we target for thisikirf the output is the optimized access sequek8® We build the ac-
transformation are those with We|gh.t one. We consider tls® ca cess graph by a call to tMCCESSGT’CLph(AS) function. We also
where there are only two or less variables on the RHS of a-state jitialize the optimized access sequerk®® with the starting ac-
ment. The statements considered are those that are aménable cess sequenckS. Lines 8 to 14 constitute the first loop. Here we
commutative reordering. Let us focus now on the set of olere  assjgn the Primary Benefit and Secondary Benefit measureto th
statements as in Figure 10(a); they have an access sequence &dges of weight one. Edges with negative primary benefit ate n

5 Commutative Transformations

5.1 Detailed Explanation of the Commutative Transforma-
tion Heuristic

We now discuss in detail our commutative transformationriseu
tic, calledCommutative- Transformation-SOA(AS), given in Fig-
ure 12. This heuristic is greedy, in that, it performs thesfarma-
tion that appears to be the best at that point in time. Linesdl2a
indicate that the input is the unoptimized access sequafcand

shown in Figure 10(b). The variables shown in the boxes areeth
whose relative positionannotbe changed. A change in for ex-
ample will require statement reordering as shown in Fig@E)
The weight change will be:

(1) w(ls, f3)-- (2) w(lh, f2)-- (3) w(lo, f1)--
(4) w(l, f3)++ (5) w(la, f1)++ (6) w(lo, f2)++

where the trailing ++ or -- indicate a increase in weight by on

considered and so we compute the secondary benefit onlyréd the
is a non-negative primary benefit. The data strucilg is used

to hold the various edges in descending order of the primarny b
efit, and if the the primary benefit is the same, then the seagnd
benefit is used as a tie-breaker in finding the ordering of tiyes.

T hold the set of edges that are considered as a set iwlfie
loop. The compatibility of an edge is required as it is pdssthat

a transformation made tS° could be undone by the transfor-
mation motivated by another incompatible edge. As an exampl

or a decrease in weight by one, respectively. This can be seenconsider Figure 11(a). The primary benefit of removing e@dgé)

in Figure 10(c). We will explore variable reordering due e
mutativity rather than statement reordering; the lattquies data
dependence analysis.

from the access graph % as edges$a, b) and(c, d) become zero
weight edges. Now, if we try to remove ed@g a) from the access
graph, whose primary benefit 1s we reintroduce edggs, b) and

There are different ways to evaluate the cost or benefit of a (¢, d), while removing edgéd, ). This is not the desired change,

transformation. The one we propose is computationally mesh
expensive than Rao and Pande’s procedure [14, 1]. Congidér a
the access sequence shown in Figure 10(b). Without lossrof ge
erality, we can assume that the weight of the edde., l,) = 1.

so when the transformation to remove edgeb) is made then the
edge(d, a) should not be considered anymore.

We have included th# statement since, if there is no primary
benefit, i.e., Primary Benefit is zero, it need not be incluéed

Then if we try the sequence shown in Figure 10(b), we have amod consideration in the subsequatile loop. In thewhile loop from

ification in the access sequence, which, corresponds tathenc-
tative transformation shown in Figure 10(d). This transfation
can now be evaluated in two ways. The first, is to do a local-eval
uation of the cost, and the second one, is to run Liao’s dlyori
(or Incremental-Solve-SOA) on the changed access sequiviee
propose two procedures based on these two methods of emgluat
benefit.

We discuss the local evaluation first.
Figure 10(b) which is the access sequence, with the vagahbg

As before, consider

line 19 to line 27 for the same highest primary and secondengh
fit measure, the maximal set of compatible edges are ext&ctm
EL. and assigned t&. Transformation té\S® is performed in line
25. Once the transformations are done, The set of chosers é&ge
updated to contain the edgesth Finally, whenEL,, is empty, we
return the optimized access sequeA&s.

5.2 Commutative Transformation Heuristic Example

cannot be moved marked by a box. As we had assumed the weightwe now show the working of the heuristic through an example.
of the edgg(s2, I2) was one and also that reducing the number of Consider the access sequence Figure 13(b), with the megpalt-

edges is possibly beneficial, reducing the weightsef I») to zero

cess graph in Figure 13(c). The edges of weigtare: (a, f),
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Figure 10: Commutative transformation concept.

acabcdach acacbdcab

acacbdach
@——

(b)

Figure 11: Incompatible edgés, b), and(d, a).

/I INPUT : Access Sequence AS

/I OUTPUT : Optimized Access Sequence AS°
ProceduresCommutative-Transformation-SOA(AS)
(G = (V,E)) + AccessGrapikS)

AS® «— AS

S < the set of all edges with weight one
Eson

¢

for (each edgéu, v) € S) do
ComputePrimary.Benefit(u, v))
if (Primary Benefit(u, v) is positive)

ComputeSecondaryBenefit(u, v))
Add (u,v) to EL,,

endif

enddo

/I In the next sorting step, the Secondary Benefit is useddalbties

Sort the entries ifEL,,, in descending order of Primary Benefit

/I 'T holds the set of edges of weight one that are chosen

T+ ¢

while (EL,. # #)
I/l Extract Edges extracts (removes) the set of all edges with the
/I highest primary benefit and the same largest secondasfihen
/lLetH = {ep,e1,...,er } be these edges
H <« ExtractEdgesE}l
C <+ the maximum compatible subsetBfU T'
PerformTransformationfS°®, C)
T «+TUC

endwhile

return (AS°)

Figure 12: Commutative-Transformation-SOA.
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abcdefadadacadfb

(b)

(c)

Figure 13: Example code and the associated access graph.

(a7 b), (b: C)v (Cz d)v (6, f)v (d: 6)1 (b: f) and(da f) Table 2 sum-
marizes the different computation of the benefits. The fiotirmn
lists the edges and the second column shows the transitiathwh
would need to occur in the access sequence in Figure 13(&. Th
third column shows the number of non-zero edges turning aedo
the fourth column gives the number of zero edges turningzem-
The fifth and the sixth columns give the increase in the weidht
the non zero edge and the decrease in the weight of the non zero
edge, respectively. Also shown are the increase and decieas
the weight of the self edge. The second last column (P.BWwsho
the primary benefit, i.e., difference between column threg:faur.

The last column shows the secondary benefit which is the sum of
column five and seven. The functichssign-Bene fit formulates
Table 2 and assigns the Primary and Secondary Benefit vahee. T
Assign-Compatibility function call checks for the compatibility

of each weightl edge with other weight edge. As all the edges
listed, except the last two ones, have a positive primaryefign
they are stored ifEL,, in the order same as in the table. Only the
last two entries will not be ifEL,,. Here the primary benefit is all

1, and the secondary benefit for efgef) is higher than the rest.
The ExtractEdges function call will return all the edges in the ta-
ble as they are all compatible with each other. The follovtimge
transformation will be performed in line 1&§:1) fada — fdaa;

(2) abed — bacd; and(3) cdef — cedf. This transformation

will result in the access sequence shown in Figure 14(b)s abi
cess sequenckS® will be returned in line 21. The Liao cost of the
offset assignment obtained now has fallen fronto 2 as shown in



c=b+a; 1

f=e+d;

a=d+a;

c=d+a;

d=a;

b=t s ) ONE

—
Q
=

bacedfdaadacadfb
(b)

(c)

Figure 14: Optimized code, the associated access graphthand
offset sequence.

c=athb;
f=d+e;
a=b+a;
d=e+f;
b=c;
f=a

(@

abcdefbaaefdcbaf abcdefabafedch

(b) (c)

Figure 15: Optimal solution of the SOA.

Figure 13(c) and Figure 14(c).

Let us concentrate now on the example shown in Figure 15(b).
We follow the same procedure as explained above. The primary
and secondary benefit values that will be generated are sirown
Table 3. The transformations that would be performed &rE)
aefd — afed,and(2) fbaa — faba. The input access sequence
is shown in Figure 15(b). and the output access sequenceusish
in Figure 15(c). The Liao’s cost for this example has falleoni
4 t0 2. In the case of edde, d) the primary benefit is -1, so it
would not be included iftl,, because of thé statement in line 9.
Experimental results and additional details have beentedhior
lack of space; see [2] for this.

6 Iterative-I-SOA

So far, we looked at the problem of storage assignment when
the value of the post increment permitted with indirect @ddimg

can layout the different disjoint paths in the access grapmini-
mize the cost. This is because we have to pay a cost regaafless
the disjoint path layout wheh= 1. Itis possible to reduce the cost
of these inter-disjoint path transitions because if we #oevad to
move with a distance of > 1, then some of these inter-disjoint
path edges have an effective zero weight. This heuristiegtsflan
iterative method where we start with= 1 and with each iteration
increment! by one. The number of disjoint paths reduces progres-
sively. In the end, we have a single cover for the verticeshef t
access graph with possibly some zero weight edges. Duekofac
space, we omit the detailed comparison of our approach Wih t
of Sudarsanaret al’s and refer the interested reader to [1].

7 Conclusions

Optimal code generation is important for embedded systems i
view of the limited area available for ROM and RAM. Small re-
ductions in code size could lead to significant changes ip atea
and hence reduction in cost. We looked at the Simple Offset As
signment (SOA) problem and proposed a heuristic which Mégi
as input, the offset assignment from Liao or some other élgar
will attempt to improve on that. It does this by trying to inde the
highest weighted edges not included in cover of an acceg#gra
The proposed heuristic is quite simple and intuitive. Ualédgo-
rithms that are used in different computer applicationss fiossi-
ble to justify a higher running time for an algorithm desidrfer

a compiler (especially for embedded systems), as it is rae ¢o
produce the code, which is repeatedly executed. In the das®-0
bedded systems, there is the added benefit of savings in REa ar
possibly reducing the cost of the chip.

In addition, we have addressed two important issues: thte firs
one is the use of commutative transformations to change ¢he a
cess sequence and thereby reducing the code size; the skaiad
with exploiting those cases where the post-increment oretheent
value is allowed to be greater than one. We are currentlyosixg
several issues. First, we are looking at the effect of statemre-
ordering on code density. Second, we are evaluating thetadffe
variable life times and static single assignment on codsitierin
addition, reducing code density for programs with arrayeases is
an important problem.
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