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Abstract— Tandem repeats are ubiquitous sequence features other major illnesses such as diabetes, epilepsy, andaovari

in both prokaryotic and eukaryotic genomes. They are known
to cause several inherited neurological diseases in humanisien-
tifying these patterns is a highly computation-intensive pocess.
Previous parallel implementations use straightforward danain

decomposition based on existing sequential algorithms angely

on parallel machines with low-latency interconnection netork

and fast hardware support for processor synchronization. @r

research exploits the superior cost effectiveness and fléxity

achieved through low-cost clusters to speed up biologicabmpu-
tations by designing communication-efficient parallel algrithms

for pattern identification.

This paper presents a low communication-overhead parallel
algorithm for pattern identification in biological sequences. Given
a biological sequence of lengthn and a pattern of length m,
we conclude an algorithm with five computation/communicatbn
phases, each requiringO(n) computation time and only O(p)
message units. The low communication overhead of the algéim
is essential in achieving reasonable speedups on clustevghere
the interprocessor communication latency is usually highe

Index Terms— Tandem repeats, parallel algorithm, cluster
computing

I. INTRODUCTION

TANDEM REPEATs an occurrence of two or more
adjacent, oftenapproximatecopies (periods) of a se-

guence of nucleotides. Given two sequengesndp, p is a

t-approximate periodf x (equivalentlyx has a tandem repeatby Takefuji et al.

of p under thresholdk) if there exists a partition of: into
disjoint blockspy, po, - - -, px such that thedistancebetween
p and eachp;(1 < i < k) is less than or equal to. The

and other cancers. In addition, they are the basis of DNA
fingerprinting and have recently been used to align multiple
sequences, and to discriminate between bacterial strains,
cluding anthrax strains [1].

A. Previous Work

Serial algorithms for finding all approximate single reeat
using different similarity measures are presented in [ an
the references cited within. Serial algorithms for finding a
proximate multiple repeats are presented in [12], [10], etc
These algorithms are considered impractical, due to their
high running times, while searching large gene databases. A
heuristic method was developed to speedup the databasé sear
for tandem repeats in [1].

A few parallel algorithms for solving exact string matching
problems have been proposed. Vishkin [15] presented arlinea
time CRCW PRAM algorithm that runs i@(n/p) time using
p = O(n/logm) processors. Breslauer et al. [3] presented
an optimal algorithm, also on the CRCW PRAM, that runs
in O(loglogm) time usingn/loglogm processors. String-
search VLSI circuits have been investigated by Hirata et al.
[7] and Foster et al. [5]. A neural network approach running
in constant time using x n processing units was investigated
[13]. These algorithms are considered
impractical because of the extreme fine granulariti@$n)
or O(mn), and the disregarding of practical concerns such as
remote memory access latencies, synchronization, and inte

distance could be defined by variations or combinations ef tlfhsk communication costs

following measures: (1) thélamming Distancethe number

of mismatches between two strings of equal length, (2) t@%
Edit Distance the minimum number of insertions, deletions

and substitutions necessary to transform one string ingo

other, and (3) theScoring Matrix a weighted edit distance

with different operations assigned different points.

Tandem repeats are ubiquitous sequence features in bz%
prokaryotic and eukaryotic genomes. They are known to ca

several inherited neurological diseases in humans, inAcl

ing fragile-X mental retardation, Huntington's diseaseda

myotonic dystrophy, and are associated with a number
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The team led by Douglas Smith at UCSD developed a
guential algorithm for inexact pattern matching in bipdal
equences. They have also ported the sequential algorithm o
e SDSC'’s Intel Paragon and Cray C-90, using the straight-
forward domain decomposition for parallelization. The&sic
m%chod is to divide the database of known protein sequences
assign each portion to a different Paragon processor.

E?Ch processor is also given the entire set of undetermined

guences. The processors then compare the set of undeter-
ined sequences against the portions of the database they
régve been assigned. However, there are two-fold drawbacks
in their approach: (1) Both Intel Paragon and Cray C-90
are equipped with low-latency (costly, too) interconneati
network and high speed hardware synchronization support
that are not available in the cluster environments, whigh ar
more popularly used and affordable by researchers, and (2)
Each processor is assumed to be given the entire pattern

sequence, which eliminates the scalability of the algoritnd
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oversimplifies the communication overhead when very long
patterns, whose lengths exceed the local memory size of each
single processing node, are processed. . I
In this paper, we present a scalable parallel algorithm for
exact pattern matching in biological sequences. We demon-
strate the communication efficiency by showing that only u u u
five computation/communication phases are needed and the |, " I
message cost in each phase depends only on the number of
processors, instead of either the pattern sizer the sequence
sizen. The algorithm can easily be adjusted to take care of r+lul WITNESS(i)
longer patterns which exceed the local memory size.

Fig. 1. Determining witness locations

B. Background

TEXT [r+i-1]

Most of the algorithmic techniques for exact string matchin._, . | .
seem to revolve around thperiodic propertiesof strings [3], i i
[15]. We introduce some definitions first. Tpeefixof a string PATTERN [r]
u iS a substring ofu starting at the beginning ofi. The PATTERN . \
concatenation of two strings and v are denoted asv. A r
string u is called aperiod of a stringw if w is a prefix ofu* PATTERN [r-+1]
for some positive integek or equivalently ifw is a prefix if PATTERN .

uw. The shortest period o is called theperiod of w. We
sayw is periodicif w is at least twice its period length. Somerig. 2.  Eliminating close possible occurrences
properties of string periodicity are summarized as folld@&is
(1) If w has two periods of lengthsandq and|w| > p+q,
thenw has a period of length gcpl(q). [I. THE METHODS ANDALGORITHM
(2) If w occurs in positiong and g of some string and
0 < ¢g—p < |w|, thenw has a period of lengtlh — p.
Therefore we cannot have two occurrences of the patternFor the case when the pattednis not periodic, the pattern
at positiong andgq if 0 < ¢—p < |u| andu is the period can not occur at both positiorisandj of the text if |j — i| <
of the pattern. m/2. This implies that the pattern can occur in the text at most
A method proposed in [15] efficiently eliminates manyn/m times. Namely, if the text is evenly divided into blocks
possible occurrences by computing arlYTNESS1 ---m) of sizem/2, only one occurrence of the pattern might start in
defined below and using this information for text analysis. €ach block. TheNITNESSarray now of sizem/2 comes in
Let « be the period of the patterm and v be a prefix handy eliminating possible occurrences.
of w. It follows immediately from the periodicity property The cases with periodic patterns extend from the above
that if |u| does not dividdv| and [v| < max(ul, |w| — |u|), approach. Now the pattemn is of the formu*v wherek > 1
thenw is not a period, and hence is not a prefix ofvw. In  andw is the proper prefix ot.. Consider the prefiPATTERN
that case, we can find an indéxsuch thatPATTERN[k]# [1---2|u] — 1] as a new pattern, which is not periodic,
PATTERN[k — |v|]. We call thisk a witness to the mismatchwhose occurrences IREXT are to be found using the above-
of w and vw and defineWITNESS(jv| + 1) = k. We are mentioned procedure. The occurrences.bthence are easily
interested only iNWITNESS(i) for 1 < i < |u|, which by determined. We call an occurrence ©f at position: a final
the periodicity properties mentioned above can be based onkcurrenceif there is no occurrence of? at positioni + |u|.
on the first2 |u| — 1 characters of the pattern. See Figure For an occurrence af?, define itsright matchto be the nearest
for determining the locations of th&/ITNESSarray. (If some final occurrence to its right. Ii> occurs at position, its right
WITNESS() is greater thar |u|, it can be modified to be in match must be at position+ I |u| for some integei > 0.
the desired range: Let= WITNESS:) mod |u|; then ifr < ¢ This implies that the number of consecutive occurrences of
setWITNESS;:) to r+|ul; otherwise we s&VITNESS:) tor.) Starting at positiori is [ +2. For each final occurrence we need
to verify whether occurs after it. Note that occurs after each
Having computed thgVITNESSarray, the following method non-final occurrence sinceis a prefix ofu. This information
was further suggested in [15] to eliminate close possib&so helps decide for each occurrenceudfwhether it is the
occurrences. Suppose we suspect that the pattern may diaginning of an occurrence of the pattern.
at positionsi and j of the text whered < j — i < |u], thus, Note that identifying the right match for eaeR is reducible
sincer =WITNESSj —i+1) has been computed, we can findo the problem of finding the closest smaller element for
a character in the text in constant time that will eliminate a@ach element in a given sequence. More formally, Aet=
least one of the possible occurrences. More specificaltgesi (a1, as,- - -,a,) be an array of elements from a totally ordered
PATTERN[r] # PATTERN[r — j + 7], at most one of them domain. For eacla;, 1 < j < n, find the nearest element to
can be equal tGEXT[r + ¢ — 1]. (Refer to Figure 2.) the right ofa; that is smaller tham;.

A. Observations
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B. The Algorithm right (left, resp.) match ofi.i,(;) with respect to the
Without loss of generality, we definegaprocessor coarse- array dAfmi“ = (@min(1),***; Gmin(p)) def

grained parallel computerto be a parallel system with - o = AP mmomin(z) = i}; ¢ =

p processors interconnected by any communication media {Pz| Im_min(z) = i}.

(shared memory or any static/dynamic interconnection net-Based on the above definitions, we observe that

work), where each processor h@$”) local memory § being  P,.p(min(i)) = Pem_min(i) (Pimp(min(i)) = Pim_min(i), r€SP.)

the problem size). The algorithm performance is descrilned Next we prove a technical lemma used in our algonthm

terms of several network parameters, includinghe number  |Lemma 2.1:0n ap-processor coarse-grained parallel com-

of processorsg: the ratio of communication throughput toputer, for anyi, if @,mmin(i)) €xists andrmp(min(i)) #

processor throughput, anfd the time required to barrier syn-; + 1, then there exists a unique processBi;, i <

chronize all or part of the processors. The program proceefl§) < rmp(min(i)), such thatlmp(min(k(i))) = i

as a series ofuperstepsin each superstep, a processor magnd rmp(min(k(i))) = rmp(min(i)). (Symmetrically, for

operate only on values stored in local memory. Values seity i, if ammin()) €Xists andlmp(min(i)) # @ — 1,

through the communication network are not guaranteed fiten there exists a unique processQyr ;), lmp(min(i)) <

arrive until the end of the current superstep. Parametersk’(;) < 4, such thatlmp(min(k’(i))) = Imp(min(i)) and

g, and L can be used to estimate the running time of th@np(min(k'(:))) = ).

program whose communication behavior is known. Similarly,  Proof: We show that P,, where apine) =

a program that has access to these parameters for the Machie{a i, (i11), Gmin(i+2)s " * * » Gmin(rmp(min(i))_1)}» 1S the

it is running on can use them to choose between differemtique processor described in the lemma. For ahywith

algorithms. Our purpose is to design a scalable algorithmt+ 1 < &' < s, rmp(min(s )) must be< s. Similarly, for

minimizing the number of communication supersteps as welhy s’ with s + 1 < s’ < rmp(min(7)), Imp(min(s’)) must

as the local computation time. These performance charag > s. This rendersP, the only candidate processor. We

terizations are similar to the general parallel programgnircan easily infer thalimin(s) > Gmin(i) > Gmin(rmp(min(i)))-

models proposed by Valiant [14], McColl [11] and Dehn&ince ., is the smallest element among those in

[4]. However, our algorithm and analysis do not rely on any,;, - - -, P, (min(iy)—1. We conclude thaf, is the unique

particular programming model. processotPy ;) specified in Lemma 2.1. (The symmetric part
Computing theVITNESSarray and eliminating close possi-can be proved similarly.) u

ble occurrences can easily be finished within two superstepswe next outline the algorithm. To begin with, all processors

whether the givelPATTERNs periodic or non-periodic. Here sequentially find the right matches for their local elements

we focus on solving the problem of finding the closest smallesing the stack approach. Those matched elements require no

element for each element in a given sequence. interprocessor communication. We therefore focus on those
Given a sequencé = (a1, a9, --,a,) and ap-processor elements which are not yet matched. The general idea is to

coarse-grained parallel machine, eaéh(1 < ¢ < p) stores find the right matches for those not-yet-matched elements

(an(l 141502 (i-1)42,° »;). For simplicity, we assume by reducing the original problem t@p smaller “special”

that the elements in the sequence are distinct. We define thstances, and solve them in parallel.

nearest smaller value to the right of an element to beigtst Next we compute the right and left matches for all

match[6]. This problem can be solved sequentially with lineag,,,;,;)'s. To do this, we first solve this match-finding problem

time using a straightforward stack approach. To find thetriglyith respect to the arrayd,;, = (@min(1), s Gmin(p))-

matches of the elements, we scan the input, keep the elemamen, for each processoP;, we define four sequences,

for which no right match has been found on a stack, and repgdq1;, Seq2;, Seq3; andSeq4; as follows:

the current element as a right match for those elements on the ¢ ,

top of the stack that are larger than the current element. The | |hdefined.

left matches can be found similarly. For brevity and without Gym(mini)) €XiSts andrmp(min(i)) = i + 1, then:

loss of generality, we will focus on finding the right matches Seql; : (Gmin(i)s -~ >ani),  Seq2; _
Some definitions are given below. Throughout the rest of P

this paper, we use(1 < i < p) for processor related indexing

rm(min(i)) dO€S NOt exist, theBeql; and Seq2; are

(a%i+1a Tty arm(min(i)))-
o If Grm@mingy) €Xists andrmp(min(s)) > i + 1, let

andj (1 < j < n) for array element related indexing. Py(i) be the unique processor specified in Lemma 2.1.
« For anyj: Then: Seql; = (amin(i) * 5 Qlm(min(k(3) ) Seq2; =
— rm(j) (Im(j), resp.)’ the index of the right (left, (@em (min(k(i)))> ﬂrm<mm<z>>)-
resp.) match of;. o If aim(min(s)) does not exist, theSeq3; and Seq4; are
— rmp(j) (lmp(y), resp.)d:Ef the index of the processor undefined. . . .
CONAININGaLn 1) (1m(y): 1€SP.). o If i (min(i)) €Xists andmp(min(i)) = i — 1, then:
For anyi: ! ! Seq3; = (a"(i71)+1v“‘=amin(i))v Seq4; =
° y (a]m(min(i)) 0 1))
- mm() " the index (inA) of the smallest element  « If ay,(min(i)) exists andlmp(min(i)) < i — 1, let
in P;. Py/(;y be the unique processor specn‘led in Lemma 2.1.

— rm_min(z) (Im_min(z), resp)_ the index of the Then Sed3i = (@rm(min(k’(i)))> """ » Gmin(i)), Seqd; =
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TABLE |
(a‘m(mi"(i))’ T alm(mi”(k'(i))))' COST BREAKDOWN

Note thatSeql; and Seq3;, if they exist, always reside Cost
on P;, Seq2;, if it exists, always resides O, (min(i))s Step comp. | cComm. [ synch.
and Seq4;, if it exists, always resides O,y (min(i))- The 1 T,(%)
following two lemmas 2.2 and 2.3 specify how to find the 2@) | 7,(%)
right matches for all unmatched elements. Detailed proafs c| 2(b) pg L
be found in [2]. 431 ff;f)f-pr e

Lemma 2.2:The right matches of all not-yet-matched el- Tg(ﬂ’, +”‘p§")} e
ements inSeql; lie in Seq2;. The right matches of all not- 5y 77, (tm_min (i) =
yet-matched elements eq4;, except its first element, lie in Im_min(3))}

Seq3;. 5() | 0(3)

Each processoP; therefore is responsible for identifying | ) :“;"i{(zp?s@a‘seqm L
right matches for not-yet-matched elements Seql; and 6@ | max{T.(Sealy] Py ces[Seaty|)g}
Seq4;. Again, we apply the sequential algorithm at each |Seq2;|)+Ts (|Seqds|+
processorP; with respect to the two concatenated sequences |Seq3i) }

SeqliHSqui andSeq4i||Seq31-. 6(b) maxi{>p, ep,[Seqds|gt] L

Lemma 2.3:All elements will be right-matched after the
above-mentioned 2p special problem instances are solved in

parallel. a) EachP; computes the uniqui(i) and%’() (as in
The following technical lemma, Lemma 2.4, provides the Lemma 2.1), if they exist, and determin8sql;
foundation for the communication lower bound in the worst- and Seq3;.
case analysis. b) EachP; determinesSeq2, for every P, in p;, and
Lemma 2.4: 1) Suppose thap; = {Py,, Peyy -, Pr, } Seq4,, for every P, in ¢; (as in Lemma 2.4).
wherez; < 2o < -+ < x4. Then: ¢) EachP; sendsSeq2., for every P, in p;, to P,
Sed2z, = (Grm(min(zs))"" " Grm(min(zy)))r S€A2z, = andSeq4,, for every P, in ¢;, to P,.
(arm(min(mg))a ) arm(min(mz)))n
oy Seq2g, = (a%(i—1)+1: “y Gem(min(ay))) - 6) a) Eachp; finds the right matches for the unmatched
2) Suppose thatp; = {P,,,P,,,---,P, } wherey, < elements irSeql; and Seq4;
ya < -+ < ys. Then: b) Each P; collects the matchedbeq4,’s from all
Seq4y1 = (alm(min(yl))a Tty alm(min(yz)))i Seq4y2 = Py’S in ©i-
(@1m(min(y2))s " » Gm(min(ys)) )
Tty Seq4ys = (alm(min(ys))y e, Qng).

Proof: We only prove Statement 1. The proof of State-

ment 2 is similar. First observe that, for ady,, P, € p;, C. Cost Analysis . i
2 < y IMplies amin() < amin(y) and k(z) < y. Based on We use the termrh-relation to denote a routing problem

these observations, we hawér;) = z;,1 for 1 <1 < ¢t and Where each processor has at mbswords of data to send to
z; = i — 1. The lemma follows from the definition dfeq2. Other processors and each processor is also due to receive at
m Mosth words of data from other processors. In each superstep,
Below we outline this algorithm. if at most w arithmetic operations are performed by each
processor and the data communicated formbk-aglation then
the cost of this superstep is + h * g + L (the parameterg
Input: A partitioned intop subsets of continuous elementsand L are as defined in Section 1). The cost of an algorithm
Each processor stores one subset. using S supersteps is simply the sum of the costs of &ll

supersteps:
Output: The right match of each; is computed and stored
in the processor containing. Program cost = comp. cost+comm. cost+ synch. cost =

1) EachP; sequentially finds right matches for each ele- WHHxg+ LS5,

ment in its local subset. where H is the sum of the maxima of tha-relatiors in
2) a) EachP; computes its local minimum,;; ;.- each superstep arid” is the sum of the maxima of the local
b) All amin)'s are globally communicated. (Hencecomputations in each superstep.
eachP; has the arrayd ,;,,.) Here we assume the sequential computation time for finding

the closest smaller element of each element in a sequence
3) Each P; finds the right match and left match, withof size n is T,(n), and the sequential time for finding the

respect toA.i,; and identify the setg; and ;. minimum of n elements isTy(n). Then the cost breakdown
4) Each P; computesa,mmin(s)) fOr every P, € p; and of the algorithm mentioned in Section II-B can be derived as
@1m(min(y)) fOr €very P, € ;. in Table I.
5) EachP; determinesSeql;, Seq3; and receivesSeq2;, Since 2 = Q(p) and Ty(n) = Ty(n) = O(n), the

Seq4; as follows: computation time in each step is obviously linear in the loca
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data size, namel;O(%). Steps 2(b), 5(c) and 6(b) involve
communication. Thus the algorithm takes three supersteps.
Based on Lemma 2.4 and the fact that| + |p;| < p, the
communication steps 5(c) and 6(b) can each be implemented 64PE
by an (% + p)-relation.

Note that while using the above-mentioned algorithm to
identify the right match for each:? in a given biological
sequence (as described in Section II-A), 8Hq1(2,3,4);’s
are of lengthO(1), since the algorithm is now to be performed
on a (0,1)-sequence, whebestands for au? pattern, andl
for nonu?-patterns. Therefore, the communication cost in each
step depends only on the number of procesgoBesides, the 2 PE
two additional supersteps to compute ITNESSarray and
eliminate close possible occurrences both O8e)-relations 0 05 1 15 9 25 3
in their communication phases. This concludes the follgwin
theorem:

Theorem 2.1:Identifying exact patterns of lengthn in
biological sequences of lengthcan be done on a-processor
coarse-grained parallel computer in five supersteps W3img
local computation time and af(p)-relation in each commu-
nication phase, provideg < n/p.

32PE =

04M
0O2oM
O1M

16 PE B

8 PE

Number of Processors

4PE

Seconds

Fig. 3. SGI Intel Linux Cluster Running Times

IIl. EXPERIMENTAL RESULTS

The experiments have been carried out on two cluster
systems provided by the Center for Computational Research
at the State University of New York at Buffalo, including (1)
an SGI Intel Linux Cluster with 75 dual processor nodes, with
each node equipped with 2 Pentium Il processors running at
1 GHz, 1 GB of RAM per node, 30GB disk space, Myrinet
2000 - 2 Gb switch and the RedHat 6.2 (Kernel 2.4) as the
operating system, and (2) a Sun cluster of 16 Sun Blade 0 05 1 15 2
1000 workstations and 48 Sun Ultra 5 workstations configured
as a supercomputer, with Myrinet 1000 - 1.28 Gb switch
and Solaris 8 as the operating system. Both systems use ges  sun cluster Running Times
Portable Batch System (PBS) for batch job submissions.

A portable implementation of MPI (Message Passing Inter-
face), MPICH, is installed on both the Sun Cluster and the,y \\ore researchers to carry out parallel and distributed
SGl InFeI Cluster. We use MEB_C""St for broadcasting. Somecomputing, the communication efficiency of the parallel al-
collective communication routines, such as Milreduce, gorithm plays a more critical role in algorithm performance

MPIAllgather, are also used for globgl ?ommunicationTraditional algorithms designed for high-cost supercotapsi
MPI_Scatter and MPGather are used to distribute input dat%O not always perform well on clusters. New and more

and collect results. MPSend and MPRecv are used for two- ..,y nication-efficient algorithms are often required levhi

sided message passing. ) . clusters are used. In this paper, we present a communieation
We looked up and retrieved different fragments of huMaL;cjent parallel algorithm for pattern identification irob

nucleic acid sequences in the EMBL Nucleotide Sequengica| sequences and show reasonable speedups on clusters

Database. Prgcessmg time is measured @0 64 processors This also shows that researchers need not rely on high-speed

on the SGI Linux Cluster and of to 32 processors on the pign o5t supercomputers to perform computational resear

SUN Cluster for primate DNA sequence dai&M to 4M in biological fields.

long and pattems arourid long, as shown in Figs 3 and 4. Though exact pattern matching serves as the foundation of
parallel pattern identification in biological sequencegriti-

IV. CONCLUSIONS ANDFUTURE WORK fying genes by comparing their protein sequences to those
Interprocessor communication has been shown to becomali@ady identified in databases is more difficult since, irsmo
major bottleneck for parallel algorithm performance. Hata cases, an exact match is not desired. Biologically, genes ca
algorithms should seek to minimize both computation armbntain insertions, deletions, and local changes whilk sti

communication time to be considered practical. Especfally carrying out the same (or a closely related) biological figrc
clusters, the superior cost effectiveness and flexibilttyieved Therefore, providing a scalable parallel approximate gratt
through which have attracted and enabled (financially) moneatching with predictable communication efficiency is of

02M
O1M
0.5M
[00.25M

Number of Processors

Seconds
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higher practical relevance. The authors have been devejopi
such algorithms and will experiment on the low-cost cluster
environments.
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