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ABSTRACT

This paper introduces AgentSpeak(F), a variation of the BDI

logic programming language AgentSpeak(L) intended to fterm
the model-theoretic verification of multi-agent systems.fteA
briefly introducing AgentSpeak(F) and discussing its refehip

to AgentSpeak(L), we show how AgentSpeak(F) programs can be

transformed into Promela, the model specification langdiegéne
Spin model-checking system. We also describe how spedifisat
written in a simplified form of BDI logic can be transformedan
Spin-format linear temporal logic formulee. With our apprbait

is thus possible to automatically verify whether or not raafient
systems implemented in AgentSpeak(F) satisfy specificaitex-
pressed as BDI logic formulee. We illustrate our approacin wit
short case study, in which we show how BDI properties of a simu
lated auction system implemented in AgentSpeak(F) weréeagr

Categories and Subject Descriptors

1.2.11 [Artificial Intelligence]: Distributed Artificial Intelli-
gence—tanguages and structures, Multiagent systenix2.4
[Software/Program Verification]: Model checking

General Terms
Languages, Verification

Keywords
Model Checking, BDI Logic Programming, AgentSpeak, Spin

1. INTRODUCTION

As multi-agent systems come to the attention of a wider techn
cal community, there is an ever increasing requirement doist
supporting the design and implementation of such systentsleW
these tools should be usable by a general computing audligrece
should also be strong theoretical foundations for suctstea that
formal methods can be used in the design and implementatisn p
cesses. In particular, theerification of multi-agent systems —
showing that a system is correct with respect to its statqdire-
ments — is an increasingly important issue, especially a&ntag
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systems start to be applied to safety-critical applicatisoch as
autonomous spacecraft control [12, 7].

Currently, the most successful approach to the verificatibn
computer systems against formally expressed requirenietigt
of model checkinf4]. Model checking is a technique that was orig-
inally developed for verifying that finite state concurresystems
implement specifications expressed in temporal logic. @ltfh
model checking techniques have been most widely appliedeo t
verification of hardware systems, they have increasinggnhesed
in the verification of software systems and protocols [9].

Our aim in this paper is to present model checking tech-
niques for verifying systems implemented in AgentSpeak{lte
AgentSpeak(L) BDI logic programming language was created b
Rao [13], and was later developed into a more practical pro-
gramming framework [2]. While the theoretical foundatioofs
AgentSpeak(L) are increasingly well understood [3], tHese not
been, to the best of our knowledge, any significant work on ver
ifying systems implemented in AgentSpeak(L), or any othBx B
logic programming language for that matter.

We begin by introducing AgentSpeak(F), a variation of
AgentSpeak(L) intended to permit its algorithmic verifioat
Next, we show how AgentSpeak(F) programs can be automigtical
transformed into Promela, the model specification langdiagine
Spin model-checking system [9]. We also present a simpliied
of BDI logic in which specifications can be written. The lange
is defined so as to make it possible to transform those specific
tions into Spin-format linear temporal logic formulee. Insthvay,
we can verify automatically whether or not multi-agent syss
implemented in AgentSpeak(F) satisfy specifications esgeé as
BDI logic formulee. We illustrate our approach with a briekea
study of a simplified simulation of an abstract auction systégth
three bidding agents. We give the AgentSpeak(F) code faetho
three agents, and show three BDI specifications that arsfisati
by the auction system as verified by the Spin model checker.

The paper is structured as follows. Section 2 provides an
overview of AgentSpeak(L), while we introduce AgentSpé&akh
Section 3. Section 4 contains the main contribution of thisgy: it
shows how AgentSpeak(F) can be transformed into Promela (Se
tion 4.1), and describes the BDI logical languages useddecisi-
cations as well as how the BDI modalities are interprete@ims
of AgentSpeak(L) data structures (Section 4.2). We thesque
our auction system case study in Section 5, give related \ork
Section 6, and conclude, in Section 7, with discussion atatdu
work.

2. AgentSpeak(L)
In [13], Rao introduced the AgentSpeak(L) programming lan-
guage. It is a natural extension of logic programming for B



agent architecture, and provides an elegant abstract warkeor
programming BDI agents. In this paper, we only give a vergtori
introduction to AgentSpeak(L); see [13, 3] for more details

An AgentSpeak(L) agent is created by the specification otta se
of base beliefs and a set of plans.balief atomis simply a first-
order predicate in the usual notation, and belief atomsair tiega-
tions arebelief literals An initial set of beliefss just a collection
of ground belief atoms.

AgentSpeak(L) distinguishes two types of goaschievement
goalsandtest goals Achievement goals are predicates (as for be-
liefs) prefixed with the !’ operator, while test goals are prefixed
with the ?’operator. Achievement goals state that the agent wants
to achieve a state of the world where the associated predisat
true. (In practice, these start off the executiorsaobplans) A test
goal states that the agent wants to test whether the associaed pr
icate is a belief (i.e., whether it can be unified with thatragebase
beliefs).

Next, the notion of ariggering eventis introduced. It is a
very important concept in this language, as triggering evdafine
which events may initiate the execution of plans; the ideaveit
both internal and external, will be made clear below. Theeswo
types of triggering events: those related to #uglition (‘+’) and
deletion(‘- ') of mental attitudes (beliefs or goals).

Plans refer to theasic actionghat an agent is able to perform on
its environment. Such actions are also defined as first-qnast-
icates, but with special predicate symbols (caketion symbols
used to distinguish them. The actual syntax of AgentSpéakit-
grams is based on the definition of plans, below. Recall that t
designer of an AgentSpeak(L) agent specifies a set of baliefs
set of plans only.

If e is a triggering eventp,,...,b, are belief literals, and
hi,...,h, are goals or actions, then : b; & ... & by, <-
hi; ...; h,. isaplan. An AgentSpeak(L) plan has lzead
(the expression to the left of the arrow), which is formednira
triggering event (denoting the purpose for that plan), armbr:
junction of belief literals representingcantext(separated from the
triggering event by ‘). The conjunction of literals in tre®ntext
must be satisfied if the plan is to be executed (the context baus
a logical consequence of that agent’s current beliefs). ah pllso
has abody, which is a sequence of basic actions or (sub)goals that
the agent has to achieve (or test) when the plan is triggered.

Although the interpretation of AgentSpeak(L) programs @ n
explained here, some of the related notions are given rietén-
tions are particular courses of actions to which an agent has com-
mitted in order to achieve a particular goal: each intenisanstack
of partially instantiated plansi.e., plans where some of the vari-
ables have been instantiated. awvenf which may trigger the exe-
cution of a plan, can bexternal when originating from perception
of the agent’s environment, anternal, when generated from the
agent’s own execution of a plan (e.g., an achievement gahima
plan body is a goal-addition event which may be a triggerirené).
Formally, an event is a paite, i), wherete is a triggering event
and: is an intention. For internal eventsjs the intention which
generated the event, and for external evénissT (thetrue inten-
tion).

An AgentSpeak(L) agent is formally defined by a tuple
(E,B,P,1,A,S¢,S0,81), whereE is a set of eventsB is a set
of base beliefsP is a set of plang] is a set of intentions, and is
a set of actions (where the actions the agent decides to texaimi
inserted). The selection functiag®e selects an event from the set
E; the selection functio® o selects an option or an applicable plan
from a set of applicable plans; asid selects an intention from the
set! (the chosen intention is then executed).

3. AgentSpeak(F)

Recall that our main goal in this research is to facilitatedelo
checking of AgentSpeak(L) systems. But model checking as a
paradigm is predominantly applied fimite statesystems. A first
key step in our research was thus to restrict AgentSpeak(fiite
state systems: the result is AgentSpeak(F), a finite stastoveof
AgentSpeak(L).

In order to ensure that systems to be model-checked are finite
state, the maximum size of types, data structures, and coneu
tion channels must be specified. This means that, for a atmsl
from AgentSpeak(L)-like programs into a model checkingtesys
to work, a series of parameters stating the expected maximum
ber of occurrences of certain AgentSpeak(L) constructsl nede
given. The list below describes all the parameters needealby
automatic translator.

Mrerm: maximum number otermsin a predicate or an action
(i.e., the maximum arity for a predicate or action symbol);

Mcon;: maximum number ofonjunctg(literals) in a belief form-
ing a plan’s context;

My ., maximum number of differentariablesin a plan;

Mr,s:: maximum number oinstancegentries) in the belief base
of the same predicate symbol at a time;

Mp.;: maximum number obeliefsan agent can have at any mo-
ment in time in its belief base;

MEg,: maximum number of pendingvents i.e., the maximum
number entries in the event queue that an agent will store
at a time; this should be set by considering how dynamic the
environment is expected to be;

M ,:: maximum number ointended meanat a time; that is, the
number of different instances of plans rather than the numbe
of stacks of plans in the set of intentions;

M ac+: maximum number ofctionsrequested by the agents that
may have to wait for the environment to handle;

Msg: maximum number ofmessageggenerated by inter-agent
communication) that an agent can store at a time.

Note that the first three parameterd/fc,m, Mconj, and
My ,,) are inputs to the automatic translator, but they could be de
termined purely by syntactic processing. The others atecdens
on the data structures used in an AgentSpeak(L) interpietesx-
plained in Section 4.1. Some of these parameters will be used
the syntax of AgentSpeak(F), as seen below.

The grammar in Figure 1 gives the syntax of AgentSpeak(F). In
that grammarP stands for any predicate symbol aAdfor any
action symbol. Terms; associated with them are either constants
or variables. As in Prolog, an uppercase initial letter iscdugor
variables and lowercase for constants and predicate sgnfbdl,
Prolog atoms). Note that first order terms (c.f., Prolog &trtes)
are not allowed in the present version of AgentSpeak(F)nthe
section discusses this restriction further.

There are some special action symbols which are denoted by
an initial ‘.’ character (they are referred to as internali@ts in
[2]). The action :send’ is used for inter-agent communication, and
is interpreted as follows. If an AgentSpeak(F) aghnexecutes
.send(l, ilf,at), a message will be immediately inserted in the
mailbox of agent,, havingl: as sender, illocutionary forcgf, and
propositional contentt (an atomic AgentSpeak(F) formula). At
this stage, only three illocutionary forces can be uged; untell,
and achieve (unless others are defined by the user). They have
the same informal semantics as in the well-known KQML agent



ag = bs ps
bs = at;. aty. (0<n< Mge)
at = P(tl, ey tn) (0 S n S MTe'r'm)
ps = pi P (n>1)
p = te: c¢t<-h.
te == +at | -at
| +g | -9
c¢ == at | true
| not (at)
| cti1 & ... &cty (1< n< Mcoonj)
h = A(tl, ...,tn) (US’RSMT”m)
g [ w | hin
g == lat | ?at
u = +at |  -at

Figure 1: The Syntax of AgentSpeak(F)

communication language. In particulachieve corresponds to in-
cludingat as a goal addition in the receiving agent’s set of events;

4. MODEL CHECKING AgentSpeak(F)

We now move on to the key contribution of this paper: we déscri
how AgentSpeak(F) programs can be translated into Prortieda,
model specification language for the Spin model checker. We
then describe the logical language used to specify BDI ptigse

of multi-agent systems written in AgentSpeak(F). Throughbis
section, we presuppose some familiarity with Promela [9k@ace
restrictions prevent a detailed account here.

4.1 Promela Model of AgentSpeak(F)

A summary of the Promela model of an AgentSpeak(F) integpret
(i.e., for one agent) is shown in Figure 2. Each identifiedusghe
AgentSpeak(F) source code (i.e., identifiers for prediaatkaction
symbols and for constants) is defined in Promela as a macro for
an integer number which represents that symbol uniquelys ish
necessary because Promela cannot handle strings. Agek{Spe
variables are declared as integer Promela variables

Data Structures

A number of Promelachannelsare used to handle most of the
data structures needed by an AgentSpeak(L) interpreterusie

tell anduntell change the belief base and the appropriate events areof Promela channels as lists had already been pointed o@.in [

generated. These communicative acts only change an agent'’s
ternal data structures after user-defined trust functioaslaecked.
There is one specific trust function for belief changes, arattser
for achievement goals. The latter defines a power relatisioifaer
agents have power over an agent’s goals), whereas the trekef
function simply defines the trustworthiness of informatsmurces.

Another internal action symbol that is available fgint, which
takes a string as parameter and is used for agents to primest
sages. Other pre-defined internal actions are, for exampés] for
conditional operators and arithmetic operations.

Syntactically, the main difference between AgentSpeakfi)
AgentSpeak(L) is that first order terms are not allowed, dedet
are the informed limits on the number of beliefs, terms, aod-c
juncts indicated by the use 6 z.;, M7erm, and Mcon; above.
There is also the limit on the number of variables in a pl&af ()
which was not made explicit in the grammar. Note, howeveat th
Mp.; is the maximum number of beliefs in the belief base at any
moment during the agent’s execution, not just the maximum-nu
ber of initial beliefs.

We now consider other restrictions of AgentSpeak(F) intiete
to AgentSpeak(L). Our current implementation imposes sogne
strictions on certain features of AgentSpeak(L). In paitg it is
presently not possible to use: (i) uninstantiated vargbigrigger-
ing events; (ii) uninstantiated variables in negateddiein a plan’s
context (as originally defined by Rao [13]); (iii)) the samedlicate
symbol with different arities (at present, the differenegicates
would be treated as the same, with either random extra angisme
or ignoring some of them); (iv) first order terms (rather thast
constants and variables).

The first restriction means that an achievement goal canmot b
called with an uninstantiated variable (a usual means fara
return values to be used in the plan where it was called). Kewe
as mentioned in [10], this restriction can be overcome byirggo
such values in the belief base, and using test goals tovetitiem.
Hence, syntactic mechanisms for dealing with this restmctan
be implemented (i.e., this problem can be solved by pregsing).

As for the second restriction, the interpreter presente@jiml-
lows for uninstantiated variables in negated literals. ldeev, this
was not allowed in Rao’s original definition of AgentSpeaks it
complicates slightly the process of checking a plan’s canfehus,
the second restriction is not an unreasonable one.

All such channels are described below.

Channelb represents the agentilief base The type for the
massages stored in this channel is composed gf, s + 1 inte-
gers (one to store the predicate symbol and at hfst, ., s terms).
Theb channel is declared to store at mdgiz.; messages. A sim-
ilar channel callecp stores the percepts. This is changed by the
environment and read by all agents for belief revision. Tdrenfat
and number of messages is as forhEhannel. Channeh is used
for inter-agent communication. Messages in it contain temii-
fication of the sender agent, the illocutionary force asseci with
the communication, and a predicate (as for beliefs). It isnoed
to at mostM s, messages.

Before we go on describing the channels used as data seactur
we need to explain how intentions are handled. The bodiekap
are translated into Promela inline procedures. These dhedca
whenever the interpreter requires an intended plan instémeun
its next formula. The data about each intended means isdsiore
an array called_data. Accordingly, intended means can be iden-
tified by an index to an entry in this data structure. In fact, a
AgentSpeak(L) intention is represented here by the indéxa@n-
try in i_data that is associated the plan on top of it; this is explained
in detail later on.

Next, a channel called (of size Mg,) is used to storevents
The message type here is formed by: (i) an integer to stonedaxi
toi_data (representing an AgentSpeak(L) intenfijir(ii) a boolean
defining whether the event is an addition or deletion; (ifipther
boolean defining whether the event is (an addition or deleif a
belief or a goal; and (VMr.»ms + 1 integers to store a predicate
as before.

Channel, used for schedulinmtentions stores messages of one
integer, as only indices (tadata) of plan instances that are enabled
for execution need to be stored. This corresponds to thesplan
top of each of the stacks of plans in an agent’s set of intagtio
Both i andi_data have sizeM;,;. Given that we are using by
default a “round-robin” intention selection function (as [iL0]),

IName clash is avoided by having internal variables (i.e ahes
needed by the AgentSpeak(F) interpreter code in Promela) be
ing prefixed with _’, which is not a valid initial character for
AgentSpeak(L) identifiers.

2Recall that an AgentSpeak(L) event is a tufie i) wherei is the
intention that generated the triggering evant



plan instances that are ready to be scheduled insert thikdeis (to
i_data) at the end of. The first index in channeélspecifies the next
plan that will have a given formula in its body chosen for exem.
More on intention selection is mentioned in the next section

Finally, thea channel (folactiong stores at most/ 4. messages
of the same type dsplus an identification of the agent requesting
the action. Recall that an action has the same format as ef beli
atom (the difference in practice is that they appear in theyhuf
plans).

The whole multi-agent system code in Promela will have aray
of the channels described above, one for each agent in tkensys
Only channelp anda are unique. They work as connection points
with the environment, which is accessed by all agents. Thieamn
ment is implemented as a Promela process type ckled r on-
nment , which is defined by the user. It reads actions from channel
a (which is written into by all agents) and changes the pesctytt
are stored in channel (which is read by all agents).

The Interpretation Cycle

The AgentSpeak(L) interpretation cycle is summarised guke 2
(it shows the structure of the code generated for one of thatal
When an interpretation cycle starts, the agent checks il ‘fmox”,
and processes the first message in chaitmélhe effects of the il-
locutionary forces that can be used, as mentioned in Se8tiare
defined in an inline procedur@heckMai | in a header file. This

can be altered by the user to change or extend the semantics o

communication acts, if necessary. Note that checking fasages
is not explicitly mentioned in the original definitions oftlbstract
interpreter for AgentSpeak(L) [13, 5]. We here have sepssttges
in the interpretation cycle for considering inter-agentneounica-
tion and perception of the environment, then belief revidiakes
care of both sources of information (in the figure, percaptd
the environment is implicit within belief revision). Theust func-
tions (mentioned in Section 3) associated with this bekgfsion
process are read from a header file. Unless the inline proesdu
Trust Tel | andTr ust Achi eve are redefined by the user, full
trust is assumed among agents.

Next, the agent runs its belief revision function (“BRF” inet

figure). The one used here is a simple piece of code composed of.

two Promelado loops. The first one checks all perceptsg)rand
adds to the belief base (chand@lall those that are not presently
there. This generates corresponding belief-addition tsviaf for-
mat (+at, T)). The second loop checks for current beliefs that are
no longer in the percepts, and removes them. This genetages t
appropriate belief-deletion events (i.e.at, T)). Itis, of course, a
comparatively simple belief revision function, but quitgpeopriate

for ordinary AgentSpeak(L) programs. The belief revisiandtion

is in a header file generated by the translator, and may begeldan
by the user if a more elaborate function is required.

Then, an event to be handled in this interpretation cycletbas
be chosen. Events are handled via a FIFO policy here. Thuenwh
new events are generated, they are inserted in the egcaofl the
first message in that channel is selected as the event to Heeban
the current cycle. The heads of all plans in an agent’s plamary
are translated into a sequence of attempts to find a relevaht a
applicable plan. Each such attempt is implemented by a rimagch
of the triggering event against the first eventeinand checking
whether the context is a logical consequence of the belldfs is
implemented as nested loops based\n,,; auxiliary channels
of size M1, storing the relevant predicates from the belief base;
the loops go on until a unification is found (or none is posibl

If the attempt for a plarp; is successful, then it is considered
as the intended means for the selected event. (Note thafdhe

selection function is implicitly defined as the order in whiglans
are written in the code.) At this point, a free space_tiata, the
array storing intention data, is needed (§&éendFr eeSpace in
the figure). This space is initialised with the data of tha¢mded
means stating that: it is an instance of pfgn the formula in the
body of the plan to be executed next is the first one (by irsiiad)
a formula countey; the triggering everitwith which this plan is
associated; the index in this array of the intention whichegated
the present event (if it was an internal one); and the bindihg
variable$ for that plan instance.

There are some issues that have to be considered in relation t
event selection and the creation of new intentions. The rfiess-
sage in channed is always removed. This means that the event is
discarded if no applicable plan was found for it. Also, réchaat
the user defined/;,., specifying the maximum expected number
of intentions an agent will have at any given time. Recalt thes
corresponds to the maximum number of plan instances in axt'age
set of intentions (not the number of stacks of plans allowet).i If
any agent requires more thad;,: intended means, a Promela as-
sertion will fail, interrupting the verification processn@similarly
for the other translation parameters).

Finally, channel is used for scheduling the execution of the var-
ious intentions an agent may have. As a round-robin like diclee
is assumed by default, using a channel for this is quite gtitai
forward. Indices of the_data array currently ini are used as a
{eference for the present intended means. When an intendadsn
Is enabled for execution, its index is sent to charindlhe integer
valueidz in the first message in that channel is used as an index
to access the intention data that is necessary for execitsimgxt
formula. This is done by calling an inline procedure acaogdio
the plan type stated indatajidz] (andidz is sent as a parameter
to that inline procedure).

Plan bodies given in AgentSpeak(L) are translated into lefam
inline procedures. Whenever these procedures are catlegponly
run the code that corresponds to the next formula to be esdcut
(by checking the formula counter in the intention data).eAfx-
ecuting the code for the current formula, the formula courge
incremented. Then the indexiirdata for this intended meansdxz
received as parameter) is inserted again in channganing that it
is ready to be scheduled again. However, this is not done wieen
corresponding formula was an achievement goal; this isaéxgdl
further below. When the last formula is executédly is no longer
sent toi, and the space indata for that plan instance is freed.

The translation of each type of formula that can appear iraa pl
body is relatively simple. Basic actions are simply appehidethe
a channel, with the added information of which agent is retjngs
it. The user-defined environment should take care of theutiat
of the action. Addition and deletion of beliefs is simplyristated
as adding or removing messages to/fromltehannel, and includ-
ing the appropriate events @ Test goals are simply an attempt
to match the associated predicate with any message froomehan
b. The results in the Promela variables representing unitiatad
variables in the test goal are then stored idata, so that these
values can be retrieved when necessary in processing sidrgeq
formulee. Achievement goals, however, work in a slightlyetiént
way from other types of formula.

When an achievement goal appears in the body of a plan in a run-
ning intention, all that happens is the generation of the@pmate
internal event. Suppose the indexiidata of the plan instance on
top of that intention ig;. The intention that generated the event

3This is needed for retrieving information on the desired amd
tended formulae of an agent.

“This is stored in an array of sizelv,,.



proctype Agentl

inline Agentl_Plan1(idx)

while (true) do

CheckMail();
BRF();

Get unification from i_data[idx]
switch(fc) // formula counter from i_data[idx]

Formula 1 Formula M,
fc = fe+1,; fc = fe+1,;
Send idx * Send idx *

Event Selection:

*k

Get first message frone
for j=1to N

inline Agentl_Plan2(idx)

check TE and Context of Plan j
if plan is applicablethen
FindFreeSpace(i_data, idx);
Initialise(i_data[idx]);
Send idx tai

Get unification from i_data[idx]
switch(fc) // formula counter from i_data[idx]

Formula 1 Formula M,
fc = fc+1; fc = fc+1;
Send idx * Send idx *

break;
end if;
end for;

*k

Intention Selection:
i i_data

inline Agentl_PlanN(idx)

E——
EE

Get unification from i_data[idx]
switch(fc) // formula counter from i_data[idx]

Formula 1 Formula My
fc = fc+1; fc = fc+1;
Send idx * Send idx *

*k

end while

* Except when the preceeding formula is an achievement goal.
** |f this intended means was generated by an internal event,

add the index for the intention which generated it to channel .

Figure 2: Abstract Promela Model for an AgentSpeak(F) Agent

is suspendedintil that event is selected in a reasoning cycle. In

creates one process for each agent defined in the transfatien

the Promela model, this means that we have to send a message toess. The next section discusses the way in which BDI priegert

channele, but the formula counter is not incremented, and index
71 is not sent td. This means that the plan instanceiinis not
enabled for scheduling. However, the generated event auiéhy

to mark the intention that generated it. When an intendednmea
is created for that event; will be annotated in_data as the index

of the intention that created it. All inline procedures gerted as
translation of plan bodies check, after the last formulaeiected

to run, whether there is an intention index associated wigrentry

in i_data they receive as parameter. If there is, that index should
now be sent ta, thus allowing the previously suspended intended
means to be scheduled again.

This completes a reasoning cycle (a cycle of interpretatibn
an AgentSpeak(L) program). Each of the four main parts in the
cycle (as seen in Figure 2), namely belief revision, chegkiner-
agent communication, event selection (and generating aimew
tended means for it), and intention selection (and exegutime
formula of it), are atomic steps in Promela. This means tihait;
ing model checking, Spin will consider all possible intexi@gs of
such atomic operations being executed by all agents in tHg-mu
agent system. This captures the different possible exatspeeds
of the agents.

The event selection and intention selection parts of therjme-
tation cycle always use the first messages in charmalgdi, re-
spectively. However, before those parts of the cycle, twimén
procedures are called. These procedures, naBe¢ect Event
andSel ect | nt ent i on have no effect by default, so chanreel
is used as a queue of events, amtovides a round-robin sched-
uler. Users can have control over event and intention deletty
including code in the definition of those procedures. Suatheco
would change the order of the messages @ri (in particular the
first ones) thus determining the event or intention that ingdo
be selected next.

The whole multi-agent system is started up in the Promalat
process. It runs the user-definEdvi r onnent process and then

are specified for model-checking an AgentSpeak(F) mukirag
system created in the way described so far.

4.2 Verifying BDI Properties

Ideally, we would like to be able to verify that systems impénted

in AgentSpeak(L) satisfy (or do not satisfy) propertiesregged in
BDI logic. In this section, we show how BDI logic propertiesnc
be mapped down into Spin-format Linear Temporal Logic (LTL)
formulae and associated predicates over the data strudtuthe
Promela system.

In [3], a way of interpreting the informational, motivatiainp and
deliberative modalities of BDI logics for AgentSpeak(L)ests
was given. This was used to prove which of the asymmetry the-
sis principles [15] are enforced by AgentSpeak(L). In thisrky
we use that same framework for interpreting the B-D-lI modali
ties in terms of data structures within the Promela modelrof a
AgentSpeak(F) agent in order to translate (temporal) BDppr-
ties into Promela never-claims. The particular logicabiaage that
is used for specifying such properties is given towards e @&
the section.

The definitions in [3] are based on the operational semanfics
AgentSpeak(L) [11]. The configurations of transition systgiv-
ing such operational semantics are defined as & pajrC'), where
an agentig = (bs, ps) is defined as a set of beliefis and a set of
plansps (see Section 3), an@ is the agent’s present circumstance
defined as a tuplél, E, A, R, Ap,, p,e), wherel, E, and A are
as given in the definition of an AgentSpeak(L) agent in Secfio
(the others are not relevant here).

We here give only the main definitions within [3]; the argumen
tation on the proposed interpretation is omitted. In patég dis-
cussion is given in that paper on the interpretation of ititgrs and
desires, as thkelief modality is clearly defined in AgentSpeak(L).
We say that an AgentSpeak(L) agert, regardless of its circum-
stanceC, believes a formula iff it is included in the agent’s belief



base; that is, for an ageay = (bs, ps):

BEL(ag,C)(‘P) = € bs.

Note that a closed world is assumed, so BELe (¢) is true if
pisincluded in the agent’s belief base, and BELqy (—¢) is true
otherwise, where is an atom (i.e.qt in Section 3).

Before giving the formal definition for thtention modality,
we first define an auxiliary functiongls : Z — P(®), whereZ
is the domain of all individual intentions andl is the domain of
all atomic formulae (as mentioned above). Recall that amtiae
is a stack of partially instantiated plans, so the definitdr? is
as follows. The empty intention (or true intention) is dextbby
T,andT € Z. If pis a plan andi € Z, then alsoi[p] € I.
The notationi[p] is used to denote the intention that has pilan
on top of another intention, and Cr denotes the® component
of C (and similarly for the other components). Thels function
below takes an intention and returns all achievement goalkd
triggering event part of the plans in it:

agls(T) = {}
. _ {at} U agls(i) ifp=+lat: ct<- h.
agls (i[p]) { agls (i) otherwise.
Formally, we say an AgentSpeak(L) ageft intendsy in cir-

cumstance” if, and only if, it hasy as an achievement goal that
currently appears in its set of intentiod%, or ¢ is an achieve-
ment goal that appears in the (suspended) intentions assdevith
events inCg. For an agentg and circumstancé€’, we have:

INTEND 4.y (¢) = ¢ € U agls(i) V p€ U agls().

ieCy (te,i)eCp

Note that we are only interested in atomic formutein trig-
gering events that have the form of additions of achievergeats,
and ignore all other types of triggering events. These agefdh
mulae that represent (symbolically) properties of the stafethe
world that the agent is trying to achieve (i.e., the intendedes).
However, taking such formulae from the agent’s set of intargi
does not suffice for defining intentions, as there casuspended
intentions. Suspended intentions are precisely thoseafiygar in
the set of events.

We are now in a position to define the interpretation ofdbeire
modality in AgentSpeak(L) agents. An agent in circumstafice
desires a formulg if, and only if, ¢ is an achievement goal ifi’'s
set of event®”; (associated with any intential), or ¢ is a current
intention of the agent; more formally:

DES(agyo)(cp) = (—I—!(p,i) ecCr V |NTEND<a9,o>((p).

Although this is not discussed in the original literature on
AgentSpeak(L), it was argued in [3] that tbesiremodality in an
AgentSpeak(L) agent is best represented by additions déaesh
ment goals presently in the set of events, as well as its prase
tentions.

The definitions above tell us precisely how the BDI modal-

here, we limit the underlying temporal logics to LTL rathéanh
CTL*, given that LTL formulae (excluding the “next” operat@d)
are automatically translated into Promela never-claimStyn. We
describe later on some other restrictions aimed at makiedoiic
directly translatable into Spin-format LTL formulee.

Let pe be any valid Promela boolean expressibhe any agent
label, z be a variable ranging over agent labels, amcinda be
atomic and action formulee defined in the AgentSpeak(F) synta
(see Section 3), except with no variables allowed. Then #te s
of well-formed formulae \{ff) of this logical language is defined
inductively as follows:

1. peis awff;

2. atis awff;

3. (Bell at), (Des! at), and(Int ! at) arewff;
4

. Vz. (M x at) and Jx.(M z at) are wff, where M €
{Bel, Des, Int} andz ranges over a finite set of agent labels;

. (Does a) is awff;

6. if p andy arewff, so are{—p), (P A ), (¢ V¥), (¢ = ¥),
(p < 9), always(Dyp), eventually(Cp), until (¢ U 3),
and “release”, the dual of untlp R 1);

7. nothing else is aff.

[&)]

In the syntax above, agent labels denoted,bgnd over which
variablez ranges, are the ones associated with each AgentSpeak(F)
program during the translation process. That is, the ladjigkn as
input to the translator form the finite set of agent labels ovieich
the quantifiers are defined. The only unusual operator inlamis
guage is(Does I a), which holds if the agent denoted Byhas
requested actioa and that is the next action to be executed by the
environment. An AgentSpeak(F) atomic formulais used to re-
fer to what is actually true of the environment. In practitaims,
it comes down to checking whether the predicate is in chapnel
where the percepts are stored by the (user-defined) enveonm
We do not give semantics (even informally) to the other ojpesa
above, as they have been extensively used in the multi-aysnt
tems literature, and formal semantics can be found in thereates
given above. Note, however, that the BDI modalities can taly
used with AgentSpeak(L) atomic propositions.

The concrete syntax used in the system for writing formulae of
the language above is that of Spin’s LTL. Before passing fhe L
formula on to Spin, we translaiel, Des, andint into expressions
that access the AgentSpeak(L) data structures modelleaindta
(according to the definitions in the previous section). Mibga
Does is implemented by checking the first message in chaanel
the one used by agents to send to the environment the actgn th
want to see executed (see Section 4.1). That first messamésin
the action that is going to be executed next by the enviromitzen
soon as it is scheduled by Spin).

5. A CASE STUDY

In this section, we describe a simplified auction scenara e
use to illustrate the sort of programs and specifications ¢ha

ities that are used in claims about the system can be mappedbe used in our framework. The simple environment (written in
onto the AgentSpeak(F) structures implemented as a PromelaPromela) announces 10 auctions and simply states whicht agen

model. We next present, in full, the logical language thatsed
to specify properties of the BDI multi-agent systems writia
AgentSpeak(F) that we can model-check following the apgroa
in this paper.

The logical language we use here is a simplified version of
LORA [17], which is based on modal logics of intentionality, dy-
namic logic, and CTL*. In the restricted version of the logged

is the winner in each one (the one with the highest bid). There
are three agents participating in these auctions, witretsmpli-
fied bidding strategies. During the process of automatiostea
tion from AgentSpeak(F) source files into a Promela codelfer t
multi-agent system, we associate labedgl, ag2, andag3 with

the three agents present in the system. The AgentSpeak{feso
code for these agents is given below.



Agentagl
+auction(N) : true
<- place_bid(N, 6).

Agentagl is a very simple agent which bids 6 whenever the
environment announces a new auction.
Agentag?2

nysel f (ag2).
bi d(ag2, 4).
al ly(ag3).
+auction(N) : nyself(l) & ally(A) & not(alliance(A 1))

<- ?bid(!l,B); place_bid(N,B).
+auction(N) : alliance(Al)

<- place_bid(N 0).
+al liance(A 1) : nyself(l) & ally(A)
<- ?bid(l,B);

.send(A tell,bid(l,B));

.send(A tell,alliance(Al)).

Agentag?2 bids 4, unless it has agreed on an alliance a3,
in which case it bids 0. Wheag?2 receives a message froag3
proposing an alliance, a belief | i ance(ag3,ag2) is added to
ag2’s belief base (the default trust function is used). That is a
triggering event to the last plan, which inforrag3 of how much
ag2 was bidding, and confirms thag2 agrees to form an alliance
with ag3.

Agentag3
nysel f (ag3). 9 9
bi d(ag3, 3).
ally(ag2).
threshol d(3).

+auction(N) : threshold(T) & .gte(T,N
<- !bid_normal ly(N).
+auction(N) : nyself(l)
& ally(A)

<- !bid_normally(N).

& winner (1)
& not (alliance(l, A))

+auction(N) : nyself(l)
& ally(A)

<- lalliance(l,A);
!'bi d_normal l y(N).

+auction(N) :

& not (wi nner (1))
& not (alliance(l,A))

al liance(l, A)

<- ?bid(l,B); ?bid(A O;
.plus(B,C,D); place_bid(N, D).
+'bid_normal ly(N) : true
<- ?bid(l,B); place_bid(N,B).

+lalliance(l,A) : not(alliance(l,A))
<- .send(Atell,alliance(l,A)).

Agentag3 tries to win the firsfl auctions, wherd is a threshold
stored in its belief base. If it is does not win any auctionsaifhat
point, it will try to achieve an alliance withg2 (by sending the
appropriate message to it). Whag2 confirms that it agrees to
form an alliance, thelag3 starts bidding, on behalf of them both,
with the sum of their usual bids.

The following specifications were translated into Promeleen-
claims and used to verify certain (liveness) propertieheftystem.

O( -—(Belag3 wi nner (ag3))A
(Desag3al |l i ance(ag3,ag2)) =
O(Intag3 al i ance(ag3,ag2)) )

The specification above says that whene@8 does not believe

it has won the auction and desires to form an alliance wil2,
then eventuallyag3 will also intend to do so. This guarantees that
AgentSpeak(L) will always find an applicable plan for handlthe
event+! al | i ance(ag3, ag2) . The next specification assures
that eventually both agents will have agreed on an alliance.

O( (Belag2al i ance(ag3,ag2))A
(Belag3 al I i ance(ag3,ag2)) )

Further, we ensure that if they do agree on an alliance, them-e
tually ag3 will win all auctions on behalf of the alliance (it is true
of the environment thaig3 is the winner).

O( (Belag2alliance(ag3,ag2))A
(Belag3 al i ance(ag3,ag2)) =
SOwi nner (ag3)

With these specifications, we detected an error in the
AgentSpeak(F) code fag3 as given above. The plan with trig-
gering eventt! al | i ance( |, A) is only applicable if an alliance
has not yet been established. The context of the plan thatagis
that event guarantees that an alliance was not establistiegltime
the event is generated. However, a run of the system is pessib
which the message fromg2 confirming the alliance arrives after
the generation of the event, but before the event is sel¢icted at-
tempt to find an applicable plan). Because in the currenstation
into Promela we cannot handle plan failure, this means alg&
will not make a bid. Given that the environment was programme
S0 as not to proceed before all bids have been placed, thel mode
checker finds an infinite cycle which does not satisfy the ifigae
tions. The easiest way to solve this problem, is by simplya&pg
not (al l i ance(l, A)) with t rue in the context of the plan
for +!'al I'i ance(1, A) . More than one message proposing an
alliance may be sent g2, but the extra ones will be ignored by
it, as it already believeal | i ance(ag3, ag2) (hence no fur-
ther event is generated by belief revision). Once this meatifdn
is made, the formulae above can be verified.

6. RELATED WORK

Since Rao’s original proposal [13], a number of authors have
vestigated a range of different aspects of AgentSpeak(L]5],

a complete abstract interpreter for AgentSpeak(L) was &blym
specified using the Z specification language. Some extens$mon
AgentSpeak(L) were proposed in [2], and an interpreter far t
extended language was introduced. The extensions aim at pro
viding a more practical programming language; the exterided
guage also allows the specification of relations betweenspéend
guantitative criteria for their execution. The interpretieen uses
decision-theoretic task scheduling for automaticallyding the
choices made by an agent’s intention selection function.

In [11], an operational semantics for AgentSpeak(L) wagigiv
following Plotkin's structural approach; this is a more ftiar
notation than Z for giving semantics to programming langsag
Later, that operational semantics was used in the spedaificat
of a framework for carrying out proofs of BDI properties of
AgentSpeak(L) [3]. The particular combination of asymmaeihre-
sis principles [15] satisfied by any AgentSpeak(L) agentstasvn
in that paper. This is relevant in assuring the rationalftagents
programmed in AgentSpeak(L).

Model checking technigues have only recently begun to find a
significant audience in the multi-agent systems commuriRgo
and Georgeff developed basic algorithms for model-cherBbI
logics [14], but the authors proposed no method for geragati
BDI models from programs. In [1], a general approach for ntode
checking multi-agent systems was proposed, based on thetbra
ing temporal logic CTL together with modalities for BDI-&kat-
titudes. However, once again no method was given for generat
ing models from actual systems, and so the techniques dinaa t
could not easily be applied to verifying real multi-agenstgyns.

In [8], techniques were given for model-checking temporzike
temic properties of multi-agent systems; the target ofwaak was
the Spin model checker. However, that work did not consider a
agent’s motivational attitudes, such as desires and iotent



Perhaps the closest work to ours is that in [18] on the MABLE

multi-agent programming language and model-checking éram
work. MABLE is a regular imperative language (an impoveeidh
version of C), extended with some features from Shoham’'stage

oriented programming framework. Thus, agents in MABLE have

data structures corresponding to beliefs, desires, ardtions, and
can communicate using KQML-like performatives. MABLE is au
tomatically translated into Promela, much like AgentSgEakn
this work. Claims about the system are also written IB@R.A-
like language, which is also translated into Spin’s LTL feamork
for model checking. The key difference is that MABLE is an im-
perative language, rather than a logic programming languag
spired by PRS-like reactive planning systems, which is #eeof
AgentSpeak(F).

7.

CONCLUSIONS

We have introduced a framework for the verification of agewot p
grams written in an expressive logic programming languagerest
BDI specifications. We do so by transforming AgentSpeak(feec
into Promela, and transforming BDI specifications into Sfoirmat
LTL formulae, then using Spin to model check the resultindeys
AgentSpeak(L) is a practical BDI programming language veith
well-defined theoretical foundation, and we here contghotthe
missing aspect of practical AgentSpeak(L) verification.

The state of the art in model checking still requires the use o

abstract versions of systems rather than direct implerntienta As
expected, during verification, our AgentSpeak(F) modelonkela

is rather demanding on the Spin system in terms of memory and

processing time. Future work should attempt at improviregefii-
ciency of the AgentSpeak(F) model and devising suitablérats
toin techniques, so as to address scalability. Also, it tdna inter-
esting to add extra features to AgentSpeak(F) (e.g., hamglian
failure, allowing first order terms, allowing variables tmetspecifi-
cations), as far as the complexity of model checking wouldlal

We also plan as future work to verify more ambitious applica-

tions, such as autonomous spacecraft control (on the lihf)o
Further, we are presently working on translating Agent&fiea

into Java rather than Promela, so that we can use JPF2 [16]

rather then Spin for model checking. It would be interestiog

compare the performances of Spin and JPF2 in model checking

AgentSpeak(F) multi-agent systems.
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