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ABSTRACT

This paper defines arepresentation for expressing complex behaviors,
called multiple interacting programs (MIPs), and describes an evolutionary
method for evolving solutions to difficult problems expressed as MI1Ps
structures. The MIPs representation is a generalization of neural network
architectures that can model any type of dynamic system. The evolutionary
training method described is based on an evolutionary program originally
used to evolve the architecture and weights of recurrent neural networks.
Example experiments demonstrate the training method’ s ability to evolve
appropriate MIPs solutions for difficult problems. An analysis of the
evolved solutions shows their dynamics to be interesting and non-trivial.

1.0 Introduction

Artificial neural networks are used extensively for learning and representing complex behaviors.
The typical neural network is composed of a set of simple computational units that interact in a
specific manner to produce aglobal behavior. The chief appeal of this representation isthat it can
be trained to perform many tasks that would be too difficult or time consuming to program by
hand.

The popularity of neural networks increased rapidly with the introduction of a particular super-
vised learning technique: back propagation of error or backprop for short [1][2]. Backprop
implements a gradient descent search on the representation of a neural network to minimize the
error between a network’ s computed outputs and the desired outputs [1]. Figure 1 shows an exam-

ple of afeedforward neural network and the form of computation performed at each of its units.
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As shown in the figure, each non-input unit applies the same activation function to its summed
input to determine its output value. The activation function selected determines representational

properties of the network [2].

In order to implement a gradient search, conditions must be placed on the activation function to
ensure that a gradient is defined for the search space. In particular, for backprop to be applicable,
the activation function must be non-linear, non-decreasing, and differentiable everywhere ([ 1] p.
324). Similar limitations are required for all conventional neural network training methods that

use local search space information to determine updates for weights in the architecture.

Given the general applicability of neural networks and backprop’s ease of implementation, the
computational constraints placed on individual units viathe activation function have become
assumed into the standard network definition. These constraints translate into modeling limita-
tions for the architecture. Exactly what limitations are imposed by the constraints of gradient
method are not well understood. While it has been shown that feedforward neural networks are
capable of representing any computable function given a sufficient number of hidden units[3], in
cases where the activation function does not correspond to the desired behavior, a neural network
will require an inordinate number of units to model the behavior and will not generalize appropri-
ately for the task. It would be preferable to fit the form of each unit’s computation to the role it
performs in desired behavior. Such an architecture would be more concise and would generalize

more consistently with the task at hand.

Evolutionary computations have been extensively applied to the training of neural networks ([3] -
[11] and many others). [10] describes GNARL, an evolutionary program ([12][13]) that evolves
both the architecture and weights of recurrent neural networks. In [10] it is argued that since
GNARL does not rely on gradient information, the computational constraints typically placed on
individual units through the activation function can be removed, although no demonstration of

thisis provided. One of the objectives of the present paper is to demonstrate aform of that claim.

This article introduces a representation for modeling complex behaviors and an evolutionary

training algorithm for constructing instances of this representation that implement desired com-
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plex behaviors. Multiple Interacting Programs (M1Ps) represent behaviors using a set of indepen-
dent “programs” that interact to realize a global behavior. Each program in a given set is unique
and stored in the form of a parse tree (see Figure 2), a structure extensively evolved in genetic
programs ([ 14][15]).

The following article is structured as follows. The following section describes the M1Ps represen-
tation and the evolutionary program used to train it. Section 3 describes several experiments that
demonstrate the training methods ability to create appropriate behaviors using this representation.
Section 4 discusses the results shown in Section 3 while Section 5 gives some conclusions and

suggests future work.

2.0 MultipleInteracting Programs

Multiple Interacting Programs (M 1Ps) combine the flexibility of a genetic program with the orga-
nization of aneural network. In short, aMIPsindividua is virtually equivalent to a neural net-
work where the computation performed at each unit is replaced with an independent evolved
equation (c.f. Figure 1). Each unit’s equation is represented as a parse tree (see Figure 2) that is
evaluated to determine the output of the unit. Consequently, the activation function for each unit

isuniquely evolved to suit the role of the unit in producing the desired behavior.

While some researchers have investigated combinations of neural networks with genetic pro-
gramming ([16] - [18]), and still others have investigated individuals containing multiple parse
trees ([19] - [21]), MIPs combines these two ideas into a distinct representation that more closely
follows the spirit and organization of neural network architectures. Accordingly, in this paper, an

individual’s evolved set of parsetreesis referred to as a MIPs net.

2.1 Formal Definition of M| Ps

Formally, aMIPs net, M, isdefined by a4-tuple M = (S, a, q, k) where the symbols denote the

following sets:

Multiple Interacting Programs June 22, 1999 3



S isthe set of functions associated with the problem. This corresponds to the function set in
genetic programming (Koza 1992) and may include “ protected” versions of functions such as

“%" which isdivision that returns 0.0 if the denominator is equal to 0.0.

* a isthe set of input parameters given by the problem. This corresponds to the set of input
nodes for aneural network and the terminal set in genetic programming. It may include special
terminalslike A , called the random numeric terminal, which when selected returns aran-

domly generated real value drawn uniformly from a user-defined range.

» q isthe set of output units associated with the problem. Thisis equivalent to the set of output
nodesin aneura network. Note that there can be several output unitsin aMIPs net. Thisisdis-

tinct from the single output typically returned from a genetic program.

» Kk isthe set of intermediate units to be used in constructing solutions for the problem. These

units are equivalent to the set of hidden nodes in a neural network.

In aMIPs net, distinct parse trees are associated with each intermediate and output unit defined
for the individual, with the number of parse treesin an individual given by |q E k|. Each parse
tree, called the unit’ s update expression, stipulates the value that unit takes on when next evalu-

ated. Update expressions are expressed intermsof S, a, q,and k..

2.2 Evaluation of M1Ps Nets

Execution of a MIPs net proceeds as follows. Without loss of generality, assume a MIPs net M

with output units identified asT% T, where |g| = n+ 1. Also assume the intermediate unitsin
M areidentified asT, , ;% T, and k| = m-n. An execution of M evaluates each update expres-

sion in turn, starting with the update expression for T, and ending with T,. The value returned

from the update expression defines the output value for the unit.

Exactly when aunit’ s value is replaced depends on the type of evaluation performed. When using
asynchronous updates, aunit’s value is updated immediately after evaluation of its update expres-

sion. Thisisapopular form of evaluation used with neural network architectures. Synchronous
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updates replace each unit’s values simultaneously after evaluation of all update expressions.
Updated unit values are then available on the following evaluation of the MIPs net. This update
scheme is more amenable to modeling dynamical systems expressed as difference or differential

eguations. To date, neither of these update methods appears to be preferable to the other.

Architecturally, there are two broad classes of MIPs nets that can be defined in a manner similar
to neural networks. Define a feed-forward MIPs net such that the following holds:

C(T;) = SEaE{T,,,%T.} (EQ 1)

where C(T,) is the language used to construct the update expression associated with unit T;.

Equation 1 limits agiven unit’s parse tree to reference only units with a higher ordinal number.
Given the order of execution, this excludes units that have not been evaluated, which prevents any
circular references and holds true to the name “feed-forward.” This definition is consistent with
that of feed-forward neural networks.

Define arecurrent MIPs net such that a unit’s update expression can refer to any unit in the indi-

vidual. Formally:
CG(T;) = SEaEqEKk (EQ2)

which permits a unit to reference the value of both units evaluated before and after the itself thus
allowing circular references. Such organizations are necessary when state information is required
to accurately model a complex behavior. Again, this definition is consistent with the definition of
arecurrent neural network. In the experiments below, only recurrent MIPs nets are investigated

since they are computationally more interesting.

A MIPs net is most clearly displayed as a system of equations rather than a set of parse trees. For
instance, an instance of arecurrent MIPs net of theform S = {+,/,-,*}, a = {In, A},

q={Ty,andk = {T,, T,} would be:
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T, = T,+0.3745In(T,+ T,)
In
T, = —0___(7,-0.11345
I Y TR ) (FQ3)
To = (In+T)T,

where A is the random numeric terminal described above. Equation 3 shows the update expres-
sions for each of the intermediate and output units in the MIPs net. As aready described, this
MIPs net is evaluated starting with T,, and ending with T, which is the designated output unit.

The reference in the update expression for T, to the current values of T, and T, denote recurrent

links. Equation 3 also demonstrates aform of self-reference in the update expression for T, .

When recurrent links are permitted, each unit must be initialized to a user-defined value prior to
thefirst evaluation.

Often when evaluating a system of equations, several iterations are performed prior to examining
the output values. Thisimplicit iteration permits arefinement of the output values before they are
applied and permits the expression of more complex behaviors with a smaller number of equa-
tions. Multiple iterations increase the length of the recurrent paths that contribute to the output

values to the number of iterations performed rather than just a single update.

2.3 Training MIPs Nets

A MIPs net istrained using an evolutionary program [ 12][13] adapted from a previous evolution-
ary program, called GNARL, that evolved recurrent neural networks [10]. The purpose of
GNARL was to investigate the evolution of both the architecture and weights of conventional
recurrent neural networks. The difference between GNARL and the training method described
here is that rather than manipulating weights, nodes, and links between nodes, the current muta-

tion operations manipulate a set of parse trees forming a system of equations.

There are currently ten mutations used in the MIPs training algorithm. They can be grouped by
what size structure they manipulate in an individual. At the finest grain are the mutations that

modify individual elementsin asingle expression of an individual:
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* insert element - select an element from one expression in the MIPs net and insert a new lan-
guage element that is not aterminal above it making the current element its child. Select termi-

nals for any additional required parameters.

» delete element - Select alanguage element that is not aterminal and remove it from the expres-
sion promoting its child to its position. If the element has more than one parameter then select

one parameter to promote at random and delete the rest.

» cycleelement - select an element and change it to another element with the identical number of

arguments.

At amore intermediate level are mutations for entire subtrees of an expression:

» swap subtrees - select a subtree in an expression and exchange its position with one of its sib-
lings.

* replace subtree - select a subtree in an expression and replace it by a randomly generated sub-

tree.

» delete subtree - select a subtreein an expression and replace it with aterminal.

And finally, at the coarsest level are the mutations that operate at the tree level:

» swap trees - select two equations in the MIPs net and swap their order of evaluation. Repair

any reference in the other update expression to refer to the same expressions as before.

» add tree- insert anew intermediate unit into the individual at a randomly selected position and
generate a random parse tree for its update expression. Repair any references in the other

update expressions so they refer to the same units as before the addition.

* deletetree- select an intermediate unit in the individual and removeit and its associated update
expression. Replace al references to the deleted unit in the individual with arandomly selected
terminal or unit reference. Repair all other unit references so they refer to the same units as
before the deletion.

* numeric terminal mutation - Apply Gaussian noise with a user-defined variance to all numeric

terminals within a selected tree. In the experiments below, the variance was set to 0.001
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A number of the above mutation operations have been previously employed as complements to
subtree crossover in certain genetic programs ([22] - [24]). Note that the add tree and delete tree
mutation are responsible for increasing and decreasing the number of intermediate unitsin the
MIPs net.

When creating an offspring from a parent, the number of mutations applied using a Poisson ran-
dom variable with a user-defined mean, set to 4 for the experiments below. Given avalue of k, a
copy of the parent is made and k mutation operations are selected with replacement from the

above set and applied in turn. The relative probability of selection for each mutation can be indi-
vidually defined, however, in the studies below each mutation was equally likely except for add

tree and delete tree which were set to zero.

Similar to genetic programming, a user-defined limit is placed on the number of language ele-
ments alowed in an individual. In MIPs, amaximum number of elementsis defined for the entire
system of equations only; the MIPs net is free to distribute its language elements among the
expressions as needed. If a created child violates the maximum element limit then the child isdis-
carded and the reproduction is nullified. A minimum number of language elements per update

expression is aso enforced to encourage that each unit to perform some computation.

Parents are selected using probabilistic selection ([13]). For each individual, k other population
members are selected uniformly and a point is awarded to the individual for each of the k with
worse fitness. For the experiments described below the number of comparisons was set to five.
The population is then sorted using this derived score and the top n% are reserved as parents for
the next generation. During reproduction, each parent creates a single offspring in turn, starting

with the first parent, and iterating through all parents until once again filling the population.

2.4 Comparison to Automatically Defined Functions and Indexed Memory

[25] describes avariant to genetic programming, called automatically defined functions (ADFs),
that on the surface may appear to be similar to MIPs nets. An ADF is afunction, also represented
asaparsetree, that is co-evolved with the main body of a genetic program. The main program can

refer to the ADF multiple times within its computation. ADFs can be chained such that the main
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body can call ADF1 which can call ADF2 and so on, with the hierarchical calling structure strictly
enforced. When a call to an ADF is encountered during evaluation of a program, the ADF is exe-
cuted much as afunction call in astandard procedural language. The ADF s result is returned to
the calling program as the value of the ADF sreference. Note that each time agiven ADF is

called its associated expression is evaluated anew.

The dissimilarities between ADFs and MIPs nets are significant. The chief distinction liesin the
differences between the execution of a parse tree with ADFs and the execution of aMIPs net. As
mentioned above, each time areference to an ADF is encountered during evaluation, the ADF is
reevaluated, potentialy returning adistinct value each timeit is called. In each update expression
of aMIPs net, every reference to another unit’s value returns the same value. Each update expres-
sion is evaluated only once per evaluation of a MIPs net. As stated above, a MIPs net is modeled
after the evaluation of adynamical system, in particular aneural network, while ADFsimplement

more of amodular programming approach.

MIPs nets are actually more similar to indexed memory, a genetic programming add-on that pro-
vides modifiable memory to an evolved program [26]. When using indexed memory, a bank of
memory cellsis associated with each individual and referenced using specially provided functions
that read from and write to individual cells. Each memory reference must be explicitly con-
structed in the evolved program allowing evolution to develop memory organizations that assist
in solving the task. The unitsin aMIPs net can also be viewed as a set of memory cells which are
accessed through explicit references, athough the similarity between MIPs nets and indexed

memory ends there [28].

3.0 Experiments

In the following section, three experiments that construct M1Ps nets to solve non-trivial problems
are described. The first investigates the sunspot prediction problem and demonstrate that M1Ps
may find solutions to some problems more quickly than other methods for inducing behaviors.
The second experiment demonstrates M1Ps on a classic problem, the artificial ant, and shows that

MIPs can find interesting novel solutions to established problems. The final experiment shows
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MIPs solving anew difficult problem that involves the construction of atask specific memory.
All of the following experiments assume a fixed number of intermediate units. For experiments

involving avariable number of intermediate unitsin a MIPs net see [29].

3.1 Sunspot Time Series M odeling

Since the year 1700, the average number of sunspots observed each month has been recorded.

This datais available on-line.! Fi gure 3 shows a plot of the average number of sunspots per year
for the time period from 1700 to 1993. This datais anaturally occurring chaotic time serieswhich
makes it more appealing for experimentation than artificial chaotic time series, such asthe

Mackey-Glass equation, since the underlying generating model is unknown.

The objective of this experiment is to predict the number of sunspots that will be observed in the
following year given aminimal number of data points from previous years. This problem was
investigated previously using a genetic program ([22][23]). [23] gives results for this problem
using a genetic program with some evolutionary programming modifications. In that study the
population size was 250, the maximal size of the evolved trees was 50 nodes, the number of gen-

erations was 1000 and atotal of 30 trials were performed.

Following [ 23], the MIPs net was defined as follows:

S ={+-%*, %,sdn, cos}
a = {d;, d,d, dg, A}
g = {Out}

k ={T, T,}

(EQ4)

where d1 is the number of sunspots observed in the year before the predicted year, d2 is the num-
ber of sunspots observed two years before the predicted year and so on. It should be noted that the
data was not separated into training and test sets making this atime series modeling task rather
than atime series prediction task. Given that the objective isto minimize the prediction error of

the evolved function, the fithess function is the sum of the squared prediction error for each data

1. The World Wide Web address is http://www.ngdc.noaa.gov/stp/ SOLAR/SSN/ssn.html.
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point (years 1708 to 1993). The actual fitness function negates the error to make this a maximiza-

tion problem.

This problem was solved with MIPs using the same parameters as in [23]. The maximum number
of nodesin an individual was set to be 50. The networks were updated synchronously and recur-
rent connections were allowed. Once the values for d1, d2, d4 and d8 were set, a MIPs net was

executed three times before the value of the output unit was read. Thus, recurrent paths of length
three or less could contribute to the computation if present in the network. The initial values of all

units were set to 0.0 for each new set of input values.

In order to compare MIPs to the method investigated in [ 23], 30 trials were run. Figure 4 shows a
comparison of the mean best-of-generation fitness per generation averaged over the 30 runs for
both methods. Early in the run the genetic program appears to progress more quickly, however,
the MIPs runs eventually equal and surpass the genetic program’ s performance. A t-test per-
formed on the fitness of the best individuals found in each of the trials showed a significant statis-

tical difference between the respective means (p<<0.01) in favor of MIPs.

The following network was evolved in one of the MIPs runs and achieved a fitness of -53362 for

the training set:

d
= cosE40- d, ~ 0.180054

—
N
|

eout?
T, = cos((—0.922186 — sin(Out—d,)) "~ d,)
(—0.363858) =29
el 00 © _g.0
gef 2T e dg st (—0.692829) —dlg
Out =
s i
e e (d2 + cos(sin(cos(0.56601))) ° d8)m

where a” b denotes multiplication for clarity of presentation. The equations are shown without
simplification in order to accurately portray the style of the solution found. Note that of the two

intermediate units in this network only one is used in the computation of the output unit. Conse-
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quently, T, can be removed from the network entirely. The equation for T, refers to the result of

Out and consequently implements a recurrent link.

3.2 Artificial Ant Problem

The goal of the artificial ant problem isto create acontroller for amechanical ant such that the ant
eats all of the food available in the environment within a predetermined time limit. The environ-
ment used in this experiment is the 32x32 toroidal grid shown in Figure 5 with the dark gray
squares denoting positions that contain food and light gray squares denoting positions along the
shortest path through the environment. The ant has a single sensor in front that can detect when
food is ahead. The controller must execute one of four actions on each time step: move forward,

turn left, turn right or noop. Each of the four actions requires a single time step to accomplish.

[27] first investigated a version of this problem, using aslightly different trail of food than shown
in Figure 7, when comparing the evolvability of recurrent neural networksto finite state machines
both encoded as bit strings. The neural networks evolved in [27] used two inputs, five hidden
units and four output units. The two input units were designated as “Food” and “ No Food” mean-
ing that when food was in front of the ant the “Food” unit would be set to 1.0 and the “ No Food”
unit would be set to 0.0. The four outputs of the network denoted the four possible commands for
the controller. The input nodes were connected to all other nodes except the input nodes while all

other nodes were connected to all al but the input nodes.

[10] also investigated this problem using the same unit assignments asin [27] but allowed the

number of hidden units and the interconnectivity to be evolved. The resulting network had a com-
plex interconnectivity between nine hidden units and the four output units and incorporated inter-
esting dynamicsto solve the problem. [15] investigated a version of this problem using the path of

Figure 7 and a high-level procedural language for representing solutions.

For the present experiment, the task language was chosen to be similar to the computations found

in the neural networks investigated in [27] and [10] in order to demonstrate M1Ps solving a prob-
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lem involving multiple outputs. The form of the MIPs nets evolved for this problem were as fol-

lows:

S ={+-%* %}

i = {Food, NoFood, A}

g = { Move, Left, Right, Noop}
k = £

(EQ6)

where Food and NoFood are the input parameters to the network following [23]. Note that only
output nodes are included in the MIPs net and no intermediate nodes. This forces a solution to
reuse the state of the various output units must also encode any state information required to

traverse the path of food within the time limit.

Asin[27], the command executed at atime step is the one associated with the unit having the
largest value. A total of 400 time steps were allowed per individual with the fitness calculated as
the amount of food eaten within the time limit. The initial values of the units were initialized to
1.0 before the first input and then not reinitialized for the length of an ant’s run. This allowed the
state information encoded in the output units to contribute to subsequent computations. Each eval-
uation used a single execution cycle and synchronous updates. Other parameters were as follows.
The population size was 1000 individuals with 100 parents saved each generation and used to cre-
ate nine additional offspring for the next generation. The maximum number of nodes allowed in
an individual was set to 100.

In one run, the following network scored the maximum of 89 in generation 92:

Noop = Left” NoFood + Left
Right = I_.eft _ —1.434651
@B'ghtd NoFood
€Right?
0.852099 =27
Left = NoFood
M _ Left - —0.696450(Right — Move)
ove =
—0.198859 + (Left — —-0.200719) Move
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where a” b denotes multiplication for clarity of presentation. Again the equations have not been

simplified. Note that only the NoFood parameter is used in the solution.

To analyze the dynamics of this solution, the activations of the four output nodes were plotted for
an environment that contained all food and a second environment that contained no food. Figure 6
shows the activations of the four output units over 50 time steps when food is always present.
Note that the units quickly settle down to constant values such that the Move node is always
selected. Given that food is always present, continuously moving forward is alogical strategy.
The dynamics of this network are more interesting for the case when no food is ever present in the
environment and the controller must search the space. In this case, the Noop, Left and Right nodes
again take on constant values, with Right being greatest, while the Move unit displays a complex
self-similar variation through time, as shown in Figure 7. When the activation of the Move unit
falls below 2.286750, the Right unit’s activation is largest and aright turn is executed by the ant.
The graph shows that when searching for food, the limit behavior of this controller twice executes
aMove followed by four consecutive Rights and then aMove followed by six consecutive Rights.

This self-similar patter is evident through 2000 iterations of this controller.

3.3 5-Bit Reverser

The 5-Bit Reverser problem was designed to test the ability of MIPs to create a task-specific
memory. Here, the problem is to memorize then reconstruct a 5-digit binary string in reverse
order. Consequently, a MIPs net must store the values of al five binary digits one at atime and
then reproduce them one at atime in reverse order on its output unit. To do this, it must consecu-
tively encode the sequence into a set of unit activations and then decode those activations into the

reversed sequence.

After the presentation of the last digit, null symbols are placed on the input unit to signal that the
reverse string should be returned. Thus the sequence of inputs (1, O, 0, 1, O, null, null, null, null,

null) should produce the sequence (*, *, *, *, *, 0, 1, 0, 0, 1) where“*” isa“don’t care” symbol.
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The single real-valued input parameter takes on avalue of 1.0 when the next bit in the stringisa
“1", avaueof -1.0if the next bitisa“0” and avalue of 0.0 when the null symbol isinput. Posi-
tive activation for the output unit is interpreted as a bit value of “1” while negative values are

interpreted as a bit value of “0”.

The definition of the MIPs nets evolved for this problem were as follows:

S = {+,-,*, %, sin, cos, iflte}

a ={LA} (EQ8)
g = {Out}
k ={T,, T, T3}

where iflte is the conditional function “If-Less-Than-Or-Equal” afour argument function that
returns the third argument if the first is less than or equal to the second and returns the fourth

argument otherwise. This function is commonly used in genetic programming ([ 15]).

A network was allowed no more than 100 language elements distributed over the four units. A
population of 2000 individuals was evolved with 200 parents saved and used to create nine addi-
tional offspring in the next generation. A network was evaluated once and the units were updated
synchronously. Fitness was set to be the number of bits correctly returned when tested over all 32
bit strings of length five. Synchronous updates were used and a MIPs net was evaluated as
described above.

The following network achieved a maximum of 160 points at generation 275:

B o g RpELO_ (00

T, = ifte(Out, ~0.089242, 1, sin(1)) " 0.720887 + Out—sin, * BnELE—18
T,=T,"T, (FQ9
T, = sin(sin(cos(0.457164)))

Out = Tl, T3

First note that the T, and T, units have a constant activation and that T, is not referenced by any

other unit in the network. Consequently, unit T, can be removed the without altering the computa-
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tion. Since T, isaconstant always equal to 0.70445193, the state of the network can be described
completely by the activations of units Tz and Out. Consequently, the activations of these two

nodes after the fifth bit is processed, serves as an encoding of that binary sequence that this MIPs

net can decode into the reverse sequence.

Figures 8 and 9 show comparisons of the encoding and decoding for two similar five bit
sequences using the MIPs net in Equation 9. Figure 8 shows the encoding and decoding of the
binary strings 00000 and 10000 which differ in their first bit as presented. Interestingly, as Figure

8 shows, the Out and T, units take on very similar values just prior to decoding both strings, how-

ever, the slight difference between the encodings is enough so that their final output values are on
opposite sides of the Out = 0.0 axis. In Figure 9, the encoding and decoding of the sequences
00000 and 00001 are compared. Here the two sequences are identical for the first four bits and
then differ in their final bit. Given only adifference in their final bits, their respective encodings
end up in very different positions in the space. Subsequent decoding shows very different paths

traversed by the network when reconstructing the reversed strings.

Figure 10a shows the encoded positions for all 32 five bit binary sequences. The clustering of the
encoded positions is based on the content of the binary sequences using the first bit presented as
the lease significant bit. Figure 10b shows the space filling curve formed when the encoded points
are connected in numerical order, assuming the first bit is the least significant. This elegant solu-
tion employs an efficient recursive packing of the encoded strings into the two dimensional space
and suggests that similar MIPs networks, using the same functions and terminals, could represent

longer binary strings and decode them accurately.

4.0 Discussion

The experiments above demonstrate several important points. First, the results prove that MIPs
nets are evolvable and can be trained to represent complex behaviors. Next, the evolutionary pro-
gram proposed is able to manipulate populations of MIPs nets to induce specific complex behav-
iors. In addition, the experiments validate the claim made in [10] that the computational

constraints a gradient descent training algorithms places on a neural network can be removed
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when an evolutionary computation is used for training. This fact permits the generalization of
neural network architectures into systems of arbitrary interacting equations and frees the training

method to construct task appropriate computations for each node in the network.

The sunspot experiment shows that in some cases evolving a MIPs net will produce statistically
significantly better results than evolving a single genetic program under similar conditions. While
the experiment does not show that MIPs will be superior in all cases when compared to genetic
programming, it does clearly indicate that evolving multiple interacting programs does not neces-
sarily take longer nor produce worse results as when evolving asingle parse tree. Thisresult is
reminiscent of similar results obtained in [25] showing genetic programs using ADFs perform
better and require less computation that when evolving non-ADF parse trees. Future work should
compare ADFs and MIPs on various problems to determine which of their respective representa-

tional distinctions help or impede evolution and under what circumstances.

The artificial ant experiment demonstrates that MI1Ps can evolve neural network-like structures
under significant restrictions and can also evolve solutions with multiple output units. In this
experiment, MIPs solved awell known problem previously solved with recurrent neural networks
but used no intermediate units in its solution. Instead, the M1Ps net was forced to use the state of
the output units to encode its problem solving state. In general, MIPs nets should be able to repre-
sent complex behaviors for problems more efficiently than standard neural networks since the
individual computationsin a MIPs net and the language used to express these computations can

be more task specific than a single common activation function.

In the 5-bit reverser problem, MIPs solved a difficult temporal problem that required the develop-
ment of atask-specific memory. The resulting network used only three of the provided four units
to solve the task with one of the three units evaluating to a constant. The two active units first
encoded afive digit bit string into their real-valued outputs and decoded the sequence in reverse
order when signaled to do so. Note that the first binary digit given to the MIPs net was not
decoded for ten cycles. The elegant self-similar dynamics of the evolved MIPs net shows the
described technique’ s ability to harness interesting task appropriate dynamics within a MIPs net.
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The MIPs representation is general enough to model awide variety of dynamic systems. The
experiments described in this paper employed synchronous updates which is equivalent to inter-
preting the MIPs net as a set of difference equations that model a discrete time dynamic system.
This may be the genesis of the self-similar characteristics of the solutions evolved for both the ant
and 5-bit reverser problems. MIPs nets can also represent a system of differential equations sim-
ply by modifying the synchronous update algorithm to use an appropriate method of integration.
This ateration would allow continuous time dynamic systems to be evolved. The question of if
continuous time dynamic systems are evolvable using the techniques described here is also a sub-

ject for future work.

The MIPs methodology also holds promise for evolving collections of programs that are required
to operate or interact in distributed or coarse-grained parallel computing environments. Since the
model of interaction is based only on result reference, the specific model of communication
between computing elements is flexible. Further, by restricting the accessibility of unit referenc-
ing, a MIPs network can be designed with a particular connectivity. For instance, an interconnec-
tion network can be enforced in the referencing scheme of the M1Ps net by alowing unitsto refer
to the values of other units that would be adjacent. For a hypercube architecture, this would
involve assigning gray codes to each unit in the MIPs net and permitting reference to only those
units whose gray code differs by at most a single bit. Other parallel and distributed interconnec-
tion methods are equally easy to enforce.

5.0 Conclusions

This report demonstrates that the proposed evolutionary training algorithm is able to induce sys-
tems of equations that solve non-trivial problems and, consequently, that a MIPs net isaviable
representation for the evolutionary induction of complex behaviors. The differences between
MIPs nets and neural networks emphasize the limitations of neural network architectures with
more conventional training methods while their similarities highlight systems of equations as a

general representation for complex behaviors.
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The basic philosophical impetus for the neural network representations, namely using a collection
of simple computational units interacting to produce a globally complex behavior, is a powerful
model that has proven to be effective for awide variety of problems. To date, this concept has
been explored only for avery limited class of simple computations. Expanding the types of simple
computations that can be performed by each unit in a network allows the creation of interesting
neural networks variants that may ultimately be more efficient, easier to train and be more task

specific.
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FIGURE 1. Representation for traditional neural networks. (a) Example of a feed-forward neural
network with threelayers. First, values are placed on theinput nodes and then the activation of the
hidden units are computed followed by the activation of the output units. (b) Form of the computation
performed at each node (except input nodes). | nput weights ar e associated with linksto the node and
away from the node. The node€' s activation is computed using a function, f, that takes the sum of the
inputsand a biasterm asan argument. The samefunction iscomputed at all nodesin the network. The
resulting activation for thisnodeis passed along the output connectionsto other nodes. Node number |
is shown.
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FIGURE 2. Example of a parsetreerepresentation for an evolved program.
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FIGURE 3. Plot showing the average number of sunspots observed for the years 1700 to 1993 shown
June 22, 1999

on x-axis. Thisdataisa naturally occurring chaoctic time serieswith an approximate period of 11.4

years.
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FIGURE 5. Trail of food used in the Artificial Ant problem. Dark gray squares contain food while
thelight gray squares show the shortest path through all 89 spaces containing food. At the start of
each trial the ant begins at the position indicated facing East.
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FIGURE 6. Output activations of the four nodesin the ant network over timewhen food is always
present in the environment.
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FIGURE 7. Plot of the activations of the Move (solid line) and Right (dashed line) unitsover the
first 70 time stepsin an environment that contains no food. Right unit holds a constant 2.286750
activation throughout. The Move unit’sactivation displaysa self-similar chaotic pattern over the
time period shown. Thisself-similar pattern isevident at least through time step 2000. Each time
that Moveisgreater than Right the ant executesa Move command. Otherwiseit executes a Right
command.
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FIGURE 8. A plot of the changesin activation valuesfor the Out and T3 units during encoding and
decoding of the similar strings 00000 and 10000 by the M1Ps net of Equation 9. Dashed line shows
the path for 10000 while the solid lines showsthe path for 00000. Both examples begin with the units
valuesinitialized to (-1,-1) and then take similar pathsthrough both the encoding and decoding
stages. Note that the difference between the two encoded positionsisnot large but is sufficient to
place the last decoded digits on opposite sides of the Out=0 axis.
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FIGURE 9. A plot of the changesin activation valuesfor the Out and T3 unitsduring encoding and
decoding of the similar strings 00000 and 00001 by the M1Ps net of Equation 9. Dashed line shows
the path for 00001 while thelight solid lines shows the path for 00000 and the gray solid line shows
the common pathway. Thetwo paths do not diverge until the encoding of the last bit sincethey are
exactly the same until that input step Oncethey divergethey take very different routesto
reconstruct their respective five bit sequences.
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FIGURE 10. (a) Theactivations of the units Out and T3 for all possiblefive digit binary sequences after
encoding. The spaceisdivided into an interesting or ganization based on the content of the sequence. (b)
The spacefilling curve that results from connecting the various encoded positionsin binary sequence
order with thefirst position asthelease significant bit. The curve demonstrates an efficient packing of
the encoded sequencesinto the two dimensional space and suggeststhat similar MPs nets could

accur ately encode longer strings.
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