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A key open question in the understanding of the biology of DNA methylation relates to the origin and function
of CpG islands, stretches of GC-rich and relatively CpG-rich DNA sequence that often colocalize with promo-
ter regions. All housekeeping, but also a substantial minority of tissue-specific genes are associated with the
CpG islands. Limited experimental evidence suggests that CpG islands are associated with promoters or
replication origins active during early development. Although this hypothesis is attractive for widely
expressed genes, which would be expected to be expressed during early development, many tissue-specific
genes also contain CpG islands. In this work, we used a genome-wide Gene-Ontology (GO)-based approach
to analyze associations between GO terms and the presence of 50 CpG islands in human Reference Sequence
(RefSeq) genes. We found that 19 of the 3849 GO terms with at least one annotated human sequence showed
a highly significant association with the likelihood of 50 CpG islands being present in genes annotated to that
term. In particular, the term ‘development’ showed a highly significantly increased proportion of 50 CpG island
genes. The overrepresentation of 50 CpG island genes was even more significant for tissue-specific RefSeqs
annotated to development as well as many of its descendent terms. In addition, the proportion of expressed
sequence tags from embryonic libraries amongst tissue-specific genes was twice as high for RefSeqs with 50

CpG islands as for those without CpG islands. These results provide strong support for previous specu-
lations that early embryonic expression is associated with CpG islands.

INTRODUCTION

The CpG dinucleotide is present at about 20% of the expected
frequency in the human genome. CpG dinucleotides are the
major target for DNA methylation in animals, with methylation
occurring at the cytosine on both strands. The depletion of the
CpG dinucleotide in the human and other mammalian genomes
is thought to be due to the increased mutability of methylcyto-
sine within CpG dinucleotides, with the result being an increase
in the frequency of TpG and its complementary dinucleotide
CpA at the expense of CpG dinucleotides (1).

Stretches of GC-rich (�65%) sequence in which the
observed frequency of CpG dinucleotides is close to that

expected on the basis of GþC content termed ‘CpG islands’
are associated with the upstream region of many genes. The
average size of such upstream CpG islands is about 1 kb (2),
and the CpG islands generally cover all or part of the promoter
and may extend into the first exon or beyond. Despite their
high CpG content, the great majority of CpG islands remain
unmethylated in all tissues and in all developmental stages.
About 60% of human genes are associated with CpG islands,
with all widely expressed (‘housekeeping’) genes and up to
40% of tissue-specific genes being associated with CpG
islands (2).

Various theories have been brought forward to explain the
origin of CpG islands. As mentioned earlier, methylated
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CpGs have a high mutation rate towards TpG, which will tend
to reduce the frequency of CpG over evolutionary time.
However, CpG islands generally exist in an unmethylated
state, and as a result escape CpG depletion (3). Lack of
transcriptional activity at totipotent stages of development
may be associated with de novo methylation, and therefore,
unmethylated CpG islands may be predicted to contain promo-
ters active during early development at the time of de novo
methylation (4).

Although this provides an attractive explanation for the
observation that all housekeeping genes have CpG islands
(as one would expect housekeeping genes to be transcribed
in early development and in germ line cells), many tissue-
specific genes also contain CpG islands. A possible expla-
nation for this could be that the promoters of genes with 50

CpG islands are active during early development. Experimen-
tal evidence is available for a limited number of tissue-specific
genes with 50 CpG islands that supports this notion (5–7).

The Gene Ontology (GO) (8) has provided a dynamic, con-
trolled vocabulary for describing gene products in any organ-
ism. GO contains three extensive subontologies describing
molecular function (the biochemical activity of a gene
product), biological process (the objective or biological goal
to which a gene product contributes) and cellular component
(the place in the cell in which the biological activity of a
gene product is exerted). GO presently contains over 17 000
terms, each of which has an accession number, a name, a
more detailed definition, and other information relating a
term to its parent terms. Individual terms are organized as a
directed acyclic graph, whereby the terms form the nodes in
the ontology and the arcs the relationships (Figs 2 and 3).
More specific terms are lower in the graph and terms are
related to their parent terms by ‘is-a’ relationships (e.g. con-
densed chromosome ‘is-a’ chromosome) or ‘part-of’ relation-
ships (e.g. nucleolus is ‘part-of’ nucleus). In contrast
to simpler hierarchical structures, one node in a directed
acyclic graph may have multiple parents. In the case of GO,
this allows for a more flexible, expressive and detailed
description of biological functions.

The GO terms do not themselves describe specific genes
or gene products; instead, collaborating databases such as
the GO Annotation (GOA) database (9) generate associations
of GO terms to specific gene products. Gene products are
annotated at the most specific level possible, but are con-
sidered to share the attributes of all ancestor terms (‘true-
path rule’) (10). For instance, if a gene product is annotated
to neurogenesis, it is understood to be implicitly annotated
to organogenesis, morphogenesis and development (Fig. 3).
In general, annotations to individual GO terms are not inde-
pendent, because one gene product can be annotated to more
than one term. For instance, a subset of genes annotated to
nucleus are also annotated to regulation of transcription
from Pol II promoter.

In this work, we developed a GO-based genome-wide
in silico approach to investigate functional aspects of tissue-
specific CpG island genes. Using data from NCBI (11), the
UCSC genome database (12), UniProt/Swiss-Prot (13) and
GO (8), we showed a highly significant association between
tissue-specific CpG island genes and GO terms related to
development and transcription regulator activity. Expressed

Sequence Tag (EST) analysis of murine genes provided
further support for the association between tissue-specific
CpG island genes and early embryonic expression.

RESULTS

A subset of GO terms show highly significant deviations
from the expected frequency of 50 CpG island genes
among associated RefSeqs

We developed an in silico approach using data from NCBI
(11), the UCSC genome database (12), UniProt/Swiss-Prot
(13) and GO (8) to investigate potential correlations between
the function, biological role, and cellular location of the
protein products of genes and the likelihood of the genes
having 50 CpG islands. The EMBOSS program newcpgreport
(2,14) was used to identify CpG islands in the 2000 upstream
nucleotides and the exon 1 sequence of 17 820 human Refer-
ence Sequence (RefSeq) genes. A sequence was identified as a
CpG island if there was a minimum GþC content of 50% with
a minimum CpGobs/CpGexp of 0.6 over at least 500 nucleo-
tides. In the following, we will refer to such genes as ‘50

CpG island genes’. The frequency of 50 CpG islands among
all human RefSeqs using these settings was 35.4%. The
definition of a CpG island is arbitrary and different settings
will reveal different numbers of CpG islands. Analyses with
other settings produced similar results to those described
below and are presented with the supplementary online
material available at http://www.charite.de/ch/medgen/
cpg/.

In order to examine the associations between CpG islands
and GO terms, we utilized a mapping from RefSeqs to
Swiss-Prot entries, because GO annotations for humans have
been produced for proteins rather than genes (9). For each
GO term, the number of associated genes with or without at
least one CpG island was counted and a x2-statistic was
calculated.

Note that as there were 3849 individual GO terms with
associated human RefSeq/Swiss-Prot entries, adjustment of
estimates of statistical significance for multiple testing are
needed. Therefore, in order to estimate statistical significance,
data were randomized 1000 times and analyzed as mentioned
earlier. The highest single x2-value observed in 1000 runs,
20.3, was taken to be the threshold of significance. Another
classical and conservative way of correcting for multiple com-
parisons is the Bonferroni method, in which the desired alpha
value (e.g. 0.05) for the entire set of N comparisons is divided
by N. In the present case, if we set the alpha value for each
individual test to be 0.05/3849 (1.3 � 1025), then the overall
significance level of the test is guaranteed to be �0.05. A
x2-value of 20.0, corresponds to a P-value of about
7.7 � 1026, so that the threshold for significance used in
this part of the present study was somewhat more conservative
than a simple Bonferroni correction.

Nineteen GO terms were identified for which there was
a significantly higher or lower than expected frequency of
50 CpG island genes (Table 1). Some of the associations
seemed to reflect the notion that genes associated with
‘housekeeping functions’ are often associated with 50 CpG
islands (e.g. 68% of genes annotated to RNA polymerase II
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transcription had a 50 CpG island). Many of the GO terms with
higher than expected frequencies of 50 CpG island genes were
related to transcription (Table 1). On the other hand, some GO
terms with highly specialized functions had significantly lower
than expected frequencies of 50 CpG island genes (e.g. only
3% of genes associated with xenobiotic metabolism had CpG
islands). However, not all the GO terms with significant
associations lent themselves to such an explanation. In parti-
cular, the term development was associated with a higher than
expected frequency of 50 CpG island genes.

GO terms related to development are significantly
overrepresented for tissue-specific
50 CpG island RefSeqs

Housekeeping genes are expressed in a wide range of tissues
and developmental stages, whereas the expression of tissue-
specific genes is restricted to one or a few tissue types. How-
ever, any cutoff between tissue-specific and ‘housekeeping’
genes is arbitrary (15). We developed two EST-based heuristic
definitions for ‘tissue-specific’ genes (Fig. 1). Individual EST
libraries contain up to thousands of ESTs corresponding to dis-
tinct genes, and also generally contain annotations as to the
tissue of origin and developmental stage. The level of expres-
sion of an individual gene in a given tissue can be inferred
from the number of corresponding ESTs found in EST libra-
ries derived from that tissue. Likewise, the range of expression

of a gene over different tissues can be estimated from the
range of libraries in which ESTs corresponding to the gene
are found. However, EST databases and data acquisition
strategies were not designed to answer many of the questions
such as tissue-specificity and differential expression that are
now being asked of them, and there are several difficulties
related to EST-based analysis of gene expression patterns;
for instance, a substantial proportion of EST libraries have
been normalized to reduce counts of highly expressed genes
with respect to those of low-copy genes (16). In addition,
the coverage of different tissue types in EST libraries is extre-
mely uneven; for instance, there are 1092 brain libraries but
only 10 bone libraries in UniGene build Hs166. However,
EST analysis has recently come into wider use for the
estimation of detection of genes expressed differentially
among different tissues and for creating expression profiles
of genes across tissue categories (16–18).

To investigate associations between tissue-specific 50 CpG
island genes and GO terms, analysis and randomization were
performed as mentioned earlier, except that tissue-specific
genes (identified with the two heuristics described in the
Materials and Methods and Fig. 1) were analyzed separately.
In the data for tissue-specific genes defined according to the
first heuristic (EST library count, Fig. 1A), the highest x2-
value in 1000 random runs was 21.3, and 16 GO terms were
identified for which there was a more significant x2-value.
In the category biological_process, we found significantly

Table 1. GO terms associated with a significantly higher and lower frequency of 50 CpG island genes

Name 50 CpG Island Ref Seqs (%) x2 (P-value)

Higher frequency
biological_ process

Regulation of transcription, DNA-dependent (GO:0006355) 472.5/960.3 (49.2 %) 80.2 (3.32 � 10219)
Development (GO:0007275) 173.0/326.5 (53.0 %) 44.2 (2.94 � 10211)
Transcription from Pol II promoter (GO:0006366) 69.2/124.1 (55.7 %) 22.5 (2.11 � 1026)
Regulation of transcription from Pol II promoter (GO:0006357) 63.6/112.1 (56.7 %) 22.3 (2.30 � 1026)

molecular_ function
Transcription factor activity (GO:0003700) 320.1/571.3 (56.0 %) 106.5 (5.69 � 10225)
RNA polymerase II transcription factor activity (GO:0003702) 61.3/90.6 (67.6 %) 41.2 (1.35 � 10210)
DNA binding (GO:0003677) 263.5/589.1 (44.7 %) 22.5 (2.08 � 1026)

cellular_ component
nucleus (GO:0005634) 832.5/1741.9 (47.8 %) 117.2 (2.57 � 10227)

Lower frequency
biological_ process

Immune response (GO:0006955) 35.0/266.5 (13.1 %) 57.7 (3.11 � 10214)
Inflammatory response (GO:0006954) 15.0/135.4 (11.1 %) 35.0 (3.34 � 1029)
Xenobiotic metabolism (GO:0006805) 1.3/51.5 (2.6 %) 24.2 (8.55 � 1027)
Heterophilic cell adhesion (GO:0007157) 5.3/69.0 (7.7 %) 23.1 (1.55 � 1026)

molecular_ function
Chymotrypsin activity (GO:0004263) 3.5/80.1 (4.4 %) 33.7 (6.43 � 1029)
Trypsin activity (GO:0004295) 6.3/82.1 (7.7 %) 27.5 (1.58 � 1027)
Olfactory receptor activity (GO:0004984) 0.0/44.0 (0.0 %) 24.1 (9.16 � 1027)
Sugar binding (GO:0005529) 11.2/90.8 (12.3 %) 21.1 (4.25 � 1026)

cellular_ component
Extracellular (GO:0005576) 46.6/309.7 (15.1 %) 56.0 (7.37 � 10214)
Extracellular space (GO:0005615) 43.5/248.3 (17.5 %) 34.7 (3.88 � 1029)
Intermediate filament (GO:0005882) 7.7/81.6 (9.5 %) 23.9 (9.93 � 1027)

Significance was determined using an expected frequency of 35.4% (the frequency for all human RefSeqs at the settings used) using a cutoff x2-value
of 20.0.
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higher than expected frequencies of CpG island genes for
development, morphogenesis, synaptogenesis, and neuro-
genesis (Table 2). The highest x2-statistic for the randomized
analysis with tissue-specific genes defined according to the
second heuristic (Category count, Fig. 1B) was 16.9; 42 GO
terms had a higher x2-value. Again, many of the terms from
biological_process were related to development. In addition
to the four terms mentioned above, cell differentiation,
sex differentiation, brain development, and organogenesis
showed significantly higher than expected proportions of
CpG island genes (see supplementary online material).

There is an alternative explanation for our finding of
overrepresentation of CpG islands among genes annotated to
synaptogenesis, neurogenesis and brain development. As has
been previously reported (19), there is an association between
neurally expressed genes and CpG islands. We could confirm
this finding. We identified 4578 RefSeqs for which brain was
the category with the highest number of ESTs. Owing to the
relative imbalance of EST libraries (mentioned earlier),
these RefSeqs are not necessarily preferentially expressed in
brain, rather, the EST data provide evidence of neural expres-
sion of these RefSeqs. Of these RefSeqs 45% had a 50 CpG

Figure 1. Distribution of RefSeqs over EST libraries and categories. (A) Distribution of human RefSeqs with respect to the number of EST libraries in the
UniGene cluster to which the RefSeq belongs. The arrow shows the arbitrary cutoff (first quartile, or 22 libraries per RefSeq) used to define tissue-specific
genes for the purposes of this analysis. The median number of libraries per RefSeq was 66, and the maximum number was 1125. (B) Category threshold
count. For this analysis, human EST libraries were classified into 42 categories such as ‘heart’, ‘kidney’ and ‘lung’. The graph shows the number of categories
in which at least 70% of all ESTs corresponding to a given RefSeq were identified. The more tissue-specific a gene is, the lower is the category threshold count.
For the purposes of this analysis, a threshold of three libraries was chosen (asterisk) to define tissue-specific genes.

Table 2. GO terms associated with a significantly higher frequency of tissue-specific 50 CpG island genes

Name 50 CpG Island RefSeqs (%) x2 (P-value)

biological_ process
Regulation of transcription, DNA-dependent (GO:0006355) 147.8/318.6 (46.4 %) 115.8 (5.18 � 10227)
Development (GO:0007275) 60.3/118.2 (51.0 %) 60.6 (7.04 � 10215)
Morphogenesis (GO:0009653) 22.5/34.5 (65.2 %) 38.8 (4.62 � 10210)
Synaptogenesis (GO:0007416) 9.8/9.8 (100.0 %) 35.7 (2.25 � 1029)
Potassium ion transport (GO:0006813) 31.2/61.3 (51.0 %) 31.3 (2.24 � 1028)
Neurogenesis (GO:0007399) 26.2/48.3 (54.3 %) 30.6 (3.16 � 1028)
Cation transport (GO:0006812) 28.8/56.5 (51.0 %) 29.0 (7.27 � 1028)
Regulation of synapse (GO:0007273) 8.8/9.8 (89.8 %) 27.1 (1.96 � 1027)
Transcription from Pol II promoter

(GO:0006366)
20.5/36.5 (56.2 %) 25.8 (3.78 � 1027)

Homophilic cell adhesion (GO:0007156) 18.8/33.2 (56.7 %) 24.2 (8.78 � 1027)

molecular_ function
Transcription factor activity (GO:0003700) 117.8/210.9 (55.8 %) 146.2 (1.16 � 10233)
RNA polymerase II transcription factor

activity (GO:0003702)
19.8/27.2 (72.5 %) 41.7 (1.05 � 10210)

Voltage-gated potassium channel activity (GO:0005249) 15.0/25.0 (60.0 %) 21.8 (3.01 � 1026)

cellular_component
Nucleus (GO:0005634) 177.8/427.9 (41.6 %) 101.1 (8.96 � 10224)
Voltage-gated potassium channel complex (GO:0008076) 18.5/31.0 (59.7 %) 26.6 (2.51 � 1027)

Tissue-specific genes were defined as those RefSeqs that were in the lowest quartile with respect to the distribution of ESTs belonging to the same
UniGene cluster over EST libraries (Fig. 1A). Similar results were obtained for the second heuristic definition of ‘tissue-specific’ and are presented
in the supplementary online material. Significance was determined using an expected frequency of 21.7% (the frequency for all tissue-specific
human RefSeqs at the settings used) using a cutoff x2-value of 17.4. Only one GO term was associated with a significantly lower than expected
frequency of tissue-specific 50 CpG island genes, extracellular (GO:0005576), with 13.5 of 183.3 RefSeqs (7.4%) having 50 CpG islands (x2-value 21.9,
P-value 2.89 � 1026).
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island compared with an overall frequency of 35.4%. Among
841 tissue specific RefSeqs with highest expression in brain,
the frequency of 50 CpG islands was 36.5% compared with
an overall frequency for tissue-specific genes of 22.5%. There-
fore, it appears possible that the overrepresentation of 50 CpG
island genes annotated to synaptogenesis, neurogenesis, and
brain development could be related to neural expression,
early developmental expression, or both.

The earlier mentioned analysis concentrated on individual
GO terms. The structure of GO is such that individual GO
terms are considered children of more general terms (Fig. 2).
If a gene product is annotated to a specific term, then it is
considered to be implicitly annotated to all the parent terms
of the specific term (10). We therefore extended the analysis
described earlier to traverse the subgraph consisting of all
the descendents of each GO term, calculating the percentage
of genes annotated to terms in the subgraph that had 50 CpG
islands (Fig. 3). There were 29 upper-level terms (children of
the root terms of the three subontologies biological_process,
molecular_function and cellular_component). For most of
these subgraphs, the observed number of 50 CpG was roughly
the same as the expected number. Seven subgraphs had x2-
statistics with Bonferroni-corrected P-values ,0.05, with the
two most significant being transcriptional regulator activity
(P ¼ 2.13 � 10238), and development (P ¼ 5.76 � 10210). In
a comparable analysis of tissue-specific RefSeqs defined
according to number of EST libraries as mentioned previously,
nine subgraphs reached significance. Remarkably, the signifi-
cance of the overrepresentation of 50 CpG island genes anno-
tated to development increased from 5.76 � 10210 in all
RefSeqs to 4.41 � 10225 in tissue-specific RefSeqs (Table 3).

Murine 50 CpG island genes

We were thereupon motivated to investigate whether the
earlier mentioned associations reflected expression of the genes
in the early phases of development. We chose to analyze
mouse data because of the availability of a relatively large
amount of EST data for mouse embryonic stages. Of the
878 libraries of UniGene build Mm.134, 149 were classified
as ‘embryonic’ (17%). The mouse has significantly less CpG
island genes than man, with about 20% of human CpG
islands being absent from the homologous mouse genes (3),
and the overall frequency of murine 50 CpG island genes at
the same settings as mentioned earlier was 20.5%. Despite
this, there is a high correlation of the frequency of CpG
island genes for individual GO terms between human and
murine genes (Fig. 4). Analysis of tissue-specific RefSeq
genes defined as being in the first quartile of EST library
counts revealed 21 GO terms with significant x2-statistics,
including development, pattern specification, neurogenesis
and angiogenesis (see supplementary online material).

In order to estimate embryonic expression levels of murine
genes with and without 50 CpG islands, EST libraries were
classified with respect to developmental stage using a regular-
expression approach in order to extract the relevant information
from the library annotations. Among 878 libraries, 149 were
classified as ‘embryonic’ (Theiler stages 1–22), representing
0.46 million of a total 3.14 million available murine ESTs.
The UniGene cluster for each RefSeq was identified, and the

murine RefSeqs were first classified as tissue-specific or not
on the basis of the total count of EST libraries per RefSeq,
similar to the analysis of human RefSeqs mentioned previously.
Then the tissue-specific RefSeqs (i.e. the lowest quartile) were
analyzed with respect to the proportion of ESTs derived from
embryonic EST libraries. Among tissue-specific genes, the
proportion was nearly twice as high for RefSeqs with 50 CpG
islands as for those without 50 CpG islands (Fig. 5).

DISCUSSION

DNA methylation plays an important role in the epigenetic
control of gene expression in a range of processes such
as allele-specific expression in genomic imprinting and X-
inactivation, control of Alu elements and other transposons,
and pathological processes such as epigenetic silencing
of tumor-suppressor genes (4,20–22). However, the role of
CpG islands and DNA methylation in the physiological

Figure 2. Explanation of the graph traversal algorithm. GO is a directed
acyclic graph, meaning that each node can have multiple children and multiple
parents, but cycles are not allowed. GO terms are represented by the nodes of
the graph, and the nodes are related to one another by two types of relation-
ship: ‘is-a’ and ‘part-of’ [both of which are displayed as arcs (arrows)
between the nodes]. Gene products are annotated at the most specific (the
lowest) level possible, but are understood to share the attributes of all ancestor
nodes. Therefore, to count all the gene products that are annotated to a given
GO term, one can count both the explicit annotations as well as the implicit
annotations (i.e. those annotations to descendent terms). In the present work,
we have performed analysis both using only explicit annotations (Tables 1
and 2) as well as using both explicit and implicit annotations (Table 3 and
Fig. 4) obtained by traversing the subgraph emanating from top-level terms.
In the figure, nodes A through H are displayed representing a directed
acyclic graph consisting of eight nodes. The explicit counts for each node
are shown within the nodes (for instance, the explicit count for node F is 4,
and the explicit count for node B is 3). To get the total count of explicit
and implicit annotations, we traverse the graph by traveling to each descendent
node once and adding these counts to the count of the node at the top of the
subgraph. Thus, the count at node C is the sum of the explicit annotations at
node F (4), G (6), and C (7), or 17, and is shown to the right of the node. Note
that as some nodes have multiple parents, care needs to be taken not to count
multiply connected descendents multiple times; therefore, the total count at
node B is not equal to its explicit count (3) plus the sum of the total counts
of its two children nodes D and E, because this would count node H twice.
A variety of online and offline tools are available for visualizing the structure
of GO and are listed on the homepage of the GO project (38) (Fig. 3).
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regulation of gene expression (if any) has not been fully
elucidated.

One plausible explanation for the lack of methylation of CpG
islands would be that binding of transcription factors to promo-
ters located in CpG islands might reduce accessibility of the
CpG island to DNA methyltransferases during the period of
de novo methylation. More recently, it has been suggested
that CpG islands may serve simultaneously as promoters and

DNA replication origins, with the position and length of a CpG
island being defined by the extent of unidirectional replication
(23,24). One implication of this hypothesis is that CpG islands
might be a sort of ‘genomic footprint’ or trace of the replication
origin event, rather than entities with their own function (23).
On the other hand, experiments on a limited number of genes
have suggested that CpG island sequences may in fact have
an independent function in preventing de novo methylation of

Figure 3. A subgraph of GO encompassing all the GO terms that are descendents of the term development. For each term, the proportion of RefSeqs annotated to
the term or to any of its descendents (which are considered to be implicitly annotated to the parent term) is calculated. Analysis for tissue-specific genes defined
according to EST library count in the subgraph of the term development is shown. Almost all the descendent terms of development show a higher frequency of
50 CpG island RefSeqs than the expected frequency of 21.7% (the frequency for all tissue-specific RefSeqs).

Table 3. The children of the roots of the three GO subontologies ‘biological_process’, ‘molecular_function’ and ‘cellular_component’ represent general categories
such as catalytic activity and cell (level 2) The table shows the results of analysis of the subgraphs descending from each of these terms. A total of 29 level 2 terms
exist for which there is at least one annotated human RefSeq/Swiss-Prot. Four terms showed a significantly higher proportion of 50 CpG island RefSeqs given the
overall frequency of 35.39% and a Bonferroni-corrected P-value of 0.05/29 ¼ 1.72 � 1023 (columns 2 and 3). A similar analysis of tissue-specific RefSeqs
defined as being in the lowest quartile with respect to EST library count was performed with an expected frequency of 50 CpG island genes of 21.6% in tis-
sue-specific genes (columns 4 and 5)

Term RefSeqs (% with 50 CpG Island) P-value Tissue-specific RefSeqs (% with 50 CpG Island) P-value

Transcription
regulator activity

535.1 (55.3%) 2.13 � 10238 151.8 (54.0%) 7.11 � 10240

Development 653.1 (43.0%) 5.76 � 10210 226.7 (39.3%) 4.41 � 10225

Cell 3372.3 (38.3%) 8.75 � 1029 609.5 (26.2%) 5.19 � 1028

Binding 2380.2 (38.8%) 3.34 � 1028 413.7 (25.6%) 7.6 � 1025
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themselves and flanking sequences (25). These results may
indicate that CpG islands may contribute to the establishment
of a heritable unmethylated state that is a prerequisite for
later transcriptional potential.

CpG islands and development

In the present work, we have used a genome-wide GO-based
datamining approach to examine potential correlations
between the GO terms and the frequency of 50 CpG islands in
genes annotated to those terms. We tested the proportion of 50

CpG island genes annotated to each of the 3849 GO terms for
which there was at least one annotation to a human RefSeq
(GO annotations for Swiss-Prot entries were mapped to the
RefSeqs as described in the Materials and Methods).

Nineteen GO terms were identified for which there was
a significantly higher or lower than expected frequency of
50 CpG island genes. Notably, the term development had a sig-
nificantly higher than expected proportion of CpG island
genes. As mentioned, a limited amount of experimental evi-
dence exists to suggest that tissue-specific 50 CpG island
genes are expressed during early development. These obser-
vations prompted us to extend our analysis to a subset of
genes defined to be tissue-specific. We developed two heuristic
definitions of tissue-specificity on the basis of the distribution
of ESTs belonging to the same UniGene cluster as a RefSeq
(Fig. 1). Although the results of these two analyses differed
slightly, they both identified multiple terms related to develop-
ment and embryogenesis as having significantly higher than
expected proportions of 50 CpG island genes among tissue-

specific RefSeqs. In addition, the results of the analysis of
the proportions of ESTs from embryonal libraries for
tissue-specific murine RefSeqs with and without 50 CpG
islands are compatible with the idea that tissue-specific
50 CpG island genes are expressed in early development. We
suggest that these results provide strong support for previous
speculations that early embryonic expression is related to
50 CpG islands.

Our results confirm and extend results by Ponger et al. (26)
who compared the embryonic expression patterns of the
murine homologues of 367 human genes by means of EST
analysis. They found that 93% of all genes expressed in the
early embryo had a start CpG island compared with 56% of
other genes. Using a stricter definition of tissue-specific than
the definition we have used in this work (6% of all genes
were classified as tissue-specific, whereas 25% of genes
were classified as tissue-specific in the present work), they
found that nine of nine tissue-specific genes with early
embryonic expression had a 50 CpG island.

50 CpG island genes and cellular localization

The subontology ‘cellular component’ refers to the place in
the cell where a gene product is active. The GO term
nucleus showed a higher than expected frequency of 50 CpG
island RefSeqs (P ¼ 2.57 � 10227), including genes such as
NFX2 (Nuclear RNA export factor 2) and GLI3 (Zinc finger

Figure 4. Percentage of RefSeqs with 50 CpG islands annotated to individual
GO terms as compared between human and mouse RefSeqs. Six hundred
and forty seven GO terms for which at least five annotated RefSeqs were
available for both human and mouse are shown, with the percentage of CpG
island genes shown for human genes on the X-axis and for mouse genes on
the Y-axis. The Pearson’s correlation coefficient is 0.52. Despite the fact
that mouse genes on the whole have significantly fewer CpG islands, there
is a highly significant (P , 10216) correlation with regards to the average
percentage of 50 CpG island genes annotated to individual GO terms
between mouse and human RefSeqs.

Figure 5. Expression of murine ESTs in embryonic libraries. Of the 863
libraries of UniGene build Mm.130, 167 were classified as ‘embryonic’.
The 15 803 murine RefSeqs are divided into four quartiles according to
their overall distribution over EST libraries defined as in Fig. 1A. The
RefSeqs are further grouped according to whether the RefSeqs have 50 CpG
islands (the left column of each pair), or not (right column of each pair).
The Y-axis shows the percentage of ESTs that originated in embryonic
libraries. Among tissue-specific genes, the proportion was nearly twice as
high for RefSeqs with 50 CpG islands as for those without 50 CpG islands.
The difference is much less pronounced for the upper three quartiles.
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protein GLI3). The term extracellular showed a signifi-
cantly lower than expected frequency of 50 CpG island genes
(P ¼ 7.4 � 10214), including interleukins and other cyto-
kines, coagulation factors, and other genes whose protein
products are active extracellularly. In addition, genes anno-
tated to intermediate filament (intracellular structures involved
in mechanically integrating the various components of the
cytoplasmic space), also showed a significantly lower than
expected frequency of 50 CpG island RefSeqs (Table 1).

50 CpG island genes and transcription

Many of the terms with significantly higher than expected
proportions of CpG island genes were related in some way
to transcription: regulation of transcription (DNA-dependent),
transcription from Pol II promoter, regulation of transcription
from Pol II promoter, transcription factor activity, RNA poly-
merase II transcription factor activity and DNA binding. To
our knowledge, this has not been previously reported. The
biological significance of this observation, if any, remains to
be determined, although it may be related to a very basic
functional role of many of the genes involved in RNA
transcription.

Gene ontology for datamining

The human genome sequence can be regarded as a kind of
genome anatomy that is likely to transform modern medicine
and biology, just as the gross anatomy of Andreas Vesalius
(1543) played a large role in the development of medicine
by paving the way for such discoveries as Harvey’s theory
of the circulation of blood (27). In order to make use of this
resource, biologists need new tools to explore the genome
and other data sources. The GO consortium has provided
a shared, structured vocabulary for the annotation of gene
products across organisms (8,28) that has been used to predict
phenotype and gene function from patterns of annotation
(29–31), to predict function on the basis of protein–protein
interaction data (32), to predict subcellular localization (33)
and to infer biological roles for uncharacterized proteins
based on gene expression time series data (34).

In the present work, we have used a genome-wide GO-based
approach to analyze correlations between a characteristic DNA
signal (CpG islands) and individual GO terms. The results of
our analysis provide strong, if indirect, support on a genome-
wide scale for the notion of a connection between early
embryonic promoter activity and the presence of 50 CpG
islands, and show how a GO-based analysis can be used to
screen the genome to support an hypothesis for which only
limited ‘wetlab’ evidence is available. A similar approach can
be used to examine the roles of other DNA signals or motifs
on a genome-wide scale. The association between 50 CpG
islands and genes involved in aspects of transcription such as
RNA polymerase II transcription factor activity was not pre-
viously recognized, and may suggest new avenues to explore
for further elucidation of the nature of CpG islands.

MATERIALS AND METHODS

The analyses described in this report were performed with a
set of Perl scripts, C programs, and a mysql database. A
more detailed explanation of algorithms and results, are avail-
able online at www.charite.de/ch/medgen/cpg/, and the source
code is available under the GNU General Public License upon
request.

Databases, DNA Sequences and GO Annotations

The chromosome files of the hg16 release (build 34) of the
human genome, as well as associated annotation tables were
downloaded from the UCSC genome database website (12).
The UCSC genome database offers positional information
on all available RefSeq sequences (35), which allows the
transcriptional start site (TSS) and first exon sequences for
each RefSeq to be extracted using perl scripts; these sequ-
ences were then analyzed with the EMBOSS (14) program
newcpgreport (algorithm described by Larsen et al. (2) using
the parameters as indicated in the text).

GO annotations have been made available for UniProt/
Swiss-Prot (13,36,37). Therefore, we produced a mapping of
the RefSeqs to their corresponding Swiss-Prot entries on the
basis of the Known Genes data set of the UCSC genome data-
base (12), for which the linkage from Swiss-Prot to NCBI
mRNA records is derived from the DR field of Swiss-Prot/
TrEMBL records, and the linkage from mRNA to RefSeqs
is produced from NCBI LocusLink data. There were a total
of 17 567 distinct RefSeqs and 26 683 Swiss-Prot entries;
9448 RefSeqs had one associated Swiss-Prot entry, 3707 had
two, and 2608 had three or more associated Swiss-Prot
entries. The GO annotations for different Swiss-Prot entries
that are all associated with one RefSeq may be divergent.
Therefore, we weighted the GO annotations according to the
number of associated Swiss-Prot entries. For instance, if
gene X has two associated Swiss-Prot entries Y and Z, the
GO annotations associated with Y and Z are each weighted by
a factor of 1/2. Many RefSeqs are known to have alternate
splice forms. We counted each distinct 50 TSS for each RefSeq
separately. Splice forms with identical TSS were not counted
separately. We used the GO (8) term database version of 12-
2003, and the annotation file gene_association.human_goa
(version 16, December 17, 2003). A total of 17 820 RefSeq
sequences were extracted. 15 728 had at least one associated
Swiss-Prot entry and served as the basis for further analysis.

Association between the frequency of 50 CpG island
genes and GO terms

The 2000 nucleotides upstream of the indicated TSS and
exon 1 of each RefSeq were analyzed for the presence of a
CpG island. For each GO term, the number of associated
50 CpG island RefSeq genes was counted. A x2-statistic with
one degree of freedom was generated by taking the expected
frequency of genes to be the total number of genes associated
to the term multiplied by the overall frequency of genes
having at least one CpG island amongst all RefSeqs.

We produced randomized data by assigning a CpG
island status randomly to each RefSeq according to a
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uniform distribution on the basis of the overall frequency of
CpG islands among all RefSeq sequences. Then, analysis of
GO terms was repeated for the randomized data as described
previously. The randomization was repeated 1000 times.
Observations in the real data were taken to be significant
only if the x2-statistic was higher than the highest statistic
observed in 1000 randomized experiments.

Tissue distribution versus CpG Islands

By using information from NCBI’s locus link database (11), it
is possible to identify UniGene clusters that correspond to
RefSeqs. Each UniGene cluster contains information about
the library from which each EST was derived. We used this
information to estimate the anatomical and developmental
distribution of the expression of RefSeqs.

Two heuristics were used to find a subset of RefSeqs that
we denote as ‘tissue-specific’. The first was to count the
total number of EST libraries in which ESTs corresponding
to each RefSeq were found. All 8282 EST libraries were ana-
lyzed from UniGene build 166. Those genes in the lowest
quartile were defined to be tissue-specific or low-expression
genes for the purposes of this analysis, i.e. 75% of all
RefSeqs belonged to UniGene clusters whose ESTs were
distributed over a greater number of EST libraries (Fig. 1A).

The second heuristic involved annotating the 8282 EST
libraries to belong to 42 different categories such as ‘heart’,
‘brain’, ‘liver’, and so on (a full list of categories is available
on the accompanying website). All libraries from cancerous or
diseased tissues as well as those for which an unambiguous
assignment to a category was not possible were excluded
from this analysis. We defined tissue-specific to mean that at
least 70% of all ESTs associated to one RefSeq were found
in three or less categories (Fig. 1B).

Analysis of the association between the presence or
absence of CpG islands and GO terms was then undertaken
independently for the RefSeqs classified as tissue-specific.
The analysis was performed in essentially the same way as
for the initial analysis of all RefSeqs as described previously.

Subgraph analysis

Subgraphs of GO were analyzed essentially as mentioned pre-
viously, but by traversing the subgraph emanating from any
term (Fig. 2) and adding all RefSeqs annotated to the
term or any of its descendents as a group, and applying a
x2-statistic to the group. For instance, to analyze the term
central nervous system development, genes annotated to this
term as well as its descendents brain development and
ventral midline development were grouped together (Fig. 3).
If there were multiple paths to a descendent node, the node
was only counted once.

Analysis of mouse data

Analysis of murine RefSeqs and EST data was performed
essentially as for human data, with the exception that the
murine EST libraries were classified with respect to their
developmental stage. NCBI build 32 (UCSC version Mm4)
and UniGene build Mm.134 were used.
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